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Abstract
Modern computer architectures, with multicore CPUs and GPUs or
other accelerators, make stronger demands than ever on writers of scientiﬁc code. Normally, the most eﬃcient program has to be written —
using a substantial eﬀort — by expert programmers for a certain application on a particular computer. This thesis deals with several algorithmic
and technical approaches towards eﬀectively satisfying the demand for
high performance parallel scientiﬁc applications on hybrid computer architectures without incurring such a high cost in expert programmer
time. Eﬃcient programming is accomplished by writing performanceportable code where performance-critical functionality is provided either
by an optimized library or by adaptively selecting which computational
tasks that are executed on the CPU and the accelerator.
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Chapter 1

Introduction
1.1

Scope

This thesis deals with topics concerning how to eﬀectively program highperformance scientiﬁc applications on modern commodity hardware such
as a desktop computer. We take the perspective of the application programmer and address the obstacles associated with writing and optimizing parallel code. Standard practices in scientiﬁc computing often
stem from the 1980’s and 1990’s and treat parallellism as a special case
rather than something ubiquitous. This constitutes a growing challenge
because computers today are all increasingly parallel machines, with
multicore processors (CPUs) and often a graphics card (GPU) or other
accelerator.
Today, there are two main types of parallel processors present in a typical computer: a handful of fast general-purpose “fat” cores on the CPU,
and very many slow arithmetic-optimized “thin” cores on the accelerator. These two architecture types require diﬀerent styles of programming
and are appropriate for diﬀerent types of algorithms. If scientists are to
be able to beneﬁt from the full power their computational equipment,
an eﬀort must be made to make the programming of eﬃcient programs
faster and easier, without requiring extensive parallel programming education. We adress both architecture types individually and also show
that a conscious decision about which architecture is best suited for a
given problem results in the best performance for the least amount of
programmer eﬀort. In this way, we contribute to the development of
7

eﬃcient parallel code, both by providing useful implementations and by
promoting good design principles.
In this thesis, we focus on single nodes and only touch upon distributed
computing problems in passing. Distributed computing, e.g. on clusters,
is an important part of scientiﬁc computing, but it is a problem that has
been worked on for much longer than issues arising from multicore architectures and accelerators. In many cases, distributed parallel programs
require a two-tiered parallelization, one internode level between computational nodes and one level inside the node. Since computational nodes
in a cluster resemble desktop machines, the topics in this thesis can be
applied on the intranode level.
Scientiﬁc applications come from a wide range of disciplines, from highenergy physics to systems biology. We have mostly chosen model problems that can be expressed as N -body problems, i.e. systems of many
mutually interacting particles. These types of problems commonly show
up in the ﬁelds of physics and chemistry, but also occur in many other
areas. We also treat a few linear algebra routines, which are important
components of PDE solvers as well as many other applications.

1.2

Disposition

The rest of this thesis consists of two main parts. In the ﬁrst part,
Chapter 2, we introduce the context in which the work is done and
background information on accelerator computing, task-based programming, and the N -body problem. The second part, Chapter 3 is a series
of summaries of the articles included in the thesis, focused on showing
the main results and a description of the work.

8

1.3

Contributions

This thesis concerns eﬃcient high-performance heterogeneous programs
in the context of scientiﬁc computing. We contribute with:
• A library for oﬄoading electrostatics simulations to GPU and Cellbased accelerators.
• A performance model for tasks on a multicore machine that gives
insight into the key challenges of tuning task size.
• An analysis of the performance improvements due to better BLAS
library usage in an algorithm for calculating a matrix inverse.
• A tunable hybrid CPU/GPU FMM implementation that demonstrates performance synergy by using heterogeneous hardware to
leverage heterogeneity in the FMM algorithm.

9
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Chapter 2

Background
2.1

Multicore & accelerator computing

Due to physical constraints in processor design, hardware vendors have
in the last decade or so been forced to improve processor performance by
introducing more parallelism rather than increasing the clock frequency,
as they’d been able to do previously. A modern desktop computer today
usually contains at least four processor cores in the CPU and a graphics
processing unit (GPU). If no special consideration is given, a typical
program will use just one processor core, which leaves 3/4 of the CPU
and the entire GPU idle.
Exploiting a computer’s full potential is not a trivial task. Algorithmically, it is necessary to identify those portions of the problem that can
be accomplished concurrently, and to deﬁne the contracts that ensures
that these portions run in parallel without conﬂict. Programmatically,
the challenge is to write code that correctly implements these contracts
while eﬀectively using the system’s resources like cache and memory
buses. Ideally, the end result is suﬃciently general so as to be usable in
a variety of applications and on a wide range of machines, but one has
to balance these goals with the cost of the programmer’s valuable time
as well.
Besides running on a multicore CPU, programs can be executed on an
accelerator. An accelerator is a processor located some distance away
from the CPU on the motherboard or on an add-on card inserted into
11

the motherboard and is connected to the host system via a relatively
low-bandwidth and high-latency bus. While the GPU is currently the
most common accelerator, other technologies exist. A notable alternative was the Cell Broadband Engine, an interesting design that was
recently discontinued as a general computing platform. It stands out
as the product of a collaboration of leading hardware vendors, Toshiba,
IBM, and Sony, and mirrors the GPU design philosophy in incorporating lightweight cores and dedicating a higher proportion of chipspace to
arithmetic hardware and memory buses [2]. In contrast with the GPU,
however, each of the computational cores is individually controllable,
opening the processor up to control parallelism. The Achilles’ Heel of
the architecture is its lack of automation, essentially requiring programmers to write highly complex code in order to unlock its full performance
potential. Regardless, the Cell requires less parallelism and allows more
ﬂexibility than a GPU, and we expect future architecture designs may
mimic the Cell, adding features like automatic caches to improve programmability. One such architecture is Intel’s MIC, which contains
dozens of standard x86 cores, combining a high degree of parallelism
with better programmability [18]. Since the MIC can be programmed
with standard shared-memory programming models like OpenMP, it has
a lower barrier-to-entry than accelerators like the Cell and GPU that require completely diﬀerent programming styles. Another development is
on-chip accelerators, notably Heterogeneous System Architecture (HSA)
compliant processors like the AMD Accelerated Processing Unit (formerly known as Fusion), which essentially put a GPU and a CPU on a
single chip and implemented with a single Instruction Set Architecture
(ISA). HSA processors often perform all ﬂoating point arithmetic on
the GPU component, and do not oﬀer programmers direct access to the
GPU component. This limits their usefulness for scientiﬁc computing
purposes, but is a design decision aimed at decreasing power consumption for mobile devices.
Using an accelerator like a GPU poses diﬀerent design challenges than
standard CPU programming. The key deﬁning feature of a GPU is that
it’s a real manycore processor with hundreds of cores. These cores are
arranged in groups dubbed multiprocessors that share certain resources
like a memory bank, register bank, execution unit. Software threads
are grouped into warps, which are distributed over the set of multiprocessors. Each execution thread running on a multiprocessor is issued
instructions from the same execution unit and runs in a lock-step fash12

ion — if one thread in a warp needs to run a diﬀerent instruction from
the rest, then all threads in the warp will execute the instruction and all
but one discards the result. The number of warps residing on a multiprocessor is limited by the number of registers that each warp consumes,
which depends on the complexity of the code, as well as the amount
of shared memory needed. A warp is only ready to run when all the
data it needs is resident in the multiprocessor, but the multiprocessor
can switch between warps very cheaply. Populating the multiprocessors
with enough warps to ensure there always is at least one ready warp
allows the scheduler to hide memory access latency.
For GPU’s, the memory bandwidth available for on-device accesses is
typically about 5-10x higher than for CPUs, but the peak FLOP rate can
be on the order of 10-20x higher than the CPU[8, 23]. This means that
codes with low arithmetic intensity that are bandwidth bound on the
CPU are bound to see a much smaller performance improvement than
compute bound codes when moved to the GPU. The fact that the GPU
is an accelerator and not the central processor also incurs some costs:
the GPU is typically connected to the system’s main memory via the
PCIe bus, which has limited bandwidth and long latency, and launching
a kernel on the GPU (i.e. running a program) is subject to a relatively
long startup time. In order to achieve maximum performance on a GPU,
a program must be relatively simple, support high parallelism, have
high arithmetic intensity, run for a long time to amortize the kernel
launch time, and avoid accesses to main memory. This means that
some problems and algorithms are more suited to the demands of this
architecture than others.
The essential feature that characterizes GPU-suitable algorithms is high
data parallelism. Data parallelism involves performing identical operations on diﬀerent sets of data, which usually necessitates large datasets
and uniform control ﬂow. The opposite paradigm is control parallelism,
where each processing thread executes diﬀerent operations. GPU’s are
not designed with control parallelism in mind, which restricts their usefulness for such algorithms.
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(a) Fork-join

(b) General DAG

Figure 2.1: Schematic representation of two types of parallel dependencies.

2.2

Task-based programming

Parallel programming with tasks is a recent trend that is gaining in
popularity. Examples of popular libraries and frameworks that implement some kind of task-based approach include OpenMP [10], Cilk++
[21], Wool [13], OMPSs [11], StarPU [3], SuperGlue [25], Intel Thread
Building Blocks, and Microsoft Task Parallel Library . These programming tools all provide tasks, but with diﬀerent features, each with its
own pros and cons. Common for all the listed libraries is that programmers express parallelism by identifying concurrent code segments and
deﬁning tasks that a runtime system and scheduler will execute in multiple threads (if possible). This way of writing parallel code stands in
contrast to more traditional techniques like declaring parallel for-loops,
message-passing between processes, and using mutex locks, which can
be considerably more labor-intensive and error-prone, as well as less
eﬃcient.
The most distinctive feature of a task library is how tasks and task
dependencies are speciﬁed. The way in which tasks are speciﬁed determines the nature of the parallelism that may be expressed (e.g. fork-join
or DAG, see Figure 2.1), and hence the sort of algorithms for which the
task library is suitable. In standard OpenMP, Cilk++, and Wool, tasks
are simple closures and may be executed at any time after speciﬁcation,
allowing fork-join parallelism. OMPSs implements a more general task
14

which includes input and output data from which a task dependency
DAG is derived, allowing more parallelism to be expressed. This graph
then informs the scheduler of which order the tasks must be executed,
and the system thusly allows the user to specify tasks before the data
they need is present. This feature lets the user express greater and
more ﬂexible parallelism than the simpler version. Whereas other task
libraries focus on the CPU only, StarPU allowing the user to write multiple implementations for each task, one for each type of processor in the
machine. The runtime system then uses performance models to schedule
tasks on the CPU and accelerators in an optimal way. In papers II and
IV, we use SuperGlue to implement multicore parallelism. SuperGlue is
an attractive option because it is a small and eﬃcient library with low
overhead and supports the most general kind of task-dependency that
we’ve seen.
Since creating, scheduling, and executing a task incurs a small overhead
(very small in the case of Wool), task granularity should not be too
ﬁne. Conversely, when very few tasks are created there may not be any
parallelism in them due to dependencies, so task granularity must not
be too coarse. Determining optimal task granularity is a task typically
left up to the user, but it is a popular target for autotuning, for example
with Sequoia[12].

2.3

N -body problem

The simulation of systems of many mutually interacting particles is
known as the N -body problem (N denotes the number of particles in
the system), and is a common way of describing the evolution of systems consisting of a variety of entities such as galaxies, stars, charged
particles, wind vortexes, and grazing animals. The N -body problem is
addressed in papers I, II, and IV. If the interaction force of two particles
xi and xj is written as G(xi , xj ), then the net force on particle xi in
three dimensions is the sum of the forces due to all the other particles:
Φ(xi ) =

N

j=1,j=i G(xi , xj ),

(2.1)

Calculating this sum requires N evaluations of the interaction function
G and an equal number of additions. If this is done explicitly for all N
particles is, therefore, an O(N 2 ) operation, rendering large simulations
15

prohibitively expensive. Even a well-optimized code with a light-weight
interaction function running on a fast GPU will take a long time to run
with N = 1 million.
Fortunately, it is not usually necessary to make all these calculations
explicitly. Particles that are distant from one another aﬀect each other
only a little, and by approximating distant interactions it is possible to
greatly reduce the amount of computation without greatly aﬀecting the
accuracy of the result. One of the ﬁrst popular algorithms that accomplishes this is known as the Barnes-Hut algorithm (B-H) [4]. In principle,
it works by recursively splitting the particles into groups by subdividing
space into cells or boxes. Once the groups are suﬃciently small, interactions between distant groups are handled as interactions between the
groups’ centers of mass. Interactions between particles that are located
in close proximity to one another must still be calculated explicitly as
per Equation 2.1, but (depending on certain problem speciﬁcs) these
interactions account for a very small fraction of the total pairwise interactions, a few ten-millionths as many. The accuracy of the algorithm
can be controlled by varying the θ-criterion that determines which boxes
are considered “distant” and by changing the number of subdivisions [5].
The Barnes-Hut algorithm has spawned many successful descendants
that improved on it in many ways. One category of descendants is the
Fast Multipole Method (FMM), originally published by Greengard and
Rokhlin[15]. The main point of departure from the B-H is in the way
far-ﬁeld interactions (between distant groups) are handled. Instead of
using a simple center of mass, the FMM creates a multipole expansion
for each cell that more accurately expresses the distribution of particles.
By controlling the number of coeﬃcients in the multipole expansion it
is possible to control the accuracy of the simulation independently of
the θ-criterion and spatial granularity. This allows for cheaper computations at high accuracy[9], as well as better control of the algorithm’s
performance.
Besides particle based methods, another approach to N -body problems
exists which we do not treat here. Mean ﬁeld methods rely on solving
an appropriate form of the time dependent Boltzmann Equation coupled with the self-consistent Poisson equation. The resulting system of
PDE’s is high-dimensional, and can be solved either with methods such
as successive over-relaxation (SOR) and conjugate gradient methods, or
with Monte Carlo methods.
16

Chapter 3

Summary of Papers
In the sections that follow, each of the papers in the thesis will be summarized. Section 3.1 describes the implementation of a library for electrostatics simulations on accelerators. A minimal performance model for
task parallel programs is presented in Section 3.2, and we discuss implications for tuning task size. In Section 3.3, improved usage of matrix
library functions leads to better parallelism and improved performance
for a numerical linear algebra operation. Finally, in Section 3.4, we describe an eﬃcient FMM implementation for heterogeneous computers
and demonstrate a robust algorithmic autotuning scheme.

3.1

Paper I: Eﬃciently implementing Monte Carlo
electrostatics simulations on multicore accelerators

The goal of this work is two-fold, to characterize the development effort required to use accelerators as well as to develop a useful highperformance library for mesoscale Monte Carlo (MC) simulations of
electrostatics.
All-pairs N -body interaction kernels show up in a range of applications, including Monte Carlo simulation of charged polymers (polyelectrolytes). Because of the long-range nature of these interactions and
because the number of particles allows it, tree algorithms that rely on
17

weak long-range interactions can not be used. The high computational
cost and algorithmic simplicity of the all-pairs N -body algorithm makes
the corresponding computations an attractive candidate for oﬀ-loading
to an accelerator. We have written a library that targeted three existing MC simulation codes and provides an interface for oﬀ-loading the
computationally heavy component to a GPU or a Cell Broadband Engine (Cell) processor. The library may be useful to other similar codes,
and is easy to program for when developing new codes. The use of a
library lets us amortize the signiﬁcant programming eﬀort involved in
using these accelerators over many projects.
Because of their use in rendering graphics for games and video, graphics
cards (GPUs) are found in every computer available to a scientist except
the rack-based systems in large-scale computer centers, and even they
are moving to adopt them. In contrast, the Cell Broadband Engine is
an architecture with more limited penetration, and existed for scientiﬁc
use primarily in the form of a line of IBM Blade servers (discontinued
as of January 2012). In at least two respects, these accelerators are
superior to CPUs for scientiﬁc applications. Lower clock speed makes
them more power eﬃcient, and a relatively high proportion of chip space
dedicated to ﬂoating point arithmetic hardware makes them very fast.
The downside is that these hardware features make them more diﬃcult
to program.
An important limitation of this work is that we do not include any
future-prooﬁng. Tuning is done by hand and should (for best performance) ideally be re-done for every machine. We also do not use any
high-level programming tools to make the code easy to extend or maintain. These oversights can be remedied, but a better approach would
have been to include these considerations from the beginning.

3.1.1

Library Implementation

By examining a few MC codes, we have identiﬁed a common formulation
that would let us extract the computationally heavy component in a way
that would beneﬁt all of them. A pseudo-code is presented in Program 1.
This program starts by creating a system of particles with init() and
calculating the initial potential energy with calculate U. The main loop
consists of making a change in the positions of the particles (move())
and recalculating the potential energy. A proposed move is accepted
18

if it resulted in a lower potential energy or with a certain probability,
which is determined in the function evaluate(). Our library oﬀ-loads
the work done in calculate U to the accelerator.
Program 1 Electrostatics MC program
current_system = init()
current_U = calculate_U( current_system )
while ( ! done )
proposed = move( current_system )
proposed_U = calculate_U( proposed )
if evaluate( current_U, proposed_U )
current_U = proposed_U
current_system = proposed
end

The implementation of calculate U for the GPU is based on an example
from Nvidia’s Cuda SDK, described in [24]. We spawn one thread per
particle and form equal-sized blocks of threads that correspond to a
warp. Execution runs in a blockwise synchronized loop: in every loop
iteration, all the threads in a block load the data of diﬀerent particles
into shared memory, and then each calculates the interaction of its own
particle with the particles in shared memory and stores the sum of the
results. With a proper choice of block size, it is possible for the warp
scheduler to eﬀectively hide memory latency.
Since the Cell lacks a scheduler to hide memory latency for us, our Cell
implementation is more involved. Computations on the Cell BE are
performed by 6 or 8 Synergistic Processing Elements (SPEs). Each SPE
has its own memory controller and direct access only to its own small
(256KB) Local Store (LS) memory space. Rather than spawning one
thread per particle, we partition the set of particles among the SPEs.
Each SPE then subdivides its set of particles into sub-blocks that will ﬁt
in its LS. Taking one sub-block at a time, the SPE retrieves a block of
particles and calculates the interactions. SPEs are able to perform data
movement and computations in parallel, allowing us to start transferring
a particle block before it is needed. This double-buﬀering scheme is
suﬃcient to hide the transfer latency completely.
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Figure 3.1: Performance comparison of the implementations. The graph
shows particle-particle interactions per second vs. number of particles.

3.1.2

Results

First, we present some performance measurements to show that our
library meets our performance expectations, and then we discuss the
programmability of accelerator hardware. The hardware we used for
these experiments were a Sony Playstation 3 (PS3) for the Cell, and a
desktop with 4 Intel i7 cores and an Nvidia GeForce GTX260 GPU.
In Figure 3.1, we show the performance of our library implementations
for diﬀerent sizes of problems. The number of FLOPS per interaction
varies between implementations, so performance is measured in interactions per second in order to ensure a fair comparison. As one would
expect, we see that the CPU runs at its full performance regardless of
problem size, while the accelerators operate more eﬃciently at larger
problem sizes. The PS3 reaches its peak performance well before the
GPU, but the absolute performance of the GPU is far superior.
The GPU code performs far below the theoretical peak performance (see
3.1). This is predominantly due to the fact that data is to be transferred
to the device for every Monte Carlo iteration. The latency for host-todevice transfers (across the PCIe bus) is on the order of 10 microseconds,
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Table 3.1: Comparing actual performance to theoretical peak performance. Units are interactions per second. The peak measured performance for the GPU (in parentheses) was limited by the maximum
problem size that our program could run within 2 seconds, the default
time limit for a program executed on a desktop GPU used to run a
display.
System
Peak
Measured
Eﬃciency

PS3
600
600
100%

GPU
28000
(8487)
(30%)

CPU
440
222
50%

which is comparable to the computation time for small problem sizes.
A double-buﬀering scheme similar to the one in the Cell code could be
introduced to alleviate this problem, but since this optimization requires
a non-trivial amount of work, we have left it for future consideration.
Programmability
Even though we were able to achieve near-perfect eﬃciency on the PS3,
this is the code that required the most work to start working. The
Cell’s lack of automatic features, for example requiring the programmer to handle memory alignment and SIMD arithmetic explicitly, is a
signiﬁcant obstacle for even an experienced programmer. The GPU,
with its scheduler and superior language support, is a more forgiving
and attractive platform. Still, the need for a parallel program design
and user-managed memory transfers to and from the host may be an
obstacle to developers. Adoption of accelerators for scientiﬁc computing
is currently subject to the willingness of experts to write and maintain
libraries that expose their use or much improved programming models
for accelerators.
We therefore applaud software initiatives like Paralution[22] and hardware like the Intel MIC [18], which clearly and eﬀectively address the
issues with accelerator programmability. Both of these approaches effectively allow application codes to run on accelerators or on CPUs with
little or no change. The former hides accelerator implementations behind
21

high-level functions, while the latter operates on the same programming
model as ordinary multicore CPUs.

3.2

Paper II: A Simple Model for Tuning Tasks

Because task-based programming is an increasingly popular parallel programming paradigm, and since task systems relieves the programmer
from certain responsibilities (e.g. scheduling), we want to look at some
of the decisions that are still left up to the programmer. The main responsibility of the task programmer is how to generate tasks, which is
often a question of choosing a task size. Intuitively, a good task size is
one that generates enough tasks so there is enough parallelism to ﬁll the
machine, but not too many so that managing the tasks takes a significant amount of time. Does this intuition hold? We develop a model
based on this intuitive idea of how task size is determined and extend it
until it successfully predicts the optimal task size for a small set of test
problems. Then we test the model on another problem and evaluate the
results.

3.2.1

Problem Selection

To ensure that our model will be widely applicable, we choose two test
problems with diﬀerent characteristics: dense matrix multiplication and
all-pairs N -body calculation. Matrix multiplication is chosen because
of the high degree of parallelism and because the eﬃciency of a matrix multiply code varies signiﬁcantly with the size of the matrix. The
all-pairs N -body interaction is chosen because we could choose the computational weight of the interaction kernel and because the tasks have
more complicated dependencies. The evaluation problem was selected
to include the diﬃcult elements of both test problems.
Tasks for a dense matrix multiplication are created in two ways. A
smaller number of coarse-grained tasks can be created by deﬁning one
task for every block of the output matrix (taskifying the next-to-innermost
loop), and a larger number of ﬁne-grained tasks can be created by deﬁning Nblocks tasks for every block of the output matrix (taskifying the
innermost loop).
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Figure 3.2: Work unit cost for dense matrix multiplication using handcoded loops and Intel MKL calls.
Each of these tasks can be executed either as a simple hand-written
nested loop code or as a call the Intel Math Kernel Library (MKL).
A nested loop task diﬀers from a library task in that the nested loop
is written without cache optimization, which means that smaller tasks
run signiﬁcantly faster than larger tasks. The library task, on the other
hand, tends to run more eﬃciently on larger tasks, but the performance
is less predictable (see Figure 3.2).
The work unit cost for the N -body simulation is, however, practically
constant. Dependencies among tasks make the eﬀective parallelism nontrivial, however. Tasks are created in the following way. First, we partition the set of particles into B blocks. One task is created for every
block-block interaction. This results in B diagonal (self-interaction)
tasks, which writes results to only one particle block and (B 2 − B)/2
oﬀ-diagonal tasks, which write results to two particle blocks. Since the
majority of tasks write to two particle blocks, an optimistic assumption
is that at most half of the tasks can execute in parallel and the eﬀective
parallelism can be approximated as half of the total number of tasks,
(B 2 + B)/4. A more detailed analysis, taking into account the critical
path and diﬀerent amounts of parallelism for both task types yields a
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Figure 3.3: Available parallelism for a given number of blocks, estimated
by simple approximation and more accurate analysis. Lower available
parallelism means that more (smaller) blocks must be created in order
to execute on a given number of threads.

more complex and more accurate estimate (see Figure 3.3).

3.2.2

Basic Model and Extensions

The input to our model is a description of certain properties of the
program, and the output is the expected runtime for a given task size.
Our basic model is based on the assumption that the runtime of a program is the sum of the task overhead and work divided by the eﬀective
parallelism. Task overhead denotes time spent creating and managing
tasks, and is proportional to the number of tasks. Work is CPU time
spent doing productive calculations, and is equal to the number of work
units times the work unit cost. A work unit is an arbitrary element of
work, for example one particle-particle interaction. The eﬀective parallelism is the maximum possible speedup for a given set of tasks on a
given number of threads. In our model, the user supplies functions for
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Figure 3.4: Normalized runtime versus block size (task size). Lower is
better. Model output matches experimental data poorly. Incorrect work
unit cost confounds the matrix multiplication (matmul) experiments,
and inaccurate parallellism confounds the N -body experiments.

parallelism, the number of tasks, etc. based on knowledge of the algorithm. Measurable quantitities, e.g. work unit cost, are assumed to be
based on measurements either online or during a “tuning run”.
The initial version of our model assumes that work unit cost is constant.
This assumption will later be relaxed and replaced with a work unit cost
that depends on task size. In order to motivate the detailed analysis, we
use the simpler approximation of eﬀective parallelism for the N -body
problem in the initial model.

3.2.3

Model Evaluation and Discussion

In Figure 3.4, we compare the basic model’s output with actual runs
(implemented using SuperGlue[25] for task management) on an 8-core
Intel machine. The basic model does not produce an accurate ﬁt to the
data for any of the test problems, which motivates the reﬁnements.
As mentioned previously, the cost of a work unit in the basic model,
i.e. a ﬂoating-point multiply (in the case of matrix multiplication) is
assumed to be constant regardless of block size. Replacing the constant
work unit cost with a function of the block size relaxes this assumption.
Since this function depends on the implementation of the task kernel
and potentially unknown factors, it must be determined empirically.
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Figure 3.5: Variable work unit cost improves the matrix multiplication
experiments and a more accurate model of available parallelism improves
the accuracy of the model on the N-body problem.

We use an interpolation of actual work unit cost measurements taken
during the experimental runs, but with further work we expect that
the number of data points can be reduced signiﬁcantly. Because of the
diverse nature of work unit cost functions, we cannot suggest a optimal
way of determining work unit cost in general. With this variable work
cost, the ﬁt for all the matrix multiplication codes is improved (See
Figure 3.5. Figure 3.5 also shows that the more detailed parallellism
analysis yields more accurate results for the N -body cases.
A block Cholesky decomposition using the MKL consists of four diﬀerent types of tasks. It is an interesting problem with which to evaluate
the model because it has four diﬀerent types of tasks with complex
dependencies and it features a complicated work unit cost. Because
of the complex task dependencies, task scheduling aﬀects the available
parallelism[14, 20]. Assuming a scheduler that tends to minimize the
critical path, the resulting model recommends a task size yields a performance roughly 4% slower than optimum (see Figure 3.6). In common
with the other codes using the MKL, the optimal task size is the maximum task size that yields suﬃcient parallelism to satisfy all the working
threads.
Our model appears to capture the relevant features of task-based programs with variable task sizes. One can clearly see the eﬀects of variable
work unit cost on tuning performance. We have also conﬁrmed the programmer’s intuition that optimal runtime for problems with constant
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shape of the measured (Data) curve is due to sensitivity to matrix size
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work unit cost is found when task overhead and available parallelism
are balanced.

3.3

Paper III: Sherman-Morrison Inverse for Multicore & GPU

Eﬃcient algorithms for multicore and/or GPU don’t necessarily require
explicit parallelism. Since the parallelism implicit in certain dense matrix operations can be enough to ensure eﬃcient execution, it is useful
to develop algorithms that exploit such operations.
The Sherman-Morrison (SM) algorithm for computing the inverse of a
dense n × n matrix A relies on representing A in the form
A = A0 + XY T ,
is easy to compute and X and Y are block column mawhere A−1
0
trices of size m × n. While this form does arise naturally in certain
applications, any matrix can be represented this way. The Sherman-
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Morrison-Woodbury formula provides the following explicit form of A:
−1
T −1
−1 T −1
(A0 + XY T )−1 = A−1
0 − A0 X(Im + Y A0 X) Y A0 ,

(3.1)

provided that the matrix Im + Y T A−1
0 X is nonsingular.
The SM algorithm then calculates the matrix inverse in the form
−1
−1 T −1
A−1 = A−1
0 − A0 U R V A0 ,

(3.2)

where R ∈ Rm×m is a diagonal matrix and U, V ∈ Rn×m . In the Single
Vector SM (SVSM) algorithm, the matrices U , V and R are expressed
explicitly, as is the SM algorithm. Algorithm 1 gives pseudocode for the
SVSM using Matlab-type notations.
Algorithm 1 Single Vector SM (SVSM)
for k = 1 : m do
U (:, k) = X(:, k)
V (:, k) = Y (:, k)
for l = 1 : k − 1 do
U (:, k) = U (:, k) − (V (:, l) ∗ A−1
0 ∗ X(:, k)) ∗ R(l, l) ∗ U (:, l)

V (:, k) = V (:, k) − (Y (:, k) ∗ A−1
0 ∗ U (:, l)) ∗ R(l, l) ∗ V (:, l)
end for
R(k, k) = 1/(1 + V (:, k) ∗ A−1
0 ∗ X(:, k))
end for
−1
−1

A−1 = A−1
0 − A0 ∗ U ∗ R ∗ V ∗ A0
This original algorithm relies on vector-vector and matrix-vector operations, denoted in linear algebra packages as level 1 and level 2 BLAS
functions, respectively. Matrix-matrix operations, level 3 BLAS, are
known to be more eﬃcient, especially on GPU’s [19]. We have developed a novel version of the SM algorithm, the Block Sherman-Morrison
(BSM), that relies only on level 3 BLAS functions. In the BSM pseudocode we denote p as the number of blocks, s as block size, Is as the
identity matrix of size s.
Since large matrices occupy a lot of memory, the memory footprint of
this algorithm can be a limiting factor. We have therefore also developed
a reduced-memory variant (RMBSM), which is less eﬃcient but reduces
memory consumption up to 50%.
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Algorithm 2 Block SM (BSM)
p = m/s
U (:, 1 : s) = X(:, 1 : s), V (:, 1 : s) = Y (:, 1 : s)
−1
R0 = Is + Y (:, 1 : s) ∗ A−1
0 ∗ U (:, 1 : s), R(1 : s, 1 : s) = R0
for k = 2 : p do
Xk = X(:, (k − 1) ∗ s + 1 : k ∗ s)
W = A−1
0 ∗ Xk
Pk (1 : (k − 1) ∗ s, :) = V (:, 1 : (k − 1) ∗ s) ∗ W
Qk (1 : (k − 1) ∗ s, :) = R(1 : (k − 1) ∗ s, 1 : (k − 1) ∗ s) ∗ Pk
Uk = Xk − U (:, 1 : (k − 1) ∗ s) ∗ Qk (1 : (k − 1) ∗ s, s)
U (:, (k − 1) ∗ s + 1 : k ∗ s) = Uk
Similarly for Yk , Vk , V
R0 = Is + Yk ∗ A−1
0 ∗ Uk
R((k − 1) ∗ s + 1 : k ∗ s, (k − 1) ∗ s + 1 : k ∗ s) = R0−1
end for
−1
−1

A−1 = A−1
0 − A0 ∗ U ∗ R ∗ V ∗ A0

Algorithm 3 Reduced Memory BSM (RMBSM)
p = m/s
U = X(:, 1 : s); V = Y (:, 1 : s)
R0 = Is + Y (:, 1 : s) ∗ A−1
0 ∗U
−1

H = U ∗ r0 ∗ V
for k = 2 : p do
Xk = X(:, (k − 1) ∗ s + 1 : k ∗ s), Yk = Y (:, (k − 1) ∗ s + 1 : k ∗ s)
−1

U = Xk − H ∗ A−1
0 ∗ Xk , V = Yk − H ∗ A0 ∗ Yk
−1

R0 = Is + Yk ∗ A0 ∗ U
H = H + U ∗ R0−1 ∗ V 
end for
−1
−1
A−1 = A−1
0 − A0 ∗ H ∗ A0
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Figure 3.7: Upper: Single-threaded runtimes of the algorithms with
varying widths of block column matrices (logarithmic y scale). Lower:
Strong scaling behavior on an 8-core system. Matrix size is n, σ ≡ m/n.
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3.3.1

BSM eﬃciency

Using a single thread, the BSM is two orders of magnitude faster than
the SVSM if we set block size equal to the width of the block column
matrices. The performance improvement over a direct (full) matrix inversion depends strongly on the width of the block column matrices.
Both the BSM and SVSM achieve equally good speedup on an 8-core
machine, which means that the performance improvement seen in the
single-threaded case scales to multiple threads.

3.3.2

Reduced Memory BSM

The memory consumption of the BSM algorithm grows rapidly with m,
which motivates the development of the RMBSM algorithm, designed
to consume less memory when m is large relative to matrix size n. The
memory footprint of RMBSM varies more slowly than that of BSM,
yielding a memory savings of up to about 50% when m = n. With
smaller m, however, the usefulness of RMBSM is more limited (see Figure 3.8).
Reformulating an algorithm so it exploits more eﬃcient library routines
is an eﬀective way of improving the performance. When memory considerations are given attention, a middle path can be found, faster than the
original algorithm but slower than the speed-optimized reformulation.
Such a reformulation has the added beneﬁt of making the algorithm more
suitable for execution on GPU’s. The relative runtimes of a ﬁrst-pass
implementation of our algorithms on a GPU and an optimized implementation on a comparable CPU is shown in Figure 3.9. Our GPU code
oﬀers a modest performance improvement despite expensive spurious
data transfers across the PCIe bus, which means that a more careful
implementation that avoids unnecessary data transfers is likely to be
very successful.

3.4

Paper IV: Fast Multipole Method on Heterogeneous Multicore

In this paper, we describe an 2D FMM implementation for sharedmemory parallel machines with a GPU. We achieve great performance
31

Figure 3.8: Memory usage of algorithms for varying block sizes and
two values of σ, the ratio of m to n. Note that the memory footprint
of RMBSM varies with blocksize, not m, so only one curve is shown
(double precision data).
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Figure 3.9: Performance comparison of the BSM and RMBSM algorithms on the Nvidia Tesla M2050 GPU compared to the Opteron
6620@3GHz running eight threads.
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with a minimum of fuss by oﬀ-loading a GPU-suitable phase of the algorithm to the GPU and use an autotuning scheme to automatically control how much work each phase must perform. We exploit the pyramidal
(or balanced tree) datastructure of an adaptive mesh ﬁrst described in
[6] to create a novel parallelization of the FMM that rivals or exceeds
other recent shared-memory implementations(notably [7]).
In this summary, we shall ﬁrst brieﬂy describe the relevant particulars
of this FMM algorithm, then we describe the parallel implementation
and the autotuning scheme, and ﬁnally we show parallel eﬃciency and
performance in practice.

3.4.1

Adaptive FMM

The heart of the FMM algorithm is the use of a recursive spatial subdivision to create groupings of particles on a range of scales and a method
for approximating the interactions between those groups rather than
the particles themselves. Our variant of the FMM algorithm creates an
adaptive spatial subdivision by recursively splitting cells such that each
child cell contains a quarter of the parent cell’s particles. This is done
in two steps, ﬁrst splitting along one dimension and then splitting along
the other. This procedure yields a balanced tree with desirable properties, including eﬃcient storage as an array and iteration without pointer
chasing. Moreover, the connectivity structure of the cells (i.e. which
cells are weakly coupled) allows many FMM operations to occur independently for each subtree in the tree, which enables easy and eﬃcient
parallelization. Cell connectivity is determined by iterating through the
tree and evaluating the following distance criterion:
R + θr ≤ θd,

(3.3)

where R and r are the size of the biggest and smallest cells, respectively,
d is the shortest distance between them, andθ ∈ (0, 1) is an acceptance
parameter that can be varied to control accuracy.
The next step in the FMM is the creation of multipole expansions in
the ﬁnest level of the tree that express the distribution of the smallest
groups of particles (this step is denoted Particle-to-Multipole, or P2M).
Next, the parents of the leaf nodes receive and combine the multipole
expansions of its children into a multipole expansion of its own, and this
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process is repeated all the way up the tree (M2M). The root node now
contains an expression containing information about all the particles in
the domain. This multipole expansion is shifted to its children, which
combine it with their own local expansion (M2L), and the process is
repeated for every level of the tree down. At the same time, the local
expansions are exchanged between weakly coupled boxes, as determined
by the connectivity matrix (L2L). Finally, in each box on the ﬁnest
level of the tree, the interaction of the particles with the local expansion
(L2P) as well as the all-pairs direct interaction with particles in strongly
coupled boxes (P2P) are calculated.

3.4.2

Implementation

Our implementation is based on an eﬃcient single-threaded implementation in C[6] and a GPGPU code in Cuda[16]. The tree-based code that
many of the FMM phases consist of is considerably more challenging to
program on a GPU than on a CPU. Since the GPU excels at all-pairs
N -body calculations, we oﬀ-load the P2P step to the GPU and perform
the rest of the algorithm on the CPU.
CPU Parallelization
The CPU parallelization is done using the task framework SuperGlue[25].
Three phases of the algorithm are embarrassingly parallel because they
involve operations on the ﬁnest level of the tree (P2M and L2P) or on
the particles themselves (P2P). These phases are parallelized by dividing
the array of boxes into a suitable number of chunks and handing them to
SuperGlue as tasks. Care is taken to create a suﬃcient number of tasks
to satisfy all threads and maintain good load balance, while keeping task
overhead low [17].
The M2M step is left unparallelized, since it is both computationally
cheap and non-trivial to parallelize. Parallelizing this step is a task for
future work to improve scalability if necessary.
The single-threaded code implements work-saving optimizations that
destroy the parallelism in the M2L+L2L step by introducing a large
number of dependencies between subtree operations. Generating tasks
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Figure 3.10: Strong scaling using only CPU, after tuning. Phases represented by dashed lines were not parallelized. N = 106 .
or introducing synchronization points to resolve these dependencies incurs a large overhead, so these optimizations were removed in favor of
improved parallelism. This allows us to parallelize the M2L+L2L by
running the serial version of this phase from the root level of the tree
to a level with a suﬃcient number of boxes. A task is created for each
box and the subtree leading from that box and its children. Particle
partitioning is parallelized in a similar fashion.
Scaling results on the CPU are shown in Figure 3.4.2. Good scaling is
achieved on most phases, with a total speedup on 8 threads on an 8-core
machine of 6.26. Partitioning fails to scale well because it is bandwidthbound due to an unavoidably poor data access pattern.
GPU Oﬄoading
When executing the P2P step on the GPU, the algorithm is conceptually
very similar to one described in [24]. Before work can begin, the particles
and connectivity matrix are copied to the GPU. One thread block is
created for each leaf box, with one thread per particle (or more if the
box has a small number of particles). To calculate the interactions, each
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Figure 3.11: Comparison of hybrid and CPU-only speedup versus 1
CPU-only thread with varying numbers of threads.N = 106 .
thread loads one particle from the list of strongly coupled boxes into
the shared memory, and all the threads in the block calculates with the
loaded particles before loading the next. When all blocks have iterated
through their lists, the results are returned to the host memory.
The relative performance of the CPU-only and hybrid codes with diﬀerent numbers of CPU threads are shown in Figure 3.4.2. Since a signiﬁcant portion of the hybrid program remains unaﬀected when increasing
the number of CPU threads, the hybrid code shows worse scaling than
the CPU-only program. Tthe absolute speed of the hybrid program is
over 4x faster than the CPU-only program using all threads, or over 6x
faster when using a computationally heavier interaction potential. This
number may be surprising, since the oﬀ-loaded component originally
takes about half of the runtime, Amdahl’s Law [1] leads one to expect
at most 2x improvement. However, because the P2P step is accelerated
by a factor of over 10x, the optimal height of the FMM tree is decreased
by 1-2, which shrinks the CPU component of the algorithm and increases
the performance improvement.
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Autotuning
It is diﬃcult to know the optimal values of the acceptance parameter θ
and the height of the tree Nlevels for a given problem on a given computer system without trying. When using an autotuning mechanism for
these parameters, users can move an application between machines and
run diﬀerent problems without losing performance. As an added bonus,
a dynamic autotuning system can maintain performance on problems
with strong time-dependent variations, e.g. systems where particles are
continually added or removed. Our autotuning scheme is based on runtime measurements and relies on the assumption that simulations evolve
relatively slowly such that changes in performance due to tuning are not
dominated in the short term by changes in the state of the simulation.
A simpliﬁed autotuning scheme for a simulation is presented in Algorithm 4. The runtime of iteration i is ti , and pi represents the ith pair of
tuning parameters (θ, Nlevels ). The basic idea is to periodically vary each
of the tuning parameters and checking whether the runtime improves.
Variations in the autotuning scheme can be created by choosing diﬀerent
methods of proposing new tuning parameters p and by controlling the
frequency with which new p are proposed.
Algorithm 4 Autotuning scheme
for i = 1 : iend do
pi+1 = pi
if new & ti > ti−1 then
pi+1 = pi−1
end if
new = false
if i%interval == 0 then
new = true
pi+1 = propose new p
end if
end for

3.4.3

Performance results

The realization of performance is best demonstrated by real-world applications. We provide three small simulation examples that mimic dif38

7

1.15
Nlevels

6
1.1
5
1.05

4
0.35

0.45

0.55
θ

0.65

0.75

Figure 3.12: Relative runtime of galaxy simulation initialized with different tuning parameters. Scale is normalized to fastest runtime.
ferent aspects of real codes and show the eﬀectiveness of our FMM implementation and autotuning scheme.
Vortex instability and tuning beneﬁt
In the vortex instability simulation, we create conditions similar to
Kelvin-Helmholtz type instabilities. The distribution of particles begins nearly linearly (analogous to a two-phase boundary), and rapidly
expands to uniformly ﬁll the problem domain. Tuning eﬀectiveness for
two problem sizes are compared. For the smaller problem size, autotuning makes little diﬀerence because tuning-invariant components of
the runtime associated with using the GPU dominate the runtime. For
larger problem sizes, however, autotuning improved runtime by over
2.5%.
Rotating galaxy and initial parameter choice
Since our autotuning eﬀorts aim to minimize the time penalty associated
with poor initial choices of algorithm parameters, the rotating galaxy
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Figure 3.13: Runtime of obstructed ﬂow experiment with varying maximum tuning cost (cap). Note that runtime starts to increase linearly
after roughly cap = 0.13.
simulation was designed as a “worst-case scenario” to provide an upper
bound to cost of poorly choses parameters. This simulation is a 2D
approximation of a rotating galaxy that does not change dramatically
during its evolution, which means that the optimal tuning parameters
are nearly constant. The number of iterations is short in order to maximize the signiﬁcance of the transient tuning phase.
Figure 3.12 therefore shows the highest relative runtime penalty that
poor tuning choices are likely to cost in practice.
Obstructed ﬂuid ﬂow and estimated tuning cost
In this simulation, particles representing vortices are places on the surface of a cylinder and are then allowed to interact and convect. This
creates a simulated swirling ﬂow with a growing train of eddies. Vortex
simulation of impulsively started ﬂuid ﬂow around an obstacle is challenging not only because of a dynamic distribution of vortices, but also
because the number of vortices dramatically changes over time. This
means that the optimal tuning parameters change throughout the simulation, which is signiﬁcant especially for Nlevels .
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We used this simulation to determine how much time should be spent
on autotuning Nlevels . Since the runtime per iteration is very sensitive
to Nlevels , performing frequent checks of suboptimal settings can incur a
signiﬁcant cost. Conversely, performing checks too infrequently can result in suboptimal tuning because changes in the simulation state aren’t
tracked with suﬃcient accuracy. Our autotuning scheme automatically
selects a frequency based on a user-deﬁned cap on the proportion of
runtime spent on tuning, a parameter we can call cap. By examining
the simulation runtime with diﬀerent values of cap(see Figure 3.13), we
can see that about 5-10% of runtime should be spent on tuning.

41

Bibliography
[1] G. M. Amdahl. Validity of the single processor approach to achieving large scale computing capabilities. In AFIPS spring joint computer conference, 1967.
[2] A. Arevalo, R. M. Matinata, M. Pandian, E. Peri, K. Ruby,
F. Thomas, and C. Almond. Programming for the Cell Broadband
Engine. IBM Redbooks, 2008.
[3] C. Augonnet, S. Thibault, R. Namyst, and P. A. Wacrenier.
StarPU: A uniﬁed platform for task scheduling on heterogeneous
multicore architectures. Euro-Par 2009: Parallel Processing, Proceedings, 5704:863–874, 2009.
[4] J. E. Barnes and P. Hut. A hierarchical O(N log N ) forcecalculation algorithm. Nature, 324(4):446–449, 1986.
[5] J. E. Barnes and P. Hut. Error analysis of a tree code. Astrophys. J. Suppl. Ser., 70:389–417, 1989.
[6] J. Carrier, L. Greengard, and V. Rokhlin. A fast adaptive multipole
algorithm for particle simulations. SIAM J. Sci. Stat. Comput., 9
(4):669–686, 1988. doi: 10.1137/0909044.
[7] A. Chandramowlishwaran, K. Madduri, and R. Vuduc. Diagnosis,
tuning, and redesign for multicore performance: A case study of
the fast multipole method. In Proceedings of the 2010 ACM/IEEE
International Conference for High Performance Computing, Networking, Storage and Analysis, SC ’10, pages 1–12, Washington,
DC, USA, 2010. IEEE Computer Society. doi: 10.1109/SC.2010.19.
[8] A. Chandramowlishwaran, S. Williams, L. Oliker, I. Lashuk,
G. Biros, and R. Vuduc. Optimizing and tuning the fast multipole
42

method for state-of-the-art multicore architectures. In Parallel Distributed Processing (IPDPS), 2010 IEEE International Symposium
on, pages 1–12, 2010. doi: 10.1109/IPDPS.2010.5470415.
[9] W. Dehnen. A hierarchical O(N ) force calculation algorithm. J.
Comput. Phys., 179(1):27–42, 2002.
[10] A. Duran, J. M. Perez, E. Ayguade, R. M. Badia, and J. Labarta.
Extending the OpenMP tasking model to allow dependent tasks.
OpenMP in a New Era of Parallelism, Proceedings, 5004:111–122,
2008.
[11] A. Duran, E. Ayguade, R. M. Badia, J. Labarta, L. Martinell,
X. Martorell, and J. Planas. OMPSs: a proposal for programming
heterogeneous multi-core architectures. Parallel Processing Letters,
21(2):173–193, 2011.
[12] K. Fatahalian, T. J. Knight, M. Houston, M. Erez, D. R. Horn,
L. Leem, J. Y. Park, M. Ren, A. Aiken, W. J. Dally, and P. Hanrahan. Sequoia: Programming the memory hierarchy. In Proceedings
of the 2006 ACM/IEEE Conference on Supercomputing, 2006.
[13] K.-F. Faxén. Wool–a work stealing library. SIGARCH Comput. Archit. News, 36(5):93–100, 2008. doi: http://doi.acm.org/10.1145/
1556444.1556457.
[14] G. A. Geist and E. Ng. Task scheduling for parallel sparse cholesky
factorization. Int. J. Parallel Program., 18(4):291–314, 1989.
[15] L. Greengard and V. Rokhlin. A fast algorithm for particle simulations. J. Comput. Phys., 73(2):325–348, 1987. doi: 10.1016/
0021-9991(87)90140-9.
[16] N. A. Gumerov and R. Duraiswami. Fast multipole methods on
graphics processors. J. Comput. Phys., 227(18):8290–8313, 2008.
doi: 10.1016/j.jcp.2008.05.023.
[17] M. Holm, M. Tillenius, and D. Black-Schaﬀer. A simple model for
tuning tasks. In 4th Swedish Workshop on Multicore Computing,
pages 45–49, 2011.
[18] J. Hruska. Intel’s 50-core champion: In-depth on Xeon Phi. www.
extremetech.com, 2012.
43

Paper I

Eﬃciently implementing Monte Carlo
electrostatics simulations on multicore
accelerators
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Abstract. The ﬁeld of high-performance computing is highly dependent on increasingly complex computer architectures. Parallel computing
has been the norm for decades, but hardware architectures like the Cell
Broadband Engine (Cell/BE) and General Purpose GPUs (GPGPUs)
introduce additional complexities and are diﬃcult to program eﬃciently
even for well-suited problems. Eﬃciency is taken to include both maximizing the performance of the software and minimizing the programming eﬀort required. With the goal of exposing the challenges facing a
domain scientist using these types of hardware, in this paper we discuss the implementation of a Monte Carlo simulation of a system of
charged particles on the Cell/BE and for GPUs. We focus on Coulomb
interactions because their long-range nature prohibits using cut-oﬀs to
reduce the number of calculations, making simulations very expensive.
The goal was to encapsulate the computationally expensive component
of the program in a way so as to be useful to domain researchers with
legacy codes. Generality and ﬂexibility were therefore just as important
as performance. Using the GPU and Cell/BE library requires only small
changes in the simulation codes we’ve seen and yields programs that run
at or near the theoretical peak performance of the hardware.
Keywords: Monte Carlo, GPU, Cell, electrostatics

1

Introduction

The goals of this paper are twofold. First, we intend to characterize the challenges
that a domain scientist faces when programming diﬀerent heterogeneous multicore architectures. This is done by examining a Monte Carlo code for molecular
electrostatics simulations. Second, we brieﬂy describe an eﬃcient library we’ve
developed for physical chemists interested in these simulations. In this introduction, we’ll brieﬂy cover the relevant concepts in chemistry and describe the
hardware.
1.1

Monte Carlo Simulations in Physical Chemistry

In the ﬁeld of physical chemistry, certain problems have characteristics that make
simulations diﬃcult or expensive. Whether the problem lies with the size of the
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system, the convergence rates of the available algorithms, or the sensitivity to
errors, they need a lot of computational resources and it is therefore of continual
interest to implement the latest numerical techniques on the latest hardware. One
such problem is the simulation of large electrostatic molecular systems. These
suﬀer from the curse of dimensionality and are therefore commonly solved using
Monte Carlo (MC) methods. These problems are of scientiﬁc value because the
behavior of many important systems in biology and industry is dominated by
electrostatic forces, for example polyelectrolytes like DNA [5].
1.2

Multicore Accelerators

We chose two speciﬁc architectures to represent two directions that heterogeneous multicore architecture design has taken. They promise very good performance per Watt and per dollar, but are so diﬀerent from ordinary processors
that traditional programming techniques are ineﬀective. The Cell Broadband
Engine (Cell/BE or Cell) was jointly developed by Sony, Toshiba and IBM, and
combines an ”ordinary” CPU with eight SIMD coprocessors on a single chip. The
GPU is a highly parallel coprocessor with a large memory bank of its own, and
is connected much less closely to the CPU. In this section, we discuss some key
features of these architectures that must be taken into account when designing
high-performance applications.
Graphics Processing Units. The GPU is a true many-core architecture, containing hundreds of computational units called stream processors grouped into a
number of multiprocessors. Each multiprocessor has one instruction unit, a private memory bank shared between the stream processors, and a bus connecting
to the device’s main memory. High hardware utilization is achieved by spawning
many hundreds of threads to run in parallel. These threads are partitioned into
groups called warps, which run in lock-step fashion on a single stream processor
and share the processor’s private memory.
Stream processors have a relatively high-bandwidth connection to the device
memory, capable of multiple concurrent accesses. However, the ratio of ﬂoating
point rate (ﬂops) to memory bandwidth is still quite low, such that data reuse
(e.g. by using the warp shared memory) is an important factor in performance.
Bandwidth between device memory and host memory is very much smaller.
Eﬃcient use of memory is therefore critical to performance. [4]
Cell Broadband Engine. The Cell B/E is often called a ”supercomputer on a
chip”. It features an ordinary but stripped-down CPU called the Power Processing Element (PPE) and eight SIMD coprocessors called Synergistic Processing
Elements (SPEs), connected via a high-bandwidth bus called the Element Interchange Bus (EIB). Standard usage is to use the PPE for control processing and
to oﬄoad compute-intensive tasks to the SPEs. Parallelism is achieved mainly
by using the SPEs in parallel and leveraging SIMD instructions. Since each SPE
works on data stored in its own small private memory bank, the local store
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(LS), data must be sent to and from the SPEs. Each SPE has a Memory Flow
Controller (MFC), a processor that handles data transfers while the arithmetic
unit performs calculations. This allows computation and communication to be
eﬀectively overlapped. [1]
There are many similarities between the Cell and GPU. On a high level, both
achieve high ﬂop rates by trading large automatic caches for parallel arithmetic
units, requiring the user to manage the ﬂow of data. For both architectures,
applications must be arithmetically intense so communication time can be hidden by computation. Blocking schemes are usually necessary to achieve data
reuse and minimize communication, often yielding very similar-looking program
designs.
In actual practice, however, programming the Cell diﬀers from GPU programming in a number of ways. First, the number of threads that can run concurrently on the Cell is much smaller, and threads must be scheduled by hand.
On the GPU, communication time is automatically hidden by the scheduler,
while the Cell requires the user to use e.g. double-buﬀering. While the Cell has
actual SIMD registers, the GPU multiprocessor has ordinary registers but multiple processors per instruction unit in a SIMT design. Cell SPEs can communicate
and synchronize with each other, while GPU multiprocessors have little or no
such functionality. These diﬀerences can make for very diﬀerent-looking program
codes.

2

Model and Implementation

While the library we implemented can be made to work with any application
that involves electrostatic interactions between point charges, the application
we chose as a platform to test with is a Monte Carlo simulation of a charged
polymer (polyelectrolyte). The polyelectrolyte is described as a simple beadand-stick model with N monomers (see Fig. 1). Each monomer is taken to be
a hard, uniformly charged ball that is connected to its neighbors by a bond of
constant length. The main program loop eﬀects a change in the conformation of
this string of monomers, calculates the change in energy, and accepts or rejects
the change according to a probability function. In this way, the conformational
space of the polyelectrolyte is explored and various properties can be extracted.
The main functionality of the library is to take a vector of particles and
calculate the electrostatic potential, U , of the system, given as
U=

N 
N

qi qj
i=1 j=i

rij

(1)

where qi is the charge of particle i, rij is the distance between particles i and
j, and N is the number of particles. A particle is represented by a position in
3-space and a charge. The basic algorithm to be implemented is simply a nested
loop that calculates all the pairwise interactions.
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Fig. 1: Example polyelectrolyte conformations.

2.1

Library Design

The goal in creating this library was to amortize the programming eﬀort involved
in writing Cell and GPU code over as many applications as possible. One of the
main considerations was therefore to reformulate the computationally expensive
routines of the polyelectrolyte code into a more general form suitable for a wider
variety of molecular electrostatics codes. Program 1 gives the pseudocode for
the polyelectrolyte code. The functions pivot_move and calculate_delta_U
are written speciﬁcally for polyelectrolyte simulations and aren’t usable in other
cases. These functions change the system conformation and calculate the change
in electrostatic energy, respectively. While these can readily be implemented on
the Cell and GPU, the utility of such an eﬀort is much less than a more general
implementation.

Program 1 Polyelectrolyte MC program
current_sys = init()
pivot = 1
while(! done)
pivot = (pivot+1)%N
proposed = pivot_move(current_sys, pivot)
delta_U = calculate_delta_U(current_sys,
proposed, pivot)
if evaluate(delta_U)
current_sys = proposed
end

A general program for electrostatics simulations is shown in Program 2.
The pivot_move function is replaced by a more general move function, and
the calculate_delta_U function is replaced by a function that calculates an
electrostatic potential for the entire system. This formulation is quite general
and with a varying but small amount of work we’ve been able to rewrite three
diﬀerent simulation codes to ﬁt this program. Therefore, we believe that an ac-
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celeration library that targets this generalized program can be of widespread
utility in Monte Carlo molecular electrostatics simulations.

Program 2 Electrostatics MC program
current_system = init()
current_U = calculate_U( current_system )
while ( ! done )
proposed = move( current_system )
proposed_U = calculate_U( proposed )
if evaluate( current_U, proposed_U )
current_U = proposed_U
current_system = proposed
end

GPU Implementation. The implementation was based on the nbody example
from Nvidia’s SDK, described in Chapter 31 of GPU Gems 3 [7] and is written
in CUDA. Figure 2 illustrates the way the calculation is divided and work is
performed. One thread per particle is spawned and run concurrently. The array of
threads is split into blocks of equal size. Each of these blocks uses shared memory
to reduce the number of accesses to global memory. In a block, each thread loads
the data of a particle into shared memory, and then each thread computes the
interaction of its own particle with the particles in shared memory. When the
block runs out of data in shared memory, a synchronization point is reached
and a new set of coordinates are loaded into shared memory. The program loops
over the particles until all are consumed, summing the results. Unfortunately,
this computes each pairwise interaction twice, which could be avoided by not
calculating tiles that have no ”new” results. Doing twice the necessary work is
obviously ineﬃcient, but restructuring the calculations to avoid recomputation
is not a trivial task and is left as a future optimization.
Determining the right block size to use is essential for achieving good performance. Unfortunately, this depends a little on the program and a lot on the
speciﬁc hardware. The optimal block size corresponds to maximum hardware
utilization and varies from graphics card to graphics card because it involves
balancing the need for a large number of blocks to hide communication latency
against the need to minimize the number of synchronization points.
Cell/BE Implementation. The Cell/BE implementation ﬁrst partitions the
vector of particles among the available SPEs. Each SPE is responsible for calculating the interactions of its own particles with all the particles, analogous to
a block in the CUDA implementation. Since the local store of each SPE is of
limited size, the SPE divides its particles into smaller sub-blocks which will ﬁt
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N particles
Block

N threads
N/Blocksize
blocks

Synchronization points

Fig. 2: GPU program design.
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in memory. For each sub-block, the SPE retrieves a series of blocks of the whole
particle array, summing the results of each set of interactions. A double-buﬀering
scheme is used to hide communication. This is illustrated in Fig. 3.

Particle blocks
sub-block

SPE 0
SPE 1
SPE 2
SPE 3
SPE 4
SPE 5
Fig. 3: Cell/BE program design.

The PPE’s role is to execute the lightweight portion of the program, providing
the SPEs with the address of their chunk of the array of particles. When the SPEs
are done, the PPE sums the partial results from each. Work is distributed and
results are returned using mailbox messages, but SPEs get particle coordinates
with DMA transfers.
Having to write a double-buﬀering scheme, keeping track of memory alignment when transferring parts of an array, and properly using the vector registers
can be very challenging. These elements are in themselves not novelties in highperformance computing, but there is a marked diﬀerence in that these techniques
are now required for a code to work rather than optimizations introduced into
a working code. We’ll discuss the implications of this diﬀerence in programming
style below.

3

Results

The results of our work can be divided into two parts. First, we show that the
implementations are eﬃcient and yield high performance. Second, and of at least
equal importance, we try to characterize the eﬀort required to use the library
and we discuss its limitations in a research environment.
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To measure the performance of the codes in as general a way as possible,
we chose as a metric the number of particle-particle interactions processed per
second. This rate is eﬀectively the limiting factor in any n-body simulation and
can be directly translated to an estimated simulation runtime. However, this
metric does not capture issues of numerical accuracy, which may inﬂuence the
real runtime of a simulation.

Interactions per sec (millions)

2500
2000
1500

PS3
GPU
CPU

1000
500
0

0

500

1000
1500
System size

2000

Fig. 4: Performance comparison of the implementations. The graph shows particleparticle interactions per second vs. number of particles.

Table 1: Comparing actual performance to theoretical peak performance. Units are
interactions per second. The peak measured performance for the GPU (in parentheses)
was limited by the maximum problem size that our program could handle, as opposed
to any asymptotic limit.
System
Peak
Measured
Eﬃciency

PS3
600
600
100%

GPU
28000
(8487)
(30%)

CPU
440
222
50%

The test system for the Cell/BE was a PlayStation 3 (PS3). Other Cell
platforms exist with more resources, but the PS3 has received some attention
because its extremely low price makes for a low barrier to entry. The CPU
and GPU runs were on a machine with an Intel i7 920 CPU with four cores
at 2.67GHz and a Nvidia GeForce GTX260. We use a well-optimized single-
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threaded CPU code to compare with to avoid artifacts arising from diﬀerent
parallelization methods. Existing parallel MC codes for x86 processors typically
scale well on multiple cores and on clusters. [6]
The scaling of raw performance to problem size is shown in Fig. 4. Unsurprisingly, the single-threaded CPU code is outperformed by its competitors, but
it’s worth noting that it reaches its maximum performance already at small
systems, while the other two require larger systems to achieve a measure of efﬁciency. Table 1 shows the maximum performance we’ve managed to achieve
and the theoretical peak performance that should be achieved. The latter was
calculated from the number of ﬂoating point operations per interaction and the
reported peak ﬂops of the hardware. The GPU requires a large problem (approx.
20,000 particles) to reach its peak performance, and we have unfortunately been
unable to run a suﬃciently large problem with the chosen application make a
ﬁnal comparison. This is likely to due to a problem in the application itself, not
the GPU library.
The reason why the GPU code performs relatively poorly compared to peak
at the problem sizes we’ve been able to run is communication. The application
is structured in a way that requires data to be transferred to the device for every
Monte Carlo iteration. The latency of this data transfer is on the order of 10
microseconds, comparable to the computation time for small problem sizes.
We’ve already discussed in Sect. 2.1 the structure that simulation codes must
follow in order for the library to be meaningful. Here we’d like comment on the
diﬃculty of the task of rewriting a typical program. Of the three programs we
worked with, one was already compatible, requiring only changes in a handful of
lines of code. The other two required more substantial rewriting, most of which
involved restructuring the way the energy calculations follow changes in system
conformation. While the absolute amount of work varies a lot depending on
the complexity of the code and the original design, it’s a relatively small task
compared to a complete rewrite or port in a new language.
Our experiences with writing GPU code for this application compared to
Cell code can be summarized roughly as follows: we prefer GPU programming
to Cell. We ﬁnd that while the programming concepts and the algorithm design
are very similar for both architectures, the scheduler makes GPU programming
much easier and more eﬀective. With the Cell, a lot of programmer time is
spent on writing program structures that are unnecessary with a scheduler that
distributes the computational workload and hides the communication automatically, as well as code to make vector processing and memory alignment issues
work properly. Unfortunately, we did not think to measure the time spent on
each code separately, so we have no quantitative measure to support this opinion.
There are two important weaknesses that harm the usefulness of our work
in a research environment. The ﬁrst is that the library code, most notably the
GPU component, must be hand-tuned to fully utilize the hardware. Having to
hand-tune it is a signiﬁcant drawback to the usability of a library, because it
takes time and is error-prone. Fortunately, much progress has been made recently
in the ﬁeld of auto-tuning for GPU architectures [2][8][3], and we feel that this
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is a necessary feature for a library like this if it is to see widespread use and
longevity.
The second weakness is that our library explicitly requires the use of only
point-charges or small spherical charge distributions and the Coulomb potential.
If another charge distribution and/or another potential is desired, the user would
have to make changes in the particle-particle interaction function in the library
and recompile. This is because CUDA doesn’t support function pointers on the
GPU. With OpenCL’s just-in-time compilation, however, there is the possibility
of providing user-deﬁned interaction functions and create a library with even
more ﬂexibility than the current design.

4

Conclusions

In this paper, we have presented two implementations of a commonly used algorithm in an attempt to provide a useful resource to domain scientists, to give
a hint as to what works, and to highlight the obstacles that may hinder nonspecialists from using hardware architectures like the Cell and GPU.
Using GPUs or the Cell/BE is generally more diﬃcult than writing a program
for a single-core or even a multicore CPU. Domain scientists are better suited
at doing their science than spending months learning about and programming
for one of these architectures, especially given the rate of change in the industry.
Here, a library with a small set of function was general enough to be useful for a
range of applications and simple enough for a computer scientist to implement
eﬃciently as a relatively short-term project.
Comparing the experiences of writing very similar GPU and Cell programs
yields some small insight into how built-in structures that automate certain aspects of programming (i.e. the GPU scheduler) can reduce the burden on the
programmer and make programming more eﬃcient. We believe this is an increasingly important consideration, as both hardware and programming models
tend to growing complexity.
We hope that future work can be directed at more general means of supporting the use of heterogeneous multicore architectures in the scientiﬁc community.
The challenges involved in Cell/BE programming shows most clearly what is
needed for this eﬀort. While GPU programming has come a long way since the
advent of CUDA and OpenCL, it still displays some of the same problems. In
traditional programming workﬂow, one is able to write a simple code ﬁrst and
optimize later as needed. This makes debugging easier, it makes code easier to
maintain, and it focuses programming eﬀort where it’s needed. Today, we must
often work backward, designing and writing advanced ”optimizations” into the
ﬁrst version of the code. While there is value in creating a useful library that
circumvents this problem for anyone with a certain type of simulation, a more
general solution would make it possible to move back to a more traditional programming workﬂow.
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ABSTRACT
Task-based programming is an increasingly popular paradigm
for parallel programming of multicore computers. Especially
so in the ﬁeld of scientiﬁc computing where programmers
may not be experts in computer science and programs must
often be performance-portable, task-based programming is
an attractive way to write eﬃcient hardware agnostic programs. One challenge facing users is choosing the parameters for task creation that make for eﬃcient execution. Even
a reasonable choice of task size can cause a 10 or 15% performance penalty. Existing work addresses this issue in one
of two ways, either by ﬁtting runtime measurements to an
arbitrary model or by the analysis of task DAGs. In this
work, we pursue a middle-of-the-path approach, creating a
smarter model capable of making accurate predictions of
optimal task size while requiring less runtime measurements
than a completely arbitrary model.

Categories and Subject Descriptors
D.2.8 [Software Engineering]: Metrics—Performance measures; D.1.3 [Software Engineering]: Concurrent Programming—Parallel programming

General Terms
Performance

1.

INTRODUCTION

One of the most promising ways of fully utilizing modern
multicore architectures is task-based programming. Domain
experts can identify the most expensive regions of code and
intuitively encapsulate chunks of work into “tasks”, transparently letting a runtime system and scheduler take care of
eﬃciently scheduling and running these tasks in parallel.
Many research groups have developed task-based programming models, libraries, and frameworks. Examples include
OpenMP [4], Cilk++ [7], Wool [5], SMPSs [8], and StarPU
[2]. Each of these projects is aimed at the same general
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problem, but brings a unique perspective and set of priorities. Common for all the listed task systems is that users
themselves must explicitly create tasks. This puts a burden
on the user to create tasks that are the right size for the
machine, for the task framework, and for the problem.
In some cases, we have seen that the performance of an application depends signiﬁcantly on the choice of task size.
Using seemingly reasonable choices, one can lose 10 to 15%
performance compared to the optimal choice. We believe
that this is a common occurrence and that improved methods for determining task size (both manual and automatic)
are an important goal for current research.
This problem has received some attention already. For Cilk++
users, there is the Cilkview scalability analyzer tool, which
provides performance bounds to help users diagnose performance problems due to insuﬃcient grain size of tasks [6].
Task graph analysis has also been used to predict the performance of task-based programs on shared-memory machines
[1]. On the other side of the spectrum, StarPU provides performance modelling in the form of regression models based
on real runs. With no built-in insights in their model, they
achieve good performance on typical applications after running at most 10 iterations [2]. We believe that an intelligent model that uses both analytical insights and runtime
measurements has advantages over either extreme, requiring
lighter analytical work and fewer measurements.
This work contributes by describing a simple and generic
model to predict the optimal choice of task size. We aim for
the simplest performance model, relying on a minimum of
runtime data, that is suﬃcient to that end. To develop this
model, we used a small, minimal task library described in
Section 2.
Initially, we assumed a minimalistic model based on the idea
that too many tasks leads to too much overhead, and too
few tasks leads to too little parallelism. We started with a
few assumptions aimed at maximum simplicity and added
complexity until the model gave a nearly optimal task size
for our example applications. We then validated this model
on a control application.

2.

TASK FRAMEWORK

The framework under investigation is an internally developed task library written in C++. It is small and easy to
work with, with performance numbers similar to SMPSs and

StarPU. Tasks are added to the task library in a serial fashion, and by exploiting user-speciﬁed data dependencies for
each task the library can schedule them to run concurrently
when possible. The tasks are executed by a run-time system
that has one worker thread per available hardware thread,
using a greedy scheduling algorithm and task-stealing for
load-balancing.

3.

APPLICATIONS AND KERNELS

In this section, we describe the applications and speciﬁc kernels we have used for our investigation. We have chosen two
applications that are widely known and simple to implement, yet exhibit enough diﬀerent properties that we can
gain some general insights.

3.1

Matrix Multiply

Matrix multiplication is a common and well-understood problem with many applications. We chose it for its simplicity
and because it is an example of a code with few dependencies
among its tasks. It is also interesting because the way that
the total computational load varies with block size varies
with implementation, and the performance depends very
strongly on block size. A blocked matrix-multiply code can
be parallelized in two ways, with numBlocks2 or numBlocks3
tasks. Because they have diﬀerent numbers of tasks but the
same amount of parallelism, we use both of these variants
and will refer to them as a “few task” or “many task” versions.
Most users would turn to highly optimized math libraries
like Intel’s Math Kernel Library (MKL), which gives significant performance gains. In our numerical experiments, we
were also interested in a naive nested-loops variant, which
features diﬀerent performance behavior from the MKL. For
the sake of brevity, we neglect to report on the “many task”
nested loop version.

3.2

N-Body Dynamics

The simulation of large numbers of interacting particles is
a common computational application with a wide range of
applications, from materials science and molecular biology
to cosmology. The nature of the simulation is determined
by the number of particles and the “interaction kernel”, or
the forces working on the particles.
The force calculation step is by far the most computationally heavy part of the application, requiring order of N 2
operations in the number of particles, so we have focused
on this step. The parallelization works by partitioning the
vector of particles into blocks, and a task is created for each
block-block set of interactions. Because of symmetry, the
results of oﬀ-diagonal tasks are mirrored and only half of
the oﬀ-diagonal tasks are necessary. For similar reasons, the
diagonal tasks require only half as much work. We have
chosen two kernels, similar to the two- and three-body interactions in [9]. The work unit cost C of the light-weight
kernel is about 10x less than C of the heavy kernel.

4.

MODEL DESCRIPTION

In this section, we introduce a series of performance models
that predict the runtime of an application. First we will discuss the parameters and assumptions underlying the model

Figure 1: Illustration of basic model. Total runtime
as a function of blocksize is the sum of task overhead
and work divided eﬀective parallelism.

in general, and then we will describe the speciﬁc models
applied to our applications.

4.1 Basic Model
Our basic performance model is based on the idea that the
runtime of a task-based program depends on the task library
overhead, which increases as task size shrinks, and available parallelism, which decreases as task size grows. Parallelism is here deﬁned as the maximum possible speedup
on T threads. The balance of these terms depends on the
computational cost of the work kernel and the algorithm’s
task dependency graph.
Our basic performance model predicts the runtime R of an
application based on the parameters and function in Table 1.
Some parameters are determined by the computer hardware
and runtime system, while others depend on the application
and speciﬁc problem being run. The work unit cost C is the
only parameter that the user cannot specify ahead of time,
it must be measured during an actual run of the program.
C corresponds to the time it takes to accomplish one arbitrary element of work, i.e. one particle-particle interaction
or one ﬂoating-point multiply, and the value can vary significantly with implementation details. The runtime overhead
per task, O, is application independent and is measured once
on a given platform. The block size S is the only parameter that the user can freely choose, and the challenge is to
choose S such that the runtime is minimized. As mentioned
in the introduction, we calculate the runtime R as the sum
of the task library overhead and the time spent performing
useful work.
R = (OM (N, S) + CW (N, S)M (N, S))/P (T, M ),
where OM (M, S) is the total overhead of using tasks and
CW (N, S)M (N, S) is the total amount of time spent doing
work. The functions M (N, S), W (N, S), and P (T, M ) are
inputs speciﬁed by the user for the particular algorithm and
implementation in question.

Table 1: Parameter list of basic performance model
Parameter
N
T
O
C
S
B
M (N, S)
W (N, S)
P (T, M )

4.1.1

Description
problem size
number of worker threads
runtime overhead per task
work unit cost
block size
number of blocks
number of tasks
work units per task
eﬀective parallelism

Determined by
application
runtime system
runtime system
application
varies
N/S
application
application
application

Matrix Multiplication

The variant with few tasks is modeled with:
M (N, S) = B 2 ,

W (N, S) = BS 3 = N S 2

P (T, M ) = min(T, B 2 ),
and for many tasks we have:
M (N, S) = B 3 ,

W (N, S) = S 3 ,

tasks) is, however, very good, but the suggested block size
is clearly incorrect.

4.2 Variable Work Unit Cost
In the basic model, the cost of a work unit, i.e. a ﬂoatingpoint multiply (in the case of matrix multiplication) or a
particle-particle interaction (in the case of an N-body problem) was assumed to be constant regardless of block size.
This assumption is not always correct. We addressed this
by replacing the constant work unit cost C with a function of the block size C(S). This function depends on the
implementation of the task kernel and must be determined
empirically.
In our case, the MKL library is more eﬃcient with larger
blocks, and the nested loops implementation is faster on
small blocks due to better cache usage. The cost of a particleparticle interaction in the N-body code is practically constant. It is diﬃcult to say how C(S) is to be determined in
general. We chose an interpolation of actual work unit cost
measurements taken during the experimental runs, but with
further work we expect that the number of data points can
be reduced signiﬁcantly.

P (T, M ) = min(T, B 2 ).
Note that the formulation of the eﬀective parallelism P (T, M )
are the same for both variants, as we prevent tasks writing
to the same block from running concurrently. We will see
that in this case, the loss of available parallelism does not
impact the performance of the code.

4.1.2

N-Body Problem

In this application, we have two types of tasks – diagonal
tasks and oﬀ-diagonal tasks, the number of which are denoted by M diag and M oﬀ , respectively. For the diagonal
tasks, we have
M diag = B

W diag = (S 2 − S)/2,

As shown in Figure 3, introducing variable work cost improves the ﬁt for all the matrix multiplication codes and
yields an accurate recommendation for the matrix multiplication implementation with nested loops. For auto-tuning,
we want to quickly identify C(S), and how to do this is an
open question we would like to address in future work.

4.3 Available Parallelism
The results for the N-body problem were not satisfactory. It
turned out to be due to the bad approximation of available
parallelism, and here we do a more careful analysis. The oﬀdiagonal tasks write to two memory blocks, and thus only
half can run concurrently:
P oﬀ = min(T, M oﬀ /2).

and for the oﬀ-diagonal tasks we have
M oﬀ = (B 2 − B)/2

W oﬀ = S 2 .

The diagonal tasks, on the other hand, are independent of
each other:

Combining these, the application is described by
M (N, S) = M diag + M oﬀ
W (N, S) = W diag + W oﬀ
P (T, M ) = min(T, M/2).
Here P (T, M ) is a simple approximation, based on the optimistic assumption that about half the tasks can run concurrently, since the oﬀ-diagonal tasks touch two data blocks. A
more careful consideration of task dependencies is presented
in section 4.3.

4.1.3 Evaluation of Basic Model
Visual inspection of Figure 2 shows that the model output
is only poorly ﬁtted to actual runs on an Intel i7 920 with
eight threads and 8 MB shared L3 cache. In all experiments,
we use four pinned worker threads.
This model ﬁnds the correct optimal block size for the matrix
multiplication codes using the MKL library, but the ﬁt for
all of the matrix multiplication codes is very bad. The ﬁt
for the N-body codes at small block sizes (large numbers of

P diag = min(T, M diag ).
To simplify, we assume that the two task types are not interleaved. To ﬁnd the total parallelism we let Nsdiag and Nsoﬀ
denote the number of serial steps needed until all tasks of
each kind have executed:
Nsdiag = M diag /P diag 
Nsoﬀ = M oﬀ /P oﬀ ,
and let Ns =
given by

Nsdiag
P =

+ Nsoﬀ . The total parallelism is then
Nsdiag diag Nsoﬀ oﬀ
P
+
P .
Ns
Ns

Applying this to the model signiﬁcantly improves the results
for the N-body case, as shown in Figure 4. This analysis is
not something that is easily or cheaply done in general [1],
although an upper bound can be made by analyzing the
task dependency graph [6] or by using the Span Law [3],
which yields similar results but does not take into account
the diﬀerent types of tasks.
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Figure 2: The basic model captures only some of the salient features of the application run-times.
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Figure 3: Using a variable work unit cost improves the ﬁt of the matrix multiplication model to experimental
results.
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Figure 4: A more accurate model of available parallelism improves the accuracy of the model on the N-body
problem.

way this point varies according to parameters like problem
size, hardware parallelism, and the computational cost of the
kernel, but misses some critical features of the problem. The
extensions that were made are either application-speciﬁc (an
accurate portrayal of parallelism in the N-body code) or require measurements during an actual run of the code (work
unit cost). Some element of application-speciﬁc analysis and
runtime measurements are likely to be necessary in an automatic tool for task size selection. The extensions we chose
gave very good results but may be overly complex.
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Figure 5: The model identiﬁes the optimal blocksize of the Cholesky decomposition code quite accurately, but not perfectly. The dramatic shape of
the Data curve is due to sensitivity to matrix size in
calls to MKL BLAS routines.

5.

DISCUSSION & CONCLUSIONS

Having developed a model that produced satisfactory results
for our example applications, we applied it to another application to see if the results held. The test application we
chose was block Cholesky decomposition implemented using
the MKL, which consists of a four diﬀerent types of tasks
and features a complicated C(S). The performance of our
implementation was as sensitive to block size as the matrix
multiply code, yet the model-recommended task size yields
a performance roughly 4% slower than optimum (see Figure
5). However, determining the available parallelism was not
completely trivial. In this algorithm, scheduling is an important element and must be taken into account. In cases like
these, it may be more appropriate to measure the eﬀective
parallelism, e.g. by looking at CPU utilization. The downside to this approach is that we would ideally like to measure
application parameters in a parallelism-independent way, as
we have been able to do with C(S).
The goal of this work was to produce a minimal performance model for task-based parallel programs that was sufﬁciently accurate to identify the optimal task size parameter. A model like this, simpler than what we have seen in
existing literature but more intelligent than direct regression
modeling, can be useful for auto-tuning. Thus far, we have
restricted the discussion to applications with a single variable parameter. If a task is deﬁned by multiple variables
(e.g. height and width), then the space to search for the
optimal task rapidly becomes very large, and existing autotuning methods become computationally expensive. In this
scenario, a model like ours that attempts to leverage programmer insight to reduce the computational cost is interesting.
The most basic model does not work, yielding very poor results and an unsatisfactory ﬁt to the experiments. This is a
result of trying to be too general and too simple. It captures
the way that optimal task granularity is a point of compromise between overhead and available parallelism, and the

An important aspect of this work is the light it sheds on the
cost of tuning. Work unit cost could perhaps be measured
by running a single task at a series of task sizes, which is
cheaper than running the entire problem but may be signiﬁcant. Available parallelism can be calculated either by
analysis, which may be diﬃcult for more complicated algorithms, or also measured. We would like to address these
questions more concretely in future work.
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Parallel implementation of the Sherman-Morrison
matrix inverse algorithm
Xin He, Marcus Holm and Maya Neytcheva
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he.xin,marcus.holm,maya.neytcheva@it.uu.se

Abstract. We present two parallel strategies to compute the inverse of
a dense matrix, based on the so-called Sherman-Morrison algorithm and
demonstrate their eﬃciency in memory and runtime on multicore CPU
and GPU-equipped computers. Our methods are shown to be much more
eﬃcient than the direct method to compute the inverse of a nonsingular
dense matrix, yielding up to 12 times faster performance on the CPU.

1

Introduction

The task to compute explicitly the inverse of a given nonsingular matrix is among
the heaviest computational kernels in matrix linear algebra. We consider a real
square nonsingular matrix A of size n × n and pose the task to compute A−1 .
We restrict ourselves to the class of dense matrices.
First, we brieﬂy mention some well-known algorithms, and then we present
our contribution. One straightforward approach to compute A−1 could be to
determine its columns as solutions of the linear systems LU xi = In , where LU
is the factorization of A and In is the identity matrix of size n. The so-obtained
matrix X = {xi }, i = 1, · · · n is then the inverse of A. As is well-known, the
computational cost to factorize A is O(n3 ) and each solution with L and U costs
O(n2 ) operations. The total cost to compute A−1 is then O(n3 ). The above
approach is refereed to as the direct method to compute the inverse of a nonsingular matrix in this paper.
Another often used way to compute A−1 is via the Gauss-Jordan method.
Its computational cost is also O(n3 ). Both of these algorithms are numerically
unstable and require permutations. There exist parallel blocked versions of both
the LU factorization with partial pivoting and the Gauss-Jordan method, e.g.,
[3,7,6]. The parallelism of these algorithms is out of the scope of this paper.
As we aim at handling large problems, it becomes critical to achieve full
utilization of the available complex computer hardware resources. It is wellknown that, for instance, the solution of systems with triangular matrices is
inherently serial and it is, therefore, not likely that such an algorithm could be
eﬃciently implemented on multicore and GPU-equipped computers. Applying
permutations is another matrix manipulation, which is not easily parallelizable.
Instead, we consider here an approach based on the so-called ShermanMorrison (SM) algorithm, explained below. The major diﬀerence is that although

the computational complexity of the SM algorithm is still O(n3 ), it can be written in a block form that uses only BLAS3 operations. Provided that we possess
highly eﬃcient BLAS operations, tuned for multicore architectures or GPUs, we
can expect that for large enough problems, the SM implementation would use all
the computational resources very eﬃciently and, thus, could outperform other
methods, such as the above mentioned ones.
To apply SM, we need to represent A in a particular form, namely, as
A = A0 + XY T

(1)

where A0 ∈ Rn×n is a matrix, whose inverse is easy to compute (e.g., A0 could
be diagonal, or even the identity matrix) and X, Y ∈ Rn×m .
We note ﬁrst, that any matrix can be represented in the form (1), for instance
by taking A0 to be the diagonal of A, X = A − A0 and Y = In . Clearly, the
representation of A in the form (1) is not unique. There are numerous application
areas, however, where we need to compute the inverses of matrices, which arise
directly in the form (1), as in some statistical problems, for example, related
to seismic, genetic studies, in certain ﬂow problems etc. Moreover, due to the
treatment of large data sets, n can often be of order 106 or more, and m can
be of order 104 to 106 . In some applications X and Y can be sparse, however
taking advantage of the sparsity falls out of the scope of this work.
In certain cases, as in some statistical applications, the inverse of A has to be
computed explicitly and is needed in further analysis. In other cases, it suﬃces
to compute only an approximation of A−1 , to be used as a high quality multiplicative preconditioner to A, when applying iterative solution methods in large
scale scientiﬁc computations. Dropping relatively small-valued entries, related to
some given tolerance, is the usual technique to obtain a sparse approximation of
A−1 , however this is also left out of the scope of this paper.
The SM algorithm and a block version of it have been derived and studied
earlier in [1,2,4]. We focus here on the parallel implementation of the SM algorithm on two computer architectures - shared memory multicore CPU and GPU.
The paper is organized as follows. In Section 2 we present a recursive form (referred here to as the single vector) and two block forms of the SM algorithm. The
implementation of the two block SM algorithms is presented in Section 3. Performance results for the CPU and GPU implementations are reported in Section
4 and a discussion can be found in Section 5.

2
2.1

The SM algorithm
The single vector SM algorithm

Let A be of the form (1) and Im ∈ Rm×m be the identity matrix of size m.
The Sherman-Morrison-Woodbury formula provides an explicit form of (A0 +
XY T )−1 , given by the expression
−1
T −1
−1 T −1
Y A0 ,
(A0 + XY T )−1 = A−1
0 − A0 X(Im + Y A0 X)

(2)

provided that the matrix Im + Y T A−1
0 X is nonsingular.
Applying formula (2) on the columns of X and Y , in [1,2] an algorithm is
derived to compute A−1 in the following form
−1
−1 T −1
V A0 ,
A−1 = A−1
0 − A0 U R

(3)

where R ∈ Rm×m is a diagonal matrix and U, V ∈ Rn×m . The computational
procedure and the matrices U , V and R are explicitly presented in the SVSM
algorithm. We use Matlab-type vector notations and IA, IA0 denote A−1 and
A−1
0 , respectively.
Algorithm SVSM-Single Vector SM
for k = 1:m
U(:,k) = X(:,k)
V(:,k) = Y(:,k)
for l = 1:k-1
U(:,k) = U(:,k) - (V(:,l)’*IA0*X(:,k)) * R(l,l) * U(:,l)
V(:,k) = V(:,k) - (Y(:,k)’*IA0*U(:,l)) * R(l,l) * V(:,l)
end
R(k,k) = 1/(1+V(:,k)’*IA0*X(:,k))
end
IA = IA0 - IA0*U*R*V’*IA0

As we can see, SVSM consists of vector and matrix-vector (BLAS1, BLAS2)
operations only, which are less eﬃcient than BLAS3. A block implementation
consisting of more eﬃcient matrix-matrix operations can be expected to achieve
better performance.
2.2

Block version of the SM algorithm

A block version of the SM algorithm has already been suggested in [4], similar to the method we now propose. Consider X and Y to be of block-column
n×sk
form.
with
p Thus, let X = {Xk }k=1,...,p , Y = {Yk }k=1,...,p and Xk , Yk ∈ R
s
=
m.
Then,
clearly,
there
holds
that
k
k=1
A = A0 +

p


Xk YkT .

(4)

k=1

Deﬁne Ak = Ak−1 +Xk YkT and assume that the matrices Rk = Isk +YkT A−1
k−1 Xk
are nonsingular for k = 1, . . . , p. Applying formula (2), we can have the following
expression for the inverse of the matrices Ak
−1
−1
−1 T −1
A−1
k = Ak−1 − Ak−1 Xk Rk Yk Ak−1 , k = 1, . . . , p.

(5)

−1
Since A−1
then, applying formula (5) recursively, we can have
p =A

A−1 = A−1
0 −

p

k=1

−1 T −1
A−1
k−1 Xk Rk Yk Ak−1 .

(6)

Then, another sequence of factors {Uk , Vk }k=1,...,p ∈ Rn×sk , where
Uk = Xk −

k−1

i=1

Vk = Yk −

k−1

i=1

Ui Ri−1 ViT A−1
0 Xk ,

(7)

Vi Ri−T UiT A−T
0 Yk ,

(8)

are well deﬁned. In addition, the following relations hold:
−1
T −1
T −1
A−1
k−1 Xk = A0 Uk , Yk Ak−1 = Vk A0 ,

and
T −1
Rk = Isk + YkT A−1
0 Uk = Isk + Vk A0 Xk .

(9)

The above relations enable us to compute the factors U, V and R blockwise.
Namely, for U = [U1 , U2 , . . . , Up ] and V = [V1 , V2 , . . . , Vp ] with matrices Uk and
Vk as block columns, the inverse of A can be rewritten as
−1
−1 T −1
V A0 ,
A−1 = A−1
0 − A0 U R

(10)

where R−1 = diag(R1−1 , R2−1 , . . . , Rp−1 ).
We see that in this case we have to invert matrix blocks Rk of certain sizes
sk . However, we can tune the block sizes in a suitable way so that the time to
compute the block inverses does not dominate the overall run time. Clearly, the
block size parameter sk may vary between the recursion steps. Without loss of
generality, from now on we take constant sk . We present the pseudo-code of the
above block algorithm in the BSM algorithm.
The BSM algorithm requires four block-column matrices of size n×s, Pk , Qk ,
Uk , Vk and one square matrix R0 of size s × s. For s = 1, BSM reduces to the
single vector SM algorithm. Due to the same reason mentioned already, the BSM
algorithm can be expected to be more eﬃcient compared to the single vector SM
algorithm especially for large matrices (see the numerical experiments in [4]).
Here we choose to use the direct method to compute the inverse of R0. The
description of this method is presented in Section 1. As mentioned already, the
total cost to compute R0−1 via the direct method is O(s3 ). The reason why we
choose the direct method here is that in practice the size of R0 is relatively small
and the eﬃciency of the direct method for small matrices is very acceptable. A
detailed discussion about the choice of the block size s is presented in Section
2.4. The computational complexity of BSM is shown in Table 1.

Algorithm BSM-Block SM
p = m/s; % p - number of blocks, s - block size, Is - identity of size s
U(:,1:s) = X(:,1:s); V(:,1:s) = Y(:,1:s)
R0 = Is + Y(:,1:s)’ * IA0 * U(:,1:s); R(1:s,1:s) = inv(R0)
for k = 2:p
X_{k} = X(:, (k-1)*s+1:k*s)
Y_{k} = Y(:, (k-1)*s+1:k*s)
W = IA0 * X_{k}
P_{k}(1:(k-1)*s,:) = V(:,1:(k-1)*s)’ * W
Q_{k}(1:(k-1)*s,:) = R(1:(k-1)*s,1:(k-1)*s) * P_{k}
U_{k} = X_{k} - U(:,1:(k-1)*s) * Q_{k}(1:(k-1)*s,s)
W = IA0’ * Y_{k}
P_{k}(1:(k-1)*s,:) = U(:,1:(k-1)*s)’*W
Q_{k}(1:(k-1)*s,:) = R(1:(k-1)*s,1:(k-1)*s)’ * P_{k}
V_{k} = Y_{k} - V(:,1:(k-1)*s) * Q_{k}(1:(k-1)*s,s)
R0 = Is + Y_{k}’ * IA0*U_{k}
R((k-1)*s+1:k*s,(k-1)*s+1:k*s) = inv(R0)
U(:,(k-1)*s+1:k*s) = U_{k}
V(:,(k-1)*s+1:k*s) = V_{k}
end
IA=IA0 - IA0*U*R*V’*IA0

Table 1: The computational complexity of the BSM algorithm, σ = m/n.
the computational work for Pk , Qk , Uk , Vk and R0−1
at the kth step k = 1, 2, · · ·, p
Pk
Qk
Uk , V k
R0−1
2[2(k − 1)ns2 ] 2[2(k − 1)s3 ] 2[2(k − 1)ns2 + ns] 5s3 + 2ns2
total work by summing up k
Pk
Qk
Uk , V k
R0−1
2nm(m − s) 2m(m − s)s 2nm(m − s) + 2nm 5ms2 + 2nms
total computational complexity of BSM
4σ 2 n3 + 2σ(1 + σs − s)n2 + 3σs2 n

Remark 1. As is seen from the assumptions, the BSM algorithm may break down
- either when a zero scalar entry (Rk,k ) is encountered in SVSM or a singular
block (R0) is produced in BSM. We refer to [1] for a discussion on that issue and
some techniques how to handle such a situation. In our numerical simulations,
a breakdown of the BSM algorithm has never been encountered.
Remark 2. Even though A−1 is unique, the factors U , V and R in the resulting
form of the inverse in (10) are not. These depend on the choice of A0 , the order
the columns of X and Y are used, the block factors sk etc.

2.3

Block SM with reduced memory footprint

BSM stores the factors U and V separately, each of them being a matrix of size
n×m. This can be a problem when n is large and m is close to n. To simplify our
discussion regarding the shape of these factor matrices, we introduce σ ≡ m/n.
We present a variant on the above algorithm that stores the product of U R−1 V
as a whole matrix H instead of separately storing the matrix factors, in this
way signiﬁcantly reducing memory requirements when m is a large fraction of n
(σ ∼ 1). For small m, however, the storage of H requires more space than the
individual factors. The trade-oﬀ for the decreased memory footprint is a higher
computational complexity.

Algorithm RMBSM-Reduced Memory BSM
p = m/s; % p - number of blocks, s - block size, Is - identity of size s
U=X(:,1:s); V=Y(:,1:s);
R0 = Is+Y(:,1:s)’*IA0*U; IR0=inv(R0);
H=U*IR0*V’;
for k=2:p,
X_{k} = X(:,(k-1)*s+1:k*s);
Y_{k} = Y(:,(k-1)*s+1:k*s);
U = X_{k}-H*IA0*X_{k};
V = Y_{k} -H’*IA0’*Y_{k};
R0 = Is+Y_{k}’*IA0*U; IR0=inv(R0);
H = H + U*IR0*V’;
end
IA=IA0 - IA0*H*IA0;

The total computational complexity of RMBSM is found to be the following:

6+
where m = σn.

1
s



σn3 + [4s (σ − 1) + 2σ − 1] n2 + (5σs − 2) sn,

2.4

Tuning the block size s

The block size parameter s could be chosen arbitrarily in the range [1, m], however the choice aﬀects both performance and memory consumption. By varying
s, each of the two block SM algorithms is aﬀected diﬀerently. Here we present
some theoretical reasoning regarding the choice of the block size, and in the next
section we present experimental results for conﬁrmation.
While the total computational complexity for BSM is minimized for a small
s, the algorithm is reduced to the single vector SM for s = 1, forcing BLAS
to use ineﬃcient BLAS1 routines. BLAS libraries tend to work most eﬃciently
with large matrices, i.e. for s  1. Then, the optimal point of the tradeoﬀ
between computational complexity and BLAS library eﬃciency must be determined by numerical experiments and will depend on platform and implementation speciﬁcs.
The total computational complexity for RMBSM is minimized for s = m
for all cases where σ ≡ m/n ≤ 0.5. This is the largest possible value of s, so
in this case there is no performance tradeoﬀ as above. The total computational
complexity using the optimal block size is therefore (5σ 3 + 4σ 2 + 2σ)n3 . The
existence of a linear term in σ dramatically decreases the eﬀectiveness of this algorithm compared to BSM. For the case when σ = 1, the complexity of RMBSM
is minimized when s = 1, leading to the same tradeoﬀ as for the BSM algorithm.
When 0.5 ≤ σ ≤ 1, the block size that minimizes the computational complexity
varies in a somewhat complicated way in the range [1, m]. This is explored by
numerical experiments.
As it would be expected, both algorithms require more memory for larger
block sizes. The memory demand also strongly depends on m. As the experiments
presented in Section 4 show, the memory demand of the BSM algorithm increases
faster than that of RMBSM.

3

Implementing block SM for multicore computers

Eﬀective programs for multicore systems must support suﬃcient parallelism to
fully exploit the available hardware. The BSM and RMBSM algorithms both
feature very low level of parallelism on the algorithm description level. To compute the block matrices Uk , Vk in BSM or H in RMBSM, the previous ones, i.e.,
Uk−1 and Vk−1 , must be computed ﬁrst, which limits available parallelism.
This problem can be addressed by recognizing that the two algorithms consist
almost exclusively of matrix products (GEMM) and the computation of a matrix
inverse (GESV), operations which provide a high degree of parallelism. The
available parallelism of GEMM depends on the shape of the matrices and the
GEMM algorithm [5], but for large enough matrices it is always much greater
than the number of cores on our machine. As long as we use reasonably large
blocks, the GEMM operations in our algorithms can be eﬃciently executed in
parallel by a parallel BLAS library routine. A similar argument can be made
for the GESV operation, meaning the bulk of the work of our algorithm can be
executed on a multicore machine without writing explicitly parallel code.

One goal with this work is to identify diﬀerences in the behavior of the BSM
and RMBSM algorithms running on the GPU compared to the CPU in order to
determine the utilization of a possible heterogeneous multicore version to be implemented in the future. We write a straightforward implementation, by simply
replacing GEMM calls with calls to CUBLAS (Nvidia SDK 3.2) and compare
its performance with that of the CPU codes. Algorithmically, the available parallelism on the GPU is the same as discussed, but the GPU has many more
cores and therefore a more stringent requirement on the size of matrices. The
eﬀect of this and other properties of GPU hardware are observed and discussed
in Section 4.3.

4

Numerical experiments

In this section we use the SM algorithms (SVSM, BSM and RMBSM) to compute
the inverse of a nonsingular matrix A ∈ Rn×n , and we assume that the matrix
A is already available in the form A = A0 + XY T with A0 = In (In denoting the
identity matrix of size n). In all experiments the matrices X and Y are chosen to
be dense matrices of size n × m, and their elements are randomly given. Also, In
all experiments the matrices X and Y are equally partitioned into two sets, i.e.,
X = [X1 , X2 , · · ·, Xp ], Y = [Y1 , Y2 , · · ·, Yp ], {Xk , Yk }pk=1 ∈ Rn×s , where s = m/p.

4.1

Speed optimization

Based on the discussion in Section 2.4, we expect to see that the performance
of BSM and RMBSM vary with the block size s. The following experiments are
performed with Fortran implementations of the algorithms on a system with
eight-core Intel Xeon X6550 processors. The BLAS routines are from the Sun
Performance Library (see e.g., [9]).
We plot the runtime in Figures 1 and 2 (a) for some test problems and see
that our expectations hold true. For mid-to-low σ, the impact of the block size
on library eﬃciency is so signiﬁcant that s = m is the optimal choice of block
size regardless of algorithm and problem. For σ > 0.5, the optimal block size
appears to be in the range (0.02 × m, 0.2 × m).
We also see that the RMBSM algorithm, while improving on SVSM at large
s, is less eﬃcient than the BSM algorithm. We are convinced that RMBSM is
more appropriate for larger problems.
In Figure 2 (a) we observe that both of the BSM and RMBSM algorithms
show better performance than the direct method. The BSM algorithm with the
optimal block size performs about 12 times faster than the direct method.
The parallel speedup of the two block algorithms is plotted in Figure 2 (b).
We see that both the two block algorithms achieve close to linear speedup, which
means that they fully beneﬁt from the parallelism, inherent in BLAS3 operations.

Fig. 1: Performance of BSM and RMBSM with varying blocksize for two sizes of
factor matrices U and V . Matrix size is n = 10k, σ ≡ m/n.

4.2

Memory optimization

As Figure 3 shows, the memory consumption of the BSM algorithm grows rapidly
with m, which motivated the usage of the RMBSM algorithm, designed to consume less memory when m is relatively large. The memory footprint of RMBSM
varies more slowly than that of BSM, yielding a memory savings of up to about
50% when m = n. With smaller m, however, the usefulness of RMBSM is more
limited (see Figure 4).
For a given n and m, block size selection not only aﬀects the performance
but also the memory footprint. Our experimental results here can be illustrated
by the following three cases:
If m ∼ n, then memory may be a problem. If a small block size does not
suﬃciently shrink the memory consumption of BSM, RMBSM will further reduce
memory consumption.
If m ∼ n/2, then memory can still be a signiﬁcant obstacle, but RMBSM is
not very eﬀective. Choosing a small block size can reduce the memory consumption of BSM by up to a factor of 3.
If m  n/2, then memory consumption may not pose any problems, and
RMBSM actually consumes more memory than BSM.
4.3

Numerical experiments using GPU

The GPU experiments are performed on a compute node consisting of two 8core AMD Opteron 6220 (Bulldozer) processors at 3 GHz and a Nvidia Tesla

Fig. 2: Upper: Single-threaded runtimes of the algorithms with varying block
size for a sample problem (logarithmic y scale). Lower: Scaling behavior on a
multicore system. Matrix size is n, σ ≡ m/n.

Fig. 3: Memory usage when varying m, the width of the matrix factors U and
V . Optimized block size (Section 2.4) is equal to m for m ≤ n/2, and equal to
m/5 when m > n/2.

Fig. 4: Memory usage of algorithms for varying block sizes and two values of σ,
the ratio of m to n. Note that the memory footprint of RMBSM varies with
blocksize, not m, so only one curve is shown (double precision data).

M2050 GPU. Since the Bulldozer processors are conﬁgured so that two cores
share a single FPU, using eight threads yields full hardware utilization and
optimal performance for our CPU codes. These codes rely on the AMD Core
Math Library (ACML) for their BLAS routines. The GPU codes use Nvidia
CUBLAS, which lack the GESV routine. We therefore perform only the GEMM
calls on the GPU, but these operations dominate the runtime to such an extent
that the results remain meaningful, especially when m  n.
The Nvidia Tesla M2050 has a peak theoretical double precision performance
of 515 GFLOPS, but CUBLAS performs at only about 200 GFLOPS [8], while
the AMD processor has a peak theoretical double precision performance of almost 200 GFLOPS, which means that any speedup will be modest at best. As
the results in Figure 5 show that our GPU implementation achieves up to 20%
faster execution than the CPU. We can also see that the performance of the
GPU codes appears to be more sensitive to the block size choice than that of
the CPU codes. This is likely due to two factors: our straightforward implementation grossly ignores the cost of data transmission, and the proﬁler-reported
device occupancy is only 33%. The eﬀect of the former factor is that we perform
unnecessary data movement between host memory and device memory, which
can take up to 50% of the total runtime, according to proﬁling results. A proper
implementation could decrease the data movement by up to a factor of ﬁve. The
issue with low occupancy may or may not actually impact performance depending on whether the global memory accesses on the device are successfully hidden,
but this is worth considering when designing a better optimized implementation
with respect to the GPU architecture.

5

Conclusions

In this paper we consider the task to compute the inverse of a given dense nonsingular matrix and we present two parallelization strategies for the block SM
algorithm. Even though, due to eﬀects of ﬂoating point arithmetic the inverse,
computed using this algorithm might in some cases be less accurate than the
true inverse, the computational procedure is a useful benchmark test when developing and analyzing new algorithms and their implementations on CPU/GPU
architectures. Other possible applications are, e.g., approximate inverses to be
used as multiplicative preconditioners.
We present the parallel performance of the two block SM factorizations,
i.e., BSM and RMBSM, using a multicore CPU as well as a GPU. The main
conclusions are that eﬀective parallelization is quite easily implemented and the
speedup is almost linear.
These results are achieved over a wide range of choices of the block size. The
preferred block size may be inﬂuenced by memory considerations. A small block
size can save up to 66% of the memory usage of BSM. For a larger problem, the
RMBSM algorithm can save up to 50% of that of BSM.
The results from our straightforward GPU implementation, though modest,
warrant a more serious implementation eﬀort in the future.

Fig. 5: Speedup of running both algorithms on the Nvidia Tesla M2050 GPU
compared to the Opteron 6620@3GHz running eight threads.

The eﬀect of sparse matrices on the performance of the block SM algorithm,
data structures and parallelization techniques, as well as obtaining an approximate inverse of a dense or sparse matrix, needs to be further considered and is
still in progress.
Another consideration that we have not addressed in this paper is the numerical accuracy and stability of BSM and RMBSM. As already mentioned, there
exist other alternatives to compute the inverse of a non-singular matrix, e.g.,
the various direct methods, iterative methods and the Gauss-Jordan method. In
general, one could expect that the direct methods produce more accurate matrix inverses. The latter issue was tested separately. The performed numerical
experiments (not included here) did not show loss of accuracy in the computed
matrix inverses, however a more rigorous error analysis of the numerical stability
of the SM algorithm is of deﬁnite practical relevance.

References
1. Bru, R., Cerdán, J., Marín, J., Mas, J.: Preconditioning sparse nonsymmetric
linear systems with the Sherman-Morrison formula. SIAM J. Sci. Comput. 25,
701-715 (2003)
2. Bru, R., Marín, J., Mas, J., Tůma, M.: Balanced incomplete factorization. SIAM
J. Sci. Comput. 30, 2302-2318 (2008)
3. Buttari, A., Langou, J., Kurzak, J., Dongarra, J.: A class of parallel tiled linear
algebra algorithms for multicore architectures. Parallel Comput. 35, 38-53 (2009)

4. Cerdán, J., Faraj, T., Malla, N., Marín, J., Mas, J.: Block approximate inverse
preconditioners for sparse nonsymmetric linear systems. Electron. Trans. Numer. Anal. 37, 23-40 (2010)
5. Gunnels, J., Lin, C., Morrow, G., van de Geijn, R.: Analysis of a Class of Parallel
Matrix Multiplication Algorithms. In: First Merged Internatial Parallel Processing Symposium and Symposium on Parallel and Distributed Processing (1998
IPPS/SPDP’98), pp. 110-116. IEEE Press, New York (1998)
6. Hellel, D: A survery of parallel algorithms in numerical linear algebra. SIAM
Rev. 20, 740-777 (1978)
7. Melab, N., Talbi, E.-G., Petiton. S.: A parallel adaptive Gauss-Jordan algorithm.
J. Supercomput. 17, 167-185 (2000)
8. Nath, R., Tomov, S., Dongarra, J.: An improved MAGMA GEMM for Fermi
GPUs. Int. J. High Perform. Comput. 24, 511-515 (2010)
9. Sun Performance Library Reference Manual,
http://docs.sun.com/app/docs/doc/820-2171

Paper IV

DYNAMIC AUTOTUNING OF ADAPTIVE FAST MULTIPOLE
METHODS ON HYBRID MULTICORE CPU & GPU SYSTEMS
MARCUS HOLM, STEFAN ENGBLOM, ANDERS GOUDE, AND SVERKER HOLMGREN

Abstract. We discuss an implementation of adaptive fast multipole methods targeting hybrid multicore CPU- and GPU-systems. From previous experiences with the computational proﬁle of our version of the fast multipole
algorithm, suitable parts are oﬀ-loaded to the GPU, while the remaining parts
are threaded and executed concurrently by the CPU. The parameters deﬁning the algorithm aﬀects the performance and by measuring this eﬀect we are
able to dynamically balance the algorithm towards optimal performance. Our
setup uses the dynamic nature of the computations and is therefore of general
character.

1. Introduction
The classic problem of N -body simulation is the computation of the forces between N mutually interacting bodies. Since the number of calculations for the naive
all-pairs algorithm scales as O(N 2 ), approximative algorithms have been developed
with better complexity. For applications requiring a suﬃciently high numerical accuracy, it is known that the Fast Multipole Method (FMM) [5, 15] is faster than
tree-codes like the Barnes-Hut algorithm [12]. Parallelizing the FMM to make it
suitable for running on modern computer hardware is a non-trivial task that has
received considerable attention lately [6, 9, 14, 22]. Eﬃcient shared-memory parallelism is of interest in two cases: for smaller problem sizes that do not require
a cluster, but also for codes using a distributed memory model at the level of the
single node.
In order to achieve full utilization of a modern desktop computer today, one
is generally forced to use 4 or more threads on the CPU and, depending on the
application, the Graphics Processing Unit (GPU) should be employed as well. Although other accelerators are certainly also possible, we focus on GPUs as today’s
most ubiquitous example. While writing code for multicore CPUs which achieves a
good load-balancing can be quite challenging, the heterogeneous nature of adding
an accelerator complicates the problem substantially. As new hardware is released
continually and since it is common for a single program to persist over several generations of computers, there is a pressing need for a robust and eﬀective method
of designing algorithms that are eﬃcient on a wide range of computer hardware.
Performance portability is desirable also from the perspective of changing needs —
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a single piece of software often needs to run eﬃciently on a wide range of problem
conﬁgurations.
In this paper we start with a recently developed 2D variant of the FMM [13, 14],
and show that we can leverage its unique properties to achieve an eﬃcient and
straightforward shared-memory parallelization. We also exploit the heterogeneity
inherent in the algorithm to compose a highly eﬀective yet ﬂexible CPU-GPU hybrid
code. Using dynamic autotuning techniques, our implementation can run eﬃciently
regardless of hardware and problem speciﬁcs, and also achieves good performance
on dynamic problems that change dramatically over time.
In a nutshell, we parallelize the FMM using a task-based approach on the CPU
and CUDA for the GPU. We next design an autotuning scheme which continually measures the performance of the code and makes decisions regarding two
performance-critical algorithm parameters. Hence the crucial assumption is that
the FMM is placed in a time-continuous context, which is a very reasonable set-up
given that most N -body formulations are formulated in this way. This is also essentially the only assumption in the sense that complexity estimates are not employed.
There are task-based programming libraries that are designed with hybrid codes
in mind, for example StarPU [3]. Our approach is diﬀerent from the StarPU philosophy in that we adjust the workload algorithmically to generate appropriate tasks
that “ﬁt” the machine, while in StarPU one typically uses a ﬂexible scheduler to
execute a given set of tasks in an eﬃcient way, without making any changes to the
underlying algorithm. The advantage of our approach is that we can achieve good
hardware utilization without writing two implementations for each type of task.
1.1. Outline. In Section 2 we summarize our version of the adaptive FMM and
also discuss brieﬂy the computational complexity. The details concerning the hybrid
parallelization we favor and an estimate of the attainable performance are found in
Section 3. A step-by-step discussion of our approach to autotuning the algorithm
is found in Section 4, where we reason in a bottom-up fashion and design several
autotuning regulators in an incremental way. Importantly, as a design criterion we
avoid informing our regulator about any complexity estimates that would make the
discussion less general. We suggest that in this way, our techniques have a fairly
wide scope of applicability.
In Section 5 we perform computational experiments with the diﬀerent regulators
and highlight through diﬀerent computational loads the dynamics and the performance that is achieved. A concluding discussion around these issues is found in
Section 6.
2. Fast multipole methods
Since their ﬁrst appearance in [5, 15], Fast Multipole Methods (FMMs) have
remained a crucial tool for fast evaluation of pairwise interactions of the type
(2.1)

Φ(xi ) =

N


G(xi , xj ),

xi ∈ RD ,

i = 1 . . . N,

j=1,j=i

where D ∈ {2, 3}. In fact, up to some speciﬁed tolerance TOL, the FMM algorithm
produces a representation of the ﬁeld Φ(y) due to the N sources {xj } enclosed in
some ﬁnite domain (the terms potentials and particles will also be used). Hence
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a slightly more general viewpoint is that the FMM makes it possible to eﬃciently
evaluate
N

Φ(yi ) =
(2.2)
G(yi , xj ), i = 1 . . . M,
j=1,xj =yi

in which the eﬀect of the sources {xj } are to be measured in a set of evaluation
points {yi }. Below we ﬁrst brieﬂy describe the special type of FMMs considered in
this paper (see [13, 14] for earlier accounts). Since it is of direct relevance to our
approach to parallel autotuning we shall also discuss the associated computational
complexity.
2.1. Well-separated sets. FMMs are all based upon the observation that the
ﬁeld experienced from distant potentials has a small rank, and hence that it can
be approximated eﬀectively. Generally, let a collection of potentials be organized
in two disjoint boxes with radii r1 and r2 , and let those boxes be separated at a
distance d. For quite general non-oscillating kernels G, one can then show that the
correct interpretation of ‘distant’ is that [13],
(2.3)

R + θr ≤ θd,

where R = max {r1 , r2 }, r = min {r1 , r2 }, and θ ∈ (0, 1) a certain parameter which
controls the accuracy. Eq. (2.3) is the θ-criterion and the two boxes are said to
be well-separated whenever it applies. If this is so, then the interactions can be
compressed and handled as one single operation (or shift) between the boxes. If
the criterion does not apply, then the boxes are split into smaller boxes until they
either are small enough that (2.3) applies, or until they contain a suﬃciently small
number of potentials that the interactions can be computed directly.
This recursive way of iteratively dividing the source points makes a tree-based
approach natural, where each level in the multipole tree contains a collection of
boxes. Initially, all potentials are understood to be placed in a single box at the
0th level in the tree. Recursively one then splits the boxes into smaller boxes
(“children”) such that the number of points per box decreases. Following the prescription in [13], a binary relation between all boxes at the same level in the tree
is now deﬁned. Boxes are said to be either strongly or weakly coupled, or they
are decoupled. Firstly, a box is deﬁned to always be strongly connected to itself.
Secondly, boxes obtained by splitting strongly connected boxes are by default also
strongly connected. However, if two such boxes happen to satisfy the θ-criterion,
then they become weakly coupled. The result of this way of handling the multipole
mesh is visualized in Figure 2.1 where two examples of connectivity patterns are
displayed.
At all levels in the multipole tree, the boxes have an outgoing and an ingoing expansion. The former, also referred to as a multipole expansion, represents the eﬀect
of potentials enclosed in the box and is accurate in boxes which are well-separated
from the current box. The latter is instead a local expansion and consequently
captures the eﬀect of distant well-separated boxes within the current box.
The computational part of the FMM algorithm is depicted schematically in Figure 2.2. Characteristically, one proceeds in an upward and a downward phase. In
the ﬁrst phase, the multipole-to-multipole (M2M) operation propagates outgoing
expansion upwards in the tree. In the second phase, the multipole-to-local (M2L)
and the subsequent local-to-local (L2L) operation translates and propagates this
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Figure 2.1. The diﬀerent types of connections in an adaptive
mesh. The target box is colored in black and strongly connected
boxes are white. The other boxes are well-separated from the target box (they satisfy the θ-criterion (2.3)). The boxes in light gray
are weakly coupled and interact through M2L interactions at this
level in the multipole tree, while the boxes in dark gray are decoupled and has already been accounted for at a coarser level in the
multipole tree.
ﬁeld into local expansions downwards in the tree. Any remaining potentials not
accounted for through these operations are handled by direct evaluation of (2.1) at
the ﬁnest level in the tree.
2.2. Asymmetric adaptive FMMs. When the FMM algorithm is described as
above it makes no assumptions on the precise way the boxes that make up the multipole mesh are to be constructed. Generally, it is desirable to avoid any complicated
communication patterns due to the hierarchical formulation of the algorithm. As
advocated in [13] a good solution is to use a balanced pyramid data structure rather
than a tree for which the depth varies. This avoids communications across several
levels in the multipole tree and has even been shown to scale well in a fully ported
GPU-implementation [14]. In order to balance the cost of the direct evaluation at
the ﬁnest level, splitting the boxes close to the median value ensures an almost
equal number of points in each box which minimizes the cost of this operation.
This is the method of construction that has been used in the mesh in Figure 2.1,
where additionally the eﬀect of shrinking the boxes to the smallest possible size is
clearly visible.
2.3. Complexity. Most experience suggests that the practical complexity of the
FMM algorithm is O (N ) in the number of source potentials N [4], but it has
been pointed out that certain special distribution of points may imply a quadratic
complexity [1]. To get some feeling for the computational complexity of the implementation under current consideration and to be concrete we consider a collection
of N particles in the unit square. Let the FMM algorithm be parametrized by the
two parameters (Nlevels , θ). Then the dominating computational work is done at
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Figure 2.2. A schematic view of the FMM algorithm; see text
for further details. Left: Initialization using Particle-to-Multipole
(P2M) shifts, and in the upward phase, Multipole-to-Multipole
(M2M) shifts. Middle and right: (downward phase) Multipoleto-Local (M2L), followed by Local-to-Local (L2L) shifts. Bottom:
The direct Particle-to-Particle (P2P) interaction and the Localto-Particle (L2P) provides for the ﬁnal evaluation of the potential
ﬁeld.

the ﬁnest level in the multipole tree and amounts to (i) the M2L shifts, and (ii)
the direct P2P interactions.
Since the tree is a balanced quadtree, the number of boxes at the ﬁnest level is
explicitly given by Nf = 4Nlevels −1 . Assuming that the boxes are approximately
uniform in size we get that the radii are given by

(2.4)
r ∼ 2/Nf ,
and also that
(2.5)

rparent ∼ 2r,

where rparent is the approximate radius at the second ﬁnest level. Similarly, the
average area of a box at the ﬁnest level is given by a := 1/Nf and the number
of source points per box by np := N/Nf . Thanks to the type of adaptivity used
we note that the latter estimate is independent of the details of the distribution of
points.
Consider ﬁrst the arithmetic cost of the direct interaction (P2P). Since we have
assumed the radii to be approximately uniformly distributed, R ∼ r in (2.3), and
hence the boundary for direct interaction is found at d ∼ (1 + θ)/θ × r. With an
area density of potentials ρ := np /a we get, since in each of Nf boxes, np points are
to interact with all points in a circle of radius about d, that the total complexity

6

M. HOLM, S. ENGBLOM, A. GOUDE, AND S. HOLMGREN

can be estimated by
CP2P ∼ Nf × π · d2 · ρ × np
(2.6)

=

2N 2
× π · [(1 + θ)/θ]2 .
Nf

Next we take the cost of the M2L-shift into account. Using p terms in both
the outgoing and the ingoing expansions, we have that the M2L-interaction is a
linear mapping between p coeﬃcients, and hence has complexity p2 . This mapping
is performed in Nf boxes provided that the θ-criterion is true at the ﬁnest level,
but false at the second ﬁnest level. A moments consideration under the current
assumptions yields that this can be written as
CM2L ∼ Nf × π · (d2parent − d2 )/a × p2
(2.7)

= 6Nf p2 × π · [(1 + θ)/θ]2 ,

where by the same argument as before dparent ∼ (1 + θ)/θ × rparent .
It is tempting at this point to assume that the optimal performance is obtained
approximately when CP2P ∼ CM2L , such that roughly, Nf ∼ N/p. In practice
the unknown constants depend rather strongly on the implementation and on the
available hardware such that this conclusion should not be taken too seriously.
With a speciﬁed relative tolerance TOL, we have that p ∼ log TOL / log θ (see
[13]), so that the total complexity can be expected to be bounded by a constant
times θ−2 log−2 θ · N log2 TOL.

3. Parallelization
The asymmetric adaptive FMM variant we are concerned with has thus far only
been implemented as a serial code in [13] and as a GPU-only code in [14]. In this
section, we will describe the parallelization for the CPU and the way we use the
GPU accelerator.
In order to facilitate the implementation of CPU parallelization strategies, we
use a task-based approach to parallelism with Superglue [21]. In task-based programming, a number of worker threads is created at program initialization and
execute tasks that are submitted to a scheduler dynamically. GPU programming is
accomplished with Nvidia Cuda (see [18] for a description of the Cuda programming
model).
The GPU-only implementation was shown to be very eﬃcient, showing excellent speedup compared to well-optimized single-core CPU implementation. As one
would expect, however, not every phase of the algorithm is equally well-suited to
the GPU architecture. Our work can therefore be considered an extension of the
work in [14], as we execute phases on the CPU which are less suitable for GPUexecution. In this way, we can employ both processors while ensuring that both
the CPU- and GPU-components of our code are eﬃcient and well-implemented.
Numerical experiments are performed on single GPU-equipped nodes on a cluster. Each node is equipped with two 8-core AMD Opteron 6220 (Bulldozer) processors conﬁgured with 8 FPU in total and an Nvidia Tesla M2050 GPU. The same
hardware is also used in Section 5.
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3.1. CPU/GPU-parallel FMM. The serial adaptive FMM algorithm has been
parallelized to take advantage of both multiple CPU cores and a GPU, if available. Timing various parts of the serial code for a selection of typical problems
conﬁrmed the common knowledge that the runtime is dominated by time spent in
two operations: the downward pass of the FMM and the local evaluations.
These two operations are independent of each other, so we oﬄoad the calculation
of local evaluations to the GPU while the downward pass is completed on the
CPU. This is motivated by the fact that small all-pairs n-body problems can be
solved extremely eﬃciently on GPUs [19], while the hierarchical FMM operations
are generally better suited to a general-purpose processor, at least in the sense
of coding complexity. For example, in [14] the topological phase of the multipole
algorithm shows very good speed-ups in an implementation fully ported to the GPU.
However, the actual code is very much more complicated than the corresponding
CPU-code, resulting in roughly a doubling in code length, making maintenance
and development much more costly. CPU parallelism was implemented using the
SuperGlue task framework described in [21].
Our balanced tree datastructure allows us to easily parallelize the downward
pass in the following way. Serial execution is initiated at the root of the tree and is
allowed to continue in a breadth-ﬁrst fashion until it reaches a certain level, chosen
at compile time. The main thread then creates one task per parent node at this
level, and a set of worker threads execute the tasks. Since the number of potential
tasks grows rapidly after each level, the serial section thus created makes up an
insigniﬁcant part of the runtime. Because of the connectivity guaranteed by our
partitioning scheme, each task created in this way is independent of the other tasks
and completes the downward pass for one branch of the tree. In this way, it is
possible to run a number of worker threads that is appropriate for the CPU and
create work units with suﬃcient granularity that will ensure a good load balance.
The original formulation of the FMM algorithm calculated G(xi , xj ) and G(xj , xi )
simultaneously, halving the number of interactions to be calculated explicitly. This
symmetry introduced a dependency in the downward pass that required synchronization on every level. Using tasks, it was possible to implement this with a
minimum of synchronization, but this still resulted in poor scaling. By calculating
both G(xi , xj ) and G(xj , xi ) explicitly, we were able to remove the dependency and
achieve good parallel eﬃciency at the cost of formally doing twice the work.
With the two heaviest components of the code parallelized or oﬄoaded, two
new operations become signiﬁcant. Partitioning the particles and initializing the
ﬁnest level of the tree (P2M). Particle partitioning was easily parallelizeable in the
same way as the downward pass. The speedup here is relatively poor because the
partitioning algorithm has a highly non-local data access pattern and is strongly
limited by memory bandwidth. The P2M step is embarrassingly parallel and was
parallelized accordingly.
In the near-ﬁeld evaluation (P2P), the contribution F from all boxes within the
near-ﬁeld of a box should be calculated at all evaluation points of the box. Similar
to the M2L translations, the number of boxes in the near-ﬁeld varies due to the
adaptivity. The CPU version was parallelized trivially. The GPU version uses one
block per box and up to four threads per evaluation point depending on the number
of evaluation points compared to the number of threads. In the main working loop,
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Figure 3.1. SuperGlue Execution Visualizator display for a typical run with eight worker threads and GPU. Triangles correspond
to tasks, and are executed from left to right. Each row represents
one thread, starting with the master thread at the bottom. The
parallel sections corresponds partitioning, P2M, M2L, and L2P,
respectively. The long brown arrow represents the main thread
waiting while the P2P step executes on the GPU.
each thread in a block loads a source point into shared memory and the interactions
with those points are calculated.
We have parallelized a slightly diﬀerent set of routines than those in [6], the
most eﬃcient recently published shared-memory work we have found. They left
tree construction serial, a choice motivated by the fact that in some applications it
may be possible to amortize the cost of tree construction. We chose to parallelize the
particle partitioning phase of tree construction, partly because our FMM algorithm
involves a slightly more expensive operation but also because there are applications
in which tree construction is done every time and amortizing is impossible. We
also made the choice to leave the upward pass serial, because this operation in our
algorithm is cheaper than it is in the FMM variant in [6] and costs less than 5% of
the runtime when the GPU is active.
3.2. Parallel eﬃciency and attainable performance. Before we describe our
methods for autotuning, we will show that our FMM implementation is eﬃcient and
achieves satisfactory hardware utilization. The work in [6] represents the cutting
edge of shared-memory FMM implementations and provides a good reference for
comparison with our CPU-only code. They show good speedup for the P2P phase
up to 8 threads on an Intel Nehalem, but the other computationally heavy phases
show speedups between about 3.2x (for M2L) and 5x (for M2M and P2M). Figure
3.2 shows our speedup for up to 8 threads on an AMD Bulldozer on a million
uniformly distributed particles. We show perfect speedup for the P2P phase, and
about 6–7x speedup for the other phases. The partitioning step of tree construction
suﬀers from a very poor data access pattern and is bandwidth-bound, resulting in a
maximum speedup of 2.3x for this phase. Total speedup on 8 threads for the entire
CPU-only algorithm is 6.26x.
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Figure 3.2. Strong scaling using only CPU, after tuning. Phases
represented by dashed lines were not parallelized.

In [14] it was shown that the P2P phase can run up to 12x faster on an Nvidia
Tesla C2075 GPU compared to a single Intel Xeon W3680 core, and the code as a
whole ran about 10x faster on the GPU. A straight comparison with those results
is not appropriate because the codes are optimized diﬀerently (for example, to
reduce the memory footprint, we forego a reordering that enables the use of SSE
instructions and improves cache performance, which was implemented in [14]), but
they can inform expectations about our results. Figure 3.3 shows that running with
one CPU core plus the GPU yields a runtime that is 9.5x shorter than with just one
CPU core, which is very good considering that only the P2P step is oﬄoaded to the
GPU. The performance using the full system is 26x faster than our single-threaded
CPU-only code.
We also see that using the full CPU plus the GPU gives a performance that
is 4.2x faster than using only the CPU, indicating that adding one GPU to the
system is equivalent to adding at least three CPU sockets in this implementation,
assuming perfect speedup on the CPU. Using the GPU instead of additional CPUs,
we avoid hitting the memory bandwidth limit and beneﬁt from the higher ﬂoating
point capabilities of the GPU.
These performance measurements were made using the harmonic potential corresponding to gravity in two dimensions. We also implemented the computationally
more expensive logarithmic potential, useful for example for plotting isopotentials.
The additional arithmetic intensity of the logarithmic kernel improves the eﬃciency
of our results because of better amortization of data transfer costs and kernel launch
times on the GPU, and better cache performance on the CPU. Using the logarithmic potential, the CPU+GPU performance is 6x faster than using just the CPU,
and the full system performance is 40x faster than our single-threaded CPU-only
performance.
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Figure 3.3. Comparison of GPU and CPU-only speedup versus
1 CPU-only thread on harmonic potentials with varying numbers
of threads.
3.3. Alternative hybrid schemes. We used a task-based programming approach
to CPU parallelization, employing the task framework described in [21]. There
are many alternative task-based programming libraries available, notably StarPU,
a uniﬁed runtime system for hybrid architectures that is able to choose among
hardware resources to select where to schedule tasks so the total runtime will be
minimized. For example, if a relatively fast GPU has a long queue of tasks already
scheduled, StarPU may decide to give a task to a relatively slow CPU thread
instead, if it means that the task will be ﬁnished more quickly. In this way, StarPU
typically works with a static algorithm that produces a given set of tasks and uses a
ﬂexible scheduling system capable of running any task anywhere on a heterogeneous
machine. For this to be possible, the user must write a task kernel implementation
for each type of hardware on the machine [3]. In contrast, in our approach we tune
the algorithm dynamically, producing a mixture of tasks that is eﬃciently executed
on a heterogeneous machine without requiring a uniﬁed task library. By working
on the algorithm level, we gain the beneﬁts of heterogeneous architectures without
paying the costs of writing multiple kernel implementations.
4. Autotuning
The existence of diﬀerent types of runtime phases yields a natural way to tune
the performance. The algorithmic complexity of the main program phases, as
determined by θ and Nlevels , was described in Section 2.3. Roughly speaking, the
CPU-part that is executed concurrently with the GPU-part is dominated by the
downward pass, the runtime of which decreases as the runtime of the GPU-part
increases. This opens up for an “Extremum Control”-approach [2, Chap. 13.3]
where these two parameters are varied dynamically to remain close to the optimal
choice. Clearly, controlling θ and Nlevels also controls the load-balance between
the CPU and GPU. Intuitively, this is desirable because we can ensure maximum
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utilization of the available hardware. As we will see, however, maximum utilization
does not necessarily correspond to minimal runtime.
4.1. Static tuning. Before we can describe our approach to autotuning in more
detail, the eﬀects of parameter selection and particle distribution on the performance of our FMM implementation must be clariﬁed. The performance-critical
components of the code fall into three distinct groups. The M2L phase, consisting
of the downward pass through the tree; the P2P phase; and the Q phase, which
consists of the rest of the program. This division allows us to write the runtime
of the hybrid code C̃hybrid and the CPU-only code C̃CPU for a given problem as
functions of θ and Nlevels in the following way:
(4.1)

C̃hybrid (θ, Nlevels ) = max(C̃M2L (θ, Nlevels ), C̃P2P (θ, Nlevels )) + C̃Q (θ, Nlevels )

and
(4.2)

C̃CPU (θ, Nlevels ) = C̃M2L (θ, Nlevels ) + C̃P2P θ, Nlevels ) + C̃Q (θ, Nlevels ),

where C̃M2L (θ, Nlevels ) is the time spent on the downward pass of the FMM algorithm, C̃P2P (θ, Nlevels ) is the time spent on direct evaluations in the near ﬁeld, and
C̃Q (θ, Nlevels ) represents the rest of the runtime. It is useful to look at the computational cost as a function of Nlevels and θ separately. From the complexity analysis
in Section 2.3, we have that
(4.3)

C̃M2L (Nlevels ) ∝ 4Nlevels −1 ,

(4.4)

C̃P2P (Nlevels ) ∝ 42(1−Nlevels ) ,

(4.5)

C̃Q (Nlevels ) ∝ 4Nlevels −1 ,

2
θ+1
,
C̃M2L (θ) ∝
θ log θ
2

1+θ
,
C̃P2P (θ) ∝
θ

2
θ+1
,
C̃Q (θ) ∝
θ log θ

(4.6)
(4.7)
(4.8)

with diﬀerent constant factors for M2L and Q. These algorithmic analyses tell us
that there exists an optimal value for these parameters, but cannot tell us where.
The vagaries of cache behavior, particle distribution, and parallelization completely
prevent predictive tuning.
When one looks at the relative computational weight of M2L, P2P, and Q in
the serial implementation, it seems an attractive idea to tune C̃hybrid such that the
CPU and GPU parts are balanced, C̃M2L (θ, Nlevels ) ≈ C̃P2P (θ, Nlevels )), ignoring the
small and nearly constant runtime component Q. However, once M2L is parallelized
and P2P is eﬃciently oﬀ-loaded to the GPU, Q becomes relatively large and this
strategy is less eﬀective (see Figure 4.1). Therefore, we did not consider using loadbalance information to tune θ, but only Nlevels . Being run on the GPU, P2P does
not scale down with small problems because of PCIe latency and kernel startup
time, so for small problems, P2P is relatively constant. This means that optimal
tuning for small problems puts a seemingly disproportionate amount of work on
the GPU, because the time saved on performing Q on very small trees is greater
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Figure 4.1. Runtime of hybrid code and the components M2L,
P2P, and Q with varying θ. N = 106 , uniform square particle
distribution, error bars are too small to be visible. Note the sawtooth pattern in M2L, P2P, and total time and the “central hump”
behavior in M2L and Q.
than the increase in time spent on P2P. This also means that the performance gain
of the GPU is smaller on small problems.
In order to provide a more concrete picture of how the shape of the distribution
of particles aﬀects performance and tuning, we have run the same experiment as
in Figure 4.1, but this time with particles distributed approximately along a line.
This scenario can for example be found in interface simulations and long Karman
streets, as well as the Kelvin-Helmholtz instability simulation that we present in
Section 5.1. While the speciﬁc eﬀects of changing particle distributions depends on
problem size, interaction potential, and machine speciﬁcation, it is worth pointing
out that there always is an eﬀect, and tuning for the wrong distribution can lead
to poor performance. The linear-like distribution (Figure 4.2) ran most eﬃciently
with θ = 0.49, while the uniform distribution ran most eﬃciently with θ = 0.55.
Running the uniform distribution with θ = 0.49 would yield a performance penalty
of 7%. In our experience, the optimal value of θ may lie anywhere in the range
[0.35, 0.65] and the potential performance penalty for values in this range often
exceeds 30%. This motivates the use of dynamic autotuning.
The reason why optimal performance and maximum utilization do not always
coincide is made clear in Figures 4.1 and 4.2. Maximum hardware utilization occurs
when the M2L curve crosses the P2P curve. Depending on where this balance
occurs, the runtime cost of lower utilization can be oﬀset by savings in Q.
4.2. Considerations. The goal of autotuning is to achieve optimal performance
while maintaining generality (applicability to many problems and situations), robustness (overcoming pathological conditions), speed (ﬁnding optimum quickly),
and eﬃciency (minimizing any additional computational work).
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Figure 4.2. Runtime of line-like distribution. Note the “shallower” and left-shifted minimum compared to the uniform distribution.

Generality is achieved by making as few assumptions as possible about the simulation behavior. The main assumption that we make is that most iterations involve
small changes in the system so that any ﬂuctuations in performance will be due
to tuning attempts and not the evolution of the system. This assumption is necessary in order to use the runtime per iteration to evaluate the eﬀectiveness of
tuning parameters. For example, a problem which continually becomes much computationally heavier is impossible for us to autotune because we would reject every
move regardless of how eﬀective the tuning actually is. One way to handle this
type of problem is by introducing a “Monte Carlo” type approach, where moves
are accepted and rejected according to some probability. We leave this for possible
future work, if we encounter an application with such a requirement.
A robust autotuner must be able to handle a number of potential pitfalls. Here
we identify and describe some of the diﬃculties that we encounter in tuning our
FMM implementation.
4.2.1. Noise. Runtime measurements can vary for a multitude of reasons that are
unrelated to the actual tuning eﬃciency. Runtime variation that is not attributable to changes in problem conﬁguration or in tuning parameters is called noise.
The presence of noise necessitates taking repeated measurements. True repetition
would involve freezing the problem state for several calls to the FMM-routine, but
this would be prohibitively expensive. Instead, we assume that problem conﬁguration changes suﬃciently slowly and use the minimum runtime from a sequence of
iterations when making tuning decisions.
Since the nature of noise varies, we have not implemented a systematic way of
choosing the length of the smoothing sequence. 3 iterations is enough for a problem
with little noise, but may lead to incorrect tuning decisions for a problem with more
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noise. Generally, a shorter sequence is desirable because this controls the rate at
which the autotuner converges.
4.2.2. Multiple local minima. As Figure 4.1 shows, multiple local minima in runtime
may exist on several scales. We have seen two large near-optimal regions, spaced
widely apart in θ, as well as a saw-tooth proﬁle when taking small steps in θ. An
autotuner can get stuck in a suboptimal place even when tuning a relatively static
problem. The reason for the two large near-optimal regions has been diﬃcult to
analyze in detail, but is likely related to the way θ is linked both to the number
of expansion coeﬃcients and box connectivity. The saw-tooth pattern is similarly
diﬃcult to analyze conclusively, but we speculate that the cause is a combination
of eﬀects due to the discrete nature of boxes and polynomial length p on M2L and
P2P eﬃciency on CPU (cache) and GPU, respectively.
4.2.3. Discontinuous movement of the global minimum. When the problem conﬁguration shifts the relative eﬃciency of the two large near-optimal regions, the global
optimum may move from the one to the other. Capturing such an event exactly
requires knowledge of the performance of the entire range of θ at every iteration,
so we need a heuristic that works “well enough” without costing too much.
4.2.4. Correlated controls. If there are two (or more) tuning parameters, there exists the possibility that each parameter cannot be tuned independently of the other.
For the tuning to improve, both parameters must be adjusted at once. This issue
lies beyond the scope of our approach, as our static analysis has shown that the
optima in θ and Nlevels are almost completely independent.
4.3. Dynamic Autotuning. The foregoing discussion highlights potential problems and desirable properties of an autotuning system. Another desirable property
is generality. In order to avoid creating an excessively complicated and applicationspeciﬁc scheme, we developed and evaluated a series of autotuning techniques,
named AT0-4, each of which addresses a particular issue, ﬁnishing with a robust
autotuning system suitable for use in applications (see Section 5). The common
design principle is that each method periodically attempts a change in a parameter (which we call a move), which is either accepted or rejected depending on the
performance in the following timesteps.
4.3.1. AT1: Random walk. The most general, naive autotuner simply constitutes a
biased random walk. For each parameter, moves are generated in regularly spaced
intervals as steps in a randomly selected direction. A pseudocode description is
provided in Algorithm 1, where timei and pi are the runtime and the parameter
conﬁguration of the ith FMM call. thetastep is the unit length of a move in the
θ parameter and is set to 0.01 unless otherwise speciﬁed.
4.3.2. AT2: Directed walk with W-cycle. A simple improvement is to remember the
previous step. Moves are generated in the same direction if the previous move was
successful, otherwise in the opposite direction. This method avoids moves in the
wrong direction, but it can get stuck in local minima such as the ones observed in
the static tuning experiments (Section 4.1). In the pseudocode, move represents a
2-d direction in parameter space.
In order to avoid getting stuck in local minima when tuning θ, we introduce a
growing step-size when an apparent optimum is reached. For this to be eﬀective,
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Algorithm 1: AT1: Random walk
if timei > timei−1 then
return pi+1 = pi−1
end if
if time to move in levels then
return pi+1 = [θ, Nlevels + (randint ∗ 2 − 1)]
else if time to move in θ then
return pi+1 = [θ + (randint ∗ 2 − 1) ∗ thetastep, Nlevels ]
else
return pi+1 = pi
end if

θ step
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Figure 4.3. Progression of θ step length.
the step-size must not grow too slowly, but growing the stepsize too rapidly can
cause the algorithm to attempt big, large-grained, and expensive steps too often.
Furthermore, in order to track a moving optimum closely, most step sizes must be
small. We chose to use the Fibonacci sequence of a length that follows a kind of
W-cycle, an idea borrowed from multigrid methods (see Figure 4.3). In our test
applications, this extension has not been necessary, as AT1 already successfully
avoids getting stuck in local minima, but it poses a negligible cost and is potentially
very useful.
4.3.3. AT3a: Loadbalance-aware directed walk with W-cycle. Intuition tells us that
good hardware utilization yields good performance. We tested this idea with an
autotuner that generated moves in Nlevels that always moved the loadbalance towards zero. As we shall see, this intuition only holds for relatively large problems,
where the GPU runtime is not dominated by either bus latency or kernel launch
time.
Note that for CPU-only runs, this method is equivalent to AT2.
Another approach for determining the correct step direction for Nlevels would be
to use a scaling model that, based on the FMM’s algorithmics, would predict the
change in workloads for the CPU and the GPU. We did not pursue this approach,
ﬁrst because it is too application speciﬁc, and second because of the diﬃculty
in incorporating hardware- and problem-speciﬁc performance parameters into a
model based on algorithmics — for example, cache and memory bus behavior can
dramatically aﬀect both CPU and GPU workload.
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Algorithm 2: AT2: Directed walk with W-cycle
if timei > timei−1 then
if previous move was a θ-move then
if fibcount < fiblength then
set thetastep = ﬁb(fibcount + +)
else
set thetastep = 1, fiblength + +
end if
end if
set move = −1 × move
return pi+1 = pi−1
end if
if time to move in levels then
set movedir = [0, 1]
else if time to move in theta then
set movedir = thetastep × [1, 0]
else
set movedir = [0, 0]
end if
return pi+1 = pi + move · movedir
Algorithm 3: AT3a: Loadbalance-aware directed walk with W-cycle
if timei > timei−1 then
if previous move was a θ-move then
if fibcount < fiblength then
set thetastep = ﬁb(fibcount + +)
else
set thetastep = 1, fiblength + +
end if
end if
set move = −1 × move
return pi+1 = pi−1
end if
if time to move in levels then
if CPU waits on GPU then
set movedir = [0, 1]
else
set movedir = [0, −1]
end if
return pi+1 = pi + movedir
else if time to move in theta then
set movedir = thetastep × [1, 0]
else
set movedir = [0, 0]
end if
return pi+1 = pi + move · movedir
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4.3.4. AT3b: Directed walk with W-cycle and cost estimation. Since AT3a was not
an improvement in the general case, we developed another way of avoiding expensive
moves in the wrong direction. In this ﬁnal autotuner, the user speciﬁes cap, a
maximum cost for the autotuning of Nlevels . When a move is made that degrades
performance, the next move in the same direction is scheduled so that the expected
cost is less than the speciﬁed maximum cost. Cost estimation has two beneﬁts: it
prevents testing from costing more than it is worth, and because the test frequency
increases near switching points it captures the switching points almost exactly.
Algorithm 4: AT3b: Directed walk with W-cycle and cost estimation
if timei > timei−1 then
if previous move was a θ-move then
if fibcount < fiblength then
set thetastep = ﬁb(fibcount + +)
else
set thetastep = 1, fiblength + +
end if
set thetamove = −1 × thetamove
else
cost = timei − timei−1
if movedir > 0 then
set upcost = upcost + cost
set upinterval = basetime − (upcost + cost)/cap
else
set downcost = downcost + cost
set downinterval = basetime − (downcost + cost)/cap
end if
end if
return movei+1 = movei−1
else
set basetime = basetime + timei
end if
if time to move in levels then
set movedir = [0, ±1] as appropriate
else if time to move in theta then
set movedir = thetastep × [thetamove, 0]
else
set movedir = [0, 0]
end if
return pi+1 = pi + movedir

5. Applications
In this section, we attempt to illustrate the real behavior of our implementation
with some experiments running three example applications. Each application has
diﬀerent properties that together help illuminate the strengths and weaknesses of
our solution.
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Figure 5.1. Relative runtimes of smaller (N = 16000) and larger
(N = 1.5 million) vortex instability simulations using diﬀerent
tuning schemes.

5.1. Vortex instability. This simulation involves a set of vortices, which are propagated with the ﬂow velocity according to
N

dxk
1  Γi
=
dt
2πi
x − xk
k=1

where N is the number of vortices, xk is the vortex positions and Γi is the vortex
strengths. The propagation is carried out using the Euler forward scheme. At
the initial time, all vortices are located regularly in a long and relatively thin
rectangle, with the upper half of the vortices given the opposite strength of the
lower half (hence the sum of all circulations is zero). This setup creates a velocity
shear ﬁeld, which is an unstable conﬁguration and the vortices will therefore start to
cluster in smaller groups. As the simulation starts with a homogeneous distribution
and moves toward a more clustered distribution, this will aﬀect the number of
connections in the near ﬁeld of the interaction, as the clustered distribution has
much larger variations in the size of the boxes on the lowest level.

5.1.1. Evaluating autotuners. We ran the vortex instability simulation with each
of our autotuners, as well as with a constant initial setting, to characterize the
eﬀectiveness of our autotuning schemes. Two problem sizes were used to illustrate how the autotuners’ eﬃciency varies according to problem speciﬁcs. For the
large problem, initial Nlevels was also set to one less than optimal, which is a common scenario, for example when one steps up a simulation from a small prototype
form to a full-scale production run. Figure 5.1 shows that for large problems, all
autotuners are able to realize signiﬁcant performance improvements compared to
an untuned run. We also see that AT3b performs slightly better than the other
three schemes. In the small run, constant factors dominate runtime and tuning
makes little diﬀerence, so few gains were possible. However, here is an example of
AT3a being confounded and costly tuning attempts in the wrong direction make
the performance 2.5% worse than the untuned case.
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5.2. Rotating galaxy. Newton’s law of gravitation in two dimensions states that
the gravitational potential exerted by particle i on a test particle j is given by
(5.1)

Uij = −

Gmi
,
rij

where G is the gravitational constant, mi is the mass of the particles, rij is the
distance between the particle and the test particle.
Equation 5.1, as written, contains a singularity as rij → 0, so a smoother is
applied that keeps very close particles from “blowing up”.
In this simulation, 3 × 105 particles with equal mass are placed uniformly in a
disc and are given a velocity to start them rotating about the center of mass. The
force acting on each particle is calculated from the potentials, and its velocity and
position is updated with the velocity Störmer-Verlet method [16, Chap. 3.1]. As
the simulation evolves, the distribution of particles within the disc changes from
uniform to uneven and the structure begins to resemble an elliptical galaxy.
5.2.1. Initial tuning parameters. The importance of choosing initial tuning parameters is the most apparent when running a short, relatively static simulation. Our
galaxy simulation is therefore well-suited for a brief analysis of the initial tuning
phase if we choose a small number of iterations. In Figure 5.2, we show the relative
runtime of the simulation for a range of initial parameters. Because of the coarse
granularity and clear eﬀect on program speed, optimal Nlevels is found very quickly
compared to optimal θ (see Figures 5.3 and 5.4). Still, because of the short runtime
of the simulation, even a few iterations with non-optimal Nlevels costs a substantial
amount of total runtime, making this the parameter to which simulation runtime
is the most sensitive.
Because of the small number of iterations and the large size of the problem,
this simulation displays a high sensitivity to tuning and a very high sensitivity
to bad initial tuning. We can therefore consider these results to be a worst-case
scenario and expect that most simulations will show less sensitivity to initial tuning
parameters. Initial tuning of θ is, then, not likely to make a signiﬁcant impact, and
choosing Nlevels to be one or two units higher or lower will cost at most 10% of
runtime, probably much less.
5.3. Impulsively started ﬂow around a cylinder. A vortex method was used to
simulate the ﬂow around a cylinder. This method is based on the vorticity equation
[8], which is obtained by calculating the rotation of Navier Stokes Equations. For
two dimensional incompressible ﬂow, the equation can be written as

∂ω  
+ V · ∇ ω = ν∇2 ω.
(5.2)
∂t
This equation is discretized using point vortices with position xk and strength Γk ,
which moves freely with the ﬂow. The equation is separated into two steps, where
in the convection step, the particle positions is calculated according to
dxk
k
=V
dt
and in the diﬀusion step, the vorticity is updated;
(5.3)

(5.4)

dω
= ν∇2 ω
dt
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Figure 5.2. Relative runtime of galaxy simulation initialized with
diﬀerent tuning parameters. Scale is normalized to fastest runtime.
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Figure 5.3. Evolution of θ for three diﬀerent starting conditions.
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Figure 5.4. Evolution of Nlevels for three diﬀerent starting conditions. Note that the x-scale is shorter than in Figure 5.3.
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Figure 5.5. Vortex distribution for the cylinder ﬂow at time t =
40 s (cylinder radius R = 1 m, asymptotic ﬂow velocity V∞ = 1
m/s)
The diﬀusion step is implemented using the vorticity redistribution method (VRM)
[20]. The diﬀusion algorithm was also used to merge vortices as this can be done in
the VRM by forcing the circulation of a vortex to zero. This was performed every
10th step and causes the regions with vorticity to have a quite homogeneous distribution of vortices. The total distribution of vortices was therefore characterized
by regions with either a homogeneous vortex distribution, or no vortices at all, see
Figure 5.5. The no
√ slip boundary conditions was solved by adding a line of vortices
at a distance of 0.5νΔt from the boundary and adapting the strength of these
vortices to give zero tangential ﬂow on the boundary. This method is similar to the
suggested solution by Chorin [7] and is how vorticity is introduced into the ﬂow.
The ﬂow velocity is calculated by using the method of images, which gives an
analytical solution to the continuity equation for a cylinder ﬂow [17]. Using complex
numbers, the velocity V of a vortex at position x is obtained as



N
1
1
R2
1 
(5.5)
.
Γi
−
V = V∞ 1 − 2 +
R2
x
2πi
x − xk
x
−
xk
k=1
This expression is evaluated at all vortex positions xk (xk in Eq. 5.5 is the complex
conjugate of xk ). To avoid divergences as x → xk , a Gaussian smoother is applied
when the distance to a vortex is too small [8].
All interactions between the vortices are evaluated with the FMM. Due to the
mirror vortices inside the cylinder, the amount of vortices is twice as many as the
number of evaluation points. The mirror vortices are very densly packed inside
the cylinder, especially close to the cylinder center. Even though this method only
applies for a cylinder, by the use of conformal mappings, this system with mirror
vortices can be used to simulate other geometries as well, which is performed in
[10, 11].
The convection is evaluated using the fourth order Runge Kutta method, while
the diﬀusion was carried out in a single step using the O(Δt) method described in
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Figure 5.6. Runtime of cylinder ﬂow experiment using AT3b
with varying maximum tuning cost (cap).
[20]. The higher order for the convection (compared to diﬀusion) is motivated by
the fact that the problem is convection dominated for high Reynolds number and
that increasing the VRM order is computationally very expensive.
The simulations were performed for an impulsively started ﬂow, meaning that
there were no vortices at the ﬁrst time-step. The Reynolds number for the simulation was chosen to be 10000.
Since both the distribution geometry as well the number of particles varies greatly
during this simulation, it can be considered a stress test of our implementation and
the auto-tuning schemes.
5.3.1. Setting max tuning cost. Since AT3b allows the user to arbitrarily select cap,
the maximum expected cost of tuning Nlevels , we needed to develop guidelines for
setting this variable. At the one extreme, setting cap = 0, no tuning of Nlevels is
done, while at the other extreme, Nlevels is adjusted every timestep. In Figure 5.6,
we have repeated the ﬂow simulation with varying cap. The proportional rise in
simulation runtime after about cap = 0.1 suggests that, even for a rapidly evolving
simulation such as this, tuning need not cost more than 10% for it to accurately
capture switching times in Nlevels . For simulations that evolve more slowly, cap
can be set lower, between 5–10%. To give a sense for how cap aﬀects the tuner’s
behavior, Figure 5.7 shows the value of Nlevels and θ over time with cap = 4% and
12%.
6. Conclusions
We have demonstrated that an eﬃcient heterogeneous parallel program can be
implemented eﬀectively by taking into account the suitability of executing diﬀerent
program phases on diﬀerent hardware. Because we formulated the algorithm dynamically, we were able to implement a dynamic autotuning scheme that maintains
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Figure 5.7. Timeseries showing evolution of Nlevels and θ over
the course of a cylinder ﬂow simulation run. Top: Max tuning
cost cap = 4%, slightly too low to capture the optimal switching
points. Bottom: cap = 12%, slightly higher than necessary.
program eﬃciency at a low cost (both in execution and in programming). There
are several observations that we believe are of fairly general character.
Firstly, optimal performance can generally not be expected when a heterogeneous
computer is load balanced. In fact, we have shown that the degree of load imbalance
can at best only be used as an indicator of where to look for well-tuned and eﬃcient
core usage.
Secondly, a robust autotuning strategy which does not make strong complexity
assumptions on the algorithm at hand will require a certain degree of heuristics. To
some extent this observation is connected to the previous point since, if we cannot
completely rely on the dynamically measured degree of load balance, then clearly
some type of trial-and-error has to be employed.
Thirdly, if some design variables aﬀect the performance more drastically than
others, a performance budget strategy of some kind should be implemented. In the
implementation reported here this was the case for the variable Nlevels where the
cost of varying this variable can be measured on the ﬂy so as to avoid too frequent
changes.
Since cost estimation of Nlevels turned out to be useful, one naturally considers
introducing a similar mechanism for tuning θ. One approach would be to replace
the W-cycle idea with a schedule for the entire θ range. However, we haven’t been
able to show a need for even the W-cycle in real simulations, so going a step further
is doubly unnecessary. The current cost of tuning θ is usually far below reasonable
thresholds.
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While the use of autotuning makes a user’s choice of initial tuning parameters
less critical, it can still impact the overall performance of the system on a given
problem. During the initial period, before the tuner has made adjustments, the
performance may be seriously degraded. The initial tuning is especially important
in short simulations, where the initial period constitutes a substantial part of the
total runtime. While an automatic approach of detecting reasonable initial tuning
parameter would be desirable, we have not elected to pursue such a solution because
it is likely to be highly problem dependent. Instead, we encourage users to “get
a feeling for” good starting parameters for their speciﬁc problem on their speciﬁc
machine.
The utility of GPU-based accelerators is still a much-debated question in the scientiﬁc computing community. While an increasing proportion of large-scale computing machinery include GPUs, smaller university-level computers are still predominantly pure CPU machines, and typical desktop computers have GPUs that
are more suited to media rendering than scientiﬁc applications. Our contribution
to this debate is the transparent usage of one GPU, with a performance improvement that matches (or even exceeds) the performance one would expect from an
expensive CPU upgrade. Figure 6.1 gives the relative performance of our code with
or without the GPU for each of our experiments. We see that the 4x speedup in
the static experiment forms a reasonable upper limit of hybrid acceleration, and as
expected this limit is only realized for suﬃciently large problems.
K-H instability Galaxy Cylinder ﬂow
CPU (s)
425
1094
1451
GPU (s)
379
324
367
CPU/GPU
1.12
3.37
3.95
Table 6.1. Performance comparison of CPU-only and hybrid code
for each simulation experiment.
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[10] P. Deglaire, O. Ågren, H. Bernhoﬀ, and M. Leijon. Conformal mapping and
eﬃcient boundary element method without boundary elements for fast vortex
particle simulations. Eur. J. Mech. B Fluids, 27(2):150–176, 2008.
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