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Abstract

Building on the work of Holm (2012), we continue to theorize the construction of the

confidence intervals for ranks (CIR) and to analyze their empirical performance. First,

we replace the original asymptotic test with two exact tests. Then we apply all the tests

to real medical data to identify the high/low achieving groups of hospitals. Finally, we

conduct a simulation study to compare the relative performance of test statistics, and to

compute the empirical confidence coefficients of CIRs. This paper also identifies areas of

improvement for future study.

KEY WORDS: confidence intervals for ranks, multiple testing, Fisher’s exact test, Barnard’s

exact test, Suissa and Shuster’s exact test.
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1 Introduction

Nowadays rankings of medical institutions have been published annually throughout the

world. For example, “America’s Best Hospitals” by US News & World Report, and

“Bästa sjukhus” by Dagens Medicin are among those national assessments of hospital

care. Despite their sophistication, the results may not shed much light on the relative

quality of medical treatment among hospitals. Particularly, health administrators can-

not objectively identify the low-achieving hospitals, which might be more relevant when

budgeting resources and seeking progress. For example, in terms of Cardiology & Heart

Surgery, “America’s Best Hospitals 2012-13” ranked only the top 50 hospitals, with the

rest listed alphabetically. But even if the entire rankings were available, pinning down

the high/low-achieving groups could be subjective without much statistical justification1.

Another issue is that non-statisticians tend to misuse the sample proportion, say, of

patients’ deaths during treatment, when estimating the binomial proportion (hence the

rank), without ever considering the effect of sample sizes.

An innovative approach, suggested by Holm (2012), is to construct the confidence interval

for each individual rank, using multiple testing. This article further studies the properties

of the confidence intervals for ranks (CIR) with two objectives. First, to modify Holm’s

methodology by replacing the asymptotic test with two exact tests (Section 2), and to

apply them to real data (Section 4); Second, to conduct a simulation study on the CIRs,

in order to find their empirical confidence coefficients (Section 5).

2 Theory

2.1 Model

Let X and Y be independent binomial random variables. The sample size for X is m and

the probability of success (or binomial proportion) is p1. The sample size for Y is n and

the probability is p2.

We denote the probability mass function of X as

b(x;n, p1) = P (X = x | n, p1) =

(
n

x

)
px1(1− p1)n−x, x = 0, 1, ..., n, (1)

1Especially since reputation is one of the four elements in the US News survey, controversies center
around whether prominent hospitals will rise automatically to the top of the rankings. See Green
(1997).
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where
(
n
x

)
= n!

x!(n−x)! . The same notation applies to Y. The sample space of (X, Y ) can

be denoted as S = {0, 1, ...,m} × {0, 1, ..., n}.

Suppose we have two independent samples of size m and n, from binomial populations

with success probability p1 and p2, respectively, and the observed number of success x

and y. The data can be summarized in a 2× 2 contingency table as:

Table 1: 2× 2 Contingency Table

Success Failure Total
Sample 1 x m− x m
Sample 2 y n− y n

r = x+ y t− r t = m+ n

In the above table, t is the total sample size. m and n are row margins, while r and t− r
are column margins.

In the medical setting, we usually want to rank m hospitals from the “best” to the

“worst”. In this article, we rank them (in ascending order) with respect to the patients’

probability of dying during a certain treatment in the observation period. The patients’

mortality (i.e. the number of patients’ deaths) in the ith hospital is a binomial random

variable, with parameters (ni, pi), where ni is known and pi is unknown. We assume

pi stays constant throughout the observation period. Data from different hospitals are

assumed to be independent.

The theoretical rank of the ith hospital (or binomial proportion), among the m hospitals,

can be defined as a number within the closed interval2

m∑
j=1

I(pj < pi) + 1 ≤ ranki ≤ m−
m∑
j=1

I(pj > pi) (2)

where I is the indicator function. The intuition here is to count the number of hospitals

with death probability lower than pi (hence ”better”), and use the number to form the

lower bound. Similarly, the number of hospitals with death probability higher than pi is

used to form the upper bound3. Note that it is always true that 1 ≤ ranki ≤ m, and ranki

is the ordinal number matching pi if we rearrange the binomial proportions in ascending

order. Usually, the two endpoints are equal, resulting in a unique rank.

2It is slightly adapted from the one in Holm (2012).
3In the rare case where two or more hospitals share the same death probability, (2) assigns a common

rank to them.
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2.2 Confidence Intervals for Ranks

As pi’s are always unknown, the true value of ranki is also unknown. Therefore, Holm

(2012) proposed a methodology to construct the confidence intervals for ranks (CIR) as

an estimate of the closed interval in (2). This interval estimation of the true ranki involves

five steps, according to Holm (2012), to construct a symmetric (1 − α)100% confidence

interval.

1. One-sided tests, H0 : pi ≤ pj versus Ha : pi > pj, for fixed i, are carried out

separately for each j = 1, 2, ...,m, j 6= i, with test statistic T
(−)
i,j . P -values for each

tests are calculated;

2. Simultaneous testing4 of the m− 1 null hypotheses H0 : pi ≤ pj versus Ha : pi > pj,

with i fixed, j = 1, 2, ...,m, j 6= i, is carried out, at the multiple level of significance5

α/2. Use has been made of the P -values in step 1. Let N (−) denote the number of

rejected hypotheses;

3. As in step 1, one-sided tests, H0 : pi ≥ pj versus Ha : pi < pj, are carried out

separately with test statistic T
(+)
i,j . P -values for each tests are calculated;

4. As in step 2, simultaneous testing of the m− 1 null hypotheses H0 : pi ≥ pj versus

Ha : pi < pj is carried out, at the multiple level of significance α/2. Use has been

made of the P -values in step 3. Let N (+) denote the number of rejected hypotheses;

5. The confidence interval for ranki is
[
N (−) + 1;m−N (+)

]
.

Note that T
(−)
i,j = −T (+)

i,j . N (−) andN (+) are estimates of
∑m

j=1 I(pj < pi) and
∑m

j=1 I(pj >

pi) in (2).

2.3 Multiple Testing

If we wish to conduct a family of tests as the one in step 2 in Section 2.2 of H0 versus

Ha where

H0 : pi ≤ pj

Ha : pi > pj
(3)

where i is fixed, j = 1, 2, ...,m, j 6= i, we are performing multiple testing6. A problem will

arise in such multiple testing: as we increase the number of hypotheses being tested, the

probability of wrongly rejecting the true null hypotheses (type I error) becomes excessively

4It is formally discussed in Section 2.3.
5Section 2.3 will provide its definition. Section 2.4 will give the reason for choosing α/2.
6An alternative way is multiple confidence interval method. They constitutes the two major methods

in multiple statistical inference.
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large. For example, if 100 hypotheses are tested at the same time, with a significance

level α = 0.05 for each test, then for each test, P (Not making a type I error) = 1 − α.

If all tests are independent, then P (Not making a type I error in 100 tests) = (1−α)100.

That implies P (Making at least 1 type I error in 100 tests) = 1− (1− α)100 = 99.4%.

One correction made to address this issue, by Holm (1979), is the sequentially rejective

Bonferroni test (also called the Holm-Bonferroni method). First define multiple level of

significance.

Definition 2.3.1. A multiple testing with rejection regions R1, R2, ..., Rm
7 for testing

null hypotheses H1, H2, ..., Hm is said to have a multiple level of significance α, if for

any non-empty index set I ⊆ {1, 2, 3, ...,m} the supremum of the probability P (∪i∈IRi |
H ′is are true for i ∈ I) is smaller than or equal to α.

This definition is due to Holm (1979). Note that multiple level of significance controls

the probability of at least one null hypothesis being wrongly rejected, or type I error(s).

This probability is usually called familywise error rate (FWER).

Second, introduce the Bonferroni inequality. For any events A1, A2, ..., An, we have

P (A1 ∪ A2 ∪ ... ∪ An) ≤
n∑
i=1

P (Ai). (4)

If the m−1 hypotheses H1, H2, ..., Hm−1 are tested separately with the same significance

level α/(m− 1), it follows from the Bonferroni inequality that the probability of wrongly

rejecting at least one hypothesis (the multiple level of significance) is less than or equal

to α:

supP (∪m−1i=1 Ri | H ′is are true) ≤ sup
m−1∑
i=1

P (Ri | Hi is true)

≤ (m− 1)× α/(m− 1) = α.

(5)

Hence, in the multiple testing at a multiple level of significance α/2 as in Section 2.2, an

intuitive way would be to reject those hypotheses with P -value below α/(2(m−1)). This

is called the classical Bonferroni test (or the Bonferroni correction).

However, in the sequentially rejective Bonferroni test by Holm (1979), a different proce-

dure is followed.

1. Obtain all the m− 1 P -values;

7Ri specifies the values of the test statistic for which the null hypothesis is rejected.
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2. Compare these P -values with α/(2(m − 1)) and reject those hypotheses whose P -

values are below α/(2(m− 1));

3. If some hypotheses are rejected, then repeat step 2 on the remaining hypotheses:

replace the (m− 1) with the number of remaining non-rejected hypotheses;

4. The above process stops whenever no rejection can be made, and the number of

rejected hypotheses thus far, N (−) or N (+), is recorded.

This sequentially rejective Bonferroni test is more powerful than the classical Bonferroni

test, while maintaining the multiple level of significance. Even so, these tests in general

come at the cost of increasing the probability of type II error, and hence reducing the

statistical power (See Perneger (1998)).

Another important issue that undermines the power is that the members in the family of

tests in (3) are not independent as they all have pi in common, for different pj’s. This is

(one-sided) multiple testing involving a control, pi in this case. It is also called (one-sided)

many-to-one comparisons. According to Dunnett (1955), in this setting, conventional

procedures including the Holm-Bonferroni method, would result in the actual multiple

level of significance (or FWER) much less than the prescribed α, as they do not take the

correlation among the comparisons into account. However, in the scope of this paper, the

potentially better (one-sided) many-to-one comparisons of binomial proportions are not

considered. Instead, the conventional multiple testing is implemented in Section 4 and 5,

following Holm (2012).

2.4 Confidence Coefficient

In Section 2.2, a methodology to construct CIRs is provided by Holm (2012). The

following theorem provides their theoretical confidence coefficient as well as justifications

for the five steps in Section 2.2 for constructing CIRs.

Theorem 2.4.1. The confidence interval for ranki,
[
N (−) + 1;m−N (+)

]
, has confidence

coefficient at least 1− α.

Proof. Consider one of the endpoints of the confidence interval, say, the left endpoints. If

the theoretical rank of the ith hospital is r, then there are r−1 hospitals on its “left side”,

with lower death probability. When we make a level α/2 multiple testing: H0 : pi ≤ pj

versus Ha : pi > pj, for fixed i, 1 ≤ j ≤ m, there are r−1 false null hypotheses and m− r
true ones.
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By Definition 2.3.1, the probability of wrongly rejecting at least one of the m−r true hy-

potheses is at most α/2. That is, P (Rejecting at least one of the m− r true hypotheses)

≤ α/2. Hence the probability of not rejecting any of the m− r true hypotheses is greater

than or equal to 1− α/2. That is, P (Not rejecting any of the m− r true hypotheses) ≥
1− α/2.

When the event {Not rejecting any of the m− r true hypotheses} happens, the actual

number of rejected hypotheses must be at most r−1, since there are m−1 null hypothe-

ses in total. In other words, the event {Not rejecting any of the m− r true hypotheses}
is equivalent to the event {N (−) ≤ r − 1} = {r ≥ N (−) + 1}. Hence, P (N (−) ≤ r − 1) =

P (r ≥ N (−) + 1) ≥ 1 − α/2. That means the probability that r is included in the left

endpoint is at least 1− α/2.

The right endpoint is treated in the same way, and the probability of r less than N (+) +1

is at least 1−α/2. By the Bonferroni inequality, the proposed confidence interval covers

ranki at least (1 − α)% of the time. Hence, the confidence coefficient of the proposed

confidence interval is at least 1− α.

Note that in the above proof, only Definition 2.3.1 and the Bonferroni inequality are used.

2.5 Large-sample Z-tests

The choice of the test statistic T
(−)
i,j in Section 2.2 is up to the practitioner to make. To

estimate the difference of two proportions pi − pj, one uses P̂i − P̂j = Xi

ni
− Xj

nj
. It follows

from the central limit theorem that P̂i − P̂j is asymptotically normal, with mean pi − pj
and variance pi(1−pi)

ni
+

pj(1−pj)
nj

. Hence, if we desire to test H0 : pi ≤ pj versus Ha : pi > pj,

one candidate test statistic is

T
(−)
i,j =

(P̂i − P̂j)− (pi − pj)√
pi(1−pi)

ni
+

pj(1−pj)
nj

, (6)

which is asymptotically standard normal. When H0 is true, to compute a value of T
(−)
i,j ,

one way is to estimate the parameters pi and pj that appear in the radical using sample

proportions so that

t
(−)
i,j = zp(xi, xj, ni, nj) =

p̂i − p̂j√
p̂i(1−p̂i)

ni
+

p̂j(1−p̂j)
nj

, (7)

Large positive values of t
(−)
i,j indicate rejection.
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An alternative way to evaluate T
(−)
i,j is to use the pooled estimate of p, the nuisance

parameter so that

t
(−)
pooled,i,j = zp(xi, xj, ni, nj) =

p̂i − p̂j√
p̂(1− p̂)( 1

ni
+ 1

nj
)
, (8)

where p̂ = (xi+xj)/(ni+nj). These tests are called large-sample unpooled/pooled Z-tests.

However, problems exist with these tests. As the binomial distribution is discrete, the

actual test size can be different from the stated level of significance. In fact, from a

related study by Brown, Cai and DasGupta (2001), one has reason to expect a “chaotic

behavior” of the test size. Hence exact alternatives are introduced in the next subsection.

2.6 Alternative Tests

Reconsider the two-sample model in Table 1. Suppose we still test the null hypothesis

H0 : p1 ≤ p2 versus the alternative Ha : p1 > p2. We now replace the “asymptotic”

test procedure in Section 2.5 with two alternatives: Fisher’s exact test and Suissa and

Shuster’s exact test. They are “exact” because the P -values can be calculated exactly,

without relying on an asymptotic distribution of the test statistic.

1. Fisher’s (1935) Exact Test:

T (x, y) =

min(m,x+y)∑
i=x

(
m
i

)(
n

x+y−i

)(
t

x+y

) (9)

It is assumed in this “conditional” test that both row and column margins (i.e., m, n,

r and t − r) are fixed. Under this assumption, the probability of obtaining the set of

observed frequencies in Table 1 is given by the hypergeometric distribution8. Thus by

conditioning on both margins, Fisher’s exact test eliminates the unknown nuisance pa-

rameter p (= p1 = p2).

The test statistic is motivated as follows: We first calculate the probability of the ob-

served arrangement in Table 1 and that of every other arrangement giving as much or

more evidence for Ha : p1 > p2. Then the sum of these probabilities (i.e. one-sided

P -value P (X ≥ x | fixed marginals)) is compared with the chosen significance level α.

Reject H0 if T (x, y) ≤ α. Note that in (9) to ensure
(
m
i

)
is meaningful, i ≤ m.

8Hence P (X = x, Y = y | fixed marginals) =

(
m
x

)(
n
y

)(
t

x+y

) .
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2. Suissa and Shuster’s (1985) Exact Test

It was Barnard (1945) who first proposed this test. Hence in many occasions, the test is

called Barnard’s exact test. Below is its basic idea:

First, it is assumed that the row margins, m and n, are known and fixed. The probability

of observing Table 1 is

P (Table 1) = b(x;m, p)b(y;n, p) (using (1))

=

(
m

x

)(
n

y

)
px+y(1− p)m+n−x−y

(10)

where p is the unknown nuisance parameter.

Second, this test considers all 2 × 2 tables with the same fixed row margins as Table 1,

but with outcomes at least as extreme as the observed Table 1.

Last, the test statistic (or the exact P -value) is the sum of the probabilities of observing

the above tables, with p maximizing this sum.

Hence an important component of this procedure is how to define tables as being “more

extreme” than the observed table, using a statistic. Suissa and Shuster (1985) suggested

using a Z-unpooled statistic,

Zu(X, Y ) =
P̂1 − P̂2√

P̂1(1−P̂1)
n

+ P̂2(1−P̂2)
m

, (11)

where P̂1 = X/m and P̂2 = Y/n. Note that the value of Zu(X, Y ) is exactly the same as

t
(−)
i,j in (7), using an unpooled variance estimate.

With Zu(X, Y ), Suissa and Shuster’s exact test considers all 2×2 tables with row margins

m and n fixed, and the values of the corresponding Z-unpooled statistics in the rejection

region for a given p. The test statistic (or the exact P -value) is the sum of the probabil-

ities of observing theses tables, with p maximizing this sum:
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Under H0 : p1 = p2 = p, where p is a nuisance parameter.

T (x, y) = sup
0≤p≤1

Pp(Zu(X, Y ) ≥ Zu(x, y))

= sup
0≤p≤1

∑
(x′,y′)∈R

b(x′;m, p)b(y′;n, p) (using (1))

= sup
0≤p≤1

∑
(x′,y′)∈R

(
m

x′

)(
n

y′

)
px

′+y′(1− p)m+n−x′−y′ ,

(12)

where R = {(x′, y′) : (x′, y′) ∈ S and Zu(x
′, y′) ≥ Zu(x, y)}, which is the set of outcomes

equal to or more extreme than the observed one (Table 1) in favor of Ha. Reject H0 if

T (x, y) ≤ α.

Suissa and Shuster showed that this test is uniformly more powerful than Fisher’s test in

the context of equal sample sizes (i.e., when m=n).9

Analogous to the two versions of Large-sample Z-tests in (7) and (8), one can replace the

Z-unpooled statistic Zu(X, Y ) in T (X, Y ) with the Z-pooled one (also called the Wald

statistic)10,

Zp(X, Y ) =
P̂1 − P̂2√

P̂ (1−P̂ )
m

+ P̂ (1−P̂ )
n

. (13)

A further modification can be made of T (x, y). Intuitively, if we can decrease T (x, y),

then the power of this test will be increased, as it is more likely that T (x, y) ≤ α. One

way to achieve this is to restrict the range for p into one shorter than the entire range

[0, 1]. After all, according to Berger and Boos (1994), it is a waste of information in

the data to indiscriminately consider the entire range of p, because some values of p are

unsupported by the data. The supremum in T (x, y) will thus be taken over a shorter but

still reasonable range, and it is likely to be smaller.

Assuming p1 = p2 = p, a 100(1 − β)% confidence interval for p can be calculated from

Table 1 (β is fixed and 0 ≤ β ≤ 1) using the Clopper and Pearson interval, as suggested

by Berger (1996):11

r

r + (t− r + 1)F2(t−r+1),2r,β/2

≤ p ≤
(r + 1)F2(r+1),2(t−r),β/2

t− r + (r + 1)F2(r+1),2(t−r),β/2
(14)

9However, for unequal sample sizes, the power of Suissa and Shuster’s exact test is actually much lower
than that of Fisher’s exact test. See Berger (1994). My empirical result in Section 4 also corroborates
this feature.

10We always adopt Zp(X,Y ) for this exact test in the later sections.
11We do not choose normal approximation interval (also known as the Wald interval) because it fails

when the sample proportion is too close to 0 or 1.
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where r = x + y, t = m + n, and Fv1,v2,β/2 is the upper 100(β/2) percentile of an F

distribution with v1 and v2 degrees of freedom. This confidence interval is denoted as Cβ.

Then the supremum in T (x, y) is taken over Cβ. Eventually, the P -value needs to be ad-

justed by adding β to the supremum. This test is called confidence-interval-based Suissa

and Shuster’s exact test (or Suissa (CI) in the later sections). In R, the various versions

of Suissa and Shuster’s exact test can be accomplished by the function exact.test() in

the package Exact with the proper arguments specified.

Note that a feature of Suissa and Shuster’s test is its “unconditionality” in the sense

that only the row margins (i.e., the sample sizes) m and n are fixed, while the column

margins are discrete random variables. To eliminate the unknown nuisance parameter

p, we consider all possible values of p either in its natural range or in Cβ, and choose

the one that maximizes the P -value. According to Suissa and Shuster (1985), and Storer

and Kim (1990), although this exact unconditional test never exceeds the nominal size,

Fisher’s exact test is by far the most conservative (again, only when the two sample sizes

are equal). In addition, nonstatisticians may find Suissa and Shuster’s test easier to in-

terpret, because of its use of Zu. On the other hand, the algorithm of Fisher’s exact test

is straightforward so it can be done with a hand calculator, while Suissa and Shuster’s

exact test is much more computer intensive.

3 Data

From the previous section, we have five different test procedures to construct confidence

intervals for ranks. They are the large-sample unpooled Z-test, the large-sample pooled

Z-test, Fisher’s exact test, Suissa and Shuster’s exact test and the confidence-interval-

based Suissa and Shuster’s exact test. Now it is time to apply them to real data.

The data set used in Section 4 is shared by Elm and Gripencrantz (2012). It records the

mortality during treatment after heart attack in 70 Swedish hospitals from 2006 to 2009.

The total numbers of observations in each hospitals are also available. They are mostly

less than 2000, so that the computer intensive exact tests can be carried out within bear-

able time.

When programming with R, the function exact.test() in the package “Exact” can be

used to implement Suissa and Shuster’s exact test (named as Barnard’s test there), while

the built-in function fisher.test() can be used to implement Fisher’s exact test.
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4 Empirical Results

Two tables are provided in this section. In Table 2, hospitals are ranked in ascending

order of sample death proportions (during treatment after heart attack). The sample

proportions are all relatively low and close to one another. Confidence intervals for ranks

were constructed using the large-sample pooled Z-test.

Several insights can be gained from the intervals. First, the hospitals with larger sample

sizes than their neighbors tend to have shorter intervals. Second, confidence intervals for

ranks help us identify the high and low achieving hospitals. From Table 2, the first 26

hospitals can be classified as a high achieving group, while the 58th until the last can be

classified as a low achieving group. There is not much information from those CIRs in

between. Last, one can not expect to have short confidence intervals for ranks even when

the sample sizes are reasonably large. Note that 80% confidence coefficient is chosen to

“shorten” the CIRs.

Table 2: 80% Confidence Intervals for Ranks of 70 Hospitals (w.r.t. mortality during
treatment after heart attack, from 2007 to 2009)

Hospital Rank Proportion Mortality Obs. CIR

Enköpings lasarett 1 0.096685 35 362 [1, 50]
Karolinska sjukhuset 2 0.099177 229 2309 [1, 30]
Ryhov, länssjukhus 3 0.105483 177 1678 [1, 39]
Visby lasarett 4 0.108209 87 804 [1, 50]
Universitetssjukhuset i Linköp 5 0.110913 249 2245 [1, 44]
Norrlands Universitetssjukhus 6 0.110969 173 1559 [1, 48]
Karlstads sjukhus 7 0.111004 231 2081 [1, 45]

Östersunds sjukhus 8 0.111418 121 1086 [1, 51]
Falu lasarett 9 0.113248 212 1872 [1, 49]
Mälarsjukhuset 10 0.113311 166 1465 [1, 51]
Universitetssjukhuset i Lund 11 0.114123 400 3505 [1, 46]
Köpings lasarett 12 0.114150 96 841 [1, 57]
Danderyds sjukhus 13 0.114504 285 2489 [1, 49]
Blekingesjukhuset 14 0.116782 254 2175 [1, 52]
Avesta lasarett 15 0.117347 46 392 [1, 59]
Värnamo sjukhus 16 0.119565 88 736 [1, 58]

Universitetssjukhuset Örebro 17 0.119789 273 2279 [1, 55]
Kullbergska sjukhuset 18 0.119804 49 409 [1, 59]
Akademiska sjukhuset 19 0.124117 334 2691 [1, 58]
Bollnäs sjukhus 20 0.124317 91 732 [1, 58]
Lycksele lasarett 21 0.126289 49 388 [1, 63]

Pite̊a Älvdals sjukhus 22 0.128548 77 599 [1, 62]
Skellefte̊a lasarett 23 0.128662 101 785 [1, 59]
Västerviks sjukhus 24 0.130872 78 596 [1, 63]

Continued on next page
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Table 2 – Continued from previous page

Hospital Rank Proportion Mortality Obs. CIR

Oskarshamns sjukhus 25 0.131481 71 540 [1, 63]
Hudiksvalls sjukhus 26 0.131637 119 904 [1, 61]
Länssjukhuset Kalmar 27 0.134041 265 1977 [2, 58]
Sahlgrenska universitetssjukhu 28 0.134622 808 6002 [4, 58]
Ystads lasarett 29 0.135390 158 1167 [2, 62]
Nyköpings sjukhus 30 0.135878 89 655 [1, 63]
Skaraborgs sjukhus 31 0.137310 389 2833 [3, 58]
Södersjukhuset 32 0.137441 493 3587 [4, 58]

Örnsköldsviks sjukhus 33 0.137519 92 669 [1, 63]
Gävle sjukhus 34 0.137672 311 2259 [3, 59]
Huddinge sjukhus 35 0.137764 228 1655 [2, 62]
Väster̊as lasarett 36 0.138001 203 1471 [2, 63]
Sundsvalls sjukhus 37 0.138614 238 1717 [2, 63]
S:t Görans sjukhus 38 0.141832 336 2369 [6, 63]
Kungälvs sjukhus 39 0.143885 120 834 [2, 66]
Södertälje sjukhus 40 0.143939 95 660 [2, 66]
Sunderbyns sjukhus 41 0.144689 158 1092 [3, 65]
Kalix lasarett 42 0.145089 65 448 [1, 66]
Ludvika lasarett 43 0.145631 45 309 [1, 68]
Universitetssjukhuset MAS 44 0.146374 440 3006 [14, 63]
Mora lasarett 45 0.146584 118 805 [2, 66]
Sollefte̊a sjukhus 46 0.149225 77 516 [1, 66]
Kristianstads sjukhus 47 0.149587 181 1210 [7, 66]
Helsingborgs lasarett 48 0.149693 244 1630 [14, 66]
Motala lasarett 49 0.152174 84 552 [2, 68]

SÄ-sjukv̊arden 50 0.153296 300 1957 [15, 66]
Vrinnevisjukhuset 51 0.155459 215 1383 [15, 66]
Hässleholms sjukhus 52 0.156347 101 646 [3, 68]
Norrtälje sjukhus 53 0.162752 97 596 [9, 70]
Kiruna lasarett 54 0.164516 51 310 [1, 70]

Ängelholms sjukhus 55 0.165217 114 690 [14, 70]
NU-sjukv̊arden 56 0.166599 412 2473 [23, 69]
Landskrona lasarett 57 0.167883 23 137 [1, 70]
Trelleborgs lasarett 58 0.172018 75 436 [13, 70]
Halmstads sjukhus 59 0.174390 286 1640 [32, 70]
Lindesbergs lasarett 60 0.178313 74 415 [16, 70]
Höglandssjukhuset 61 0.181306 161 888 [28, 70]
Varbergs sjukhus 62 0.183857 164 892 [35, 70]
Växjö lasarett 63 0.193966 180 928 [44, 70]
Alings̊as lasarett 64 0.197309 88 446 [36, 70]
Gällivare lasarett 65 0.208511 98 470 [47, 70]
Torsby sjukhus 66 0.209302 90 430 [46, 70]
Karlskoga lasarett 67 0.217323 138 635 [54, 70]
Ljungby lasarett 68 0.227488 96 422 [56, 70]

Continued on next page
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Table 2 – Continued from previous page

Hospital Rank Proportion Mortality Obs. CIR

Arvika sjukhus 69 0.236239 103 436 [58, 70]
Simrishamns sjukhus 70 0.288000 36 125 [64, 70]

In the following Table 3, confidence intervals for ranks are constructed using all five test

procedures. The general pattern is that Z-tests give the shortest, but perhaps not so

reliable intervals. Fisher’s and Suissa and Shuster’s test are much more conservative,

resulting in the longest intervals. The confidence-interval-based Suissa and Shuster’s test

(or Suissa(CI) for short) with more power gives medium-length intervals. However, until

a simulation study is carried out, we do not know the probability that the intervals cover

the true rank, since the true binomial probabilities are unknown.

Table 3: 80% Confidence Intervals for Ranks of Hospitals under Five Test Methods

Hospital Rank Z-test Z-test (pooled) Fisher Suissa Suissa (CI)

Enköpings lasarett 1 [1, 50] [1, 55] [1, 55] [1, 57] [1, 52]
Karolinska sjukhuset 2 [1, 30] [1, 27] [1, 29] [1, 31] [1, 28]
Ryhov, länssjukhus 3 [1, 39] [1, 35] [1, 37] [1, 40] [1, 36]
Visby lasarett 4 [1, 50] [1, 52] [1, 52] [1, 53] [1, 52]
Universitetssjukhuset i Linköp 5 [1, 44] [1, 45] [1, 45] [1, 48] [1, 45]
Norrlands Universitetssjukhus 6 [1, 48] [1, 48] [1, 49] [1, 49] [1, 49]
Karlstads sjukhus 7 [1, 45] [1, 46] [1, 46] [1, 49] [1, 46]

Östersunds sjukhus 8 [1, 51] [1, 52] [1, 53] [1, 53] [1, 50]
Falu lasarett 9 [1, 49] [1, 49] [1, 49] [1, 51] [1, 49]
Mälarsjukhuset 10 [1, 51] [1, 50] [1, 50] [1, 52] [1, 50]
Universitetssjukhuset i Lund 11 [1, 46] [1, 45] [1, 45] [1, 51] [1, 45]
Köpings lasarett 12 [1, 57] [1, 57] [1, 57] [1, 57] [1, 57]
Danderyds sjukhus 13 [1, 49] [1, 48] [1, 49] [1, 52] [1, 49]
Blekingesjukhuset 14 [1, 52] [1, 50] [1, 51] [1, 54] [1, 50]
Avesta lasarett 15 [1, 59] [1, 61] [1, 61] [1, 62] [1, 61]
Värnamo sjukhus 16 [1, 58] [1, 58] [1, 58] [1, 59] [1, 58]

Universitetssjukhuset Örebro 17 [1, 55] [1, 53] [1, 54] [1, 56] [1, 54]
Kullbergska sjukhuset 18 [1, 59] [1, 62] [1, 62] [1, 62] [1, 62]
Akademiska sjukhuset 19 [1, 58] [1, 57] [1, 58] [1, 58] [1, 58]
Bollnäs sjukhus 20 [1, 58] [1, 59] [1, 59] [1, 60] [1, 59]
Lycksele lasarett 21 [1, 63] [1, 63] [1, 64] [1, 64] [1, 63]

Pite̊a Älvdals sjukhus 22 [1, 62] [1, 62] [1, 63] [1, 62] [1, 62]
Skellefte̊a lasarett 23 [1, 59] [1, 60] [1, 61] [1, 61] [1, 60]
Västerviks sjukhus 24 [1, 63] [1, 63] [1, 63] [1, 63] [1, 63]
Oskarshamns sjukhus 25 [1, 63] [1, 63] [1, 63] [1, 63] [1, 63]
Hudiksvalls sjukhus 26 [1, 61] [1, 61] [1, 61] [1, 61] [1, 61]
Länssjukhuset Kalmar 27 [2, 58] [2, 58] [2, 58] [2, 59] [2, 58]
Sahlgrenska universitetssjukhu 28 [4, 58] [3, 58] [3, 58] [2, 61] [3, 58]

Continued on next page
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Table 3 – Continued from previous page

Hospital Rank Z-test Z-test (pooled) Fisher Suissa Suissa (CI)

Ystads lasarett 29 [2, 62] [2, 61] [2, 62] [2, 62] [2, 61]
Nyköpings sjukhus 30 [1, 63] [1, 63] [1, 63] [1, 63] [1, 63]
Skaraborgs sjukhus 31 [3, 58] [3, 58] [3, 58] [3, 61] [3, 58]
Södersjukhuset 32 [4, 58] [3, 58] [3, 58] [3, 62] [4, 58]

Örnsköldsviks sjukhus 33 [1, 63] [1, 63] [1, 64] [1, 64] [1, 63]
Gävle sjukhus 34 [3, 59] [3, 59] [3, 59] [3, 63] [3, 59]
Huddinge sjukhus 35 [2, 62] [2, 61] [2, 61] [2, 63] [2, 61]
Väster̊as lasarett 36 [2, 63] [2, 61] [2, 63] [2, 64] [2, 61]
Sundsvalls sjukhus 37 [2, 63] [2, 61] [2, 61] [2, 64] [2, 61]
S:t Görans sjukhus 38 [6, 63] [6, 61] [6, 63] [6, 66] [6, 63]
Kungälvs sjukhus 39 [2, 66] [2, 64] [2, 66] [2, 66] [2, 66]
Södertälje sjukhus 40 [2, 66] [2, 66] [2, 66] [2, 66] [2, 66]
Sunderbyns sjukhus 41 [3, 65] [3, 63] [3, 65] [3, 67] [3, 64]
Kalix lasarett 42 [1, 66] [1, 66] [1, 67] [1, 67] [1, 66]
Ludvika lasarett 43 [1, 68] [1, 68] [1, 68] [1, 68] [1, 68]
Universitetssjukhuset MAS 44 [14, 63] [11, 63] [11, 63] [10, 66] [11, 63]
Mora lasarett 45 [2, 66] [2, 66] [2, 66] [2, 66] [2, 66]
Sollefte̊a sjukhus 46 [1, 66] [2, 67] [2, 67] [1, 67] [2, 67]
Kristianstads sjukhus 47 [7, 66] [9, 66] [6, 66] [6, 67] [8, 66]
Helsingborgs lasarett 48 [14, 66] [11, 64] [9, 66] [10, 67] [11, 66]
Motala lasarett 49 [2, 68] [2, 67] [2, 68] [2, 69] [2, 67]

SÄ-sjukv̊arden 50 [15, 66] [14, 66] [14, 66] [14, 68] [13, 66]
Vrinnevisjukhuset 51 [15, 66] [14, 66] [14, 66] [14, 68] [14, 66]
Hässleholms sjukhus 52 [3, 68] [6, 68] [4, 68] [3, 69] [5, 68]
Norrtälje sjukhus 53 [9, 70] [13, 69] [9, 69] [6, 70] [12, 69]
Kiruna lasarett 54 [1, 70] [3, 70] [2, 70] [1, 70] [2, 70]

Ängelholms sjukhus 55 [14, 70] [15, 69] [15, 69] [11, 70] [15, 69]
NU-sjukv̊arden 56 [23, 69] [22, 66] [22, 68] [20, 70] [22, 68]
Landskrona lasarett 57 [1, 70] [1, 70] [1, 70] [1, 70] [1, 70]
Trelleborgs lasarett 58 [13, 70] [15, 70] [14, 70] [6, 70] [14, 70]
Halmstads sjukhus 59 [32, 70] [27, 69] [26, 70] [26, 70] [29, 70]
Lindesbergs lasarett 60 [16, 70] [17, 70] [16, 70] [11, 70] [17, 70]
Höglandssjukhuset 61 [28, 70] [31, 70] [25, 70] [25, 70] [31, 70]
Varbergs sjukhus 62 [35, 70] [34, 70] [34, 70] [30, 70] [34, 70]
Växjö lasarett 63 [44, 70] [45, 70] [43, 70] [44, 70] [45, 70]
Alings̊as lasarett 64 [36, 70] [38, 70] [35, 70] [26, 70] [37, 70]
Gällivare lasarett 65 [47, 70] [48, 70] [47, 70] [44, 70] [47, 70]
Torsby sjukhus 66 [46, 70] [47, 70] [47, 70] [41, 70] [47, 70]
Karlskoga lasarett 67 [54, 70] [54, 70] [54, 70] [53, 70] [54, 70]
Ljungby lasarett 68 [56, 70] [57, 70] [56, 70] [54, 70] [56, 70]
Arvika sjukhus 69 [58, 70] [57, 70] [57, 70] [57, 70] [57, 70]
Simrishamns sjukhus 70 [64, 70] [65, 70] [63, 70] [50, 70] [64, 70]
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5 Simulation

To compare the performance of the five test procedures in constructing confidence inter-

vals for ranks, and to obtain the empirical confidence coefficients, a simulation study is

carried out. First of all, the following 10 hospitals, with medium sample sizes (all less

than 500), are selected from those in Section 4.

Table 4: Selected Hospitals for a Simulation Study

Hospital Rank in Table 2 Rank Proportion Obs. CIR in Table 2 CIR

Enköpings lasarett 1 1 0.096685 362 [1, 50] [1, 3]
Kullbergska sjukhuset 18 2 0.119804 409 [1, 59] [1, 4]
Lycksele lasarett 21 3 0.126289 388 [1, 63] [1, 5]
Kalix lasarett 42 4 0.145089 448 [1, 66] [1, 7]
Trelleborgs lasarett 58 5 0.172018 436 [13, 70] [2, 9]
Lindesbergs lasarett 60 6 0.178313 415 [16, 70] [3, 10]
Alings̊as lasarett 64 7 0.197309 446 [36, 70] [4, 10]
Torsby sjukhus 66 8 0.209302 430 [46, 70] [5, 10]
Ljungby lasarett 68 9 0.227488 422 [56, 70] [5, 10]
Arvika sjukhus 69 10 0.236239 436 [58, 70] [7, 10]

Second, fix the proportions and the number of observations, then generate a binomial

pseudorandom number for each hospital, using R function rbinom(). Third, apply the

five test procedures with α = 0.2 to the simulated data set, with 1000 replications for

each hospital.12 In the following Table 5, the proportions of times that each “true” rank

is covered by its simulated CIRs, or the empirical confidence coefficients, are presented.

Table 5: Empirical Confidence Coefficients under Five Methods

Hospital Z-test Z-test (pooled) Fisher Suissa Suissa (CI)

Enköpings lasarett 999/1000 999/1000 999/1000 998/1000 998/1000
Kullbergska sjukhuset 996/1000 995/1000 998/1000 990/1000 990/1000
Lycksele lasarett 980/1000 981/1000 986/1000 986/1000 986/1000
Kalix lasarett 993/1000 992/1000 996/1000 996/1000 995/1000
Trelleborgs lasarett 995/1000 995/1000 997/1000 994/1000 994/1000
Lindesbergs lasarett 996/1000 996/1000 998/1000 993/1000 993/1000
Alings̊as lasarett 993/1000 993/1000 995/1000 992/1000 992/1000
Torsby sjukhus 994/1000 994/1000 995/1000 994/1000 994/1000
Ljungby lasarett 972/1000 972/1000 977/1000 982/1000 977/1000
Arvika sjukhus 991/1000 992/1000 993/1000 993/1000 992/1000
Average 0.9909 0.9909 0.9934 0.9918 0.9911

12For computer intensive Suissa and Shuster’s exact test, even 100 replications takes about 6 hours.
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Several observations can be made here. First, the results in Table 5 support Theorem

2.4.1.: the confidence interval for each rank has confidence coefficient at least 1 − α, or

80% in this case. Second, the two Z-tests and Suissa (CI) result in lower empirical con-

fidence coefficients, while the more conservative tests, Fisher and Suissa, result in higher

empirical confidence coefficients.

The most surprising phenomenon is that the empirical confidence coefficients, no matter

which test procedure is adopted, greatly exceed the nominal 80%, although this does not

contradict Theorem 2.4.1. This phenomenon may be due to the reasons discussed at the

end of Section 2.3. The multiple testing in general is extremely conservative, a price paid

for controlling the familywise error rate. The situation gets even more extreme when the

members in the family of tests, like those in Section 2.2, are not independent. Hence,

one area of future improvement of the CIR methodology is to substitute more power-

ful multiple testing that takes into account the correlation structure among the different

tests, as proposed by Dunnett (1955) and Schaarschmidt, Biesheuvel and Hothorn (2009).

To illustrate the above phenomenon more clearly, the large-sample unpooled Z-test is

singled out and is applied to the same data set with different significance levels.

Table 6: Empirical Confidence Coefficients under Different α

Hospital 1− α = 0.8 1− α = 0.6 1− α = 0.4 1− α = 0.2

Enköpings lasarett 999/1000 997/1000 997/1000 996/1000
Kullbergska sjukhuset 996/1000 980/1000 955/1000 921/1000
Lycksele lasarett 980/1000 952/1000 927/1000 895/1000
Kalix lasarett 993/1000 983/1000 975/1000 958/1000
Trelleborgs lasarett 995/1000 982/1000 971/1000 955/1000
Lindesbergs lasarett 996/1000 984/1000 971/1000 955/1000
Alings̊as lasarett 993/1000 984/1000 964/1000 946/1000
Torsby sjukhus 994/1000 983/1000 958/1000 929/1000
Ljungby lasarett 972/1000 940/1000 888/1000 802/1000
Arvika sjukhus 991/1000 988/1000 985/1000 982/1000
Average 0.9909 0.9773 0.9591 0.9339

Finally, in the following Table 7, the mean lengths of simulated CIRs for each selected

hospital are presented. The results in Table 7 agree with those in Table 5: the two

Z-tests create shortest, but less reliable intervals, while Fisher’s and Suissa’s exact tests

create longer, but more reliable ones. Suissa (CI) gives results between the two groups,

but it is too computer intensive for practical use. Hence there is a trade-off between the

asymptotic tests and the exact tests.
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Table 7: Mean Lengths of Simulated CIRs under Five Methods

Hospital Z-test Z-test (pooled) Fisher Suissa Suissa (CI)

Enköpings lasarett 1.890 1.936 2.097 2.034 1.925
Kullbergska sjukhuset 3.717 3.741 3.917 3.634 3.726
Lycksele lasarett 4.212 4.264 4.453 4.203 4.201
Kalix lasarett 5.176 5.208 5.442 5.217 5.139
Trelleborgs lasarett 5.905 5.955 6.203 5.941 5.896
Lindesbergs lasarett 5.960 5.990 6.208 5.965 5.945
Alings̊as lasarett 5.475 5.506 5.679 5.435 5.433
Torsby sjukhus 4.970 4.990 5.168 4.987 4.975
Ljungby lasarett 3.909 3.918 4.060 3.976 3.971
Arvika sjukhus 3.269 3.281 3.433 3.317 3.312
Average 4.448 4.4789 4.666 4.471 4.452

6 Discussion

In this paper, we build on Holm (2012)’s methodology and make several modifications

and extensions to this relatively new area of confidence intervals for ranks (CIR). First,

we substitute two exact tests for the asymptotic one, and apply them to the real medical

data. We are motivated to do so because the asymptotic results may be unreliable even

when the sample sizes are large. So the substitution might result in more reliable CIRs.

From our empirical results using real data, we are able to identify the high/low achieving

groups of hospitals. In our simulation study, different test statistics do affect the lengths

and the coverage probabilities of the eventual CIRs. Specifically, the exact tests do yield

CIRs with higher empirical confidence coefficients. However, it seems that the issue of

test statistic may not dominate the CIR construction mechanism: the resulting CIRs

are usually very long and hence the empirical confidence coefficients greatly exceed the

nominal confidence coefficients.

To address this phenomenon and to improve the CIR methodology, one could, in the

future, replace the conventional multiple testing with the more powerful multiple testing

involving a control (also called many-to-one comparisons), i.e., taking into account that

pi in (3) is present in each of the m − 1 tests. This way we can hopefully tap into the

correlation structure of the the family of tests, and create more accurate CIRs.
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pirisk studie p̊a skola och sjukv̊ard. (Student paper). Uppsala universitet.

[10] Everitt, B. S. (1977). The analysis of contingency tables. London: Champman and

Hall.

[11] Fisher, R. A. (1935). The logic of inductive inference. Journal of the Royal Statistical

Society, 98(1), 39-54.

[12] Green, J., Wintfeld, N., Krasner, M., & Wells, C. (1997). In search of America’s best

hospitals: The promise and reality of quality assessment. JAMA The Journal of the

American Medical Association, 277(14), 1152-1155.

[13] Holm, S. (1979). A Simple Sequentially Rejective Multiple Test Procedure. Scandi-

navian Journal of Statistics, 6(2), 65-70.



[14] Holm, S. (2012). Confidence intervals for ranks. Unpublished manuscript, Depart-

ment of Mathematical Statistics, Chalmers and University of Gothenburg, Göteborg,
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