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Cervical cancer is a disease that annually claims the lives of over a quarter of a million women.
A substantial number of these deaths could be prevented if population wide cancer screening,
based on the Papanicolaou test, were globally available. The Papanicolaou test involves a visual
review of cellular material obtained from the uterine cervix. While being relatively inexpensive
from a material standpoint, the test requires highly trained cytology specialists to conduct
the analysis. There is a great shortage of such specialists in developing countries, causing
these to be grossly overrepresented in the mortality statistics. For the last 60 years, numerous
attempts at constructing an automated system, able to perform the screening, have been made.
Unfortunately, a cost-effective, automated system has yet to be produced.

In this thesis, a set of methods, aimed to be used in the development of an automated screening
system, are presented. These have been produced as part of an international cooperative effort
to create a low-cost cervical cancer screening system. The contributions are linked to a number
of key problems associated with the screening: Deciding which areas of a specimen that warrant
analysis, delineating cervical cell nuclei, rejecting artefacts to make sure that only cells of
diagnostic value are included when drawing conclusions regarding the final diagnosis of the
specimen. Also, to facilitate efficient method development, two methods for creating synthetic
images that mimic images acquired from specimen are described.
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1. Introduction

How hard can it be?

Jeremy Clarkson

1.1 Objective and motivation
According to the World Health Organization (WHO) [1], cervical cancer
(cancer of the cervix uteri) is the second most common cancer among
women worldwide. Over 275,000 women die from cervical cancer each
year. Out of these cases, around 86 % occurs in developing coun-
tries. The main reason for this discrepancy is the lack of organized,
population-wide, screening programmes.

Cervical cancer is the result of a cervical infection by high-risk human
papillomavirus (HPV) types. The disease usually takes over a decade to
develop from initial cellular changes to invasive cancer. During this
time, pre-cancerous changes can be detected through a so called Papan-
icolaou (Pap) test. The Pap-test was developed by Dr. George Papanico-
laou in the 1940s and is performed by first acquiring cellular material
from the uterine cervix using a spatula or brush and applying it to a
glass slide. The glass slide is then stained to highlight important cellular
structures, which facilitates subsequent visual analysis using a standard
optical microscope.

The Pap-test, where it has been applied on a population basis, has
helped to reduce the incidence of cervical cancer with almost 70 %.
Chances of full recovery, if the cancer is detected in its pre-malignant
stages, are very good. However, the test is labour intensive and requires
trained individuals to perform the visual analysis of the specimen. Be-
cause of this, attempts at automating the screening process have been
made for almost as long as it has been used. Still, even after around
60 years of research, no cost-effective, fully automated system has been
produced. Currently available systems, are primarily designed to in-
crease the efficiency and efficacy of the human screeners. Also, they are
prohibitively expensive to acquire and run, making them an unattain-
able resource in poorer settings.

The work presented in this thesis is part of a cooperative effort be-
tween the Centre for Image Analysis, the Centre for Development of
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Advanced Computing (CDAC) and the Regional Cancer Centre (RCC).
CDAC and RCC are both based in Thiruvananthapuram, Kerala, India.
The goal of the project is to create a low-cost, fully automated screening
system. This system should be able to separate between clearly normal
specimen, and specimen that are exhibiting some kind of malignancy.
These suspicious specimen will be flagged for manual review by a hu-
man expert.

Included in this thesis are a number of methods, produced within
the framework of the project described above. These methods were
designed to tackle specific problem areas related to the creation of an
automated cytology system.

1.2 Thesis outline
The contents of this thesis is organized as follows. The first six chapters
sets the general context and methodological background of the thesis,
while chapter seven presents the produced work and chapter eight con-
tains a summary on and some conclusions about the presented topics.
More specifically:

In Chapter 2, a basic introduction to the field of image analysis, as well
as a description of a few theoretical frameworks of special interest to
the produced work, are given.

The basics of bright-field microscopy, the modality used for all image
acquisition in the project, are introduced in Chapter 3.

A description of the anatomy of the uterine cervix together with an ac-
count of the formation of cervical cancer can be found in Chapter 4.

In Chapter 5, an account of the history and procedure of the Pap-test is
given. Also, previous attempts at automation of the screening problem
as well as the strategies used are described.

Chapter 6 covers the topic of method validation and how synthetic data
can be incorporated in the process.

In Chapter 7, an account of the data collection process and a summary
of the published contributions are given.

Finally, Chapter 8 contains some considerations on how to best repre-
sent the anatomy of the cervical cell nucleus as well as a summary of the
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thesis contents and a general discussion on topics related to the field of
computer assisted cervical cancer screening.
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2. Digital image analysis

In this thesis, the process of modifying and analysing images to extract
certain knowledge about them is referred to as Image analysis. Other
common terms used in the same context are Image processing and Com-
puter vision.

The definitions of what these terms encompass and where their bound-
aries lie relative to each other vary depending on who is asked. One
attempt at a categorization, given by Gonzales and Woods [2], suggest
that image processing entails operations where both the inputs and out-
puts are images, e.g., filtering operations used for noise reduction, as
well as higher level operations, such as the recognition, delineation and
description of objects. Image analysis is described as the processes that
interprets and performs a classification using the extracted data. Finally,
computer vision is defined as attempts to construct cognitive functions
normally associated with vision, based on image contents.

While Gonzales and Woods’ attempt at grouping suggests that the
majority of the steps involved in an analysis pipeline actually should
be referred to as being image processing, most authors (including the
author of this thesis) still use the term image analysis to describe work
that include both image processing and image analysis steps.

This chapter will give a brief introduction to some of the basic con-
cepts within the field of digital image analysis. It will initially outline
the characteristics and formation process of two-dimensional digital im-
ages. The basic building blocks involved in constructing an image anal-
ysis pipeline will then be discussed. Finally, a few image analysis con-
cepts, that are of special importance to this thesis, will be introduced
and described in more detail.

2.1 Digital images
A digital image constitutes a discrete representation of a continuous
scene. Most digital images are generated from electromagnetic energy.
Many imaging devices, e.g. standard digital cameras, use radiation from
the visible or near visible part of the electromagnetic spectrum to form
an image. During image acquisition, energy from an illumination source
is either absorbed or reflected by objects in the scene being imaged. The
remaining energy is collected and focused using, e.g., optical lenses
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onto a detector where the energy is subsequently transformed into volt-
age and then digitized. The path from illumination source to detector
has a degenerative effect on the projected image. This phenomenon is
discussed in more detail in relation to bright-field microscopy in Sec-
tion 3.1.

If detector elements are placed in a two-dimensional array, the result-
ing data will be structured as a matrix containing integer values corre-
sponding to the amount of voltage generated by the incoming energy
at that position. These values are then defined to belong to a specific
range, e.g., between 0 and 255, where 0 corresponds to black and 255
corresponds to white. Each element of the resulting image is commonly
referred to as an image element, picture element or pixel.

The image constructed above, can be described as a two-dimensional
function, f(x, y), where x and y are spatial coordinates, and the ampli-
tude of f for a coordinate pair, (x, y), is called the intensity or gray value
of the image at that position. In Figure 2.1, the process of digitizing a
scene into a digital image is illustrated. The imaging sensor depicted in
the figure has 900 (30 × 30) sensor elements. This can be rewritten, in
what has become an industry standard, as 0.0009 megapixels. As refer-
ence, cameras found in mobile phones at the time this thesis is written
commonly have sensors generating over 8 megapixel images.

2.2 The image analysis process
While each image analysis task is unique and highly application depen-
dant, it is possible to define five basic steps that can be found in most
image analysis systems. All steps are not applicable to all problems, but
the basic work flow applies well to most cases. The steps are outlined
in the following paragraphs:
Image acquisition: As was described in detail above, this is the process

of digitizing a scene and creating a digital image. The importance
of this stage cannot be overstated since image quality is gener-
ally a limiting factor with regard to the amount of information
that can be extracted by the analysis process. If acquired images
are badly focused, key structures might not be available for anal-
ysis in subsequent steps. Another consideration is the number of
pixels produced by the sensor. In Figure 2.1, the result of under-
sampling, known as aliasing, can be seen. This refers the way that
low number of sampling points (in this case pixels) leads to much
image detail being lost or distorted.

Pre-processing: Raw image data usually needs to be prepared for sub-
sequent analysis steps. Examples of processes used for such im-
age enhancement are: noise suppression, intensity normalization,
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Figure 2.1. The process of creating a digital image. Electromagnetic radiation
from a light source, a), is reflected of objects in the scene being imaged, b).
Some of the reflected radiation reaches the imaging device, c), and is projected
onto a two-dimensional sensor d). The energy is discretized into a digital im-
age, e) where each pixel has an intensity value that corresponds to the amount
of energy the respective sensor element received during exposure, f).
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edge enhancement, and image registration. A well designed pre-
processing step will allow subsequent analysis steps to extract in-
formation that was unavailable in the raw input data. However, if
poorly implemented, these processing steps could lead to degrada-
tion of the image quality and removal of important image details.

Image segmentation: This is the process of locating and isolating ob-
jects of interest in an image and assigning pixels belonging to each
object a unique label. Usually, multiple sections are segmented for
each image. Image segmentation is generally a very complicated
and error prone process that constitutes a major hurdle for many
image analysis applications. Gonzales and Woods [2] go so far as
to describe it as the process that “determines the eventual success
or failure of the analysis”. Common problems in the segmentation
result include incomplete object boundaries and presence of arte-
facts (i.e., objects that were erroneously segmented) in the final
result.

Feature extraction: Features, also known as object descriptors, give in-
formation about specific characteristics of the regions obtained
from image segmentation. Common descriptors include the area,
perimeter and color of an object. More complicated descriptors
can be used to quantifiably measure certain aspects of an object’s
shape or texture. For most processes, combinations of different
features (feature sets) are used to describe acquired objects. Se-
lecting which features to use for the subsequent classification steps
is often a complicated and time-consuming process of elimination.
Badly compiled feature sets have negative implications ranging
from extended computation times to making subsequent partition-
ing of objects into their natural groupings impossible.

Classification: Once a number of descriptive characteristics have been
extracted from a group of objects, e.g., a collection of cell nu-
clei, the next step is to organize them in such a way that objects
with feature scores that display similar behaviour are grouped to-
gether. Alternatively, given an already sorted collection of objects
with specific traits, the goal could be to pick out any object in the
newly collected set that share the traits of that group. Both these
scenarios are examples of basic classification tasks. There is a mul-
titude of classification methods, ranging in complexity from simple
and straight-forward thresholding to methods depending on sev-
eral parameters and/or prior knowledge about, e.g., specific data
distributions. Both the choice of classifier and the optimization
thereof can have a critical impact on the overall performance of
an analysis process.
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2.3 Concepts of special interest to this thesis
In the following sections, image analysis methods and concepts that are
of special interest for this thesis are introduced in more detail.

2.3.1 Edge-based segmentation
Edges in digital images can be described as connected sets of edge pix-
els, i.e., points in the image where the intensity of the image function
changes abruptly [2]. Edges are detected using local image processing
methods, commonly referred to as edge detectors.

An edge has a strength and a direction, both of which can be de-
scribed using the gradient. The gradient of an image, f , at a location,
(x, y), is denoted by ∇f , and defined as the vector

∇f = [ gx gy ]
T
=

[
∂f

∂x

∂f

∂y

]T
. (2.1)

This vector points in the direction of the greatest rate of change of f
at position (x, y). The magnitude (length) of vector ∇f , denoted as
M(x, y), where

M(x, y) =
√
g2x + g2y (2.2)

corresponds to the value of the rate of change in the gradient direction,
i.e., the strength of the edge.

Most edge detectors operate by approximating the first- or second-
order derivative of a local neighbourhood. If the complete set of edge
pixels surrounding an objects can be identified, a segmentation of that
object has been achieved. Unfortunately, it is not uncommon for edge
detection algorithms to leave gaps in the boundary of an object, due
to noise and/or low contrast between the object and the background.
Therefore, most segmentation methods using edges will apply some
type of edge linking algorithm to close such gaps. However, edge linking
is usually a non-trivial task due to the presence of many candidate edge-
fragments. Strategies for solving the linking problem vary from looking
for candidate points in local neighbourhoods [3], to using hierarchical
scale spaces to guide sequential search algorithms [4].

A method for closing gaps in boundaries has been proposed in Paper I.

2.3.2 Watershed segmentation
In Section 2.1, a digital image was described as a two-dimensional func-
tion with a gray value at each coordinate pair, (x, y), given by f(x, y).
An alternative way to represent a digital image is to consider the in-
tensity of each pixel as a height value. This is known as a topographic
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Figure 2.2. Illustration of the idea behind the watershed segmentation method.
Left: Water level is raised in the catchment basins and at the point where
neighbouring bodies of water meet watersheds are placed. Right: Landscape
can be divided (segmented) based on the watershed positions.

representation [2], a fundamental aspect of the watershed segmentation
method.

The watershed method was originally suggested by Digabel and Lan-
tuéjoul [5] and then extended to a more general framework by Lan-
tuéjoul and Beucher [6]. The algorithm was later refined into a more
efficient implementation by Vincent and Soille [7]. Since its introduc-
tion, watershed segmentation has become the method of choice for im-
age segmentation with numerous applications and implementation vari-
ations published [8].

The basic idea of the method is simple and is illustrated in Figure 2.2.
Given a topographic representation of an image, a number of regional
minima are first located. These minima could be described as points
in the landscape where figurative drops of water, if dropped within a
certain region, would gather. Based on this simile, the regional minima
are, in this context, often referred to as catchment basins. Now, suppose
that a hole is made at the bottom of each catchment basin and that
the whole landscape is slowly pushed down into a body of water. The
water level would start to rise inside each basin (see Figure 2.2) and,
at some point, two adjacent bodies of water would eventually meet.
At that point, a dam, or a watershed, will be placed, thus preventing
the two regions from merging. The flooding of the landscape continues
until the point where only the watersheds are visible. At this point, a
segmentation of the entire image has been achieved.

In practice, a direct application of the watershed method on a real
image will lead to over-segmentation, i.e., rather than a "natural" seg-
mentation the result is fragmented due to noise and other local irregu-
larities in the image. The amount of over-segmentation can be reduced
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in two ways. The first option involves reducing the number of catch-
ment basins prior to running the watershed algorithm. This can be
achieved using common pre-processing techniques such as low-pass fil-
tering to remove shallow catchment basins. Alternatively, the watershed
algorithm can be initiated using a set of manually placed seeds, that are
then used as defined catchment basins. This limits the number of result-
ing watershed zones to the number of seeds placed. The second option
is to try to merge neighbouring zones in the finished watershed result
based on some kind of similarity measure, e.g., an average intensity
offset [9].

Watersheds were used in Paper IV and in the data collection process
described in Section 7.1 for nucleus segmentation.

2.3.3 Fourier shape descriptors
Shape is one of the key characteristics used when trying to describe an
object. However, the question of how to best describe the shape of a
segmented region is far from trivial. Fourier shape descriptors (FSD)
constitute a powerful shape representation that can be used to capture
both global and local features of a boundary. They have the added ben-
efit of being simple to compute and easy to normalize [10]. Fourier de-
scriptors, as they are described below, were first introduced by Granlund
1972 as a tool for hand print character recognition [11].

Assume that the boundary of an object consists of K pixels. To cal-
culate the FSD of the shape, the boundary is first traversed in a clock-
wise or counter-clockwise fashion starting at an arbitrary point (x0, y0).
As the boundary is traversed, coordinate pairs (x0, y0), (x1, y1), (x2, y2),
. . . , (xK−1, yK−1) are encountered. These coordinates can be expressed
in the form x(k) = xk and y(k) = yk, allowing for the boundary itself
to be represented as the sequence of coordinates s(k) = [x(k), y(k)], for
k = 0, 1, 2, . . . ,K − 1. If the x-axis is treated as the real axis and the
y-axis as the imaginary axis of a complex coordinate system, s(k) can
instead be written as

s(k) = x(k) + jy(k), (2.3)

where j is the unit imaginary number. By treating each coordinate
pair as a complex number, the two-dimensional data is reduced to at
one-dimensional sequence while the nature of the boundary is kept un-
changed.

The frequency spectrum of s(k) is now calculated using the discrete
Fourier transform, written as

a(u) =
1

K

K−1∑
k=0

s(k)e−i2πuk/K , (2.4)
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where u = 0, 1, . . . ,K − 1. The complex coefficients a(u) are called
the FSD of the boundary and describe the frequency contents. Lower
numbers of u correspond to low frequency information, i.e., the objects
general shape, whereas higher frequencies will correspond to details.
The first term, u = 0, represents the position of the center of gravity of
the shape and is usually set to 0 since it is of no interest from a shape
description standpoint. The first frequency component, u = 1, describes
the size of object. By dividing all coefficients with |a(1)|, the FSD is nor-
malized with respect to size. Rotational invariance is achieved by taking
the magnitude of all coefficients, thus ignoring the phase information in
the signal.

FSD are used for shape retrieval, e.g., in [12], but have also histori-
cally been used for cell classification in Pap-smear analysis, e.g., in [13].
A common approach in the second case, has been to use a sum of inter-
vals of coefficients that are found to have a high descriptive value for
the specific problem domain as a descriptive feature [14].

Fourier shape descriptors have been used as features in Paper III.
They were also used as the foundation for shape generation in Paper V.

2.3.4 Texture analysis
Although texture in images is easily perceived by humans and is known
to be a rich source of information, there exist no universally accepted
general definition explaining what a texture is [15]. In [16], Materka
and Strzelecki describes textures as:

complex visual patterns composed of entities, or subpatterns,
that have characteristic brightness, colour, slope, size, etc.

Francos et al. [17] offers a similar, but slightly more extensive defini-
tion:

texture can be defined as a structure which is made up of a
large ensemble of elements that resemble each other to a great
extent, with some kind of "order" in their locations, so that
there is no one element which attracts the viewer’s eye in any
special way. The human viewer gets an impression of unifor-
mity when he looks at a "texture".

In Figure 2.3, three examples of different textures are given, ranging
from "regular" to "coarse" in their appearance.

Texture analysis is the process of achieving a quantitative character-
isation of a texture [15]. There are two general approaches towards
texture analysis: structural and stochastic.
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Figure 2.3. Examples of different types of textures. From left to right: fabric,
linseeds and stone. Examples taken from the Kylberg Texture Dataset [18].

The structural approach assumes that a texture is composed of tex-
ture primitives and a hierarchy of spatial arrangements of those primi-
tives. The primitives can be of varying (cells, leaves, etc.) or determin-
istic (circles, hexagons, etc.) shape and their spatial arrangement can
be periodic and well structured or stochastic for more random struc-
tures [15]. The fabric texture found in Figure 2.3 is an example of a
texture that is well suited for structural analysis.

The stochastic, or statistical, approach does not attempt to under-
stand the hierarchical structure of texture explicitly. Instead, it assumes
that the texture is a result of a stochastic process governed by a set of
parameters [15]. This approach lends itself well to describing textures
such as the stone texture seen in Figure 2.3, where the primitives are so
random in shape that they cannot be easily described using a structural
model.

Texture analysis has been used to eliminate unwanted objects in Pa-
pers III and IV.

2.3.5 Adjacency graphs
In image analysis, graphs have many uses. They can be used as an alter-
native way to represent images, making it possible to design powerful
image processing methods based on graph theoretic concepts [19]. Al-
ternatively, graphs can be used to model the connectedness of specific
structures located in images, thus making it possible to extract valuable
descriptive measurements [15].

Formally, a graph, G = (V,E), consists of a set V of elements called
vertices or nodes, and a set E of pairs of elements of V . The elements
of E are called edges. Two vertices that are connected with an edge can
be referred to as having an adjacency relation [15]. By extension, a con-
nected graph can also be referred to as an adjacency graph. The vertex
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Figure 2.4. Points in a Gabriel graph are only considered neighbours, and thus
connected with an edge, if no other points exist within their "disk of influence".

set could represent any number of object types, e.g., pixels, segmented
objects or even manually placed markers.

The concept of adjacency can have different meaning depending of
the setting in which it is used. In the most basic form, adjacency is
reduced to simply meaning "is a direct neighbour of". However, if a
graph is constructed from a number of disjoint regions, e.g., objects
found scattered in an image, the relations are not so clear-cut.

In Figure 2.5 three different alternatives for describing adjacency are
illustrated. These are the Delaunay graph (DG), Gabriel graph (GG), and
the minimum spanning tree (MST). In common for these graph types is
that they are all related to the Voronoi diagram [20] and that they share
the following beneficial characteristics [21]:

• They do not require any parameters when being generated.
• They are all connected and planar, i.e., edges only intersect at their

endpoints (vertices).
• They are unique (except for MST).
• They satisfy MST ⊆ GG ⊆ DG. This means that they can be used

to model neighbourhood relationships of increasing strength.
The Voronoi diagram for a set of n points, P = {p1, . . . , pn}, is con-
structed by associating all locations in a space to the closest member of
P , according to the Euclidean metric, and placing edges at the inter-
sections between different zones of influence. Vertices are then asso-
ciated with each edge intersection. The Delaunay graph is the dual
of the Voronoi graph and is constructed by connecting all points in
P that share a common edge in the Voronoi diagram. In the Gabriel
graph [22], a pair of points pi, pj ∈ P is only connected with an edge if
the closed disk with diameter pi pj contains no other point pk ∈ P (see
Figure 2.4). The minimum spanning tree, as it has been used in this
thesis, is defined to be the connected graph with the fewest number of
edges that can be defined on P such that the sum of the length of the
edges is the minimum possible [15].
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Figure 2.5. Three different types of adjacency relations, paired with the cor-
responding Voronoi diagram (dotted line). Top: Delaunay graph. Middle:
Gabriel graph. Bottom: Minimum spanning tree.
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Adjacency graphs have been used in Paper IV to locate clusters of
cells and for grading Pap-smear fields-of-view with regard to cell distri-
bution.
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3. Bright-field microscopy

A microscope is an instrument designed to produce a magnified image
of very small objects. This magnification is achieved through the use
of various types of lenses, configured so as to manipulate light emitted
by some type of illumination source. The field of microscopy is divided
into various branches related to the type of microscopy being used. This
chapter will contain a brief description of bright-field microscopy, since
it is the method of microscopy used in conjunction with the work in-
cluded in this thesis.

3.1 Light path
The conventional bright-field microscope consists of a well thought-out
combination of lenses and aperture diaphragms (Figure 3.1). White
light, emitted by a special light source, is focused onto a specimen using
a condenser. Transmitted light is then collected by an objective that
magnifies the details of the specimen. Finally, the magnified specimen
is projected onto a detector, e.g., a camera detector or the retina of a
human eye. It is important to make sure that light is used optimally
as it goes through the microscope, i.e., using the well known Köhler
illumination method [23]. Failure to do so will have a decremental
effect on image quality.

Bright-field microscopy is dependent on the transmissive properties
of the specimen being studied. If an object’s structures do not differ
in absorption, the resulting projected image will not contain any vis-
ible details. Many biological specimen are transparent, making them
impossible to image in their natural state. For these cases, dyes can
be used to add color to specific organelles or structures. Unfortunately,
this treatment would in most cases also kill any live specimen, due to
the toxicity of the dyes. This limits staining to be used on material
that has already been fixed (a process that kills and preserves the spec-
imen). Other microscopy methods, e.g., fluorescence microscopy, are
better suited for imaging live specimen since they enable the use of a
number of non-toxic staining alternatives. However, these methods lie
outside the scope of this thesis.
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Figure 3.1. A schematic representation of the light path through a conventional
microscope for bright-field imaging. Adapted from [24].
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Figure 3.2. Snellen chart, used for measuring the resolving power of a human
eye.

3.2 Spatial resolution
The resolution, R, of an optical system can be defined as the smallest
distance at which two neighbouring objects still can be seen separately.
The resolution of a human eye can be measured using, e.g., the well
known Snellen chart [25] (see Figure 3.2). For bright-field microscopy,
the resolution can be calculated as

R = 1.22λ/ (NAobj + NAcond) , (3.1)

where λ is the wavelength of the illuminating light, NAobj the numerical
aperture of the objective, and NAcond is the numerical aperture of the
condenser [26]. Equation 3.1 is based on a criterion of resolution first
introduced by Lord Rayleigh (1879) [27] and is also commonly referred
to as the Rayleigh criterion [28]. For most modern microscopes, it is
possible to match NAcond with NAobj . This means that Equation 3.1 in
many cases can be simplified to

R = 0.61λ/NAobj . (3.2)

The numerical aperture (NA) is a measure of an objective’s ability
gather light and thus resolve fine details in the specimen. The NA can
be calculated as

NA = n sin(θ), (3.3)

where n is the refractive index of the medium between the specimen
and the objective and θ is the half-angle of the maximum cone of light
that can enter or exit the lens (see Figure 3.3).

Regardless of the quality of the optics used for observing a specimen,
a point object will always be seen as a blurred spot on the projected
plane. The blurring is a result of the observed object being degraded
by the point spread function (PSF) of the microscope. The amount of
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Figure 3.3. Angular aperture of an objective. Adapted from [26].

blurring is directly related to the size of the PSF. A high NA objective
will generate a narrower PSF (if correctly optimized) than objectives
with lower NA and will therefore be able to generate an image with a
higher resolution.
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4. Cervical cancer

This chapter will begin by giving a short account of the anatomy and
cellular composition of the region around the squamocolumnar junc-
tion of the uterine cervix. It will then give a short background to the
processes that can eventually lead to the development of precancerous
and cancerous changes.

4.1 Anatomy of the uterine cervix
The uterus, or womb, is a pear-shaped, thick-walled organ made of
smooth muscle. The cervix (neck of the womb) makes up the lower third
of the uterus and is composed of dense, fibromuscular tissue. The cervix
is lined with epithelium, a tissue type consisting of densely packed cells
that line all the cavities and free surfaces of the body. The lower part of
the cervix (referred to as the outer cervix or ectocervix) lies within the
vagina and is covered by squamous epithelium. The upper part of the
cervix (inner cervix or endocervix) is covered with columnar epithelium.
The area of the junction, where the two types of epithelium meet, is
called the transformation zone or squamocolumnar junction. Figure 4.1
gives an illustration of the cervical region.

The squamous epithelium has a multi-layered structure that can be
grouped into four principal bands of cell types: the basal layer, the
parabasal layer, the intermediate layer, and the superficial layer (Fig-
ure 4.2). The squamous epithelium rests on the basement membrane,
which separates the squamous epithelium from the the underlying fi-
bromuscular stroma. The basal layer is attached to the basement mem-
brane and consists of rounded cells. Cells get flatter, with larger cyto-
plasms as they mature towards the surface of the epithelium. The cells
in the outermost layer are continuously sloughed off (exfoliated) and
replaced with new cells as they mature.

The columnar epithelium consists of a singular layer of tall cells that
sit directly on the basement membrane. It is much thinner than the
squamous epithelium.

4.2 Development of precancer and cancer
The transformation zone of the cervix has been identified as being of
considerable importance with regard to the occurrence of carcinoma [15,
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Figure 4.1. Epithelial distribution in the cervix. Exact location of the transfor-
mation zone may vary. Adapted from [29].

Figure 4.2. Cells of the squamous epithelium. Adapted from [15].
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30]. Around 90% of cervical cancer cases are squamous cell carcinomas
arising from the metaplastic (maturing) squamous epithelium of the
transformation zone [30]. The remaining 10% are adenocarcinomas
arising from the columnar epithelium.

Under normal circumstances, proliferation (cell growth) only occurs
in the basal layer. However, at the beginning of cancerous transforma-
tions, this organization is disturbed with cell division no longer being
confined to the basal layer of the epithelium. Early precancerous signs,
if left alone, will in most cases (90%) spontaneously regress [31]. In
the more serious cases, most or all of the epithelial will eventually be
occupied by undifferentiated dividing cells. These cells are highly vari-
able in cell and nuclear size and shape. Left alone, it is possible for
even these cases to not progress any further, or even to regress sponta-
neously. However, in 30–40% of cases progression will occur, leading to
an invasive carcinoma where cells will cross and destroy the basement
membrane [31]. The progression from the first precursory signs to fully
developed invasive carcinoma is a slow process that usually takes at
least a decade [29].

According to a report from the WHO [30]:

The primary cause of squamous cervical cancer is persistent or
chronic infection with one or more of the so-called high-risk or
oncogenic types of human papillomavirus.

The human papillomavirus (HPV) is an extremely common sexually trans-
mitted pathogen [29]. Several types exist, with the most common
cancer-causing types being HPV 16 and 18, which are found in 70% of
all cervical cancers reported [30]. As viral DNA enters the cervical cell
it will, for high-risk HPV types, incorporate itself with the host genome.
This interferes with genes that regulate the transcription rate, which in
turn can lead to the uncontrolled proliferation rate and genomic insta-
bility associated with cancer [32].

While HPV is the underlying cause of cervical cancer, most women
infected with high-risk HPV do not develop cancer. It is assumed that a
number of cofactors exist that can cause an HPV infection to persist and
progress to cancer. While these cofactors are still not well understood,
the following are considered to probably play a role [30]:
HPV-related cofactors:

- Viral type.
- Simultaneous infection with several oncogenic types.
- High amount of virus.

Host-related cofactors:
- Immune status: people with immunodeficiency (such as that
caused by HIV infection) have more persistent HPV infections and

33



a more rapid progression to precancer and cancer.
- Number of children borne. The risk of cervical cancer increases
with the number of children.

Exogenous cofactors:
- Tobacco smoking.
- Coinfection with HIV or other sexually transmitted agents such
as herpes simplex virus 2 (HSV-2).
- Long-term (>5 years) use of oral contraceptives.

The prognosis for individuals diagnosed with cervical cancer or cervical
cancer precursors will be markedly improved if it is detected early [29].
Treatment of pre-invasive cancers has a cure rate of >90% [30].
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5. The Papanicolaou test

This chapter will give an account of the history, design, performance
and impact of the Papanicolaou (Pap) test. It will also cover attempts
to improve the tests performance through modified sample preparation
methods and the introduction of computerized automated screening
systems.

5.1 History and procedure
In 1928, Dr. George Nicholas Papanicolaou presented an observation
stating that cancer cells derived from the uterine cervix may be ob-
served in human vaginal smears [33]. After several years of working
in collaboration with gynaecologist Herbert Trout, Papanicolaou pub-
lished a book outlining a method for the detection of these cells [34].
Subsequent studies during the 1940s confirmed Papanicolaou’s obser-
vation that the use of cervical smears enabled not only the detection of
cancers, but also precancerous changes of the uterine cervix [33]. Even-
tually, the work of Papanicolaou and Trout lead to the introduction of
large-scale cervical cancer screening programmes in the late 1950s [35].

The Pap-smear preparation procedure is illustrated in Figure 5.1 and
an example of a Pap-smear as it appears when observed through a mi-
croscope can be seen in Figure 5.2. The preparation steps are as fol-
lows [15,30]:
Sample acquisition: A sample is collected from the transformation zone

of the cervix using a wooden spatula, cotton swab or cervical
brush.

Application to slide: The cellular material is smeared onto a 75 × 25
mm glass slide with one or two careful swipes, leaving 25 mm for
a label.

Sample fixation: Sample is fixated using, e.g., a spray fixative. This
immobilises, preserves, kills and protects the cells from drying out.

Sample staining: The goal of the staining process is to enhance the
contrast of the cells and tissues versus the background. The Pap-
stain is applied by submerging the specimen in a series of staining
vats containing haematoxylin (nuclear stain), OG-6 (counterstain)
and Eosin Azure (counterstain). Although it has undergone many
modifications since its introduction, the stain composition still re-
mains close to its original from 1942.
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Figure 5.1. Steps of Pap-smear preparation. Upper left: Sample is acquired
from the transformation zone of the uterine cervix. Upper right: Sample is
applied to a microscope glass using a careful swiping motion. Lower left:
Sample is quickly fixated to prevent the cells from drying out. Lower right:
Sample is stained to achieve contrast between different biological structures.
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Figure 5.2. Example of a Pap-smear. Dark circular objects are cell nuclei. Sur-
rounding, lighter structures are the cytoplasms.

Generally, the collection and fixation of specimen is performed by a
medical practitioner, whereas the staining and interpretation is per-
formed at specialized cytology laboratories [15].

Prepared samples are visually inspected and graded using a micro-
scope. In following paragraph, a summary of information found in [30]
regarding the grading process is given.

There are many systems being used in different parts of the world for
classifying and naming precancerous conditions of the cervix. The two
most commonly used are the classification system of cervical intraepithe-
lial neoplasia (CIN), developed in 1968, and the Bethesda system, devel-
oped in 1990. In Table 5.1, the various terminologies used for the two
systems are listed together with a explanatory description given by the
World Health Organization (WHO) for each grade. The Bethesda and
CIN systems differ in that CIN strictly speaking only should be used for
histological reports (results of microscopic examination of tissue sam-
ple), whereas the Bethesda system is designed for cytological reports
with the intent to replace the CIN system. Cytologically, the CIN 2 and
3 gradings are practically impossible to distinguish and are therefore
grouped in the Bethesda classification scheme.
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Table 5.1. Cervical pre-cancer terminologies for CIN and Bethesda systems to-
gether with their WHO descriptions. Adapted from [30].

Bethesda system CIN WHO description

NILM Normal Normal
ASC-US, ASC-H Atypia Atypia
LSIL CIN 1 Koilocytosis
HSIL CIN 2 Moderate dysplasia
HSIL CIN 3 Severe dysplasia
HSIL CIN 3 Carcinoma in situ
Invasive carcinoma Invasive carcinoma Invasive carcinoma

CIN: cervical intraepithelial neoplasia; NILM: negative for intraepithelial lesion and
malignancy; ASC-US: atypical squamous cells of undetermined significance. ASC-H:
atypical squamous cells: cannot exclude a high-grade squamous epithelial lesion. LSIL:
low-grade squamous intraepithelial lesion; HSIL: high-grade squamous intraepithelial
lesion.

5.2 Accuracy and impact of the Pap-test
It is a generally accepted fact, that the introduction of organized screen-
ing using the Pap-test has a positive effect on the incidence of invasive
cancer in a population. Unfortunately, while some statistics do exist, it is
difficult to exactly state the global efficiency of the test due to complicat-
ing factors such as lacking registries, variations in screening approaches
for different populations and variations in the test subjects’ age [36].
The following statistics has been gathered from Sweden, where well
documented, organized screening has been ongoing for over 40 years.
During this period the overall incidence of cervical cancer has declined
by 67 %, from 20 cases per 100,000 women (world standard rate) in
1965 to 6.6 cases per 100,000 women in 2005 [37].

Although the Pap-test has been shown to be efficient, it is hampered
by limitations that are effectively stopping it from completely eliminat-
ing occurrences of cervical cancer in populations where it has been de-
ployed. These limitations can be attributed to three overlapping types
of failures: patient error, physician error and laboratory error [33]:
Patient error: Failure to undergo follow-up medical examinations (i.e.

after an initial test was diagnosed as not normal), delay in visits
to physicians’ offices while symptomatic and refusal of diagnostic
measures. Furthermore, women not returning for periodic screen-
ing, either due to lack of knowledge or due to other factors pre-
venting them, is another common cause of failures.

Physician error: Errors made during the physical examination and sam-
ple acquisition, i.e., failure to obtain a representative sample from
the transformation zone, as well as poor sample preparation that
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can lead to important material being obscured on the slide. Also,
failure to act appropriately on reports on abnormal cytologic find-
ings constitutes a recurring problem.

Laboratory error: Errors made during the visual screening of the spec-
imen. The documented false negative rate (failure to identify ab-
normal cells in abnormal samples) of the Pap-test is around 5-
10 %. There are several sources of errors related to the manual
Pap-smear screening process. A single smear can contain between
50,000 and 300,000 cells and in some malignant samples only
a few cells showing actual signs of malignancy are present [15].
In general, a cytotechnologist, due to his/her workload, spends
around 5-6 minutes analysing each slide, meaning that highly com-
plex judgements are made at a rate of up to 1,000 cells per sec-
ond [38]. The time constraints coupled with common human lim-
itations such as fatigue and lack of concentration are major causes
of errors.

In light of the limitations listed above the World Health Organization in
1997 released a press statement stating that the creation of improved
sampling methods and automated screening devices was needed to over-
come the issues with the current screening approach [15].

5.3 Liquid-based cytology
Liquid-based cytology (LBC) is an alternative sample acquisition and
preparation paradigm aimed at producing a more easily analysed Pap-
test specimen. The LBC process can be roughly generalized into the
following steps [35,39]:
Sample acquisition: Sample acquisition is performed similarly as for

the classical Pap-smear preparation, with the exception that some
kind of cervical brush (Figure 5.3) is used rather than a spatula.

Sample submersion: Instead of smearing it directly on a slide the ob-
tained material is deposited into a liquid designed to protect and
preserve the cells during transport to a specialized laboratory.

Disaggregation: The aim of disaggregation is to break up secondary
cell clusters while preserving primary clusters, i.e., cells held to-
gether via desmosomal bonds. Disagreggation can be achieved
using chemical, enzymatic or mechanical methods.

Removal of unwanted material: Blood, mucus and debris is removed
using gradient centrifugation and/or filtration.

Cell deposition: Cell transfer onto the slide achieved using cytocen-
trifugation, cell deposition onto a filter, or gradient centrifugation
followed by cell sedimentation. The target during the deposition
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Figure 5.3. Example of a cervical brush.

phase is to minimize overlapping and achieve a thin mono-layer of
cells.

Fixation and staining: Sample is fixated and stained, e.g., through sub-
mersion in a fixative bath.

Slides produced using LBC protocols generally sport a smaller sample
area. Where a classical Pap-smear can cover an area of 1250 mm2 a
LBC sample only has an area of 130-280 mm2, depending on supplier.
The reduced area coupled with the controlled cell deposition means
that fewer cells, typically between 40,000 - 60,000, are present on the
slide [35]. The reduced number of cells combined with less obscuring
material is generally considered to facilitate easier viewing, leading to
better screening results with fewer inconclusive results, while at the
same time allowing for a higher throughput. LBC samples also have an
extra benefit in that the fluid remaining from the sample preparation
can be tested for HPV DNA [39].

Although LBC has more or less been proven to have superior sensi-
tivity compared to classical smears, it has still not replaced smears as
the most common form of sample preparation. To a certain degree this
can be traced to physicians, cytologists and cytotechnologists having
difficulty accepting and adapting to a new way of acquiring, prepar-
ing and analysing samples. A common argument among professionals
tasked with the visual screening of the samples, is that the cells in LBC
samples are isolated and out of their natural context which makes clas-
sification difficult [35]. Another common concern refers to the possible
cell loss during the LBC process [35]. The most limiting factor with
regard to LBC adaptation is, however, the increased cost. This relates
to both the acquisition cost of required additional instrumentation and
an increased per sample running cost due to consumables being more
expensive [39].

5.4 Automated screening
The need to automate the Pap-smear screening process was recognized
by Dr. Papanicolaou himself [15]. The screening programmes gener-
ate enormous amounts of samples, currently around 160 million per
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year, with each sample representing a significant work effort by a highly
trained individual. Furthermore, this number would increase tenfold if
all women were to be given the same reasonable protection against de-
veloping undetected cervical cancers [40]. Given these numbers it is
clear that automation of the screening process is an attractive notion,
which probably is why numerous efforts to create such systems have
been made since the 1950s.

5.4.1 History of automated screeners
The first system intended to solve the problem was called the Cytoan-
alyzer and it was based on the concept that cancer cells could be dis-
tinguished from normal cells based on their size and optical density. It
was a complicated system which included an automatic slide feed and
auto-focus circuits, with the image analysis being performed with the
help of hard-wired analogue video processing circuits. In the end the
multi-million dollar project failed because the system was not able to
cope with the common difficulties found on smears, e.g., overlapping
and clumps of blood-cells [40].

A number of systems were developed on the heels of the Cytoanalyzer
project [15,40]:

• CYDAC (1960s)
• TICAS (1968)
• Quantimet B (1960s)
• CERVIFIP (1970)
• CYBEST (1972)
• FAZYTAN (1978)
• LEYTAS (1978)
• BioPEPR (1981)
• Diascanner (1980s)

All these systems ended up having one thing in common; they proved to
be unsuccessful in their attempts to solve the Pap-smear analysis prob-
lem. The main reason for their failures could be traced to the complex-
ity of the task in conjunction with the limited computing power of the
day. In some cases, systems with acceptable classification rates were
achieved. Unfortunately, these systems ended up simply costing too
much and being too complicated to be commercially feasible [40].

In 1995, following a couple of decades of research and development,
the United States Food and Drug Administration (FDA) finally approved
two automated screening systems for commercial use. These were the
PAPNET Testing System (Neuromedical Systems, Inc., Suffern, NY) and
the Neopath Auto Pap 300 QC System (NeoPath, Inc., Redmont, WA).
However, the purpose of these systems was not to act as primary screen-
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ers. Rather, they were dubbed rescreeners and their primary purpose
was to validate the results for samples already manually screened and
classified as normal [39].

At the point of writing, there are two computer assisted screening
systems available. The ThinPrep Pap Test [41] produced by Hologic
(Hologic, Inc., Bedford, MA) and the FocalPoint [42] system, produced
by Becton, Dickinson and Company (BD, Franklin Lakes, NJ).

The ThinPrep system includes a mono-layer sample preparation sys-
tem, producing slides that is then analysed using an imaging system.
The imaging system is paired with software that tries to detect suspi-
cious cells on the specimen. Any suspicious elements are presented to a
laboratory professional, leaving the final decision to the human opera-
tor.

The FocalPoint system is a successor to the NeoPath system and will
automatically classify slides with labels ’Review’ or ’No further review’
and then proceed to rank slides marked for manual review to indicate
the risk inherent in each slide. For some configurations of the system,
an extra software is added. This system will show up to 10 fields of
view, deemed most likely to contain indications of malignancy, from
slides marked as needing further review to the laboratory professional.
The FocalPoint system also relies on a mono-layer specimen preparation
method.

5.4.2 Specimen analysis approaches
The final goal of any automated cervical cancer screening system is to
determine whether a specimen under study contains evidence of cancer
or precancerous lesions. There are, however, different analysis strate-
gies that can be used that differ in what they look at, how the objects
are described and how specimen level decisions are reached. In the fol-
lowing sections, three different screening approaches will be outlined.

Rare event search
In common for most analysis systems described in Section 5.4.1 is that
they operate based on a rare event (RE) paradigm. This means that sys-
tems are exhaustively analysing each discernible object on a slide, trying
to detect signs of malignancy. This mimics the way a human cytotech-
nologist is supposed to analyse a sample, although it can be discussed
whether each nucleus is actually observed during a standard manual
analysis. While using an exhaustive search seems a straightforward ap-
proach, it puts high demand on the image processing system. Given that
cells number in the hundreds of thousands, even small error-rates can
have significant repercussions on the overall classification performance
with respect to both correctness and cost-efficiency [35].
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Figure 5.4. Illustration of slide classification based on an arbitrary feature score
cut-off between normal and abnormal nuclei. Slide is classified as abnormal
if the percentage of cells classified as abnormal (shaded regions) exceeds a
defined threshold. Adapted from [29].

As an example, say that a sample contains 100,000 cells and that out
of these cells 100 (0.1 %) show signs of malignancy. Assume that the
sensitivity (probability of classifying malignant cells as being malignant)
of the image analysis system is 100 %. If that system has a specificity
(probability of classifying healthy cells as being healthy) of 99 % then
1,100 cells would be marked as showing signs of malignancy, with the
large majority being false positives. It becomes obvious that considering
a specimen as abnormal simply on the basis of one cell being marked as
suspicious is not feasible. Instead, systems adopting an RE approach ei-
ther use a fraction of cells classified as malignant relative to the number
of cells scanned (Figure 5.4) or a threshold on the absolute number of
detected malignant cells [35]. However, these approaches are still unre-
liable since the number of malignant cells actually present on a sample
vary substantially, making it difficult to set robust thresholds.

In the example above, some optimistic assumptions were used. Nor-
mally, the cell population for smears exceeds 100,000 by a wide margin.
Furthermore, the ratio of malignant cells is usually not as high as 0.1 %
and the sensitivity for detecting these cells is not 100 %. Sampling er-
rors can lead to few or no malignant cells reaching the specimen. While
a specificity of 99 % for cells is not unrealistic, this number did not take
into account the classification rate of objects not considered as being
of diagnostic interest, e.g., bacteria, blood cells, staining residues and
overlapping cells (Figure 5.5). These objects, henceforth referred to as
debris, add much complexity to the classification task by either obscur-
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Figure 5.5. Examples of different types of debris commonly found in Pap-smear
specimen. From top to bottom: Bacteria (small linear structures), leukocytes
(dark circular objects), staining residues (dark flecks) and overlapping mate-
rial.

ing cells, thus distorting acquired measurements, or grouping together
in such a way that the system mistakes them for malignant cells. It
becomes apparent that, although it might seem counter-intuitive, more
effort needs to be spent on the correct classification of healthy cells and
debris versus correct classification of malignant cells for a system to be
successful, because of the overwhelming numbers present in the first
group.

Malignancy associated changes
It becomes increasingly clear that a rare event search, while being sim-
ple to envision, is very difficult to robustly realise in practice. Alter-
native specimen analysis methods that try to solve some of the issues
listed above have been suggested. One such approach focuses on study-
ing a phenomena called the field effect, or, as it more commonly know,
malignancy associated changes (MAC).

In her PhD thesis [29], Jennifer Hallinan has composed an exten-
sive account of the history and theory of MAC. The following sections
provide a short summary of her work.

The idea of MAC is founded on observations made in 1959 by Nieburgs
et al.. They suggested that the presence of malignant tumours in tissue
affected the appearance of nearby uninvolved cells. This field effect,
which is commonly assumed to be chemical in its nature, reportedly led
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Table 5.2. MAC detection rate statistics for cancer patients and normal individu-
als taken from 21 studies where image analysis has been used. All numbers are in
percent (%). Adapted from [29].

Minimum Maximum Mean Standard deviation

Cancer 63.0 95.0 78.2 9.6
Normal 4.3 48.2 20.0 11.3

Studies performed on following types of tissue: Cervical smear (10), buccal smear (3),
breast section (2), sputum (2), colon section (1), thyroid FNA (1), nasal smear (1), lung
biopsy (1).

to subtle changes in the organization of DNA in the nuclei of otherwise
normal looking cells. Unfortunately, these changes are too discrete to be
detected reliably by the human eye and could therefore not be applied
to any practical use at the time they were first observed.

With the aid of modern computers, many attempts at constructing
MAC based specimen classification systems have been made. These
systems operated in a similar fashion as the RE searchers. Individual
nuclei are still classified based on specific features, although optimized
for the detection of MAC. Specimen are then classified as malignant if a
large enough percentage of cells were found to have signs of MAC (Fig-
ure 5.4). The suggested benefit with the MAC approach is that instead
of trying to segment and analyse every cell on a slide looking for visibly
malignant cells, the screener can focus on free lying, well defined cells
with an apparently normal appearance.

There are drawbacks with the MAC approach. The subtle variations
that are central to the method are notoriously hard to measure reliably,
requiring very specialized feature sets that are difficult to develop and
optimize. Also, creating data sets separated into normal looking cells
without signs of MAC and normal looking cells with signs of MAC is a
difficult task. A group of cells taken from a malignant specimen may
be composed of both categories of cells. This works as a type of noise
when training classifiers and optimizing feature parameters.

Still, the MAC phenomenon has been proved to be both real and
usable for cancer detection in studies on material from various types of
tissue. In Table 5.2, a summary of the MAC detection rates for cancer
patients and normal individuals taken from 21 studies where digital
image analysis has been used is presented.

DNA ploidy analysis
The amount of DNA in a nucleus is related to its ploidy, i.e., its number
of sets of chromosomes. Ploidy values are commonly expressed in terms
of ’c’ scores, where 2c indicates a, for humans, normal diploid cell.
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Both the RE and MAC approaches have, when used for cervical smear
analysis, been applied to specimen prepared using either the classi-
cal Pap-smear or the mono-layer preparation techniques. Both these
preparation methods have in turn relied on variants of the classical Pap-
stain for highlighting the key structures on the specimen. The Pap-stain,
while being good for adding contrast between nucleus and cytoplasm,
is not stoichiometric, i.e., the amount of stain in a nucleus is not relative
to the amount of DNA present.

By replacing the Pap-stain with a stoichiometric stain, such as Feulgen-
Thionin, it is possible to measure ploidy using image analysis. When
light is transmitted through a nucleus, a certain amount is absorbed.
The amount of light absorbed at each point in the nucleus is related
to the concentration of the stain, which in a stoichiometric setting cor-
relates linearly to the concentration of DNA. The relationship between
the absorbed light, or absorbance (A), and the stain concentration can
be written as

A = ε c l, (5.1)

where ε is called the extinction coefficient (a characteristic of the dye),
c is the concentration of the stain and l is the distance the light travels
through the stained material. Equation 5.1 is known as the Beer-Lambert
law, and can also be written as

A = −log10

(
I

I0

)
(5.2)

where I0 is the intensity of the incident light (background light) and
I is the intensity of transmitted light [43]. Absorbance is also known
as optical density (OD), and in order to measure the amount of DNA
present in a nucleus the OD is integrated over the nucleus area. This
is known as the integrated optical density (IOD) and in a discrete digital
image setting it is written as

IOD =
∑
i

ODi. (5.3)

where i is a nucleus pixel index.
By generating a histogram of the IOD values for a cell population it is

possible to study the ploidy characteristics of a specimen (Figure 5.6).
For normal specimen, only two signals should be apparent: a 2c peak
for the normal diploid fraction of the population and a smaller 4c peak
for cells currently undergoing proliferation (mitosis). Abnormal speci-
men will not follow this simple pattern. Instead, uncontrolled prolifer-
ation will lead to groups of nuclei expressing polyploid (3c, 4c, 5c,...)
behaviour.
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Figure 5.6. Schematic representation of difference in ploidy for normal and ab-
normal populations. A healthy population only produces two significant signals
corresponding to the default diploid (2c) state and the proliferation (4c) state.
Abnormal specimen show evidence of aneuploidy, a result of uncontrolled pro-
liferation.

There are two main challenges with ploidy analysis. The system
needs to be able to efficiently remove debris objects and recognise phe-
nomena such as overlapping cells. Also, the intensity measurements
and control need to be accurate with very little variation in background
intensity among image fields taken from the same specimen. Random
intensity variations between fields-of-view will lead to a blurring of the
population peaks, thus increasing the false positive rates.

In [44], Guillaud et al. have published a study where DNA ploidy
has been used as a screening methods for cervical LBC specimen. Their
results point towards a screening performance rivalling that of manual
screening.
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6. Validation using synthetic data

Validation is a crucial part of any method development process. In gen-
eral, several validation steps are taken, ranging from early confirma-
tions that a certain approach is indeed viable, to obtaining final perfor-
mance statistics. This chapter will cover some of the concepts involved
in the validation process. Also, the use of simulated data as a tool for
method development will be introduced.

6.1 Validation and performance evaluation
Validation of an image analysis method refers to the process of measur-
ing its performance to verify that intended specifications are met. The
complexity of this task can vary dramatically depending on the charac-
teristics of the method and application.

Validation is included in a more general concept called performance
evaluation [45]. The performance of a method can either be measured
on a qualitative or quantitative basis. A qualitative performance evalu-
ation constitutes an observer’s subjective estimation of results obtained
using a certain analysis method. An example of a qualitative evalua-
tion can be an ocular quality assessment of a delineation produced by
a segmentation algorithm. At most, qualitative analysis can be used
to extract preliminary statistics, to ascertain that the performance of a
certain method is promising enough to merit further validation.

A quantitative evaluation of an image analysis method will result in
measurable values that correlate with the accuracy of the method [45].
This can objectively be considered as more valuable information than
that obtained from a qualitative evaluation. Furthermore, quantita-
tive evaluations are generally automated, meaning that the validation is
less time-consuming. A common prerequisite for the use of quantitative
evaluation, is the existence of a ground-truth dataset, i.e., a collection
of data, relevant for the validation, for which the result is known. With
a ground-truth dataset, results from an image analysis method can be
compared with the correct results according to some similarity measure,
e.g., the method for evaluating segmentation algorithms suggested by
Udupa et al. [46].

A ground-truth dataset is commonly obtained using some kind of
expert-annotation. For certain tasks, e.g., the delineation of objects,
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Figure 6.1. A schematic representation of the creation process of a simulated
digital image.

several experts can be used to either create an average result, or to
create a probability map for the delineation [46]. The acquisition of
expert-annotated data can often be exceedingly time consuming and,
in many cases, quite expensive. Also, because of the subjective nature
of the ground-truth generating process, significant inter- and intra-user
variations will be present in the final result [47].

6.2 Computer simulated data
An alternative to ground-truth data obtained from one or several ex-
perts, is to use computer simulated data for some of the quantitative
evaluation tasks. This synthetic data constitutes an attempt to mimic
some or all characteristics of a specific problem. The greatest benefit
with synthetic data is that exact ground-truth data is available when
evaluating a method. This eliminates any bias introduced through sub-
jective assessments, thus producing more reliable results.

For biomedical applications, synthetic data has proven essential for
method evaluation. A central aspect of the simulation process is the
phantom object. A phantom can be a physical object constructed to share
specific properties, e.g., radiation absorption at certain wavelengths,
that is used with the imaging device to produce real image data with a
known ground-truth, see e.g., [48]. Alternatively, the phantom could be
a fully digitally generated object that is distorted through a simulated
image acquisition process, e.g., in [49].

A review on the use of synthetic images for various types of image ac-
quisition techniques can be found in [50]. In that paper, synthetic image
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generations was found to have been used in MRI, PET, CT, ultrasound
and fluorescence microscopy imaging. Papers II and V of this thesis adds
bright-field microscopy to that list. Based on the information gathered
in their review of the field, Svoboda et al. [50] propose that any syn-
thetic data generation process can be divided into three principal parts:

Phantom generation: The complexity associated with the construction
of phantom objects varies greatly with the object type. Macro-
scopic structures, such as heart, kidney, liver and brain are rela-
tively easy to model, as their shape and behaviour is well known.
Although, the addition of time-dependent information such as move-
ment can increase the complexity by several orders of magnitude.
When trying to simulate microscopic objects, like cells, the synthe-
sis process becomes extra difficult, however, since their internal
structures cannot be seen with the naked eye. Thus, phantoms
of such objects are by necessity based on various approximations.
Digital phantoms can either be constructed using a combination
of parametric models (e.g., [51]) or using machine learning al-
gorithms that construct new shapes based on a sample dataset
(e.g., [52]).

Signal transmission: As a signal passes through the environment of the
imaging device it will be degraded. The most prominent form of
degradation for most imaging systems is the point spread function.
As was discussed in Chapter 3, the PSF has a substantial effect on
the quality of the final result. There are other potential phenom-
ena that can affect a transmitted signal. Examples applying to light
microscopy include: an incorrectly positioned light source leading
to uneven illumination, chromatic aberrations, or reflections and
refractions on lens surfaces.

Signal detection and image formation: The detection of a transmit-
ted signal and conversion to a digital representation will always
generate noise. This noise is accumulated from several sources,
such as: signal sensors, A/D converters, and amplification elec-
tronics.

An example of a synthetic image formation process can be seen in Fig-
ure 6.1.

Synthetic images can never completely replace expert annotated data
for method evaluation. Any simulated image will be a result of its defin-
ing parameters, or source material, and thus limited in the amount
of variation that can be produced. This means that over-fitting is a
very real possibility during method parameter optimization. However,
well designed synthetic data can be used as a valuable supplement dur-
ing method development. For example, synthetic datasets can be tai-
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lored to give indications regarding a method’s ability to handle spe-
cific challenges, e.g., inhomogeneous background illumination or vari-
ous amounts of obscuring objects. Furthermore, performing brute force
parameter tuning over an arbitrarily large parameter space, is possible
through the availability of an endless supply of synthetic data. It is thus
possible to identify critical parameters and produce plausible ranges for
them, or identify dependencies between parameters (see Paper I for an
applied example). The examples above could give an algorithm devel-
oper valuable insights and the ability to form well founded hypotheses.
Also, it allows for painstakingly acquired expert annotated ground-truth
data to be reserved for algorithm fine tuning and critical final valida-
tions that measure a method’s performance.

The usefulness of a synthetic image is naturally directly related to
the quality of the simulator. To measure a synthetic image’s quality, two
main approaches can be used. Either, synthetic images are compared
to real images through an ocular inspection by one or several experts
(used in [53]), or various image descriptors can be acquired from both
synthetic and real images and compared (used in [50]). Visual inspec-
tion is the most common way to validate an image simulator. A user
study can produce a reasonable score on the quality of the simulated
images. The main issue with this type of validation scheme lies in the
subjective nature of human observers, as has already been discussed.
The alternative, acquiring various measures from real and synthetic im-
ages and comparing them, provides a more objective way to measure
similarities in image characteristics. The choice of descriptors will of
course play an important role in the effectiveness of the comparison.
Also, trying to modify the parameters of a simulator to obtain results
that better fit the measurements from a training set of real images, can
lead to over-fitting. This would produce a bias in the simulated images
that could cause their usefulness to lessen.
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7. Contributions

This chapter will contain a summary of the work that has been produced
within the scope of this thesis. Before giving an account of published
results, the process of collecting data, which was a necessary first step,
will be given.

7.1 Collecting data for method development
Data collection has been a central aspect of the ongoing work in the
CerviSCAN project. In Uppsala, two extensive datasets have been pro-
duced. The first dataset contains more than 900 fields of view, acquired
as focus-stacks from 82 graded Pap-test specimen and subsequently
expert-annotated. The second dataset contains 55 fields of view, im-
aged in seven different resolutions and containing 383 marked and seg-
mented cells. The datasets are outlined in more detail in the following
sections.

7.1.1 Expert-annotated dataset
For the first dataset, image acquisition was performed using an Olympus
BX51 bright-field microscope equipped with a 40×, 0.95 NA objective
and a Hamamatsu ORCA-05G 1.4 Mpx monochrome camera mounted
on a 0.63× camera adapter, giving a pixel size of 0.25 μm. The mi-
croscope light path was filtered using a 570 nm bandpass filter (20 nm
passband), a wavelength previously shown to maximize the contrast of
nuclei in Pap-smears [54]. The microscope was fitted with an E-662
Piezo server controller and actuator (Physik Instrumente GmbH & Co.
KG, Karlsruhe, Germany). This allowed for z-axis step control with a
0.1 μm resolution during image acquisition. For each focus stack 41
lossless TIFF images were acquired with a step length of 0.4 μm.

Each acquired field of view has been reviewed by an expert cytolo-
gist with 30 years of experience with Pap-smear screening. For each
field of view, individual cells where marked and graded according to
the Bethesda system (see Section 5.1). An overview of the collected
annotated data can be seen in Table 7.1. This annotation process was
performed using the CellMarker software.
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Table 7.1. Distribution of annotated cells acquired for the CerviScan project. Each
cell was stored as a separate focus-stack consisting of 41 images.

Annotation Count

Endocervical 111
Endometral 6
Other 35
Other macrophage 50
Squamous 1475
Squamous intermediate 7550
Squamous metaplastic 963
Squamous parabasal 1703
Squamous superficial 662

Figure 7.1. Screenshot of the Cellmarker software.
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Figure 7.2. Screenshot of the dialogue window used for entering information
about a certain marker.

The CellMarker software was custom built by the author of this thesis
for the task of displaying focus stacks and supplying annotation tools to
the expert. It was written using the MATLAB (2011b, The MathWorks,
Natick, MA.) platform together with the DIPimage image processing
toolbox [55]. In Figure 7.1, a screenshot of the CellMarker graphical
user interface (GUI) can be seen. The expert has the ability to quickly
scroll between the focus-levels, making sure that each cell nucleus is
analysed in perfect focus. Other standardized interface operations, such
as zooming and panning, were also available. The annotation of a cell
nucleus is initialized by clicking on it while in annotation mode. The
user will then be shown a prompt (see Figure 7.2) that allows for infor-
mation regarding the individual cell to be entered. This information in-
cludes the type of cell, its Bethesda grading, and the expert’s confidence
in his/her grading. The user also has the ability to add a comment for
objects of special interest. When marking several cells sharing the same
characteristics, it is possible to only enter the information on the first
cell marked and then applying it automatically to following cells.

Following the expert annotation, cells were segmented using a seeded
watershed algorithm (see Chapter 2.3.2). To achieve as good delin-
eation as possible for each cell, an extended depth-of-focus algorithm,

55



implemented from [56], was used. This produces a single image with
perfect focus over the entire field of view, given that this information
is available in the focus stack. Finally, each cell was extracted from its
focus stack and tagged with all gathered information to facilitate easy
analysis.

The CellMarker software was also used by the CDAC group for ground-
truth data collection, although it was adapted to suit their system. There,
it was used to manually annotate ∼16,000 abnormal cells from 120
slides. Remaining cells were automatically annotated as normal.

7.1.2 Multi-resolution cervical cell dataset (Paper VI)
An important aspect of the project that serves as the basis for this thesis
work, is to determine a suitable optical resolution for the produced sys-
tem. While smaller pixel sizes makes it possible to discern finer details
(assuming the pixel size is paired with a matching optical resolution),
they also result in substantially more data being produced and can also
be associated with a higher hardware cost. The dataset described below
is intended to be used to give a better understanding regarding what
information can be gained at different resolution levels.

This dataset was acquired using the same basic equipment described
above in Section 7.1.1, with the exception that four different objectives
and two different camera adapters were used to image each field of
view in seven different resolutions. A list of the available objectives and
camera adapters is given in Table 7.2 and the chosen combinations used
for collecting the data is seen in Table 7.3. In Figure 7.3, the appearance
of fields of views acquired at the specified resolution levels are seen.

In total, 55 fields of view, taken from 13 Pap-test specimen, were
captured using the seven optical configurations listed in Table 7.3. Each
field of view was captured as a 21 image focus stack with a 0.2 μm
step-length. Much care was taken to make sure that as little rotational
variation as possible existed between images acquired at different res-
olution steps. For each field of view, free-lying nuclei were marked at
the highest resolution level using the CellMarker software. To locate the
relative positions of the manually placed coordinates at the remaining
resolution steps, the extended depth-of-focus image was first generated
for each focus stack. A basic registration process, based on a sliding
window approach where the correlation score between a scaled version
of the highest resolution image and the current resolution image was
calculated at each position, was then used to locate the correct coordi-
nate offset. Finally, a seeded watershed, using the resolution dependent
coordinate set as seeds, was used to segment nuclei at all resolution
levels.
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Figure 7.3. Visualization showing a field of view acquired in seven different
resolutions. The images are arranged according to pixel sizes listed in Table 7.3
(largest pixel size at the top).
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Table 7.2. List of objectives and camera adapters available for the acquisition of
the multi-resolution dataset.

Objectives Adapters

20×, 0.40 NA 0.63×
20×, 0.50 NA 1.00×
20×, 0.75 NA
40×, 0.95 NA

Table 7.3. List of objective and adapter combinations used to acquire images for
the multi resolution dataset as well as the resulting effective pixel size.

Objective Objective Camera adapter Effective
magnification NA magnification pixel size (μm)

20 0.40 0.63 0.50
20 0.75 0.63 0.50
20 0.40 1.00 0.32
20 0.50 1.00 0.32
20 0.75 1.00 0.32
40 0.95 0.63 0.25
40 0.95 1.00 0.16

In total, 383 individual cells were gathered from the 54 fields of view.
Although the CellMarker software was used to annotate the cells, this
task was not performed by a cytologist and thus cells are not individu-
ally graded as they were in the dataset described in 7.1.1. A specimen
level grading does, however, exist for all specimen used. The entire
dataset is published through a technical report (Paper VI) and is freely
available online.

7.2 Curve closing for edge based segmentation
(Paper I)

As was mentioned in Section 2.3.1, a common problem when using
edge-based segmentation algorithms, is that the delineation obtained
from edge detection algorithm often contains gaps.

There are various ways to handle this problem. The most basic ap-
proach is to perform a closing operation [2]. A closing operation consists
of a binary morphological dilation followed by an erosion. The dilation
will merge objects lying within the range of the structuring element
used for the dilation. The subsequent erosion will, theoretically, return
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structures to their previous shape, while preserving the newly formed
bonds. This approach is simple to implement and relatively cheap to
compute. However, the dilation is isotropic, meaning that the amount
of dilation is the same all over the image, without regard to the un-
derlying local image structure. This will lead to unintended merging of
objects throughout the image. Furthermore, even when gaps have been
correctly closed, they are connected through a straight line, rather than
connected with an edge that follows the local topology of the image.

An alternative approach for gap closing, is to use edge linking al-
gorithms that identify and connect endpoints pairs (Section 2.3.1). The
main challenge with this approach is to correctly match endpoints among
a large number of candidates. This requires sophisticated, often com-
putationally expensive, algorithms. Also, this approach has the same
problem as the closing operation, in that gaps are generally closed us-
ing linear segments that do not follow the image topology.

In Paper I, a method using adaptive dilation is presented. With adap-
tive dilation, propagation from a given seed point will be dependent on
certain features in the image. The method described in the paper op-
erates by generating a non-Euclidean distance transform from an edge
map. The distance is derived from geodesic distances in a Rieman-
nian manifold [57]. Essentially, this means that the image is viewed as
a landscape, similarly as when calculating watersheds (Section 2.3.2),
and the cost (distance) when moving in a certain direction depends on
the local topology at that point.

The local topology of the image is approximated using the structure
tensor [58,59]. This is combined with the geometric framework known
as the Beltrami framework [60] to calculate distances based on the met-
ric, S, defined as

S = I + α2∇f∇fT ∗Gσ, (7.1)

where I is the identity matrix, α is a positive scale parameter, ∇f is
the image gradient and ∗Gσ is a convolution by a Gaussian with σ stan-
dard deviation. With this representation, steps taken in the direction
of the gradient are penalized. The size of this penalty is controlled
with the α parameter. By thresholding the distance maps generated
using the described metric, an anisotropic dilation is achieved. In Fig-
ure 7.4, a distance transform calculated from an edge-map using a stan-
dard, isotropic metric is compared with the metric described above us-
ing α = 3. For the example seen in the figure, curve closing is possible
by thresholding the distance map generated using the anisotropic met-
ric, without merging other close-lying structures. This is not the case
for the isotropic metric.

A segmentation algorithm consisting of an edge detection, using the
well known Canny edge detector [61], followed by an anisotropic dila-
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Figure 7.4. Example of the resulting distance transform, based on an initial
edge detection result (left image), using an isotropic metric (middle image)
and the anisotropic metric described in Paper I (right image).

Table 7.4. Number of correctly segmented and missed nuclei from the simulated
and real datasets using isotropic and anisotropic dilation.

Synthetic data Real data
Correct Missed Correct Missed

Isotropic 6863 2887 63 13
(70.4 %) (29.6 %) (82.9 %) (17.1 %)

Anisotropic 7931 1819 65 11
(81.3 %) (18.7 %) (85.5 %) (15.5 %)

tion, achieved using Equation 7.1, and finalized using skeletonization
and morphological filling was constructed. This method was evaluated
using two datasets, one synthetic dataset produced using the method
described in Paper II and a real image dataset consisting of minimum
intensity projections of 2 focus stacks (this work took place prior to the
acquisition of the dataset described in Section 7.1). The evaluation con-
sisted of segmenting nuclei for the two datasets using the method out-
lined above, only alternating the dilation step to either use a standard
isotropic metric or the metric introduced in the paper. The number of
correctly segmented and missed nuclei were then counted. The results
can be seen in Table 7.4.

The work presented in Paper I constitutes a novel approach to clos-
ing gaps in object boundaries. An especially interesting aspect of the
method is that produced line segments follow the underlying topology
of the image rather than being straight lines connecting two end-points.
The preliminary results found in Table 7.4 are promising, albeit not dra-
matic. Validation on a more extensive real dataset is sorely needed.
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7.3 Synthetic Pap-smear image generation
As was discussed at length in Chapter 6, synthetic data can be a valuable
tool for method development. In Papers II and V, two attempts at cre-
ating frameworks for realistic bright-field microscopy image simulation
are presented. Both frameworks follow the basic scheme for synthetic
image generation presented in Section 6.2, i.e., phantom generation fol-
lowed by simulated signal transmission and detection. However, while
both frameworks share the same basic theme, they are vastly different
with regard to how they achieve their final result. This discrepancy is
mainly related to the availability and quality of reference material at
the time when development occurred. For Paper II, the reference ma-
terial consisted of a few image fields, acquired using a MIRAX MIDI
system (3DHISTECH Ltd., Budapest, Hungary) equipped with a 20×,
0.8 NA, Plan-Apochromat objective. The limited availability of refer-
ence material means that the simulated data represents a qualitative
approximation of the source material. Conversely, for Paper V, the en-
tire dataset described in Section 7.1.1 was available. This meant that
the simulation process could be built upon a quantitative analysis of an
extensive source material, facilitating a radically different approach. In
the following sections, an outline of the two simulation frameworks will
be given.

7.3.1 Qualitative simulation approach (Paper II)
The simulation framework presented in Paper II uses three types of
phantoms: cell nuclei, cell cytoplasms and clusters of white blood cells
(leukocytes). The phantoms are constructed from two main compo-
nents, a binary shape mask and a texture map. The shape of the cell
nuclei and white blood cells is based on a parametric model of a cir-
cle defined by coordinate pairs equidistantly placed along its boundary.
To create elliptical shapes with random perturbations, the radius of the
circle at the coordinate pairs is offset with a random value. Nucleus
texture is procedurally created by combining high frequency noise gen-
erated using the power law noise model [62], and low frequency noise
generated by convolving uncorrelated normal distributed noise with a
Gaussian kernel.

The shape of the cytoplasms is generated by placing a vertex point
in the centre and a number of vertices randomly along the edges of a
temporary image. Then the Voronoi tessellation [20] of the vertices is
calculated, giving a result similar to what has been illustrated in Fig-
ure 7.5. The central shape in the Voronoi diagram is used as the cyto-
plasm shape. Cytoplasm texture is achieved by convolving a pixel-wise,
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Figure 7.5. Cytoplasm shape generation using Voronoi tesselation from Paper II.
Central Voronoi cell is used as cytoplasm mask.

uncorrelated noise drawn from a uniform distribution with a Gaussian
kernel.

The final phantom type, white blood cells, almost always appear in
clusters (see Figure 5.5). To simulate these clusters, individual leuko-
cytes are added to a growing cluster in an iterative fashion. At each
iteration a coordinate pair is selected from a distance interval, calcu-
lated from already placed objects.

The image coordinates of generated phantoms are drawn from a uni-
form distribution. The amount of overlapping in the image is controlled
by setting a minimum allowed distance between coordinates. Each ob-
ject type is assigned a specific gray value. Where objects overlap, gray
values are added together to simulate the transmissive properties cen-
tral to the modality. The degradation of the signal during its transmis-
sion trough the system is simulated using a Gaussian kernel, as it is
known to be a good approximation of the point spread function. Fi-
nally, Poisson noise is used to represent noise introduced by the image
formation process. An example of a simulated image, compared to a
reference, can be seen in Figure 7.6.

The simulation framework in Paper II was the first published attempt
at bright-field microscopy simulation. This constitutes a qualitative ap-
proach to the simulation problem. As a result of this, a large number of
heuristically optimized parameter lies at the heart of the method, mean-
ing that the framework is cumbersome to adapt to new situations. Still,
it proved to be a valuable tool during the development of the method
described in Paper I.
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Figure 7.6. Top: Reference image used for development of method described
in Paper II. Bottom: An example of a simulated image optimized to match the
reference image.
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7.3.2 Quantitative simulation approach (Paper V)
The simulation method in Paper V is based on measurements gathered
from thousands of cells found in the database described in Section 7.1.1.
It is this fact that most fundamentally separates the approach in this pa-
per from the one previously described. Measurements from real cells
have been used to generate nucleus shape and texture as well as cyto-
plasm shape. In addition to the inclusion of measurement based object
creation, new phantom types mimicking bacteria, out of focus objects
and specks have also been added to the simulation (see Figure 5.5). Fi-
nally, light transmission, signal degradation and signal detection have
been more accurately approximated.

Nucleus and cytoplasm shapes are generated through the use of Fourier
shape descriptors. As was covered in Section 2.3.3, FSD constitute a
powerful tool for shape analysis as they are able to capture most as-
pects of an objects shape. To use this information as the basis for new
shape generation, FSD were calculated from a set of segmented nuclei
and cytoplasms to create a shape database. To facilitate easy compari-
son between objects, the boundaries were sampled at a preset number
of points, placed at equal arclength from each other. This means that all
objects in the set have the same number of shape descriptors. To gener-
ate new shapes, the mean and standard deviation of each descriptor is
first calculated from the set of FSD. A new shape can then be randomly
drawn from these normal distributions. Using this method, an infinite
number of unique shapes can be generated, that all share the charac-
teristics of the source data. A great benefit comes from the fact that by
changing the source data, completely different shapes can be generated
without any need to modify a parameter space.

To generate the nucleus texture, a method commonly used in com-
puter graphics called patch based texture synthesis [63], or image quilt-
ing, has been used. To goal of texture synthesis is to, given a sample tex-
ture, create a seamless texture that fills the entire space of a larger target
image. To generate a random nucleus texture, small texture patches are
taken from a number of sample nuclei and placed in a new texture im-
age with a small overlap to previously placed patches. The patches are
randomly chosen from the sample nuclei, but only used if the pixel-wise
gray value difference, accumulated over the overlap region, lies below
a certain threshold. An example of a synthesised nucleus texture can be
seen in Figure 7.7.

The generation of cytoplasm texture is not achieved using the texture
synthesis approach described above. Cytoplasms primary texture is less
a result of the internal structures of the cytoplasm and more a result of
the deformations it has been subjected to. As a comparison, consider
a thin sheet of transparent plastic placed on a surface emitting light.
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Figure 7.7. Synthetic nucleus texture (rightmost image) generated from three
sample nuclei.

Figure 7.8. Cloth simulation to generate naturally looking folding effects for
the cytoplasm textyre. Left: Initial mesh. Middle: Mesh deformed using cloth
simulation. Right: Top view projection.

This will perhaps display some texture caused by small scratches and
discolourations, but it would be negligible. Now consider what would
happen if the plastic was squashed together and then placed on the sur-
face again. A texture would now be clearly visible, caused by folds and
overlapping structures. This effect has been mimicked, with the goal
to generate realistic cytoplasm textures, through the use of cloth sim-
ulation [64]. The cloth simulation process used for cytoplasm texture
generation is visualized in Figure 7.8. For the purpose of the simulation,
it is assumed that the cytoplasm initially has an elliptical shape that is
deformed into the shape it is found in on a Pap-smear. Starting with a
circular mesh (a dense graph structure used in computer graphics) the
cloth simulation will apply deformations until the mesh’s outer profile
matches the shape previously generated using the FSD method. The
simulation will produce realistic wrinkles in the mesh that, when ren-
dered, can be used as a base texture for the cytoplasm. This texture will
then be complemented with the addition of a thresholded power law
noise and some random line structures to add more variety.

Unlike Paper II, object distribution is not achieved using a uniform
distribution. Instead, a method known as rejection sampling [65] has
been used. With rejection sampling, a randomly drawn image coordi-
nate pair will be accepted (or rejected) with a certain probability. This
probability is obtained from a weight map, i.e., an image containing
values for each pixel in the range [0, 1] (see Figure 7.9). Using weight
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Figure 7.9. Result of rejection sampling (bottom row) based on two weight
maps (top row).

maps, object distribution can be controlled and thus tailored to, e.g.,
generate tight cell clusters or swaths of cells across the image.

Since light transmission lies at the heart of the bright-field modality,
the transmissive characteristics of phantoms have been simulated. As
was covered in Chapter 3, when light from a microscope’s light source
passes through the specimen, some of it will be absorbed. This be-
haviour can be linked to the absorbance value of the tissue that the light
passes through. To mimic this, each phantom is assigned an absorbance
value. When forming the final phantom image, the accumulated ab-
sorbances of the phantoms placed in the image will be subtracted from
the background according to the Beer-Lambert law (see Equation 5.2).

The point spread function is, as was the case in Paper II, approxi-
mated by convolving the phantom image with a Gaussian kernel. How-
ever, unlike the previous method, each phantom is also associated with
a depth value. This is done to add out-of-focus objects to the simulation
and thus increase the realism. Objects assigned to a focus level outside
the defined in-focus level, will be blurred proportionally with how far
out of focus the object is using a Gaussian kernel. Both the PSF and
out-of-focus blurring were quantitatively optimized to match the refer-
ence system as closely as possible. Furthermore, aside from the Poisson
noise, also used in the previous framework, an uncorrelated Gaussian
noise was added to the signal detection simulation. Gaussian noise is a
documented side effect of the A/D-converter [66].
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The simulation framework was validated with a user study involv-
ing individuals with extensive experience from Pap-smear images. The
study showed that, to a large extent, the simulated images were realistic
enough to be classified as real images by the users. In Figure 7.10, a sim-
ulated image can be seen and compared to one of the images from the
reference dataset. The framework in Paper V constitutes a highly flexi-
ble approach to simulating bright-field images. By changing or adding
new reference data, the system could relatively easily be adapted to new
requirements. Unfortunately, the number of parameters for the simula-
tion is still quite high. However, unlike the method in Paper II, most
parameters used in this framework, e.g., transmissive characteristics of
specific objects, are related to information that is easily obtainable from
the reference material.

7.4 Classification of debris objects (Paper III)
As was discussed in Section 5.4, a major problem for automated screen-
ing systems is the sheer number of artefacts (blood cells, overlapping
and folded cells, bacteria, etc.) that interact with and/or obscure the
nuclei that are of critical importance to the classification task. In Pa-
per III, an approach to filter out unwanted objects (debris) from a seg-
mentation result is presented.

The method uses a sequential classification scheme where simplistic
object descriptors are used in early stages to eliminate the bulk of the
debris objects. Later stages use more complex, and computationally
more expensive, features to remove more difficult objects. A flowchart
for the method is shown in Figure 7.11. The method was developed and
partly evaluated using segmentation results obtained using the method
developed by Bujy et al. [67].

There are two main benefits gained from the sequential approach
used for the debris removal method. Firstly, it allows for a lower dimen-
sional decision to be made at each stage, thus reducing the negative
effects related to high dimensional data such as the curse of dimension-
ality [68]. Secondly, computationally heavy descriptor calculations are
reserved for later stages in the pipeline where fewer objects remain.

As can be seen in Figure 7.11. The method removes debris objects
from a segmentation result using five principal steps. At each stage
specific features or feature sets are used, designed to capture certain
object characteristics. The descriptors used at each stage are:
Area: For this method, the object area is only used to enforce a mini-

mum size threshold for segmented objects. Since malignant cells
express a polyploid behaviour they tend to be larger than normal
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Figure 7.10. Top: Reference image used for development of method described
in Paper V. Bottom: An example of a simulated image optimized to match the
reference image.
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Figure 7.11. A schematic representation of the method presented in Paper III.
Based on an initial segmentation result, debris objects are removed based on
five principal classification stages.

cells. This behaviour makes it difficult to define an upper size
threshold that does not systematically eliminate diagnostic cells.

Basic shape: For shape recognition, Fourier shape descriptors (see Sec-
tion 2.3.3) were used in conjunction with the well known P2A
(perimeter2 / area) feature.

Elliptical deviation: To calculate an object’s elliptical deviation, an ob-
ject profile is generated by integrating all pixels rows perpendicu-
lar to the principal axis (see Figure 7.12). A feature score can then
be obtained using the root mean square error (RMSE) to calcu-
late the difference between the object profile and a perfect ellipse
profile.

Zernike texture: Regional Zernike moments (RZMs) are powerful tex-
ture measures developed by Sintorn and Kylberg [69]. They are
a combination of the general local filter operator and the well
known Zernike moments (ZMs), a set of complex moments, or-
thogonal on a disk, whose magnitude can be used as a rotation in-
variant image descriptor [70]. Sintorn and Kylberg have showed
that RZMs outperform many well known texture measures with
regard to descriptive power.

Intensity deviation: Variations in staining intensity is, as was discussed
in Chapter 5, a common problem for Pap-smears. This fact makes
intensity thresholds impossible to use on an inter-sample basis.
However, at this stage of the pipeline (Figure 7.11) the large ma-
jority of objects remaining are nuclei. Therefore, it is possible to
generate a representative distribution of average nucleus intensity
for the specimen. Outliers from this distribution will then be re-
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Figure 7.12. Generating a density profile of a segmented object and comparing
the result with the profile of a perfect ellipse.

moved as debris. The strength of the distribution will increase as
more image fields are analysed on a specimen.

Where applicable (where the number of descriptors >1) a Bayesian
quadratic classifier is used for the classification.

The method was validated on three different datasets. The first dataset
consisted of 12,000 objects of which 6,000 were cell nuclei, 4,528 nor-
mal and 1,472 malignant, acquired from the dataset described in Sec-
tion 7.1.1. The remaining 6,000 were debris objects, obtained by apply-
ing the segmentation algorithm created by Bujy et al. [67] to a number
of randomly selected fields of view and then manually annotating the
results. The inclusion of malignant cells is very important to ensure that
malignant cells are not systematically filtered out as debris by the algo-
rithm. From this dataset, 4,000 objects (2,000 nuclei), were randomly
chosen and used for parameter optimization. The remaining objects
were then classified.

The second and third datasets were both generated from 54 fields of
view obtained from standard Pap-smears and specimen prepared using
a liquid-based cytology protocol (see Section 5.3) respectively. The im-
ages were segmented and the debris removal approach described in the
paper was applied to the segmented objects. The results were manually
analysed and any errors noted. In Table 7.5, the results of the validation
can be seen. Furthermore, in Table 7.6, the number of objects removed
at each stage of the debris removal method is listed.

As was discussed in Section 5.4, perhaps the most important char-
acteristic of an automated cytometry system is its specificity. While this
may sound counter-intuitive, the fact remains that any system unable to
filter out debris objects at a high enough rate will be flooded with false
positive results that will have a serious negative impact on the overall
classification result. The method described in Paper III has a specificity
of 99.4 % and 99.8 % for datasets 2 and 3 respectively. While this can
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Table 7.5. Classification results for the method presented in Paper III. The results
are divided into correctly and incorrectly classified debris objects and nuclei for
each of the three datasets.

Debris objects Nuclei
True False True False

Dataset 1: 4,000 257 3,743 0
Dataset 2: 11,138 69 1,114 14
Dataset 3: 7,818 13 777 16

For Dataset 1, 963 of the 4,000 nuclei were malignant. Out of these, 817 were correctly
classified as being nuclei (84.8 %).

Table 7.6. Number and percentage of objects being removed at each stage of the
described algorithm. Results based on 18,986 debris objects from 108 fields of
view (56 Pap-smear and 56 LBC).

Algorithm step Remaining
1 2 3 4 5

12,911 5,249 505 194 45 82
(68.00 %) (27.65 %) (2.66 %) (1.02 %) (0.24 %) (0.43 %)

be considered a good result, it still might not be good enough consider-
ing that the amount of objects analysed on a single Pap-smear specimen
generally is counted in hundreds of thousands.

7.5 Field of view grading and cluster detection
(Paper IV)

One of the fundamental issues related to the automated analysis of Pap-
smears using image analysis, is the sheer amount of image data that is
produced. Say that a Pap-smear specimen is to be digitized using the
imaging system described in Section 7.1. Assuming that the interesting
part of a Pap-smear covers an area of 25×50 mm, a total of 20 billion
pixels will be needed to cover the entire sample (with a single in-focus
plane). Add to the scenario a limited time-frame for the operation,
ranging in single digit minutes, and the technical complexity becomes
quite substantial. It is clear that optimizations and rationalizations are
needed.

One alternative for reducing the amount of data produced is to use
liquid based cytology (LBC) preparation techniques (see Section 5.3).
LBC methods typically deposit cellular material in a circle with a di-

71



ameter of around 20 mm. Following the example above, this equates
to around 5 billion pixels, a clear improvement. Unfortunately, these
preparation methods are more complex to perform and come at a sub-
stantially higher cost than the traditional smear specimen, which ren-
ders them inadequate in low cost settings.

A second alternative is to use a two-stage screening approach, where
an initial scan at lower resolution is used to locate regions of interest
that is then scanned using higher resolution. This approach was first
suggested by Poulsen [71] and then implemented in the Diascanner
system [72]. The low resolution scan will identify areas devoid of cel-
lular material, as well as areas where the cells are so densely packed
that no meaningful measurements can be obtained. These can then be
omitted during the higher resolution scan. The use of dual scans has
a high probability of substantially reducing the amount of data gener-
ated. However, the technical requirements can, depending on which
approach is used, lead to high system development and running costs.

In Paper IV, a set of metrics for describing the cellular densities within
fields of view is presented. Furthermore, two algorithms for locating cell
clusters are introduced. Cell clusters can have diagnostic value since
malignant cells tend to cluster more than normal cells. Therefore, a
primary scan should be able to detect the presence of clusters and mark
these for more detailed analysis.

The analysis in the paper is based on a nucleus segmentation method
developed by Moshavegh et al. [73]. This method uses grayscale an-
nular closings to locate nucleus candidates, that are subsequently de-
lineated using a watershed method (see Section 2.3.2). The delineated
objects are then classified as being nuclei or debris. Following the nu-
cleus segmentation, the Voronoi tasselation, Delaunay graph, Gabriel
graph and minimum spanning tree graph are generated using nucleus
centroids as vertices (see Section 2.3.5). These are then used as the
foundation for the field of view grading and cluster detection.

7.5.1 Field of view grading
The metrics for cell population density estimation are based on the par-
titioning of each field of view into low (LDR), medium (MDR), and high
density regions (HDR). These labels were defined as follow:
Low density: Empty or very scarcely populated areas. These regions

can most likely be ignored when performing a second level analy-
sis.

Medium density: Regions containing a relatively large number of evenly
distributed free-lying cells. These are the regions that are likely
most interesting for subsequent high-resolution analysis.
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High density: Regions containing very large number of nuclei distributed
in dense sheets or clusters. Usually a large degree of nucleus de-
formation and overlapping is seen. Special care needs to be taken
during the analysis of these areas.

The different regions are found using information gathered from the
Voronoi tessellation and the Gabriel graph. Low density regions are lo-
cated by thresholding the areas of the Voronoi cells. Voronoi cells with
an area larger than the threshold are considered as being low density.
Following this basic partitioning, vertices on the edge of low density
areas are considered in more detail. At the boundary of two density
regions, the Voronoi cell area can be an unreliable feature. There-
fore, information obtained from the Gabriel graph is factored into a
re-evaluation of the labelling of border-vertices. After this, a convex
hull can be constructed based on the vertices belonging to medium and
high density areas.

The next step involves the detection of high density regions. Again,
this is achieved through the use of thresholds of Voronoi cell areas. A
similar evaluation of vertices on the boundary of the high density area
using the Gabriel graph is made. However, at this point the average
intensity of the corresponding Voronoi cells is also included in the deci-
sion strategy. Darker Voronoi cells are deemed more likely to belong to
high density areas and this information is thus included in the decision.
Finally, a convex hull is constructed around the high density vertices,
leaving the remaining areas to be classified as medium density.

Based on the partitioning result above, four image descriptors have
been developed that can be used to grade a field of view:
Descriptor 1: Number of nuclei belonging to low and medium density
regions relative to the number belonging to the high density region.

[#nuclei in MDR] + [#nuclei in LDR]
[#nuclei in HDR]

(7.2)

Descriptor 2: Fraction of area that is classified as being low density
relative to medium and high density.

[LDR Area]
[MDR Area] + [HDR Area]

(7.3)

Descriptor 3: Fraction of area that is classified as being medium density
relative to low and high density.

[MDR Area]
[LDR Area] + [HDR Area]

(7.4)
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Table 7.7. Descriptor scores for three images chosen as good representatives for
the defined density types.

Descriptors
1 2 3 4

High density image 0.60 0.56 0.61 0.35
Medium density image 5.94 0.08 5.93 0.07
Low density image 42.00 59.03 0.02 0.00

Descriptor 4: Fraction of area that is classified as being high density
relative to low and medium density.

[HDR Area]
[LDR Area] + [MDR Area]

(7.5)

To validate the descriptors, they were calculated from 30 images,
manually selected to be classifiable as being 10 low density, 10 medium
density and 10 high density examples. The resulting descriptor scores
showed a promising separation for the different classes. In Table 7.7,
the scores for three of the images, representing the three defined density
types, are shown (please refer to Paper IV for remaining values).

The presented descriptors represent a promising approach to image
field grading. However, further validations, performed on an extensive
dataset are needed to draw more concrete conclusions.

7.5.2 Cluster detection
Two methods for detecting cluster are presented in Paper IV, one based
on the Delaunay graph and one based on the minimum spanning tree
graph. Following the graph construction, both methods perform a thresh-
olding that splits the graphs into initial clusters. These clusters are then
grown in a controlled fashion to include neighbours that fulfill certain
criteria. As a final step, both methods remove connected components
that contain few vertices.

For the minimum spanning tree approach, both thresholds and clus-
ter growth are dependent on edge lengths. Edges are removed during
the initial clustering if they are longer than a certain threshold. Sim-
ilarly, neighbours are added to a growing cluster if the length of the
edge connecting them to the cluster is not too divergent with respect to
the average edge length for the cluster. The Delaunay triangulation ap-
proach shares a similar behaviour, only instead of edge length the area
and perimeter of the triangles in the graph are used as criteria.
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Figure 7.13. Resulting cluster detection for the minimum spanning tree (left
image) and the Delaunay triangulation (right image) methods. The black line
surrounding the cluster is an experts manual delineation.

In Figure 7.13, a clustering example using the two methods can be
seen. The cluster detection methods were validated using 48 images
containing clusters. Each cluster in the images was manually delin-
eated prior to analysis, to enable statistics on the detection rate of nu-
clei belonging clusters to be gathered. The methods’ performance were
measured based on their ability to correctly identify nuclei belonging to
a cluster (sensitivity) and, conversely, their ability to correctly identify
nuclei that are not members of a cluster (specificity). The results of the
validation can be seen in Table 7.8. Included in the table is also the
results generated when taking the intersection or the union of the two
vertex sets obtained from the different methods.

Both clustering methods presented above have been shown to be pro-
ficient at detecting clusters present in images. Regarding the more pre-
cise detection of the sets of nuclei that make up the clusters, some room
for improvement still remains. The minimum spanning tree approach is
hampered by a tendency to create chains ranging away from the clus-
ter (see Figure 7.13), whereas the Delaunay approach tends to be too
conservative. By combining the resulting sets an improved result can
be achieved, although it seems that using a more integrated approach
throughout the entire pipeline is necessary to improve results further.
Experience from development of the methods also shows the impor-
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Table 7.8. Descriptor scores for three images chosen as good representatives for
the defined density types.

Method Specificity (%) Sensitivity (%)

Minimum spanning tree 89.8 87.3
Delaunay triangulation 89.8 81.3
Intersection 94.1 75.7
Union 85.5 92.8

tance of having a correct segmentation result to base the graphs on. For
those examples where clusters are completely missed, a failure to detect
the individual nuclei was usually the cause.
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8. Discussion and conclusions

This thesis has addressed a few important aspects of the overall problem
of creating a cost-effective automated screening system. In this chapter,
a few observations, gathered as work has progressed, will first be dis-
cussed. Then, a summary of the thesis will be given, followed by some
concluding remarks.

8.1 Understanding the cervical cell nucleus
As was mentioned in Section 4.2, cervical cancer is a result of an HPV
infection that ends up interfering with the genome of the cells, leading
to uncontrolled cell proliferation. For each new generation, more dam-
aged DNA will accumulate inside the nuclei of the cells [32]. It is these
changes that can be observed when reviewing cellular material pre-
pared using the Papanicolau procedure described in Section 5.1. In the
nucleus, DNA combines with histone proteins to form chromatin. These
complexes serve to condense the DNA, prevent damage and control
gene expressions [31]. Through the staining process, haematoxylin dye
is attached to the chromatin, making it visible for inspection through a
microscope. As is seen in Figure 5.2, the stained chromatin produces
a texture that is related to its distribution throughout the nucleus. The
analysis of this texture forms a central part in the development of most
automated cytology systems.

High-grade cancerous changes in nuclei are relatively easy to distin-
guish visually, due to a significant change in overall morphology caused
by many accumulated chromosomal mutations. However, early malig-
nant changes are much subtler in their appearance and require a de-
tailed analysis of the chromatin distribution. Many suggestions for how
to quantify the texture characteristics of cervical cell nuclei have been
published, e.g., [14, 15, 29, 74–76]. However, since texture measures
found in these publications are applied to bright-field microscopy im-
ages, acquired measurements will represent a projection of the chro-
matin distribution in the nucleus. The quality of this projection is nat-
urally dependent on the microscope and camera configuration. To pro-
duce results that are useful for the task of separating pre-malignant
from normal nuclei, it is of highest importance that texture measures
are applied to nuclei that are imaged in as perfect focus as possible.
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Figure 8.1. Comparison of the nuclear texture when in focus (left image) and
when badly focused (right image).

Measurements taken from out-of-focus data will naturally not consti-
tute a correct representation of the subject. In Figure 8.1, a comparison
between nucleus texture that is well focused and the same texture when
out-of-focus is shown.

However, even if nuclei are imaged with as good focus setting as a
system will allow, the resulting image still represents a two-dimensional
projection of a three-dimensional structure. A question that arises in the
face of this fact is: "Could classification results based on nuclear texture
be improved if the three-dimensional distribution of DNA was taken into
account?".

In [15], Mehnert showed that using only one feature, called chro-
matin margination, the presence of MAC (see Section 5.4) could be de-
tected. The margination of chromatin refers to a phenomenon observed
for cancerous cells, where the DNA of the nuclei is pushed toward and
against the nucleus membrane [15]. The chromatin margination fea-
ture, presented by Mehnert, quantifies how the chromatin of the nu-
cleus is distributed relative to the boundary of the cell. Analysing the
radial DNA distribution has also been used for detecting cancer in other
cell types. In [77], Nielsen et al. showed the usefulness of radially
dependent texture analysis for the detection of cancer in liver cells.

Margination is one type of feature that possibly could benefit from the
addition of a three-dimensional representation of the nuclei. Logically,
the margination phenomenon will occur in all directions of a nucleus,
including the directions that lie in parallel with the light-path of the
microscope. For the data acquired within the scope of this thesis (de-
scribed in 7.1), several focus levels have been acquired for each field of
view. It is possible that, by combining information from different focus
levels, more information regarding the chromatin distribution can be
extracted. Some preliminary studies following this hypothesis has been
performed outside of the work that has been presented in this thesis.
Unfortunately, these early trials were not able to produce any conclu-
sive signs of improved classification rates. Instead, it was observed that

78



the major benefit of data acquired as focus stacks, was the availability
of texture imaged in perfect focus for all nuclei in a field of view.

Another application where focus stack information can be useful is
debris removal. Debris removal was the topic of Paper III, but other
than using the focus stack to obtain in-focus images, the extra infor-
mation was not used in that work. Overlapping extracellular material
can cause normal nuclei to be classified as being malignant. Detecting
such occurrences is a potential extension to previous work and for such
classifications focus stacks could prove valuable.

8.2 Thesis project context
The project that form the setting for this thesis has included a number
of studies where other researchers are main author and the author of
this thesis is co-author. These papers are listed in the preamble under
the heading "Related work".

In addition to scientific papers, the joint project work has also re-
sulted in a conceptual prototype system that has been used to system-
atically screen more than 1,000 specimen. A modified version of the
CellMarker software, presented in Section 7.1.1, has continuously been
used during this development process to obtain ground truth data. Also,
synthetic images, generated using the method described in Paper II,
have been used for method development and evaluation. The segmen-
tation method presented in Paper I, has proved to produce promising
results. Unfortunately, in its current implementation, it is too compu-
tationally expensive for screening purposes and thus needs to be opti-
mized before being fully included in an analysis pipeline. Later contri-
butions found in this thesis, such as the debris removal approach de-
scribed in Paper III and the field of view analysis methods described in
Paper IV have yet to be incorporated in the integrated system architec-
ture.

The current system only analyses around 10 % of a specimen’s area.
Image acquisition, at this early stage, is still a manual process, which
is time consuming. Also, a 40x objective is currently used, resulting in
high resolution images but also in lower coverage leading to large num-
ber of image fields that need to be analysed to cover a smear. An impor-
tant future study will be to decide an optimal resolution for the system.
This is a complicated problem where image resolution, digital as well
as optical, as determined by numerical aperture, optical magnification
and camera pixel size, work together to determine coverage and over-
all time consumption for screening a certain specimen area. This will
be an important factor, influencing the overall cost effectiveness of the

79



final system. The multi-resolution dataset, described in Section 7.1.2,
has been acquired as a basis for this study.

Although the suggested system is still at an early development stage,
specimen classification rates have already surpassed the project’s target
levels with regard to sensitivity and specificity. This gives great hope for
the development that is to take place following the conclusion of this
thesis work.

8.3 Summary
In this thesis, a set of methods aimed toward specific problem areas
related to automated cervical cancer screening have been presented.
The contributions can be divided into two main categories: methods for
analysing Pap-smear images (Papers I, III, IV) and methods for creating
realistic synthetic data (Papers II, V). Paper VI is a technical report ex-
plaining the structure of the multi-resolution dataset. This falls outside
of the above mentioned categorization.

In Paper I, a method for closing gaps in edge detection results was
presented. The method uses anisotropic dilation based on Riemannian
geometry to propagate edges with regard to the underlying image topol-
ogy. The method was included in an edge based segmentation algorithm
that was subsequently applied to nucleus segmentation. Regardless of
the quality of the segmentation algorithm, unwanted objects (debris)
will still be included in a segmentation result. Paper III presents a clas-
sification scheme for removing debris (see Figure 5.5) from an initial set
of segmented objects. The method relies on a selection of objects de-
scriptors, designed to extract information regarding objects’ shape and
texture. These descriptors are arranged in five sequential classification
steps and paired with simple classifiers at each stage. The use of a
sequential classification scheme, means that a lower dimensional classi-
fication is performed at each stage of the algorithm. Also, the approach
allows for computationally more expensive measures to be placed later
in the pipeline, where fewer objects remain to classify.

Digitizing a Pap-smear is a process that results in billions of pixels
being produced. Optimizing this process is a critical task when trying
to reduce the time required to analyse a specimen. In Paper IV, a set
of measures for grading the cell density in a field of view is presented.
Based on graph analysis of low resolution images, these measures are
intended to be used to decide which areas of a smear that will be imaged
in maximum resolution. Also in Paper IV, two methods for locating cell
clusters are described. Clusters can have a large diagnostic value due
to the fact that malignant cells, as well as certain cells related to the
specimen quality, often appear in clusters.
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Validation is crucial to all method development. The process of val-
idation does, however, require access to sufficient amount of ground-
truth data, i.e., data where the correct answer is known. Producing this
data can, however, be a time consuming process due to the fact that it
generally requires manual effort by an expert, which limits the amount
that can be generated. The term synthetic data refers to data created
either by measuring a synthetic scene or through a fully digital process.
The benefit with this data is that the ground-truth is known, making
it ideal for method development and allowing for manually generated
ground-truth data to be reserved for final validation. In Papers II and V
two simulators able to create realistic Pap-smear images are presented.
The methods constitute two fundamentally different approaches to syn-
thetic image generation. The framework in Paper II represents a qual-
itative approach based on parametric modelling of the basic objects,
whereas in Paper V, a quantitative approach where measurements ac-
quired from an extensive database is used to synthesise new objects.

8.4 Concluding remarks
Cervical cancer is a disease that annually claims over 275,000 lives. The
fact that a significant number of these deaths could be avoided, through
the introduction of standardized screening efforts, serves as ample mo-
tivation for continued research into methods needed for the creation of
automated screening systems. While semi-automated systems are com-
mercially available today, their prohibitive costs means that rather than
being applied where their impact would be greatest, they are instead
used to marginally improve the efficacy and efficiency of already well
functioning cytology laboratories.

The work presented through this thesis was performed within a project
aimed at creating a low-cost cervical cancer screening system. This sys-
tem is intended to operate as a robust pre-screener, meaning that it will
separate clearly normal specimen from those that require manual analy-
sis. This function will reduce the number of cytotechnologists that need
to be trained to set up a screening system in regions where resources
are limited.

In Section 5.4, an account of various approaches towards automated
screening was given. To date, the majority of these systems have fol-
lowed the rare event paradigm, where every nucleus on a specimen is
supposedly analysed. As was discussed at length, this approach consti-
tutes a cumbersome and noise sensitive approach to automated screen-
ing. One reason for the prominent use of this approach is a requirement
from the medical community, stating that automated systems need to
follow the same operating procedures as a human screener. This con-
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straint can have a crippling effect on the development of robust au-
tomated systems, because of the inherent limitations of computerized
systems. Other search paradigms, such as searching for malignancy as-
sociated changes or measuring the ploidy of a cell population represent
approaches that better conform with the strengths of a computerized
systems. For these, detailed measurements are acquired from a subset
of the cell population, large enough to produce reliable approximations
of the underlying distributions. Decisions, such as the health of the
specimen, can then be made based on the gathered information.

The automation of cervical cancer screening has been an open re-
search topic for around 60 years. As computing power continues to
increase and new image analysis approaches are developed and pre-
sented, the possibility of a low-cost system, able to perform autonomous
analysis, being created keeps increasing. The need is still great.
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Summary in Swedish

Livmoderhalscancer är, globalt sett, den näst vanligaste cancerformen
bland kvinnor. Årligen dör runt 275 000 kvinnor som en följd av sjuk-
domen. Dessa dödsfall är inte geografiskt sett jämnt fördelade, utan
cirka 86 % inträffar i utvecklingsländer. Orsaken till denna obalans är
att det i rikare länder erbjuds proaktiva åtgärder baserade på ett di-
agnostiskt test skapat av Dr. George Papanicolaou på 1940-talet. Med
hjälp av detta test, kallat Pap-test, kan symptomfria cancerförstadier
upptäckas. Detta är värdefullt, då behandling, som inleds innan cancern
har nåt ett invasivt stadium, har mycket bra chans att leda till fullt till-
frisknande. Testet går till så att ett cellprov hämtas från livmoderhalsen
(cervix) och appliceras på ett mikroskopglas. Provet färgas sedan in så
att nyckelstrukturer blir synliga innan det kontrolleras av en specialist
med hjälp av ett mikroskop.

En orsak till att Papanicolaous test inte är tillgängligt i fattiga regioner
är att det behövs tillgång till specialistutbildad personal. Med målet
att minska det behovet har flertalet försök att automatisera analyspro-
cessen gjorts sedan 1950-talet. Tyvärr har inget helt automatiserat sy-
stem ännu konstruerats. Istället har ett antal system som är designade
att assistera cytologispecialisten i sitt arbete utvecklats. Problemet med
dessa system är att de är mycket kostsamma att införskaffa och under-
hålla.

Arbetet som utförts inom ramen för den här avhandlingen är en del
i ett samarbetsprojekt mellan Centrum för Bildanalys, Centre for Devel-
opment of Advanced Computing (CDAC) och Regional Cancer Centre
(RCC), de två sistnämnda parterna i Thiruvananthapuram, Kerala, In-
dien. Målet med projektet är att utveckla ett lågkostnadssystem för
automatiserad Pap-prov analys. Systemet ska ha som funktion att se-
parera klart normala prover från prover som tycks indikera någon grad
av malignitet. Detta kommer inte att fullständigt eliminera behovet av
specialister men belastningen på den befintliga personalen kan minskas.

I avhandlingen beskrivs metoder som har som syfte att bidra till att
lösa vissa nyckelproblem relaterade till det övergripande målet att kor-
rekt klassificera Pap-prover. I Artikel I presenteras en anisotrop dilation-
smetod som används för att sluta hål i ofullständiga kantbaserade seg-
menteringsresultat. I Artikel II och V beskrivs två olika metoder för att
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generera syntetiska bilder som verklighetstroget avspeglar det bildma-
terial som genererats inom projektet. Dessa metoder utgör ett kvalita-
tivt och ett kvantitativt angreppssätt till problemet att skapa simulerade
bilder. De simulerade bilderna är avsedda att användas till utveckling
och preliminär validering av metoder. I Artikel III presenteras en metod
för att sortera ut oönskade objekt från segmenteringsresultat för att
förhindra att egenskapsmått tas från andra objekt än friliggande celler.
Detta är en mycket viktig uppgift, då även små fel kan påverka klassifi-
ceringsresultaten avsevärt. Slutligen, i Artikel IV, har ett antal mått för
att bedöma bildfältskvalité beskrivits. Dessa avses användas för att, i en
initial screening som sker med lägre upplösning, identifiera vilka bildfält
som bäst lämpar sig för analys. I samma papper har även metoder för
att detektera kluster av celler beskrivits. Cellkluster kan ha diagnostisk
betydelse, då maligna celler tenderar att klumpa ihop sig.

Projektet som utgör ramverket för denna avhandling har resulterat
i ett prototypsystem som använts för att analysera över 1 000 prover.
Systemet analyserar i sitt nuvarande utförande endast cirka 10 % av
provets areal. Bildinsamling sker i hög förstoring vilket gör att många
bildfält krävs för att täcka ett prov. Dessutom är bildtagandet fort-
farande en manuell process vilket också begränsar hur stor del av ett
prov som analyseras. Trots dessa begränsningar har projektmålet vad
gäller systemets sensitivitet och specificitet redan uppnåtts. Detta lovar
mycket gott för framtiden.

En av utmaningarna som kvarstår inom projektet är att besluta vilken
förstoring och upplösning som systemet bör använda. Detta är ett kom-
plext problem som bland annat beror på mikroskopobjektivets optiska
förstoring och numeriska apertur såväl som detektortätheten på kame-
rasensorn. För att studera detta problem har ett dataset komponerats av
författaren till denna avhandling. Detta dataset, beskrivet i Artikel VI,
innehåller ett antal bildfält som avbildats i sju olika upplösningar. För
dessa bildfält har även enskilda cellkärnor markerats och segmenterats
för att enkel jämförelse av olika egenskapsmått ska kunna utföras.

Det faktum att över en kvarts miljon kvinnor dör varje år till följd av
en sjukdom som i stor utsträckning går att bota om den upptäcks i tid,
visar på behovet av ett billigt system som enkelt kan transporteras dit
behovet finns. Detta system kommer kräva robusta bildanalysmetoder
för att kunna fungera under suboptimala förhållanden. Metoderna som
presenterats i denna avhandling är bidrag till utvecklingen av ett sådant
system.
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