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In 2012, more than 1.6 million new cases of breast cancer were diagnosed and about half a
million women died of breast cancer. The incidence has increased in the developing world.
The mortality, however, has decreased. This is thought to partly be the result of advances
in diagnosis and treatment. Studying tissue samples from biopsies through a microscope is
an important part of diagnosing breast cancer. Recent techniques include camera-equipped
microscopes and whole slide scanning systems that allow for digital high-throughput scanning
of tissue samples. The introduction of digital pathology has simplified parts of the analysis, but
manual interpretation of tissue slides is still labor intensive and costly, and involves the risk
for human errors and inconsistency. Digital image analysis has been proposed as an alternative
approach that can assist the pathologist in making an accurate diagnosis by providing additional
automatic, fast and reproducible analyses. This thesis addresses the automation of conventional
analyses of tissue, stained for biomarkers specific for the diagnosis of breast cancer, with the
purpose of complementing the role of the pathologist. In order to quantify biomarker expression,
extraction and classification of sub-cellular structures are needed. This thesis presents a method
that allows for robust and fast segmentation of cell nuclei meeting the need for methods that are
accurate despite large biological variations and variations in staining. The method is inspired by
sparse coding and is based on dictionaries of local image patches. It is implemented in a tool for
quantifying biomarker expression of various sub-cellular structures in whole slide images. Also
presented are two methods for classifying the sub-cellular localization of staining patterns, in an
attempt to automate the validation of antibody specificity, an important task within the process
of antibody generation.  In addition, this thesis explores methods for evaluation of multimodal
data. Algorithms for registering consecutive tissue sections stained for different biomarkers are
evaluated, both in terms of registration accuracy and deformation of local structures. A novel
region-growing segmentation method for multimodal data is also presented. In conclusion, this
thesis presents computerized image analysis methods and tools of potential value for digital
pathology applications.
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1. Introduction

One machine can do the work of fifty ordinary
men. No machine can do the work of one
extraordinary man.

ELBERT HUBBARD

American writer and philosopher, 1856 - 1915

1.1 Motivation
Breast cancer is the second most common diagnosed cancer in the world
and, by far, the most frequent cancer among women [1]. In 2012, 1.67
million new cases of breast cancer were diagnosed, which corresponds
to 25% of all cancers. The incidence of breast cancer has increased
in the developing world, mostly due to an increase in life expectancy,
but also due to an increase in urbanization and adoption of Western
lifestyles [2]. The World Health Organization reports that about half a
million women died of breast cancer in 2012 [1]. However, mortality
has declined over the last decades, and breast cancer is now ranked
the fifth cause of death from cancer overall. The decrease is thought to
be the result of advances in diagnosis, improved treatment and earlier
detection through screening [2].

Digital pathology has taken the conventional standard of optical mi-
croscopy into the digital era along with the development of comput-
ers and the exponential increase in computer power. The last decade,
digital pathology has transformed from the use of camera-equipped mi-
croscopes to high-throughput digital scanning of whole tissue samples.
This development not only enables virtual storing and sharing of bio-
logical data, but it also improves the turnaround times for the patient
and enable the pathologists to set the diagnoses based on a much larger
set of diagnostic variables.

The digitization of biological data has enabled the use of computers
assisting in the diagnosis. The dramatic increase of computer power
over the past decades, together with the development of advanced im-
age analysis algorithms, has allowed the development of computer-
assisted approaches capable of analyzing the bio-medical data. Inter-
preting tissue slides manually is labor intensive, costly and involves the
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risk for human errors and inconsistency, while using automated image
analysis can provide additional automatic, fast and reproducible analy-
ses, assisting the pathologist making an accurate diagnosis [3,4].

Challenges in computer-assisted diagnosis include increasing the ac-
curacy and speed for proving a useful outcome, and at the same time
handling the enormous amount of data involved in digital histological
samples [4]. Another challenge is to make the methods accessible for
the pathology community [4]. Many algorithms exist that are badly, if
at all, supported. Also, users of advanced image analysis software often
experience a trade-off between the simplicity of use and the flexibility
for diverse and complex applications.

1.2 Aim and Outline
This thesis aims at introducing new image analysis methods for the anal-
ysis of histological samples, with a focus on breast cancer diagnosis.
The methods range from segmentation and classification of sub-cellular
features to registration of multi-modal histological images and a new
method for segmentation incorporating multi-channel data. Also pre-
sented are two software tools for facilitating the use of these methods
within the pathology or research community.

The outline of the thesis is as follows: Chapter 2, Breast cancer, of-
fers a brief overview of the biological and medical aspects of breast
cancer, including breast cancer diagnosis and computer-assisted diag-
nosis. Chapter 3, Imaging in Histopathology, describes the fundamental
steps for acquiring digital images from tissue samples, including sample
acquisition, sectioning and staining as well as relevant imaging tech-
niques, such as, bright-field microscopy, whole-slide imaging and tis-
sue microarrays. Chapter 4, Digital image analysis, introduces the basic
concepts and methods of digital image analysis relevant for this thesis.
Chapter 5, Methods and applications presents the main contributions of
this thesis in terms of theory, experiments, results and discussions of
the various methods and software tools. Finally, Chapter 6, Conclusions
and future perspectives, summarizes the thesis and presents some final
thoughts about the future of the field. Last in the thesis, Acknowledg-
ments and a Swedish summary can be found.
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2. Breast cancer

This section will give an introduction to the biological and medical pro-
cesses involved in breast cancer. It begins with a brief description of
the breast anatomy and the development of cancer, followed by a short
account on breast cancer diagnosis, computer-assisted diagnosis and
cancer treatment.

2.1 Breast anatomy
The breast is an organ in the human body categorized as an exocrine
gland, referring to its ability to synthesize breast milk. The breast is
mainly made up of fat, connective tissue and hundreds of small struc-
tures, called lobules. Each lobule holds several hollow cavities, the alve-
oli, which are lined with milk-secreting epithelial cells and surrounded
by myoepithelial cells that expel the milk from the lobules into thin
tubes, called ducts. The ducts are linked in a network that is joined to-
gether into larger ducts terminating at the nipple. An illustration of the
anatomy of the breast is given in Figure 2.1.

Figure 2.1. Sketch of the breast anatomy. c©Patrick J. Lynch, medical illustrator;
C. Carl Jaffe, MD, cardiologist / CC BY 3.0 (adapted)
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2.1.1 The cell
The cell is the smallest biological structure that is capable of indepen-
dent existence and is also one of the most diverse structures in the
world. Different types of cells have different functions, and the size
and structure of a cell is connected to its function. Most cells have three
main parts in common: the nucleus, the cytoplasm, and the cell mem-
brane, illustrated in Figure 2.2.

Figure 2.2. Sketch of the cell

The nucleus can be seen as the control center of the cell as it directs
the many activities of the cell. The nucleus also contains the DNA, which
carries the instructions for building proteins that dictate the structure
and function of the cell throughout its life. Through mitosis, cells repli-
cate their DNA during cell division, passing the replica containing all
genetic material to their offspring. The cell is surrounded by a cell
membrane that helps to withhold the cell structure as well as to control
what passes into and out of the cell. The region between the nucleus
and the cell membrane is the cytoplasm, which is filled with fluid and
provides a viscous environment for all intra-cellular components. Some
of the most important functions of the cell, including protein synthesis,
energy production and cell growth, take place in the cytoplasm.

2.2 Development of cancer
In a multicellular organism, cells are committed to collaboration. To
collaborate, the cells need to coordinate their actions. This is done by
sending, receiving and interpreting a highly developed set of extracellu-
lar signals that can be seen as social controls directing each of the cells
how to act [5]. The definition of cancer is any disease in which certain
cells cease to respond to normal stimuli.

An abnormal cell that grows and divides out of control will give rise
to a tumor. A tumor that has spread beyond the layer of tissue in which
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it developed, and is growing into surrounding, healthy tissue, is called
invasive. As long as the tumor cells do not become invasive, the tumor
is said to be benign. A tumor is considered cancer only if it is malign,
that is, if the tumor cells have the ability to invade surrounding tissue.
The invasiveness allows for the cancer cells to break loose, enter blood
or lymph vessels and form secondary tumors called metastases. The ab-
normal cell growth and division together with the invasiveness is what
makes cancers especially dangerous.

Breast cancer is defined as a malignant growth that originates from
breast tissue, mostly from the epithelial tissue of the breast. Epithelial
tissue surrounds the cavities and surfaces of many structures throughout
the body. Its location close to the border between the internal and exter-
nal environments constantly exposes the epithelial cells to mechanical
damage. To be able to replace lost cells and maintain the integrity of the
cell, the epithelial cells have very good proliferative properties. How-
ever, many of the different cancers of the body are in fact the result of
uncontrolled proliferation of epithelial cells. The epithelial cells in the
breast include the milk-secreting cells in the alveoli and the ductal cells
of the ducts. Most tumors of the breast originate from the ductal epithe-
lium, while only a minority originates from the epithelium of the lobule.
Non-invasive breast cancers stay within the milk ducts or lobules in the
breast, whereas invasive cancers grow into or invade the surrounding
healthy tissues or beyond the breast establishing tumor sites at other
locations throughout the body. Most breast cancers are invasive.

The major risk factors for breast cancer are the female sex and old
age. Other important factors include late first child birth, nulliparity (no
child birth), late menopause [2] and genetics. Some studies also show
evidence of alcohol drinking being a risk factor [6], whereas breastfeed-
ing and physical activity have shown to reduce the risk of getting breast
cancer [7,8].

2.3 Breast cancer diagnosis
Diagnosing breast cancer is a multidisciplinary effort. The majority of
cases of abnormalities in the breast are detected by screening imag-
ing such as mammography, magnetic resonance imaging (MRI) or ul-
trasound. If an abnormality is detected, further diagnostic procedures
are followed in the form of physical exams, laboratory tests and fur-
ther imaging studies. The purpose of the various tests is to determine
whether the lesion is benign or malign, and if malign, to determine the
stage and grade of the cancer in order to estimate the overall clinical out-
come and prognosis, and predict how a patient will respond to certain
therapies.
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2.3.1 Cancer stage
The stage refers to the spread of the cancer and is determined through
cancer staging, which takes into consideration the size of the tumor and
the presence of lymph node or distant organ metastases. The stage is
an important factor for the prognosis and can also guide the pathol-
ogist through the different treatment options. Cancer staging can be
divided into clinical stage and pathologic stage. Clinical stage is based
on all information obtained before surgery, e.g., using physical tests and
mammography. Pathologic stage is based on the study of removed tu-
mor tissue or lymph nodes.

2.3.2 Cancer grade
The grade of a cancer is representative of the “aggressiveness” of the
tumor, where a low grade is considered less aggressive than a high.
The grading is typically performed on a tissue sample of the tumor.
The tissue sample can be acquired using a type of surgery called core
needle biopsy, where a small needle is used to extract a thin core of
tissue from the tumor. The removed tissue sample is then processed
and cut into thin sections that are stained with dyes for revealing the
structures and/or certain cellular events. The examination of tissue in
order to the manifestations of disease is referred to as histopathology
and is further described in Section 3. Cancer grading is often based on
the examination of tissue sections stained with Haematoxylin and Eosin
(H&E), which is a stain that reveals some of the relevant structures of
the tissue. An example of a tissue section stained with H&E can be seen
in Figure 2.3 below.

The pathologist uses standardized grading systems for determining
the grade. For breast cancer, the most used and recommended system is
the Nottingham system, in which the breast cancer grading is determined
using the following criteria:

• Tubule formation: The percent of normal duct structures within
the tumor.

• Nuclear grade: A grade based on the abnormality in size and
shape of tumor cells compared to normal cells. A higher grade
is given to cells that are larger, darker and more irregular than
normal cells.

• Mitotic rate: A measure of the rate of which the tumor cells are
growing and dividing. The mitotic rate is calculated as the aver-
age number of cells undergoing mitosis, so called mitotic figures,
in at least 10 high-resolution field-of-views of H&E stained tissue
sections.
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A grade from 1-3 is given for each category and added together to give
a final overall score and corresponding grade.

2.3.3 Biomarker testing
Another important aspect of cancer evaluation of histological samples
is biomarker testing. Biomarkers are indicators of a biological state or
condition and can be prognostic and/or predictive.

Two of the most common predictive biomarkers relevant for breast
cancer diagnosis are ER (Estrogen receptor) and PgR (progesterone re-
ceptor) proteins, whose expression in a tumor indicate that the patient
will likely benefit from hormone therapy. The expression of ER and
PgR is evaluated using a staining technique called immunohistochem-
istry, which is further described in Section 3.3. A tumor is considered
ER- and PgR-positive if ≥ 1% of the tumor cell nuclei express the corre-
sponding proteins. An example of a tissue section stained for ER can be
seen in Figure 2.3 below.

Another both prognostic and predictive biomarker is HER2 (Human
Epidermal growth factor Receptor 2), which has shown to play an im-
portant role in the development and progression of certain aggressive
types of breast cancer. HER2 expression is associated with higher risk
of recurrence. However, it also predicts that the patient will more
likely benefit from certain chemotherapies or other therapies that target
HER2. A specimen is considered HER2-positive if more than 30% of the
cell membranes within the tumor show uniform intense staining. An
example of a tissue section stained for HER2 can be seen in Figure 2.3.

Figure 2.3. Examples of histological staining. Left: H&E standard stain where
the chromatin in the nuclei are stained in a purple-blue color, and the cytoplas-
mic material and connective tissue are stained pink to give contrast. Middle:
Immunohistochemical staining for the ER protein. Brown nuclei are ER-positive,
blue nuclei are ER-negative. Right: Immunohistochemical staining for HER2.
Brown cell membranes are HER2-positive.
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Being the expert on the structure of cells and tissues, as well as the
biochemistry, physiology and biophysics of these structures, it is the role
of the pathologist to assess the expression of biomarkers. Examining
histological samples typically involves the use of a microscope, often
combined with a digital camera linked to a computer and a monitor
for viewing the sample. The availability of a computer opens up the
possibility to use a computer-assisted approach to the diagnosis. The
increase in the use of different computer algorithms and tools for an-
alyzing medical images has led to a whole new research field, called
computer-assisted histopathology.

2.4 Computer-assisted diagnosis in histopathology
Computer-assisted diagnosis (CAD) refers to the procedures in medicine
where computer algorithms and programs assist physicians in the inter-
pretation of medical images. Since its early days in the late 1960s,
and especially during the last 20 years, CAD has evolved into a fre-
quently used research tool and has been implemented in many clinical
practices for various imaging techniques such as mammography, radio-
graphy, computer tomography (CT) and magnetic resonance imaging
(MRI). CAD is becoming one of the major research areas in medical
imaging and has been the inspiration for significant advances in many
areas including image processing, machine learning, user interfaces and
clinical systems integration. Within histopathology, CAD systems are
getting more frequent and increasingly crucial in cancer identification
and analysis [9].

Challenges in manual diagnosis
Working with histological images is considerably different from, for ex-
ample, radiology images. Histological samples contain large numbers of
cells and other structures that are widely and unevenly distributed and
surrounded by many different types of tissue. Hence, the manual in-
terpretation of histological images is time-consuming and requires a lot
of skill and experience. Studies show that the interpretation and scor-
ing of stained specimens using the microscope is not only labor-intense
but also a highly visual and subjective process [10, 11]. Despite efforts
of standardizing the scoring processes, the inter- and intra-observer re-
producibility of histopathological scoring by pathologists are not op-
timal [12–15]. Also, with the growing role of molecular biomarkers,
quantitative studies are somewhat limited to the practical limitations
involved in classical manual microscopy. The use of computer-assisted
analysis of histological images, stained using immunohistochemistry or
in situ hybridization techniques, has been suggested as a promising way
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to reduce these problems, as employing computers allows both automa-
tion and consistent interpretation [16–18].

Computer-assisted methods
As described in the previous sections, identifying certain histological
structures, such as tumors, cell membranes or nuclei, is one of the pre-
requisites to cancer grading in histological images. Quantitative and
qualitative data regarding the presence, extent, size and shape of these
structures are important indicators for treatment prediction and progno-
sis. The combination of the dramatic increase in computational power,
high-quality digital cameras and whole slide scanners with the improve-
ment of image analysis algorithms during the last decade, has allowed
the development of many powerful computer-assisted approaches to
histological data [4]. The methods can not only offer successful and
robust quantification of protein expression, but also objectivity and re-
producibility. Image analysis is now an approved method for quanti-
fying biomarker expression in several official guidelines for biomarker
testing [19, 20]. Automatic grading of biomarker expression of ER,
PgR and HER2 and automatic calculation of the mitotic rate are some
examples of computer-assisted approaches using digital image analy-
sis [10,21–23]. Most methods focus on the segmentation of biomarker
expression and quantitative features that can be translated to relevant
grading systems.

Challenges in computer-assisted methods
For many of these methods the problem persists that they are not made
accessible for the pathology community, partly because they are either
complex, difficult to use or poorly, if at all, supported. Also, users of
advanced image analysis software often experience a trade-off between
simplicity of use and flexibility for diverse and complex research appli-
cations. One major challenge lies in making the digital image analysis
techniques available and incorporated into the daily workflow of the
pathologist or cancer researcher.

Another challenge lies in the enormous size of histological images,
where a single image of a normal-sized specimen, such as the one shown
in Figure 3.1, captured using a whole slide scanner (Section 3.4.2) and
digitized at 40× resolution, can be more than 10 GB large. That is
roughly 500−1000 times more data than an image from a standard dig-
ital single-lens reflex (SLR) camera. The available data keeps increas-
ing with the rapid growth of the digital microscopy field, driven by the
need for high-throughput systems to accompany recent developments
in microscopy imaging, such as the automated whole slide scanning
systems [16] and tissue micro-arrays, described in Section 3.4. This
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puts new demands on both data handling and the digital image analy-
sis methods for analyzing the images within a reasonable time.

The methods and tools presented in this thesis are highly relevant
for the analysis of histological images, with a focus on the quantifica-
tion of biomarkers, using immunohistochemical methods, for diagnos-
ing breast cancer. For example, one method focuses on the segmen-
tation of sub-cellular structures, such as the nuclei or cell membranes,
and another on classifying different staining patterns. Other methods
focus on multimodal data, such as a method for automatic alignment of
consecutive sections of differently stained tissue sections and methods
for incorporating multimodal data for a more robust segmentation. The
thesis also presents a newly developed research tool that allows sub-
cellular quantification, where the focus has been to combine a simple
and intuitive interface with methods that are fast and robust for han-
dling the biological variations of histological samples. The methods and
tools are further described in Chapter 5.

2.4.1 Treatment
Cancer can be treated in many different ways, depending on the cancer
type, its location and whether it has spread or not. Treatment is given
with the aim of either curing or controlling the cancer or for relieving
the symptoms. Often, more than one type of treatment is given. The
most common types of treatments for breast cancer are:

• Surgery: The two types of surgery used for the treatment of breast
cancer are lumpectomy, where a cancerous tumor and a surround-
ing margin or normal tissue is removed for treatment or diagnosis,
and mastectomy, where the entire breast is removed.

• Hormone therapy: A therapy that alters the way the hormones
that occur naturally in the body affect cancer cells. It is relevant
for breast cancers that are hormone receptor positive and is often
prescribed for the prevention of recurrence of the cancer. The hor-
mone therapy medications work by blocking the hormone recep-
tors on the breast cancer cells, preventing hormones from binding
to receptors that stimulate growth. Two common hormones re-
lated to breast cancer are estrogen and progesterone.

• Radiotherapy: A cancer treatment that uses radiation for the de-
struction of cancer cells by damaging the DNA. It is a common
treatment after surgery to lower the risk of the cancer recurrence
by destroying the cancer cells that may be left in the breast.

• Chemotherapy: A therapy that uses drugs to weaken and de-
stroy cancer cells in the body. Chemotherapy is a systemic ther-
apy, which means that it affects the whole body. Chemotherapy
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can be given both before surgery, where it can shrink large tumors
enabling less extensive surgery, or after surgery to kill the cancer
cells that are left.

• Biological therapies: Therapies that use substances that occur
naturally in the body to destroy the cancer cells. One such example
is Herceptin, which targets the HER2 protein mentioned in Section
2.3.

One of the key issues in the treatment of cancer is the early detection
of the disease. In many cases, this is essential for a positive outcome.
Often, cancer is detected in its later stages when it has compromised the
function of one or more vital organ systems and is widespread through-
out the body. To overcome this issue, some countries have introduced
screening programs where patients are regularly examined before any
signs or symptoms of cancer have occurred. The most common exam-
ples of screening programs for the prevention breast cancer are using
mammography or breast self-examination (BSE).
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3. Imaging in Histopathology

This chapter will briefly describe the main steps for acquiring digital
images from tissue samples, including tissue preparation and the imag-
ing techniques relevant for this thesis such as bright-field microscopy,
whole-slide imaging and tissue microarrays.

3.1 Histopathology
Histopathology refers to the examination of tissue in order to study the
manifestations of disease. The name Histopathology is derived from the
Greek word for tissue = Histos, disease = Pathos and Logos = the study
of [24]. Histopathology generally involves samples of tissue, in contrast
to cytopathology, which studies samples of free cells or tissue fragments.
Histopathology can also often yield a more comprehensive view of the
disease since the underlying tissue architecture is preserved.

As mentioned in Chapter 2, a histopathological evaluation of tissue
samples is critical to many applications, e.g., discovery of biomarkers,
treatment planning in a clinical practice, or cancer research. Character-
ization and quantification of biomarkers within the tissue plays a major
role in that evaluation.

3.2 Tissue preparation
Before the pathologist can examine the histological sample through a
microscope or on the computer screen, it has to be prepared. The main
steps of the tissue preparation process are: collection, fixation, embed-
ding, sectioning, and staining. The different steps are illustrated in Fig-
ure 3.1.

3.2.1 Collection and fixation
Histopathological examination of tissues typically starts with surgery or
biopsy. The tissue is removed from the body and placed in a fixative.
The goal of the fixation is to prevent decay and to stabilize the tissue
and the cell components to maintain a cellular structure as close to the
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Figure 3.1. The main steps of tissue preparation in histopathology. The tissue
sample is collected using a core needle biopsy (top-left). The sample is then em-
bedded in paraffin wax (top-right) in order to allow cutting thin sections. The
thin steel knife of the microtome cuts the embedded sample into thin sections
(bottom-left). Finally, the sample is stained (bottom-right) in order to add con-
trast or reveal certain structures or events.

native state as possible. The fixation must also immobilize the antigens
in the cells as well as maintain the antigenicity, i.e., the ability of the
antigens to bind to the antibodies involved in the staining process, as
described in Section 3.3.1. For light microscopy and immunohistochem-
istry the most commonly used fixative is formalin.

3.2.2 Embedding and Sectioning
Sectioning of the sample is necessary to produce sufficiently thin slices
for the details of the structures of the tissues and individual cells to
be clearly visible through the microscope. In order to allow cutting
thin sections of the tissue sample, the fixation is followed by embed-
ding, in which water is removed from the tissue and replaced with a
medium that solidifies the sample, e.g., paraffin wax. The sectioning of
the paraffin block takes place in a microtome, where a thin steel knife
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is used to cut the tissue sections. The thickness of the sections varies
but for immunohistochemistry they are typically between 3-5 μm thick.
The sections are then mounted on microscope glass slides.

3.2.3 Staining
Unfortunately, living tissues are transparent, or at least colorless, un-
der a microscope. Without adding contrast, it would be difficult or im-
possible to distinguish structural details. To obtain contrast, the tissue
sections have to be stained. A common way of staining is by using
a principal stain for highlighting particular features of interest and a
counterstain with a contrasting color to the principal stain. The coun-
terstain makes it possible to see the tissue morphology and to more
easily identify the location of the primary stain.

Staining techniques can either be non-specific, where most of the
cells are stained in the same way, or specific, where particular chemi-
cal groupings or molecules within cells or tissues are stained selectively.
The most commonly used stain in histopathology is H&E, which is a
combination of the two compounds Haematoxylin and Eosin. H&E is a
useful all-purpose stain that is quick and easy to use. It is a non-specific
stain that is primarily used to visualize structural features of the tissue,
but a skilled pathologist can use it to examine the morphological char-
acteristics and distribution patterns of nuclei, thus forming the basis of
the cancer diagnosis. An example of a tissue sample stained with H&E
was shown in Figure 2.3 in Section 2.3.3. Other more advanced stain-
ing techniques are mainly used for highlighting specific categories of
cells and tissue components or for visualizing particular cellular events.
Two of the most common advanced staining techniques are immunohis-
tochemistry and in situ hybridization. As the quantification of immuno-
histochemical staining is the focus of this thesis, a brief description of
the technique follows in Section 3.3.

3.3 Immunohistochemistry
Immunohistochemistry (IHC) refers to the process of localizing and
identifying a molecular antigen in a cell or tissue specimen. The prin-
ciples behind the method have been known since the 1930s and since
then it has been developed into a vital tool that has greatly increased
the ability to identify different categories of cells and it is therefore ex-
tensively used in many research laboratories and clinics. IHC is based
on the concept of antigen-antibody interactions.
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3.3.1 Antigen-antibody interactions
Antibodies are used by the immune system to attack foreign molecules
that enter the body. A molecule that evokes the production of an an-
tibody, that binds to it specifically, is referred to as an antigen. In im-
munohistochemistry, the antigen is used as a molecular marker and is
often a protein that is characteristic of particular cellular events such as
proliferation or cell death.

This interaction between antigen and antibodies can be used to gen-
erate antibodies of clinical interest. For example, if an antigen from
human cells is injected into a rabbit, the rabbit’s immune system will
produce specific antibodies against that antigen. The resulting rabbit
antibodies can then be withdrawn, purified, and applied to human tis-
sue specimen to bind to the antigen. By simple chemical reactions, the
rabbit antibodies can be labeled with a visual marker such as a fluo-
rescent dye or a chromogenic enzyme. In that way the location of the
bound antibody is visualized, thus showing the location of the antigen.

3.3.2 Direct or indirect staining
There are two main strategies used for the immunohistochemical stain-
ing of antigens in tissue: the direct method and the indirect method.
The direct method is a one-step detection method that involves the use
of one visual marker coupled to the antibody, which is then allowed to
bind directly to the antigen/molecular marker in the cell. The indirect
method is a two-step detection method. In the first step, the primary
unlabeled antibody, which binds directly to the antigen of interest, is
added. After washing away excess antibody, a secondary labeled an-
tibody that binds to the primary antibody molecules is added to the
mixture. As the direct method only requires one step, it is therefore a
simple and fast method but very sensitive method [25]. In the indirect
method, every primary antigen can bind to several secondary antibody-
molecules, which makes it much more sensitive. Both methods are il-
lustrated in Figure 3.2.

Example images of tissue samples stained with the H&E stain and
two immunohistochemical stains, for the expression of ER and HER2,
are shown in Figure 2.3 in Section 2.3.

3.4 Imaging in histopathology
Within histopathology, two major types of image capturing devices ex-
ist: the microscope and the whole slide scanner. Microscopic evaluation
of histological slides has been the gold standard for many years but with
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Figure 3.2. Two methods of immunohistochemical staining. Left: Direct method
(the primary antibody is created from rabbit). Right: Indirect method, (the sec-
ondary antibody is produced by injecting rabbit immunoglobulins into another
species such as goat)

the development of the whole slide scanner, which can provide high-
throughput and digitization of whole samples, the microscope is gradu-
ally being replaced, at least at larger research institutes and pathology
units. However, the microscope still stands strong in smaller research
groups and hospitals and it is still the most used capturing device. As
mentioned in Section 2.3.3, the microscope is often combined with a
high-quality digital camera for digitization and viewing on a monitor.

Different types of microscopes are used within histopathology but
the most common are the bright-field and fluorescence microscopes.
The basics of bright-field microscopy, which is the most relevant type
to the applications in this thesis, are further described in Section 3.4.1.
The transition from the optical to the digital microscope is described in
Section 3.4.2, which also includes the concepts of whole slide imaging
and tissue microarrays.

3.4.1 Microscopy
Microscopy refers to the field of using microscopes to view samples that
cannot be seen with the naked eye. Common to all optical microscopes
is that they contain one or more lenses that produce an enlarged image
of a sample placed in the focal plane.

The optical system
In the simplest case, the lens is a thin, double-convex piece of glass with
spherical surfaces. Light rays passing the lens have a lower velocity
inside the glass than in air or vacuum. By refraction, the light rays will
bend towards the optical axis of the lens. A single lens optical system is
illustrated in Figure 3.3.

The quality of the imaging system can be measured by the point-
spread function, which corresponds to the response of an imaging sys-
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Figure 3.3. Optical system (single lens)

tem to a point source. The point spread function will take its smallest
possible size if the system is in focus, that is, if

1

df
+

1

di
=

1

f
, (3.1)

where f is the focal length of the lens and df and di are as indicated in
Figure 3.3. A lens is defined by its focal length and aperture diameter,
where the aperture diameter corresponds to the diameter of the lens
and the focal length to the distance from the lens to the image plane
when a point source, located at infinity, is imaged in focus. Another
common way of specifying a microscope objective lens is by its magnifi-
cation and numerical aperture. The magnification is the factor to multi-
ply the distance a point source moves to get the distance a spot on the
image plane moves, and the numerical aperture a measure of the ability
to gather light and resolve fine detail. The formula for calculating the
magnification M and the numerical aperture AN is as follows:

M =
di
df

(3.2)

AN = n sin(α) ≈ n sin

(
a

2df

)
≈ n

a

2f
, (3.3)

where n is the refractive index of the medium (air, immersion oil, etc.)
located between the object and the lens and α = arctan(a/2df ) is the
angle between the optical axis and a ray from the origin of the focal
plane to the edge of the aperture, as indicated in Figure 3.3.

Another important parameter of the microscope is the optical reso-
lution, which refers to the ability to reproduce small structures of the
specimen in the image. The definition of the optical resolution is the
minimum distance by which two point sources must be separated in or-
der for them to be recognized as separate in the image. The two most
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common ways of defining this distance are the Abbe distance and the
Rayleigh distance, defined as below:

rAbbe =
1

M
λ
di
a

= λ
df
a

≈ λ

2An
= 0.5

(
λ

An

)
(3.4)

rRayleigh = 1.22ro = 0.61

(
λ

An

)
, (3.5)

where the Abbe distance corresponds to an approximate of the half-
amplitude diameter of the central peak of the point-spread function,
and the Rayleigh distance to the first zero of the point-spread function,
for a circular aperture.

Bright-field microscopy
Bright-field microscopy, or transmitted-light brightfield (TLB), being the
simplest in a range of techniques used for illumination of samples in
light microscopes, makes it a widely used technique in histopathology.
Another advantage of TLB, compared to, for example, fluorescence mi-
croscopy, is that it allows for relatively high light levels to be used, which
leads to relatively low noise levels [26].

In TLB, light is transmitted through the sample, with the lens and
eyepiece (or camera) situated on the opposite side of the sample from
the illuminator. The resulting picture displays a dark object on a bright
background due to the stain’s absorption of the back-illuminated light
[26].

Typical magnifications for TLB within histopathology are 5×, 10×,
20× and 40×. Figure 3.4 shows examples of the different magnifica-
tions.

Figure 3.4. Examples of different magnifications of a histological sample.

Few biological samples absorb light to a great extent, leading to very
low contrast using bright-field light. To increase contrast, staining is
required. As described earlier, staining also allows labeling certain parts
of the sample with absorbing stains that reveal certain structures or
events.
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3.4.2 Digital microscopy
The traditional optical microscope has recently been modified into a
digital microscope, where the eyepiece is replaced with a digital camera
with an image sensor that records the image, which can then be dis-
played on a computer monitor. The photons from the light source hit
the stained tissue section and the transmitted photons are collected by
the image sensor, which is usually a charge-coupled device (CCD) pho-
ton detector in which photodiodes absorbs the energy of the incident
photons. The resulting electric potential accumulating in each pixel is
linearly proportional to the number of incident protons. The analogue
signals representing the electrical potential are sent through an output
amplifier and digitized by an analogue-to-digital (A/D) converter to a
digital image. For color images the red, green and blue wavelengths are
isolated, e.g., using a Bayer filter, prior to detection.

An overview of this process is shown in Figure 3.5. More about the
resulting digital image can be found in Section 4.1.

Figure 3.5. The process of creating a digital image from a scene. A light source
emits photons that hit the object to be captured. The photons transmit from the
object, some are absorbed, and pass through the optical system for magnification.
The photons are then collected by an image sensor and converted and digitized into
a digital image where the intensity in each pixel is proportional to the number of
detected photons. For an 8-bit representation, the intensity is represented by a
value in the interval 0-255.

Digitizing the biological samples has several advantages over view-
ing the sample through the microscope eye-piece. One advantage is
that it enables combining the viewing process with other tools, e.g., for
making annotations on interesting parts of a specimen or for measuring
the structures in the sample. Another advantage is that several digi-
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tal slides can be opened side-by-side on the monitor for a comparative
analysis. Even samples of different modalities, such as immunohisto-
chemistry and fluorescence in situ hybridization, can be linked and nav-
igated alongside. This normally requires the use of consecutive steps or
even separate microscopes. A third advantage with digital images is that
they can be transferred over a computer network. This allows indepen-
dent viewing by a large number of people at diverse locations. This has
transformed the traditional teaching methods as the reliance on physi-
cal space, equipment, as well as specimen, is solely dependent upon a
computer and internet access. It has also made diagnostic consultation
for expert second opinions easier as it is not dependent on local experts
only. Compared to glass slides, the digital files are also resistant to be-
ing damaged or broken over time and the cost of replication, creation
and storing is minimal.

Whole slide imaging
Whole slide imaging (WSI) is quite a new technology that can automate
the capturing of whole samples into a digital format, known as digital
slides, using whole slide scanners. It is an increasingly robust and ca-
pable technique and has become an important tool in many pathology
practices.

The two main types of whole slide scanners are area-scanners and
line-scanners. In area scanners, microscopic tiles are captured using a
CCD camera and aligned to make seamless borders between tiles. A
line scanner instead uses linear-array detectors combined with motion
control components, where the slide continuously move during the ac-
quisition, leading to less image stitching. Both techniques are under
development, pushing the limit on, e.g., speed, image quality and sup-
ported staining techniques.

The digital slides are built up as pyramids of different resolutions
created by scanning through several resolution levels at the same spot.
Hence, most whole slide image formats allow in-focus navigation and
continuous changing magnifications, equivalent to changing objective
lenses in a microscope.

Tissue microarrays
Several high-throughput methods have been introduced into research
and routine laboratories during the past decade. Along with the devel-
opment of whole slide imaging, which generates large amounts of data
in a relatively short time, new techniques for high-throughput interpre-
tation of these large sets of data are necessary [27]. One of these new
techniques is tissue micro-arrays (TMA).
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TMA is based on the idea of applying miniaturization and a high
throughput approach to the analysis of tissues. The construction of a
tissue microarray is illustrated in Figure 3.6.

Figure 3.6. Tissue micro array creation. Top-left: The regions of interest are
defined in the paraffin-embedded tissue sample. Top-right: A tissue arrayer in-
strument punches the tissue cores of the regions of interest using a very thin needle
(diameter typically between 0.5 and 2 mm). Bottom-left: The core is transferred
into a ready made hole in another paraffin wax block. Bottom-right: The final
tissue micro array. Image courtesy: Human protein atlas, www.proteinatlas.org

Keeping track of the original localization of the core allows tissues
from hundreds of specimens to be represented in a single block of paraf-
fin wax. The TMA paraffin blocks are then sectioned and stained, as
described in Section 3.2, just as for normal histological sections.

The main advantages of using tissue microarrays are that it allows
high throughput and standardization, and the use of reagents is econo-
mized. The main disadvantage is that, because of the small diameter of
the punches used, the sample may not be representative of the tumor
as a whole. This has to be circumvented by careful array design [27].
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4. Digital image analysis

Digital image analysis refers to the field of using computer algorithms
to extract information from digital images. It can be applied to im-
ages in many areas including image restoration in observational astron-
omy, missile guidance in defense applications, small target detection
and tracking in security, monitoring deforestation using remote sensing
and diagnosing breast cancer from microscopic images in medicine, the
latter being the subject of this thesis.

Digital image analysis involves many different types of techniques,
but the goal of most applications is to extract quantitative information
from images. Examples of quantitative information relevant to breast
cancer diagnosis can be the size and irregularity distribution of cells, or
the ratio of cells that are positive for a certain diagnostic biomarker to
all cells (both positive and negative).

This chapter will introduce the basics of digital image analysis as
well as some more advanced concepts of special interest to this the-
sis. It begins with a brief description of the digital image and its basic
elements, including their internal relationships and various representa-
tions. Thereafter, the concept of image filtering is introduced, followed
by a more thorough description of the main subjects within digital im-
age analysis: segmentation, feature extraction, classification and registra-
tion.

4.1 The digital image
The digital image consists of a finite sized matrix of structure elements,
commonly referred to as pixels (from picture elements) in 2D images
and voxels (from volume pixel elements) in 3D images. A digital image
can be acquired using an optical system that transforms the continuous
distribution of light from a scene to a digital version of the same scene.
The most common optical system for medical imaging is the microscope,
earlier described in Section 3.4.

Mathematically, the digital image can be seen as a discrete integer-
valued function f(x, λ, t), where x refers to the spatial coordinates x =
(x, y) (for 2D images), λ to the spectral dimension, and t the temporal
dimension or, in other words, time. The spectral dimension λ corre-
sponds to different wavelengths of the transmitted light and is relevant
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for multi-spectral imaging. The temporal dimension t can be used when
the same scene is captured at different times and then combined in one
image. In this thesis, the digital image typically refers to a digital repre-
sentation of a histological sample acquired with bright-field microscopy.
In such a case neither t, z nor λ are relevant, even though one could
argue that, for color images, λ could refer difference in wavelength sen-
sitivity of the sensors capturing the red, green and blue components of
the white light. However, the digital image will be considered a function
f(x, y), often denoted as I(x, y), throughout this thesis.

4.1.1 Image resolution
The resolution of an image can refer to either pixel resolution or intensity
resolution. For digital images, pixel resolution refers to the number of
pixels per area unit, which can be seen as a measure of the level of de-
tail acquired from the original sample. The higher the pixel resolution,
the more details can be discerned. However, in reality, the level of de-
tail is also limited by the optical resolution, that is, the resolution of the
optical system, described in Section 3.4.1. The intensity resolution, also
referred to as bit depth, refers to the smallest discernible change in in-
tensity level. In computer memory, the intensity is usually represented
by a signed integer data type with a certain bit-depth N , correspond-
ing to the number of bits used to represent the intensity. Common bit
depths are 8 and 16, corresponding to 256 and 65536 levels of intensity,
respectively. A bit depth of 1 corresponds to a binary image with only
two levels of intensity. In digital image analysis, binary images are often
used as masks or as the result of operations such as the segmentation
of an image into foreground objects and background. An image repre-
sented with various pixel resolutions is shown in Figure 4.1, in which it
is clear that the pixelation, i.e., the breaking up into discernible pixels,
is increasing with decreasing pixel resolution.

Figure 4.1. A digital image with different pixel resolutions (from left to right):
512× 512, 256× 256, 128× 128 and 64× 64 pixels. All images are re-sampled to
512× 512 pixels.
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Figure 4.1 shows the same image represented with various intensity
resolutions. It can be seen that decreasing the bit depth introduces pos-
terization, that is, the number of tone values are reduced, with abrupt
changes from one tone to another.

Figure 4.2. A digital image with different intensity resolution (bit depth) (from
left to right): 256, 16, 8 and 4 grayscale levels.

4.1.2 Pixel relationships
The spatial relationship of pixels is important for many image analysis
algorithms. Some of the most common concepts defining spatial rela-
tionship include connectivity, regions and distance measures.

The connectivity refers to the way in which pixels relate to surround-
ing pixels. The most common definitions of connectivity in 2D images
are: 4-connectivity and 8-connectivity, both illustrated in Figure 4.3.
The 3D equivalents are 6, 18 and 26-connectivity. All pixels connected
to a pixel, for a certain connectivity, define the neighborhood of that
pixel.

Figure 4.3. 4-connectivity and 8-connectivity and an image containing one, or
two, binary objects depending on which connectivity is used.

Connectivity and neighborhood play a large role when defining ob-
jects, regions and boundaries in digital images. A region refers to a set
of pixels that are connected and share characteristics, defined by a set
of criteria. For example, for a binary image, two pixels define a region
R if they are connected and if they share the same value, 0 or 1. A
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boundary B of R is the set of pixels in R that have at least one neigh-
boring pixel that is not in R. As the neighbors depend on the type of
connectivity it is clearly seen that using 4 or 8-connectivity will yield
different results in terms of what is considered the region, boundary or
background. This is illustrated in the right-most image in Figure 4.3.
The partitioning of an image into different regions or objects is referred
to as image segmentation, which is further described in Section 4.3.

4.1.3 Distance measures
Calculating distances in digital images is a common task in many image
analysis methods and, in addition to just being a significant quantitative
measure, measuring distances has many applications in, for example,
shape analysis and region growing. The classical geometric distance
between two points p and q in a digital image is the Euclidean distance
De which, using 2D Cartesian coordinates, is defined as

De(x, y) = ‖p− q‖ =
√

(p0 − p1)2 + (q0 − q1)2 (4.1)

The fact that the Euclidean distance produces non-integer distance val-
ues can sometimes a disadvantage in some algorithms based on distance
functions. Also, the square-root in Equation 4.1 can in some situations
be considered a too costly operation. Two common distance metrics
that are both faster and integer-valued express the distance between
two points as the number of elementary steps in the digital grid needed
to move from the one point to the other. The city-block distance D4, al-
lows only “horizontal” and “vertical” movement, whereas the chessboard
distance D8 also allows “diagonal” movement. Mathematically they are
defined as

d4(x, y) = |x0 − x1|+ |y0 − y1| (4.2)
d8(x, y) = max (|x0 − x1|, |y0 − y1|) . (4.3)

The distance transform
The distance transform is an operation for transforming a binary image
into a distance map where the value of each pixel corresponds to the
shortest distance between the pixel and the background. This can be
useful for object segmentation and object separation, further described
in Section 4.3.3. The global nature of the distance transform makes it a
prohibitively costly operation, as the location of the closest background
pixel for every pixel is not known. Instead, the distance transform is
often approximated by propagation of local distances. The distance
between two points are then defined as the distance along the short-
est path π that connects the two points and that minimizes a path-cost
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function C(π). For the standard distance transform, C(π) equals the
accumulative value of local distances defined by the distance function
d(p, n) where p and n are neighboring points.

Dijkstra’s shortest path algorithm
One method for finding the shortest path between all points in an image
is Dijkstra’s shortest path algorithm [28]. While originally defined for
graphs, it can easily be adapted to the calculation of the distance trans-
form in images. The algorithm for calculating the distance transform
defined by the spatial distance from each pixel to the closest background
pixel is presented in Algorithm 1.

Algorithm 1: Dijkstra’s shortest path algorithm for computing the
distance transform.
Input: A binary image I and a distance function d(p, n) for

calculating the distance between neighboring points p and
n.

Output: The distance transform IDT , where the value of each pixel
corresponds to the distance to the closest background
pixel.

Initialization: Assign to all pixels the initial distance value
IDT (t) ← 0 for all background pixels and IDT (p) ← ∞ for all
foreground pixels. Place all background pixels in the ordered list L
sorted by increasing distance value IDT (t).
while L is not empty do

Remove the first element p from L;
foreach neighbor n to p: do

if IDT (n) > IDT (p) + d(p, n) then
IDT (n) ← IDT (p) + d(p, n);
Place n in L

end
end

end

The part IDT (p)+d(p, n) in Algorithm 1 is the path-cost function C(π)
for the standard distance transform, which simply equals the current
distance value at point p + the local distance function d(p, n) between p
and the neighboring point n. Hence, the distance values are propagated
from the background pixels to the foreground pixels, for every visited
neighbor-pixel adding the local distance d(p, n) to the total distance if
that neighbor-pixel has not already a lower distance value from another
path. C(π) can be defined in a variety of ways. Some other examples
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can be seen below, for the gray level distance transform, and in Section
5.2, for the vectorial minimum barrier distance transform.

The local distance function d(p, n) can be defined using the local
weights 1 and

√
(2):

dE(p, n) =

{
1 if p and n are 4-connected√
2 if p and n are diagonally adjacent

(4.4)

Another alternative is Borgefors’ optimal weights [29], which minimize
the maximum difference between the propagating distance transform
and the global Euclidean distance:

dB(p, n) =

{
0.95509 if p and n are 4-connected
1.36930 if p and n are diagonally adjacent (4.5)

Some example of the distance transform for various distance functions
d(p, n) are shown in Figure 4.4.

Figure 4.4. Distance transform using different distance metrics.

Gray level distance transform
Distance transforms that incorporate gray level information are referred
to as gray level distance transforms. The concept behind a gray level
distance transform is based on visualizing an image as a topographic
map, where the “height” equivalent is the gray level intensity of the
image. The peaks correspond to high gray level values and the valleys
to low gray level values.

Two common representations of a gray level distance transform are
the Gray-Weighted Distance Transform [30] (GWDT) and the Weighted
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Distance Transform On Curved Spaces [31] (WDTOCS). In GWDT, the
distance between two pixels is defined as the weighted sum of gray level
values along the shortest discrete path between the two pixels. In WD-
TOCS, the distance is defined as the length of the path constrained to lie
on the topographic surface. Similar to the standard distance transform,
the path-cost function C(π) is the accumulative value of local distances
d(p, n), defined by:

dGWDT(p, n) =
1

2
(f(p) + f(n))× ‖p− n‖ (4.6)

dWDTOCS(p, n) =

√
(f(n)− f(p))

2
+ ‖p− n‖2, (4.7)

where f(p) is the gray level value for pixel p and ‖p − n‖ is the spatial
distance, for example, as defined in Equation 4.4 or 4.5 above. An
intuitive difference between the two representations is that for GWDT
the shortest path goes through the lowest possible gray level values,
while WDTOCS minimizes the number of changes in gray level values.
The definition and the propagating distance along a path π for the two
representations are illustrated in Figure 4.5.

Figure 4.5. Two representations of gray level distance transforms. Top-left:
GWDT defines the gray-weighted distance as the volume beneath the path π. Top-
Right: WDTOCS defines the gray-weighted distance as the length of the path π.
Bottom-left: The propagation of the GWDT-distance along a path π. Bottom-
right: The propagation of the WDTOCS-distance along path π. The distance at
point p is 0.
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The illustrations show that the increase of distance value is at the
highest when the slope of the gray level path is at the steepest for WD-
TOCS and when the gray level values are at the highest for GWDT.
Some alternative representations of gray-level distances are presented
in Section 5.2.

4.1.4 Color representations
The most common representation of color in digital images is the RGB
model, referring to the color channels red, green and blue. For RGB, the
color of any particular pixel can be represented by a three-dimensional
vector (r, g, b) that provides the respective color intensities. Hence, a
bit depth of 8, which corresponding to 256 intensity levels, results in a
color space of 2563 ≈ 16.8 million colors, where, for example, (0, 0, 0)
corresponds to black, (255, 255, 255) to white and (255, 0, 0) to red. Co-
ordinatizing the RGB model yields the three-dimensional color space
illustrated to the left in Figure 4.6.

Figure 4.6. Two representations of pixel color. Left: RGB color space. Right:
HSV color space.

RGB being the most common color model, many other equally im-
portant color models exist. Other common color models include HSI
(or HSV) where color has been decoupled from intensity and a color is
represented by its Hue, Saturation and Intensity (or Value). The HSI
color space is commonly visualized using the double cone shown to the
right in Figure 4.6. The hue, which represents the spectral wavelength
of a color, is then defined by the angle around the vertical central axis.
The distance from the axis corresponds to the saturation and the dis-
tance along the axis, from the bottom, corresponds to the intensity.

4.1.5 Color de-convolution
Color de-convolution is a simple and widely used method for transfer-
ring the original colors into new color components that better represents
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the image. In histopathology, the new color components typically cor-
respond to the colors of the individual stains of the tissue sample. The
new color components span a new color space, as illustrated in Figure
4.7.

Figure 4.7. Stain space spanned by vectors V1, V2 and V3 referring to the RGB
vectors that best represent the colors of the individual pure stains.

In histology, the new color space is sometimes referred to as the stain
space. In contrast to the RGB color space, the axes of the stain space
are not necessarily perpendicular. Also, the stain space obviously varies
with the application as it depends on the color of the actual stains in-
volved. Transforming the colors into stain space can simplify the visual
assessment of the sample, as showing one color channel at a time ideally
corresponds to viewing one stain at a time. The stain space components
can also be a good choice of input channels for the digital image analysis
algorithms.

One of the most commonly used color de-convolution methods in
histopathology was proposed by Ruifrok and Johnston in [32]. The
method is based on orthonormal transformation of the original RGB
space. The transformation is calculated from pre-determined vectors
that represent the color of the pure stains used for staining the tissue
sample.

The intensity of transmitted light in a specific color channel C, and
therefore the detected intensity of light in the same channel, depends
on the concentration of the stain following Beer-Lambert law:

IC = I0,Ce
−AcC , (4.8)

where IC corresponds to the intensity of the transmitted light, I0,C the
intensity of incident light, A the concentration of stain and cC the ab-
sorption factor of the pure stain. Because of the non-linear dependency
between transmitted light and the concentration of stain, the intensity
values cannot be directly used for separation of the stains. Instead, the
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optical density (OD) of the pure stains are used calculated as

ODC = − log10
Ic
I0,c

= AcC (4.9)

for color channel C, where the ratio Ic/II0,c describes the intensity of
the transmitted light relative to the incident light, also called the trans-
mission coefficient.

Each pure stain v is now represented by an OD vector (pv,r, pv,g, pv,b),
where the relative values p of the vector describe the actual optical den-
sity using the original color channels red, green and blue. For color
de-convolution, the OD vectors are optimally determined by measuring
the relative absorption for red, green and blue stained with a single
stains. More practically, they can be determined from pre-determined
vectors matching the involved stains.

The length of an OD vector is proportional to the amount of pure
stain. To acquire an orthonormal transformation the vectors are nor-
malized to unit length. The color system described by the three normal-
ized OD vectors can be described as an OD matrix M̂ with every row
representing a normalized OD vector:

M̂ =

⎡⎣ÔD1

ÔD2

ÔD3

⎤⎦ =

⎡⎣p̂1,r p̂1,g p̂1,b
p̂2,r p̂2,g p̂2,b
p̂3,r p̂3,g p̂3,b

⎤⎦ (4.10)

If we denote the amount of the three stains at a particular pixel with
the vector c, then the vector of OD detected at the same pixels is y = cM̂.
Solving for c, the final formula for calculating an orthogonal represen-
tation of the individual stains equals c = M̂

−1
y. Hence, the orthogonal

representation of the stains is defined as the multiplication of the OD
image with the inverse of the OD matrix.

One note has to be made regarding the linear dependency between
the optical density and the stain concentration. Not all stains follow
the Beer-Lambert law, which is a prerequisite for the linear dependency
to hold. In particular, the brown DAB stain is not a true absorber of
light, but a scatterer of light, and, as a consequence, darkly stained DAB
has a different spectral shape than lightly stained DAB [33]. There-
fore, while color de-convolution might be useful for segmentation of
immunostained structures, care has to be taken during quantification
based on intensity.

The above method uses pre-determined stain color vectors to perform
the orthonormal transformation. However, usually, only two pure stains
are used. As the transformation matrix M̂−1 requires three components,
a third orthonormal component can be created from the cross-product
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of the other two. If the stain color vectors are not known, several meth-
ods exist that try to calculate them from the image itself. One of the
more common methods includes singular value decomposition. An ex-
ample of color de-convolution applied to a histological image is shown
in Figure 4.8.

Figure 4.8. Color de-convolution applied to an image of a tissue sample stained
with Haematoxylin/DAB. a) original image b) first stain component c) second
stain component.

4.2 Spatial filtering
Image filtering is a general method of image processing aimed at en-
hancing the image for the purpose of, e.g. noise reduction, or edge
enhancement. Spatial filtering is an image operation where each pixel
value I(x, y) is changed by a function of the intensities of pixels in a
neighborhood N of the pixel with coordinates (u, v). The operation
involves a filter mask H with the same dimensions as N (Figure 4.9).

Figure 4.9. Spatial filter mask
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Spatial filtering is based on convolution, where the filter mask is
moved from pixel to pixel across the image. For linear spatial filtering,
the “pixels” of the filter, referred to as filter coefficients, are multiplied
with the corresponding values of the input image at each position, ac-
cording to the following equation

g(u, v) =
∑

(i,j)∈N
I(u+ i, u+ j)H(i, j) (4.11)

where g(u, v) refers to the output value in u, v and the sum is taken
across all pixels i, j in the neighborhood N to (u, v). For nonlinear
spatial filtering the output values are based on other nonlinear criteria,
e.g., the median or maximum value in N .

Two of the most basic linear filters are the averaging filter and the
Prewitt operator. The averaging filter is used for blurring and noise
reduction and has a filter mask where all coefficients are set to 1/9,
that is, the output value of a pixel is the average of its own value and
the value of all neighbors. The Prewitt operator is an approximation
of the first derivative and can be used as an edge detector. The filter
coefficients for the averaging filter and the Prewitt operator are:

HAverage =
1

9

⎡⎣ 1 1 1
1 1 1
1 1 1

⎤⎦ , HPrewitt =

⎡⎣ 1 1 1
0 0 0

−1 −1 −1

⎤⎦ (4.12)

Note that the Prewitt operator is a, so called, directional filter, meaning
that depending on the exact configuration of the coefficients, edges at
different directions are detected. Examples of the result after applying
the two filters are shown in Figure 4.10, where the Prewitt filter has
been applied both horizontally and vertically and the output equals the
mean of the two directional responses.

Figure 4.10. Averaging filter for smoothing and Prewitt-filter for detecting edges.
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4.2.1 The h-minima transform
The h-minima transform is a, so called, morphological method that is
used to suppress local minima in an image. It can be used for noise
reduction as an alternative to a smoothing filter, in that it affects only
local minima (or maxima if used on the image complement), preserv-
ing other parts of the image. The transform can be calculated using a
non-linear 3 × 3 minima filter that replaces every pixel value with the
minimum value of its neighbors. In the h-minima transform, the min-
ima filter is applied iteratively, starting from the original image with the
value h added, with the condition that the gray level value of a pixel
can never be lower than the corresponding pixel value in the original
image. An example of applying the h-minima transform is illustrated in
Figure 4.11.

Figure 4.11. H-minima transform.

4.3 Segmentation
Image segmentation is the process of dividing an image into parts that
have a strong correlation with the equivalent real world objects. It is one
of the most important topics in image analysis since all further analyses,
such as feature extraction and object classification, will depend on the
result of the segmentation.

In medical applications, segmentation is generally used for basic tasks
such as segmenting certain biological structures from the background
and other structures. In histopathology, common segmentation tasks
include segmenting the tissue from the background, segmenting a tu-
mor from other types of tissue, or segmenting a nucleus from other
structures or cellular compartments. Due to large biological variations,
as well as variations in the staining procedures, automatic segmentation
of such structures is not trivial.

Image segmentation techniques are commonly divided into edge-based
and region-based methods, both related to either of the two basic prop-
erties of intensity values: discontinuity and homogeneity. Edge-based
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methods are based on the detection of discontinuities, referring to sharp
changes in, e.g., gray level, color, texture, or other pixel-based proper-
ties. Edge-based methods rely on edge-detecting operators that com-
pute a measure of edge strength for every pixel and then add supple-
mentary processing for combining the edges into edge chains corre-
sponding to the borders of the objects to segment. Region-based meth-
ods construct regions that correspond to the objects by grouping pixels
according to homogeneity. As for edge-based methods, the criteria for
homogeneity can be based on various pixel-based properties. Extract-
ing properties corresponding to certain properties, or features, is called
feature extraction and is further explained in Section 4.4.

Two of the most basic region-based segmentation methods are thresh-
olding and region growing, described next, followed by a description of
the concept segmentation by pixel-based classification.

4.3.1 Segmentation by thresholding
Thresholding is the oldest, simplest and most intuitive method for im-
age segmentation. Because of its intuitiveness, and the fact that it is
computationally inexpensive, it is widely used in many simpler image
segmentation applications.

Thresholding is referred to as the transformation of an image f(x, y)
to a segmented binary image g(x, y) according to the following equa-
tion:

g(x, y) =

{
1 f(x, y) ≥ T

0 f(x, y) < T
, (4.13)

that is, all pixels with a value greater than, or equal to, a certain thresh-
old value T get the value 1, and all other pixels the value 0.

Choosing the correct threshold value T is crucial for a successful
segmentation. However, gray level variations within the objects and
background, due to non-uniform lighting, noise, etc., makes finding the
optimal threshold value not trivial. Several methods exist for automati-
cally finding the optimal threshold, where some are based on histogram
shape analysis and others on clustering. The histogram p(i) is a proba-
bility density function of gray levels defined by p(i) = ni/n, that is, the
number of pixels ni with gray level i as a fraction of the total number
of pixels n. A very simple histogram-based method starts by finding the
two local maxima in the histogram, ideally representing the most com-
mon background and object gray level intensity. The threshold is then
selected as the lowest local minima between the two maxima.

Clustering methods define the segmentation problem as finding the
threshold that best separates two groups of pixels, corresponding to
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background and objects, with two, often overlapping, ranges of inten-
sity values. This can be done by trying to minimize the error of clas-
sifying a pixel incorrectly, or by minimizing the within-class variance
for each of the two classes, as in Otsu’s famous method for finding the
optimal threshold value [34].

In many cases it will not be possible to find a single global threshold
value that successfully segments the object and background. In such a
case, it can be useful to divide the image into sub-images and use local
threshold values that adapt to the local sub-image. This procedure is
referred to as adaptive thresholding.

4.3.2 Segmentation by region growing
Region growing is a procedure that groups pixels into larger regions
based on predefined criteria of homogeneity. The basic approach is
to begin with a set of seed pixels and to grow the region by append-
ing neighboring pixels for which the homogeneity-criteria are satisfied.
The seed points are selected manually or automatically. Automatic seed
point selection is based on a priori information of the objects and back-
ground. For example, if light objects are to be segmented from a dark
background, the pixels with highest intensity could be a first choice of
seed pixels. The homogeneity-criteria depend on the problem definition
and the image data available, but are often based on gray level, color,
texture etc. In the simplest case, the homogeneity-criterion is based on
the difference in intensity between the seed-pixels and the candidate
pixel. The region keeps growing until no more pixels satisfy the crite-
rion. However, most homogeneity-criteria are local in nature and do
not take into account the region as a whole. To increase the power of
region growing segmentation, the stopping rule is often based on the
homogeneity-criteria as well as properties of the growing region such
as size or shape.

4.3.3 Segmentation using the Watershed algorithm
The watershed algorithm is another region-based segmentation algo-
rithm. The watershed segmentation concept was first introduced in [35]
and, similar to the gray level distance transform in Section 4.1.3, it is
based on visualizing an image as a topographic map. The concept of the
watershed segmentation is to fill the landscape with water, starting at
certain points, e.g., the bottom of the valleys, which correspond to local
minima in the gray level image. As water keeps rising, water catchment
basins are created and where two basins meet, a dam, or watershed,
is built to prevent the basins to merge. When the water has reached
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its highest peak, the process stops and the landscape is partitioned into
regions separated by the watersheds, as illustrated in Figure 4.12b. The
watershed does not have to be applied to the grayscale image. A com-
mon alternative for is to use the gray level gradient magnitude image,
where the “peaks” correspond to areas of high gradient magnitudes,
such as edges, and the “valleys” to very homogeneous areas.

In practice, a direct application of the watershed segmentation al-
gorithm very often leads to an over-segmentation due to noise and
other local irregularities of the image or the gray level gradient. Two
main strategies to overcome this problem are found in literature: re-
gion merging and marker-controlled watershed. Region-merging refers to
techniques that merge over-segmented regions based on certain criteria
such as border-strength, size or shape of the region. Marker-controlled
watershed tries to optimize the region minima so that each minimum
corresponds to one true region only. This can be done by initiating the
water-filling at certain seed-points, corresponding to objects of inter-
est, instead of at all local minima, or by pre-processing of the image to
reduce the number of catchment basins, using, for example, low-pass
filtering or the h-minima transform (Section 4.2), prior to applying the
watershed algorithm.

Figure 4.12. Watershed algorithm on inverse distance transform. a) Three con-
nected objects. b) Construction of watersheds for the line that correspond to the
distance values along the black dotted cross section. c) Split objects at watersheds.
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Watershed on binary images
To perform watershed segmentation on binary images, where the pixel
values are either 1 or 0, the watershed algorithm cannot be applied di-
rectly. Instead, the complement to the distance transform is often used
as topographic image. The distance transform, described in Section
4.1.3, transforms the binary image to an image where every pixel value
equals the distance to the nearest background pixel. The topographic
equivalence of the inverse distance transform has valleys where the dis-
tance to the background is the largest, and peaks at background pixels
(distance= 0). An example of applying the watershed transform on the
inverse distance transform of a binary image is shown in Figure 4.12.

4.3.4 Segmentation by pixel-wise classification
As mentioned, segmentation is the process of dividing an image into
parts. Another fundamental step in image analysis is classification,
which is the process of classifying individual items, such as segmented
objects or individual pixels, into groups based on similarity between the
item and the group definition. Object-wise classification assigns a class
to each object whereas pixel-wise classification assigns a class to each
pixel. Where object-wise classification requires the objects to be seg-
mented, pixel-wise classification can itself be used as a segmentation
method by grouping adjacent pixels that share the same class. Hence,
the distinction between segmentation and classification is not always
clear. Pixel-wise classification will be described more thoroughly in Sec-
tion 4.5.

4.4 Feature extraction
Classification is not possible without knowledge of the items to classify.
In classification, knowledge of an item is represented by descriptors,
often referred to as features. The features are often represented by a
scalar, but can also use other conventional data structures, such as vec-
tors, matrices, trees etc., for representing knowledge about the item.
The features are ideally chosen for their discrimination ability, that is,
their ability to separate the items into the relevant classes. The chosen
features for a specific classification task can be combined in a feature
vector, taking the form

f =

⎡⎢⎢⎢⎣
x1

x2
...
xn

⎤⎥⎥⎥⎦ (4.14)
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The feature vector represents a formal description of the item.
Features can basically represent anything and they can be categorized

in many different ways. One way, and the most relevant to this thesis,
is to categorize them in pixel-based features and object-based features.
Pixel-based features are based on the properties of individual pixels, ei-
ther one-by-one or in a local neighborhood. Many pixel-based features
are based on pixel intensity, edge strength, curvature or texture. Object-
based features are based on segmented objects. Common examples of
object-based features are the perimeter, area, maximum diameter, ori-
entation, or statistical moments that represent the object shape in some
matter. Some examples of object-based features are illustrated in Figure
4.13.

Figure 4.13. Some basic object-based features.

One of many ways of categorizing the pixel-based features is:
• Pixel statistics: Features that are based on the distribution of pixel

intensities including the gray level histogram and features based
on statistical moments.

• High-contrast features: Features that comprise edge properties
such as strength and curvature.

• Textural features: Features that are based on the inter-pixel vari-
ation in various directions and resolutions.

Note that many features based on pixel statistics are often used as mea-
sures of texture. Also note that most pixel-based features are also rel-
evant for object-wise classification by defining, for example, averaged
measures over all pixels in the object.

An example of a feature using pixel statistics is the local standard de-
viation, which can be calculated using nonlinear spatial filtering (Sec-
tion 4.2) where the output/feature value of each pixel corresponds to
the standard deviation of the neighborhood pixels. The standard devi-
ation is, obviously, a measure of local variance, which can also be seen
as a measure describing the local texture.

A feature does not always have to be calculated from the raw inten-
sity image, but can be based on other representations of the image as
well. Some common representations useful for feature extraction are
described below in the following sections.
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4.4.1 Gray level co-occurrence matrix
Texture is an important characteristic when it comes to classification,
and, by far, the most frequently used textural feature is based on the
gray level co-occurrence matrix, which is a description of how often dif-
ferent combinations of pixel brightness values occur in an image, object
or local neighborhood. If we have Ng gray levels in an image, the gray
level co-occurrence matrix (GLCM) is a matrix with dimension Ng×Ng,
where each element (i, j) is generated by counting the number of times
a pixel with value i is adjacent or at a certain spatial distance to value j.
Normalizing with the total number of comparisons, each element cor-
responds to the probability that a pixel with value i is adjacent to value
j. The adjacency is often separated into four directions: horizontal,
vertical, left and right diagonals, which yields four matrices, each corre-
sponding to the adjacency probabilities along one of the four directions.
Prior to calculating the GLCM, the gray-scale resolution is often reduced
to, for example, 16, 32 or 64 gray levels. An example of the calculation
of the GLCM for a 4×4 image with only 4 gray levels is shown in Figure
4.14

Figure 4.14. Gray level co-occurrence matrix for a 4× 4 image with 4 gray levels
using 4 directions.

A common type of textural features is calculated from statistics based
on the GLCM, instead of the GLCM itself. The most common example
is the 14 features introduced by Haralick et al [36]. Haralick features
describe different statistics based on the GLCM. The definitions of three
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of the Haralick features are shown below:

Angular 2nd

moment
: f1 =

Ng−1∑
i=0

Ng−1∑
j=0

{p(i, j)}2 (4.15)

Contrast : f2 =

Ng−1∑
n=0

n2

⎧⎨⎩
Ng∑
i=1

Ng∑
j=1

p(i, j)

⎫⎬⎭ , |i− j| = n (4.16)

Entropy : f9 = −
Ng−1∑
i=0

Ng−1∑
j=0

p(i, j) log (p(i, j)) (4.17)

where Ng is the number of gray levels used and p(i, j) is the (i, j)th

entry of the normalized GLCM. Examples of interpreting the Haralick
features are the angular momentum f1 as a measure of homogeneity
and the contrast f2 as a measure of the amount of local variation.

4.4.2 Wavelets
Wavelets is another common representation of images and one approach
among many for decomposing a signal into sums of basis functions.
Compared to Fourier transformations, where the basis functions are pe-
riodic sinusoids that are localized in frequency but not in space, wavelets
are local in both frequency and space. This makes them powerful fea-
tures for representing local image variations at different scales.

Wavelets are based on linear system theory, which states that a one-
dimensional signal f(x) can be expressed as a linear combination of a
set of basis functions. For wavelets, the basis functions come in pairs of
a mother wavelet ψ(x) and a scaling function φ(x). The decomposition
of an image using ψ(x) and φ(x) is defined by:

f(x) =
∑
k

cj0,kφj0,k(x) +
∑
j>j0

∑
k

dj,kψj,k(x) (4.18)

where cj0,k are the approximation coefficients, dj,k the detail coeffi-
cients and j0 an arbitrary starting scale. Hence, the sum of the scaling
function multiplied by the approximation coefficients and the mother
wavelets multiplied by the detail coefficients, recovers the signal.

One of the simplest wavelet basis is the Haar wavelet, whose one-
dimensional mother wavelet and scaling functions are shown in Figure
4.15.

It can be worth noting the resemblance between the mother wavelet
and scaling functions of the Haar wavelet and the coefficients of the
averaging filter and Prewitt operator, as described in Section 4.2. In
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Figure 4.15. Mother wavelet and scaling function of the Haar wavelet.

fact, the mother wavelet can be seen as a high-pass filter in the sense
that it lets high frequencies, such as edges, pass whereas the scaling
function can be seen as a low-pass filter that removes high frequencies,
hence smoothing the image.

The computation of the discrete wavelet transform (DWT) is per-
formed by convolution of the image with successive high-pass h(n) and
low-pass g(n) filters. The relations between the filters and the mother
wavelet and scalar function are:

ψ(n) =
∑
k

h()ψ(2n− k) (4.19)

φ(n) =
∑
k

h()φ(2n− k) (4.20)

Hence, the process for calculating the wavelet of a 1D signal x(n) is as
follows: For each decomposition level, the signal is decomposed into
two components of coefficients: one approximation component calcu-
lated using a high-pass filter h(n), and one detail component calcu-
lated using a low-pass filter g(n). The responses of the two components
are then downsampled by 2. The downsampled responses of the filters
constitute the first level of the DWT coefficients, where the high-pass
filter generates the detail coefficients, and the low-pass generates the
approximating coefficients. The response of the downsampled low-pass
filter g(n) is used as input for subsequent levels of decomposition. The
scheme for calculating the 1D DWT coefficients components is shown
in Figure 4.16.

For the 2D DWT, separable basis functions are typically used, which
makes it possible to calculate the filter response by convolution of rows
and columns separately. The process for calculating the wavelet of a
2D signal is: For each decomposition level, the DWT decomposes the
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Figure 4.16. Scheme for calculating one level of coefficients components of the
discrete wavelet transform using the low-pass filter g(n) and high-pass filter h(n).

image into four components of coefficients: one approximation of the
image calculated using the low-pass filter g(n), and three components
corresponding to the details calculated using the high-pass filters h(n)
in three directions: horizontal, vertical and diagonal. Similar to the 1D
case, the downsampled responses of the filters constitute the first level
of the DWT coefficients, with the difference that the high-pass filter
generates generates detail coefficients in three directions. The result of
a wavelet transform with two levels of scale is shown in Figure 4.17.

Figure 4.17. Coefficients of wavelet transform at different scales. LLi corre-
sponds to approximation coefficients at level i. HLi, LHi and HHi corresponds
to detail coefficients in row, column and diagonal directions, respectively.
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Wavelets generally need fewer coefficients than the Fourier basis to
approximate the image with the same error. The reason for this is that
wavelets oscillate locally so only the wavelets that overlap a singular-
ity have large wavelet coefficients [37]. The output response of the
wavelets in different directions and scales can be used as features but
it is also common to compute the gray level co-occurrence matrix, or
complex wavelet co-occurrence matrix (CWCM) from the wavelet coef-
ficients. Due to the large amount of wavelet coefficients, feature reduc-
tion is often applied where the most descriptive or discriminative coef-
ficients are kept. The next section will go through the basic concepts of
classification and it also contains some methods for feature reduction.

4.5 Classification
Classification refers to the problem of categorizing objects, such as im-
ages, regions or pixels, into relevant classes based on contextual infor-
mation. Examples of classification within digital histopathology can be
the categorizing of a tissue region as either tumor or connective tissue
based on their texture or separating all segmented nuclei objects into
positive or negative based on their shape and color. The contextual in-
formation of a sample object is often represented by a feature vector
that ideally contains discriminative information of the object. The pro-
cess of feature extraction was described in the previous section.

Classification methods are often divided into supervised and unsuper-
vised methods. Supervised methods typically construct a classifier by
dividing a set of samples, each represented by a feature vector, into a
training set and a test set. The purpose of the training set is to con-
struct decision lines in the feature space that separates the classes and
that are used to classify new objects. The test set is used to evaluate
the decision lines and the extracted features. Good decision lines are
not only accurate on the training samples, but also generalize well on
the test samples. Two common supervised methods are linear discrimi-
nant analysis and support vector machines, which are further described
in Section 4.5.3 and 4.5.4. Unsupervised methods assume that objects
whose feature vectors are close to each other in feature space, belong
to the same class. The classifier can be constructed by ordering the
feature vectors into clusters representing the individual classes. New
objects are classified as the class to which it is closest according to some
distance measure. Classification by clustering is further described in
Section 4.5.1.
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Feature reduction
A common problem within image classification is the dimensionality
of the feature space. With the advances in acquisition and storage
technologies, images are getting larger and pixel-based features are be-
coming more high-dimensional. For classification this introduces chal-
lenges in the form of computational complexity, redundancy, sparsity,
etc. Hence, reducing the dimensionality of the feature space is a widely
used concept and many methods exist for transforming high-dimensional
data into lower dimensionalities with less redundancy while minimizing
the loss of information. The most classical approach is principal compo-
nent analysis, which is briefly described in Section 4.5.2, followed by
linear discriminant analysis, which can be used for both dimensionality
reduction and classification.

4.5.1 Classification by clustering
Classification by clustering is an unsupervised classification method,
where the data is clustered under the assumption that feature vectors of
the same class are close to each other in the feature space. One of the
most popular clustering methods is k-means clustering [38], for which
the standard algorithm is as follows:

1. Assuming k classes, randomly select the k starting cluster cen-
ters from the set of feature vectors {(x1, x2, . . . , xN )} in the m-
dimensional feature space.

2. Assign all other feature vectors to the cluster center μj to which
they are closest, using a distance measure such as the Euclidean
distance:

Dj(x) =

√√√√ m∑
i=1

(xi − μj)
2 (4.21)

3. Update the position of each cluster center μj as the center of grav-
ity of the corresponding cluster, calculated as the mean of the Nj

feature vectors currently assigned to that cluster, that is

μj =
1

Nj

∑
x∈wj

xj j = 1, 2, . . .W (4.22)

4. The second and third steps are repeated until convergence, that is,
until no assignments change.

An example of the k-means classifier is shown in Figure 4.18
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Figure 4.18. Example of clustering using k-means clustering. True class member-
ship is indicated by shape and current class membership by color. a) Data points
with random initial cluster centers. b) 1st iteration: All points are assigned to the
cluster center to which they are closest, which yields the shown decision lines. c)
2nd iteration: New cluster centers are calculated as mean of points in correspond-
ing cluster. Points are assigned to new cluster centers. d) 3rd iteration: Cluster
centers are updated and points assigned to closest center. Further iterations will
not move the cluster centers, hence, the algorithm has converged.

4.5.2 Principal component analysis
Principal component analysis (PCA) is a statistical procedure for finding
and representing a multidimensional dataset with the principal compo-
nents in which directions the variance in the data is highest. PCA is
widely used in statistics, physics as well as in signal- and image process-
ing because of its ability to reduce data dimensionality.

The idea behind PCA is that there exists a subspace of the multidi-
mensional dataset, in which most of the variance of the data exists.
Hence, a dataset of observations can be converted, from its possibly
correlated representation, into the linearly uncorrelated principal com-
ponents.

Figure 4.19. The two principal components of a two-dimensional dataset.

Consider N training samples (or observations) represented by N m-
dimensional feature vectors {(x1, x2, . . . , xN )}, as described in Equation
4.14. The covariance matrix of the N samples is a description of the
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covariance of all features and is defined by

C(x) = XXT =
1

N

N∑
i=1

(
xixT

i − μμT
)
, (4.23)

where μ is the mean feature vector. Finding the principal components
of C corresponds to finding the eigenvectors and eigenvalues of C. A
nonzero number λ is called an eigenvalue of C if there exists a vector v,
such that

Cv = λv, (4.24)

where the vector v is the eigenvector of C. The eigenvalues are calcu-
lated by solving the characteristic equation

det(C − λI) = 0. (4.25)

By representing a dataset using only the principal components with
highest eigenvalues, the data dimensionality is reduced, while ideally
maintaining a significant representation of the data. As illustrated in
Figure 4.19, the principal components represents an orthogonal decom-
position of the data, where the first principal component, PC1 repre-
sents the most variation and the second, PC2, perpendicular to the
first, represents the second largest variation, in this case a relatively
small one.

PCA is good at extracting features that describe the underlying data
well, but the result is not necessarily good for classification as the ex-
tracted features are not chosen for their discriminative ability, but their
representative ability.

4.5.3 Linear discriminant analysis
Linear discriminant analysis (LDA) is a method for finding a linear com-
bination of features that best separates two or more classes. LDA can
be used for both dimensionality reduction and data classification and is
closely related to PCA, in that they both look for the linear combinations
that best explain the data. However, in contrast to PCA, LDA takes the
discriminative information of multiple classes into consideration.

Consider a discrimination problem with two classes, ω1 and ω2, and
N m-dimensional training samples represented by N feature vectors
{(x1, x2, . . . , xN )}, N1 of the samples which belong to ω1 and N2 belong
to ω2. The scalar yi = wxi represents the projection of the observation
xi onto the line represented by the row vector w. The idea of linear
discriminant analysis is to select w so that the separation of the scalars
y is maximized, as illustrated in Figure 4.20.
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Figure 4.20. Example with two different projections in linear discriminant anal-
ysis.

The most common definition of separation, proposed in 1936 by
Fisher [39] is defined by

J(w) =
|μ̃1 − μ̃2|2
s̃1

2 + s̃2
2 , (4.26)

which equals the difference of the two class means, μ̃1 and μ̃2, normal-
ized by the sum of the within-class variability s̃2, for the two classes.
This variability is referred to as the scatter and is defined by

s̃i
2 =

∑
y∈ωi

(y − μ̃i)
2
, (4.27)

which equals the variance multiplied by n (or n − 1 for the unbiased
estimate). Hence, Fisher’s linear discriminant analysis tries to find a
projection where the feature vectors from the same class are projected
close to each other while the projected means are far apart. In order to
find the optimum projection w∗, Equation 4.26 can be expressed as an
explicit function of w, which after some calculations yields

J(w) =
wTSBw
wTSWw

, where (4.28)

SB = (μ1 − μ2)(μ1 − μ2)
T and (4.29)

SW = S1 + S2, where (4.30)

Sk =
∑
x=ωk

(x− μk)(x− μk)
T , (4.31)

where μ is the mean of the original feature space, and not the projected
mean. Differentiating Equation 4.28, equating to zero, and solving the
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generalized eigenvalue problem yields

w∗ = S−1
W (μ1 − μ2). (4.32)

Relating to PCA in previous section, the solution equals the eigenvectors
to S−1

W SB. Generalizing to C classes, the eigenvalue problem instead
equals

S−1
W SBwi = λiwi, (4.33)

where λi is a scalar and i = 1, 2, . . . , C − 1 and wi is the i of C − 1 pro-
jections. Hence, the optimal projection is the one where wi corresponds
to the eigenvectors corresponding to the largest eigenvalues from Equa-
tion 4.33.

When multiple classes are involved, LDA is usually a better choice
than PCA for data reduction. Some limitations to LDA are that it as-
sumes normal distribution of the data and that it will fail if the discrim-
inatory information is not in the mean but rather in the variance.

For classification, the class probabilities for a new observation can be
calculated using Bayes’ theorem:

P (k|x) = P (k)P (x|k)
P (x)

, (4.34)

where P (k) is the unconditional probability of class k, P (x) the un-
conditional probability of observing pixel x and P (x|k) the conditional
probability of observing x in class k. P (x) is the same for all classes
and so is P (x), if the default condition of equal class probability is used.
Hence, the calculation of P (k|x) can be reduced to estimating P (x|k),
which, if assuming a Gaussian distribution is estimated using the prob-
ability density function (PDF):

PDF(x|k) = 1

(2π)p/2|Sk|1/2 e
− 1

2 (x−μk)
TS−1

k (x−μk) (4.35)

where Sk is the scatter matrix from Equation 4.31. An observation x is
assigned to the class for which PDF(x|k) is the highest.

4.5.4 Support vector machines
Support vector machines (SVM) is another classification technique for
finding a hyperplane that best separates data into classes. Compared
to LDA, it can model nonlinear relationships, which is useful in many
practical applications.

Consider a discrimination problem with two classes and N m-dimens-
ional training samples S = {(x1, y1), (x2, y2), . . . , (xN , yN )} with the
feature vectors x and the corresponding class labels y. For the linear
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case of separable classes, SVM defines the decision function as the hy-
perplane wx+b = 0 that maximizes the margin between the hyperplane
and all features vectors of the two classes, as illustrated in Figure 4.21.
For a hyperplane that does not pass through any feature point, we can

Figure 4.21. Linear hyperplane as defined by SVM in the case of two, linearly
separable, classes.

scale w and b such that min(x,y)∈S |wx + n| = 1. The feature vectors
x for which wx + b = 1 or wx + b = −1 are called support vectors.
As indicated in Figure 4.21, the decision function is fully specified by
the support vectors and they are the only training samples that, if re-
moved, would change the position of the dividing hyperplane. Moving
any other sample has no effect.

The distance of any feature point x0 = (x0, y0) to the hyperplane is
defined by

|wx0 + b|
‖w‖ . (4.36)

so the margin ρ is given by

ρ = min
(x,y)∈S

wx + b

‖w‖ =
1

‖w‖ (4.37)

Hence, in order to maximize the margin, we need to minimize ‖w‖
with the condition that there are no feature points within the margin.
This is a constrained optimization problem, which is a well understood
problem that can be solved e.g., using the Lagrangian multiplier.

The definition above is for the separable case but as most classifica-
tion problems are not linearly separable, the problem definition can be
extended to finding a hyperplane with the additional condition to min-
imize the empirical error due to sample points on the “wrong” side of
the margins, so called slack variables.

Solutions to finding non-linear separations using SVM can also be
solved by re-defining the problem by transforming the data to a higher
dimensional space in which linear separation is possible. An example of
this transformation is illustrated in Figure 4.22, where the set of training
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samples cannot be separated by a linear hyperplane, but can be sepa-
rated by a quadratic hyperplane. By the mapping x 	→ {

x2, x
}

, linear
separation is gained.

Figure 4.22. Non-linear SVM where the data is transformed to allow for linear
separation.

The quadratic hyperplane is an example of a polynomial kernel. The
definition of a kernel is that it defines an inner product in a high-
dimensional space. By replacing the original inner product, which is
involved when solving the optimization problem, with the inner prod-
uct of the kernel, the problem can be transformed to a linear separation.
Other popular kernels for solving nonlinear SVM-problems are radial
basis functions and sigmoids. As with all discrimination functions, it is
important to be aware of the bias-variance dilemma, that is, the trade-
off between the accuracy of a model when applied to training data and
the generalization of the model when applied to test data.

4.6 Registration
Registration refers to the process of aligning multiple images that are
acquired at different times, from different viewpoints, using different
modalities, etc., in order to compare or integrate the data from the
images.

Mathematically, the image registration problem is defined as finding
the spatial transformation T(x) = x+ u(x) that aligns an image IM (x)
to another image IF (x), where x is a vector representing the full 2D or
3D coordinates. IM (x) and IF (x) are usually referred to as the moving
and the fixed image.

Feature-based or intensity-based methods
The two main categories of image registration are: feature-based meth-
ods and intensity-based methods. Feature-based methods work by find-
ing correspondence between objects or pixels with certain features be-
tween the two images in order to calculate the deformation field that
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best aligns the objects/pixels. Using objects or pixels with certain fea-
tures instead of all pixels, the amount of data to process and the com-
plexity of the problem are reduced. However, feature-based methods
heavily depend on the segmentation and feature-extraction, which are
not necessarily trivial problems if the variations in appearance and dis-
tribution of such features are large. The intensity-based methods work
by using a similarity metric based on the intensity-values of the two
images. The registration problem is then defined as a maximization
problem of the similarity metric.

Parametric or non-parametric methods
Two main approaches for solving the registration problem exist: Para-
metric registration, which models the transformation T as a deformation
field, defined with a relatively small number of parameters, and non-
parametric registration, which use explicit deformation vectors defined
at every point. Common examples of non-parametric solutions include
demons [40] and morphons [41]. The registration methods presented in
this thesis are parametric.

Parametric registration
For parametric methods, the transformation parameters that define the
deformation field can be represented by a vector μ. The registration
problem can then be formulated as minimizing the path-cost function
C with respect to μ. This is an optimization problem defined by the
following equation:

μ̂ = argmin
μ

C(μ; IF ; IM ), (4.38)

The cost function C often contains two terms: the similarity term and a
regularization term. The regularization term is used for constraining the
transformation T , e.g., in terms of bending energy and/or non-rigidity.

Similarity metrics
The similarity term is a measure of how similar the images are post
registration. The similarity term is represented by a similarity metric
based on, for example, the sum of squared differences (SSD), the cor-
relation ratio (CC) and mutual information (MI). The selection of the
similarity metric is an important part of registration framework design.
The SSD measure requires an equal intensity distribution between the
two images and is therefore suited for monomodal images. NCC is a
little less strict and assumes a linear relation between the image inten-
sities. MI is even more general and is based on the assumption that a
relation between the probability distributions of the fixed and moving
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image intensities exists. MI, and variants thereof, is therefore the most
commonly used metric for registration of multimodal images.

Mutual information is a measure of the shared information, also called
entropy, between two variables x and y, and is calculated using

MI(x, y) = h(x) + h(y)− h(x, y), (4.39)

where h(x) and h(x, y) are the individual and joint entropy of x and y,
defined by

h(x) = −
∑
x

p(x) log(p(x)), (4.40)

h(x, y) = −
∑
x

∑
y

p(x, y) log(p(x, y)), (4.41)

where p(x) and p(y) are the probability mass functions of the discrete
random variables x and y. A normalized version of MI exists, defined
by:

NMI(x, y) =
h(x) + h(y)

h(x, y)
(4.42)

Transformation models
Another important part of the registration framework is the selection of
transformation model. In the literature, three main types of transforms,
representing different degrees of freedom of the spatial transformation
T , are described: rigid transforms, which only allows translation and
rotation, affine transforms, which also allow scaling, shearing and re-
flection, and deformable transforms, which allows local deformations.
The three transformations are illustrated in Figure 4.23.

Figure 4.23. The three main registration transformations types, representing
various degrees of freedom.

The calculation of rigid and affine transforms is done by applying
a global transformation matrix to the whole image whereas the de-
formable transformation involves parameterizing and optimizing a set
of control points representing the deformation. The two most known
representations for deformable transformations are b-splines and thin
plate splines.
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Iterative optimization strategy
A common method of solving the minimization expressed in Equation
4.38 is to use an iterative optimization strategy defined by:

μk+1 = μk + akdk, k = 0, 1, 2..., (4.43)

where ak is the step size in the search direction dk.
Each iteration involves:
1. Calculating the similarity between the fixed and transformed mov-

ing image.
2. Adjusting the transform parameters μk using an optimizer that ad-

justs the transform parameters to maximize the current similarity
metric value.

3. Updating the moving image with using the transform defined by
μk.

Hierarchical registration
Hierarchical approaches to registration can be both in terms of data
complexity and transformation complexity. Data complexity refers to a
reduction of image information and is typically implemented using a
resolution pyramid where the registration is performed first on the low-
est resolution, gradually increasing the resolution in the following iter-
ations. The transformation complexity refers to a reduction of the de-
grees of freedom of the transformation model and can be implemented
through subsequent transformations, starting with a rigid transforma-
tion prior to the deformable transformation or, for a b-spline model,
starting with a coarser control point grid and gradually refine the grid.
Both types of hierarchical approaches have the advantage of increas-
ing the likelihood of finding the global optimum match as well as to
decrease the computation time. A hierarchical iterative optimization
scheme is shown in Figure 4.24.

Figure 4.24. Image registration using a hierarchical iterative optimization
scheme, both with regards to transformation and data complexity.
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As indicated in Figure 4.24, for every step of increasing the degrees
of freedom of the transformation model the resolution pyramids are
generated, and for every resolution step the iterative optimization starts
by calculating the similarity metric from a sampled set of pixels.
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5. Methods and applications

This chapter is a summary of the methods that were developed and the
applications that were addressed during the PhD studies. Each sub-
section represents one of the papers included in the thesis. All sections
have the same structure starting with the background of each paper in-
cluding the problem description. Thereafter the methods are described
followed by experiments and results and lastly a short discussion.

5.1 Nucleus segmentation in immunostained
histological samples (Paper I)

As mentioned in Section 2.3, quantitative and qualitative information
from sub-cellular compartments, such as the nuclei, cytoplasm and cell
membrane, plays an important role in setting the diagnosis of cancer.
The successful identification of cell nuclei is the base of many grad-
ing scores such as the mitotic rate, the nuclear grade and the over-
expression of ER and PgR. Due to the enormous amount of cells in
a histological sample, manually identifying and classifying the nuclei
according to the relevant score is a cumbersome process. Therefore,
digital image analysis has been suggested as an alternative and promis-
ing approach. In order to count and/or classify the individual nuclei,
segmentation of the nuclei is necessary. Here, some challenges are the
natural variability among nuclear shapes and sizes as well as the vari-
ability of intensity and texture depending both on irregular staining and
the fact that some cells are cancerous. Other challenges result from the
fact that the specimen is a two-dimensional (2D) representation of a 3D
tissue. The sectioning of the sample results in overlapping or partially
imaged nuclei that differ considerably from the original 3D structure.
Hence, developing methods for separating overlapping nuclei is a very
active research field. Also, as mentioned in Section 2.4, the amount of
data in a histological whole slide image necessitates methods that are
computationally efficient.

5.1.1 Related work
Numerous methods have been proposed for the segmentation of various
structures in breast histological images, including the segmentation of
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nuclei. Methodologies, such as thresholding [42], watershed algorithms
[43], graph-cuts [44] and level-set methods [45,46], are widely used.

Discriminative sparse representations
Another quite recent technique involves sparse discriminative dictionar-
ies of image patches for classification based on texture. Similar to the
wavelets, presented in Section 4.4.2 introduced in Section 4.5.2, it is a
technique for decomposing the image into a sparse representation.

Sparse representations are based on the assumption that natural im-
ages admit a sparse decomposition on some redundant basis, or dictio-
nary. Basis models include various sorts of wavelets, polynomials, atoms
of image patches, etc. The key idea behind the image patch atoms is the
representation of an image I ∈ R

2 as a sparse decomposition over a dic-
tionary D ∈ R

√
n×√n×m, composed of m elements, where each element

represents a small square image patch of
√
n×√

n pixels. The image I
is said to admit a sparse approximation over D, if a linear combination
of a “few” atoms of D exists that are close to I.

Sparse dictionary methods have become very popular for solving a
number of problems within image analysis. One group of sparse meth-
ods is based on generative dictionaries that are often applied to image
restoration problems [47,48]. Another group of methods based on dic-
tionary learning targets discriminative problems [49, 50]. These meth-
ods show that class-specific dictionaries that encode one class well, and
the other classes poorly, can be found, where the discriminant is de-
fined by the residual error. Some positive properties of these methods
are that they are robust to noise, intuitive and easy to implement. How-
ever, the fact that they require one dictionary for each class makes them
computationally costly.

5.1.2 Method
In Paper I, a method based on sparse discriminative representations is
applied to the segmentation of cell nuclei in immunohistochemically
stained tissue samples. The method was originally presented in [51]
and it uses an alternative approach for representing class-dependent
information. This section contains a description of the specific method
as well as a method for separating nuclei.

In contrast to the above mentioned methods, the method in Paper I
is based on two dictionaries. The first dictionary is an intensity dic-
tionary D ∈ R

(
√
n×√n×h)×m that contains m intensity patches of size√

n ×√
n × h, where h is the number of color bands used. The second

dictionary is a label dictionary L ∈ [0; 1]
√
n×√n×l×m that contains m la-

bel patches of size
√
n×√

n×l, where l is the number of classes. The two
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dictionaries D and L are coupled so that each intensity patch in D has
a corresponding label patch in L for holding the pixel-wise class mem-
bership values of the intensity patch pixels. While the intensity patches
are used for modeling the image I, the label patches are used for con-
structing a probability image of the class membership of all pixels. In
contrast to the standard way of using sparse representations, only one
dictionary element/intensity patch is used for modeling the image.

Dictionary learning
The dictionaries are constructed in a training step where samples of
intensity patches and corresponding label patches are extracted from a
training image with annotated class membership for each pixel. The
intensities in the h color bands are stored as intensity patches, and the
corresponding class membership values as label patches.

The purpose of the training is to choose an intensity dictionary that
models data well and at the same time is coupled with a discrimina-
tive label dictionary. To achieve this, a modified vector quantization
approach is used where the dictionary patches are built using a method
similar to k-means clustering (Section 4.5.1), but where the dictionary
elements are built as a weighted average of the image patches in each
cluster.

Prior to clustering, the k cluster centers are initialized by travers-
ing through a subsample of the training samples picking the k samples
whose label patches are most dissimilar as initial cluster centers. From
the initial cluster centers, the “nearest” samples form the new clusters,
“nearest” being defined as the Euclidean distance in the nh-dimensional
feature space, spanned by the intensity values at all positions in all color
bands of the intensity patches. The cluster centers are updated using a
weighted average of the intensity patches, where the weights depend
on the similarity of the label patch of the current cluster center and the
label patch of each sample. High similarity yields a high weight and
dissimilarity yields a low weight. In order to keep the label patches of
the cluster centers ideal, their class membership values are set to 1 for
the class to which the weighted average is highest, and 0 for all other
classes. This process is repeated, iteratively updating the cluster cen-
ters. When the clustering has converged, the cluster centers are used
as the dictionary patches. An illustration of the process for a two-class
segmentation problem is shown in Figure 5.1.
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Figure 5.1. Learning procedure of sparse discriminant label patches. a) Sam-
ples of intensity patches and corresponding label patches are extracted from the
training image. b) The samples are clustered using the described method. c) Each
cluster center is a patch in the intensity dictionary and the correponding label
dictionaries.

Figure 5.2. Classification procedure using sparse discriminant dictionaries. a)
For all pixels in the input image, an image patch is extracted. b) The image patch
is matched with the “closest” intensity patch in the intensity dictionary. c) The
label patch that corresponds to the closest intensity patch is selected. d) The label
patch values are added to the probability image at the position of the image patch.
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Classification
Given an input image I ∈ R

M×N , a probability image P ∈ [0; 1]M×N

is constructed, where each element Pl(i, j) corresponds to the average
probability of class l. The probability image is constructed by pixel-wise
encoding I using the dictionary D. This is done by pixel-wise extraction
of

√
n×√

n×h image patches. For each image patch, centered at (i, j),
the nearest intensity patch dj is found, again based on the Euclidean
distance:

d∗ = min
j

‖dj − x‖, j = 1, 2, . . .m (5.1)

The label values from the corresponding label patch lj are added to
the

√
n × √

n × l image window in the probability image, centered at
(i, j). As the extracted image patches, and hence the corresponding
label patches, overlap, each pixel in the probability image gets a con-
tribution to its class membership probability from n label patches. The
final probability is estimated as the average of these contributions giving
a probability value between 0 and 1. This averaging gives a smoothing
effect on the probability map, which results in a robust classification.
The construction of the probability map for a two-class segmentation
problem is illustrated in Figure 5.2. Note that each pixel in the proba-
bility map contains the probability of class membership for each class.
However, when only two classes are used, e.g., object and background,
the class components of the label dictionaries as well as the values of
the probability maps are the complement to each other, as indicated in
Figure 5.2.

Finally, the class membership of each pixel is chosen as the class with
the highest probability. For a two-class segmentation problem, choosing
a different threshold than 0.5, results in an increased sensitivity to either
object or background.

Nuclei separation
The problem of merged nuclei is one of the main challenges for the
segmentation of nuclei in histological images. As mentioned above, the
merging can arise from the fact that the 3D tissue sample is modeled
with a 2D image, leading to overlapping nuclei. Merging can occur
when nuclei are heavily clustered, as is often the case in tumors. To get
a correct segmentation that allows unbiased measures, such as count or
size, merged nuclei have to be separated.

To separate the nuclei, the method used in Paper I combines region-
merging with marker-controlled watershed (Section 4.3.3) and is based
on the object separation algorithm presented in [52]. The method ap-
plies the h-minima transform (Section 4.2.1) for removal of local min-
ima in the distance transform, hence, decreasing the number of mark-
ers. However, empirical selection of a global h-value often makes robust

68



segmentation difficult. Instead, an adaptive h-minima transform + wa-
tershed approach is applied. For each segmented object, the watershed
transform is applied to create an initial object configuration, which con-
tains information about the separated (and later also merged) objects
at current stage. After watershed, a region-merging approach is used,
where all objects smaller that a certain area are merged with the neigh-
boring object to which it shares the longest border, in an attempt to
reduce over-segmentation. After region-merging, the h-minima trans-
form with h = 1 is applied iteratively, for each iteration gradually re-
moving local minima. Every time the h-minima transform completely
removes a local minimum, that object is merged with the neighboring
object and the resulting object configuration is saved, now also contain-
ing information about which regions have been merged. When only
one object remains, which corresponds to all merged objects, the pro-
cess stops. Now, for every object configuration, an energy function S
is calculated to determine which object configuration of separated and
merged objects contains most nucleus-alike objects. The final segmen-
tation is chosen as the objects with lowest optimal energy function S.

Energy function
The energy function S consists of two components S = Er̄ +Ap̄, where
Er̄ is the mean averaged fitting residual and Ap̄ the area-based penalty
function. The mean averaged fitting residual (Er̄) is based on the hy-
pothesis that a nucleus can be described by an ellipsoidal model. It is
calculated from the average distance between the boundary points of
each object to the best fitting ellipse. In order to compensate for nu-
clei having different sizes, the distance is calculated after applying a
transformation T on both the boundary points and the elliptical model,
where T corresponds to converting the ellipse to the unit circle. The
area-based penalty function (Aρ̄) penalizes objects, whose area deviates
from the area of a normal nucleus. The components of S are illustrated
in Figure 5.3.

Figure 5.3. Energy function penalties for three different object configurations of
separated and merged objects. Left: All regions are elliptic but the areas of the two
left-most are too small. Middle: The right-most object is too big and not elliptic.
Right: All objects are elliptic and have “normal” size.
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Other distance transforms
One drawback of using the standard distance transform of the seg-
mented binary image as input to the watershed transform is that it relies
on objects having a concavity where the objects have merged. If no such
concavity exists, the distance transform complement will not generate
separated basins and, hence, no watershed or separation. This can be
frustrating, especially when there is a visible separation in terms of in-
tensity between the two objects in the original image. To overcome
this problem, a gray-level distance transform can be used, in which the
variations in gray-level is incorporated in the distance measure. Hence,
in an attempt to improve the separation result, the GWDT version of a
gray-level distance transform, defined in Equation 4.7 in Section 4.1.3,
was used.

An example of an input image, the probability map, the segmentation
output and the output after nuclei separation is shown in Figure 5.4.

Figure 5.4. Nuclei segmentation images (from left to right): original image sam-
ple, probability image, segmentated nuclei, separated nuclei.

5.1.3 Experiments and Results
In Paper I, a qualitative analysis on the segmentation of nuclei was pre-
sented. Two datasets containing images from immunohistochemically
stained breast tissue was used – one set based on tissue samples stained
for ER and the other for the antigen Ki-67, which is a biomarker for
cell proliferation. The image samples were captured at 20× resolution
and the size of each image sample was about 150 × 150 pixels. All
samples were manually marked for the approximate center of each nu-
cleus. Sample images with nuclei touching the border were removed.
Both datasets were extracted from 58 TMA cores corresponding to 58
different patients. The ER dataset contained 1006 nuclei from 207 im-
age samples and the Ki-67 dataset contained 796 nuclei from 136 image
samples.

Five combinations of segmentation and separation methods were com-
pared, shown in Table 5.1. The reference method #1 uses a Bayesian
color classifier, which is a simple probabilistic classifier based on Bayes’
theorem (Equation 4.34), where the red, green and blue color chan-
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# Segmentation Separation

1 Bayes1 Watershed (standard)2

2 SDP3 Watershed (standard)

3 SDP Watershed + h-minima (original)4

4 SDP Watershed + h-minima (proposed, using standard DT)5

5 SDP Watershed + h-minima (proposed, using GWDT)6

Table 5.1. Five combinations of segmentation and separation methods evaluated
in Paper I.
1Bayesian color classifier
2Low-pass filter + standard watershed method
3Proposed method using Sparse Discriminative Patches (SDP)
4Watershed + h-minima, as presented in [52]
5Watershed + h-minima, as described using standard distance transform
6Watershed + h-minima, as described using gray-weighted distance transform.

nels were used as features. For nuclei separation, it used the watershed
transform applied to a smoothed complement to the distance transform.
The proposed method for nuclei segmentation was used in method #2-
#5. Patches of size 9 × 9 were used, where each patch contained the
intensity values for the red, green and blue channels. For training, both
the proposed segmentation method and the Bayesian classifier were
trained using a stitched training image with multiple small regions with
manually annotated nucleus objects. Both methods were trained once
per dataset. For training, the proposed segmentation method extracted
80 205 patches that were clustered into 687 dictionary patches for the
ER experiment, and 63 135 training patches and 833 dictionary patches
for the Ki-67 experiment.

The results from the nuclei segmentation experiments are summa-
rized in Table 5.2 and an example of a part of an image sample, together
with the corresponding probability image and the segmentation result
after nuclei separation is shown in Figure 5.4.

Table 5.2 shows that, in both experiments, the proposed segmenta-
tion method using the watershed transform on the gray-weighted dis-
tance transform and the adaptive h-minima transform provides the best
result when it comes to total and mean number of errors. A Wilcoxon
rank-sum test on the total errors shows that experiment #5 performs
significantly better than experiment #1, #2 and #3 for the ER dataset,
and better than #1 and #2 for the Ki-67 dataset.

The main goal of the experiments was to show that the proposed seg-
mentation method can be used for the segmentation of different struc-
tures in histological images, focusing on detecting positive nuclei. As an
indication of how it performs on other histological segmentation tasks,
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Experiment ER dataset Ki-67 dataset

# 1 2 3 4 5 1 2 3 4 5

Missing nucleus (%) 1.2 1.4 0.7 1.2 0.5 3.0 0.9 1.2 1.0 1.0

Missing marks (%) 7.5 4.9 4.4 5.1 3.2 8.7 1.5 5.0 2.8 2.6

Multiple marks (%) 8.6 2.5 2.3 1.2 1.1 5.9 9.6 4.5 4.5 4.1

Total errors (%) 17.3 8.8 7.4 7.5 4.8 17.6 12.0 10.7 8.3 7.7

Mean # errors/image 0.79 0.43 0.36 0.3 0.23 1.04 0.71 0.63 0.49 0.45
Table 5.2. Results for the five methods, described in Table 5.1, when ran on two
dataset: ER and Ki-67. Error types: missing nucleus – a nucleus was marked
but not detected; missing marks – a nucleus was detected but not marked, either
because wrongly detected, or because not separated correctly; multiple marks – a
nucleus was not separated correctly.

examples of segmentation of both positive and negative nuclei as well
as tumor tissue segmentation is shown in Figure 5.5.

Figure 5.5. Left-most: Segmentation of positive and negative nuclei (Left: orig-
inal. Right: result). Right-most: Segmentation of tumor tissue (Left: original.
Right: result)

5.1.4 Discussion
The proposed segmentation method is an attempt for developing a gen-
eral method for classifying different structures in histological images.
The method was validated on a large set of image samples where the
nuclei were manually marked. Comparing with a simple Bayesian ap-
proach, a better performance is obtained with the proposed method.
To demonstrate the general applicability of the method, Paper I also
presents preliminary results where multiple types of nuclei as well as
different types of tissue were segmented.

A version of the proposed method was implemented in the histologi-
cal tool, presented in Paper IV, and the commercially available module
TissueMorph

TM
by Visiopharm, where it has been used for segmenting

72



nuclei, both positive and negative, for several different biomarkers in
published work [53,54].

Interesting future work would be making a larger comparison where
both positive and negative nuclei are segmented on standard bench-
mark data with reported performance for other commonly used meth-
ods. It would also be interesting to evaluate the performance of the
method in other histological applications such as tumor tissue segmen-
tation.

5.2 Interactive segmentation using vectorial data
(Paper II)

Region-growing methods (Section 4.3.2) are commonly used for image
segmentation. They are based on the assumption that if all pixels along
a path are close to each other in a feature space, the two endpoints have
a high probability of belonging to the same region or object. Due to their
computational efficiency, region growing methods are commonly used
for interactive segmentation. Most region-growing methods, as well
as other region-based segmentation methods, e.g., thresholding or the
watershed transform, are based on gray-level values. However, today
images representing vectorial data, e.g., color and textural features, are
common. Also, combinations of different modalities, such as PET-CT,
PET-MRI, etc., or even data from different biomarkers in serial sections,
can be represented by vectorial data. Incorporating multi-modal data
in the region-growing segmentation could potentially increase the per-
formance as more information is available and can contribute to the
region-growing criteria.

5.2.1 Related work
Some approaches to incorporating multi-modal images have been pre-
sented previously. The vectorial Fuzzy Connectedness [55] is one such
approach. Fuzzy connectedness (FC) is defined in a fuzzy subset, which
gives a framework for handling uncertainty in images. FC is based on
the concept of fuzzy pixel affinity, which describes a fuzzy relationship
between a pair of pixels, p and q, based on how close they are spatially
and with respect to other properties, typically the grey-level gradient.
The strength of connectedness between two pairs along a path πp,q equals
the smallest pixel affinity, typically the maximum gray-level gradient,
along the path. FC is then defined as the maximum connectedness of
all possible paths from p to q. The framework presented in [55] rede-
fines the concepts of pixel affinity and connectedness, where the vecto-
rial data is used to calculate a scalar affinity function that can be used
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directly for region-growing. An extension of the vectorial FC was pre-
sented in [56], where the variance and covariance of different features
are estimated in a training step in order to compute the Mahalanobis
distance that can be used for region-growing using FC. A problem with
this approach is that it requires training and is based on the assumption
that there is only one background class, where, as in interactive seg-
mentation, the background seed points often represent several different
classes. In Paper II, an alternative approach to incorporating vectorial
data in region-growing segmentation is presented. The method is called
vectorial minimum barrier distance and is described in the following sec-
tion.

5.2.2 Method
The vectorial minimum barrier distance is a method for calculating
the pixel-to-pixel-distance for a general image containing vectorial data
such as values representing different color intensities or other features.
Compared to other region-growing methods for vectorial data [55,56],
it requires no training and does not assume only one background class.
Like the standard region-growing method, it uses only local information
and is therefore computationally efficient.

Minimum barrier distance
The vectorial minimum barrier distance is based on the minimum bar-
rier distance (MBD) [57], which is a method for computing a gray-
weighted distance transform based on object homogeneity. The formu-
lation of MBD in [57] gives a natural way of incorporating feature space
information in seeded region-growing segmentation without any train-
ing.

The ordinary discrete distance function and the gray-level counter-
part, both described in Section 4.1.3, can seen as measures of the prop-
agated spatial distance, combined with the local difference in gray-level
for the gray-level distance transform, between the “shortest” path be-
tween two points p and q. MBD, on the other hand, is defined as the
difference between the highest and lowest gray-level value along the
shortest path of all paths connecting p and q. The difference between
the highest and lowest value can be seen as a gray-level barrier, hence,
the minimum barrier distance.

The mathematical definition of MBD for a fuzzy subset A is

ρA(p, q) = min
π∈Πp,q

C(fA, π), (5.2)
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where π is a path, out of all paths Πp,q, between the points p and q, and
C is a path-cost function defined as

C(fA, π) = max
i

[f(π(i))]−min
j

[f(π(j))] , (5.3)

where f(π(i)) is the gray-level value of a point i along the path π. The
propagation of the MBD is illustrated in Figure 5.6.

Figure 5.6. The propagation of the minimum barrier distance (MBD) along a
path π between two points p and q. Starting at p, the distance increases with
decreasing gray-level until annotation 1, where the distance is constant until an-
notation 2, where the gray-level exceeds the previously highest value. The distance
is again constant until annotation 3, where the gray-level falls under the previ-
ously lowest value. The gray-level peak at annotation 4 does not affect the distance
as it does not exceed the previously highest gray-level, and the distance remains
constant until p.

Comparing with the propagation of distance values of the gray-level
distance transforms, described in Section 4.1.3, the main difference is
that for the gray-weighted distance transforms, the distances are strictly
increasing while the minimum barrier distance transform does not in-
crease if current extrema are not exceeded.

Vectorial Minimum Barrier Distance
Vectorial data in this context is referred to as a set of features that can
be represented by a vector of n scalar values that represents n proper-
ties or features, e.g., color, texture, or intensity in a certain modality,
with the condition that they can be normalized. For computing an ap-
proximation of the vectorial minimum barrier distance using Equation
5.2, a modified version of Dijkstra’s algorithm (Section 4.1.3) can be
used, where the background pixels are replaced by seedpoints. In order
to use Dijkstra’s algorithm, a path-cost function that takes the normal-
ized vector as input and gives a non-negative value as output has to be
defined.

For vectorial data, the path is a line in an n-dimensional feature space
and the most intuitive vectorial equivalent to the minimum barrier dis-
tance along a path would be the Euclidean distance between the ex-
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treme values visited along the path, in all dimensions. This corresponds
to the diameter of an axis-aligned minimum bounding box (Equation
5.4). For comparison, three other path-cost functions were also evalu-
ated: the city-block (Equation 5.5) and the volume (Equation 5.6) of the
bounding box and the largest distance between any two points along the
path (Equation 5.7). The mathematical definitions of the four path-cost
functions are:

B : C (fA, π) =
∥∥∥ 	K∥∥∥

2
(5.4)

Bcb : C (fA, π) =

m∑
k=1

Kk =
∥∥∥ 	K∥∥∥

1
(5.5)

Bvol : C (fA, π) = K1K2 · · ·Km (5.6)

: C (fA, π) = max
i,j

‖f(π(i))− f(π(j))‖2 , (5.7)

where 	K = {K1,K2, . . . ,Kn} is the axis-aligned bounding box and
Kk = maxi,j |fA,k(π(i))fA,k(π(j))| is the width of the bounding box in
dimension k. Hence, the city-block and the volume of the bounding box
equal the sum and product, respectively, of the width of the bounding
box over all k dimensions. The four path-cost functions are illustrated
in Figure 5.7.

Figure 5.7. Path-cost functions for the vectorial minimum barrier distance. Left:
Axis-aligned minimum bounding box and the corresponding three path-cost func-
tions. Right: The maximum distance of the path.

5.2.3 Experiments and results
To compare the vectorial MBD with the original scalar MBD, two exam-
ples of multi-modal images were used: color and basic textural features.
The color image is from the Berkeley Segmentation Data Set and bench-
mark (BSDS500) [58] and the textural image is a histological image of
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a TMA core containing a tissue sample stained for ER. The segmenta-
tion problem was to segment the flowers from the background and the
tumor tissue from other tissue.

For the textural image, two simple texture measures were used, cor-
responding to an averaging filter of size 9 × 9 pixels and a standard
deviation filter with a circular disk of radius 5 pixels. As described in
Section 4.2, the averaging filter is a low-pass filter that reduces high fre-
quencies and the response of the standard deviation filter is the amount
of local variation. The two images and the components used in the
experiment are shown in Figure 5.8.

Figure 5.8. Left: Image from BSDS500, and its red, green and blue color compo-
nents. Right: Histological image of a TMA core containing a tissue sample stained
for the ER, and two textural components.

The comparison was made using three different measures of segmen-
tation error:

• Pixel error [%]: The number of misclassified pixels in relation to
number of ground truth object pixels.

• Pixel distance error: The mean distance from a pixel to the closest
pixel of the same type (object or background).

• Boundary displacement error: The mean distance from a pixel on
the segmented object boundary pixel to the closest pixel on the
ground truth boundary.

For the color image, the ground truth provided in the BSDS500 dataset
was used, and for the textural image the tumor in the histological image
was manually outlined.

The results of the experiments are presented in Table 5.3 and the
segmentation output is shown in Figure 5.9 for the flower image and in
Figure 5.10 for the histological image.

The results in Table 5.3 show that, for these two images, the vectorial
minimum barrier distance outperforms the scalar version. Comparing
the results using different path-cost functions shows no large differences
between �, Bcb and B�, whereas Bvol does not perform much better
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Path- Pixel Pixel Boundary

Image Band cost error distance displacement

function [%] error error

Flower Red - 36.36 4.56 7.32

Flower Green - 53.62 6.86 8.17

Flower Blue - 62.65 8.24 12.37

Flower Gray - 44.73 7.33 12.19

Flower All B� 13.63 0.78 4.42

Flower All Bcb 15.70 1.03 5.32

Flower All Bvol 31.31 3.57 7.42

Flower All � 11.97 0.58 4.10

Tumor Mean - 5.14 0.69 10.27

Tumor Std. - 3.29 0.31 7.31

Tumor All B� 1.74 0.10 2.73

Tumor All Bcb 1.66 0.08 2.66

Tumor All Bvol 2.19 0.08 3.09

Tumor All � 1.82 0.13 3.44
Table 5.3. The comparison of segmentation performance from Paper II for the
vectorial and scalar MBD on two types of images using different path-cost func-
tions.

than when using scalar MBD. Compared to the other three path-cost
functions, the distance based on Bvol needs a change in all dimensions
in order to grow. For example, when examining the blue component
of the flower image, the difference in blue intensity between the flower
and the background is barely discernible in some regions. When the
difference is larger in other components, the three other path-cost func-
tions will pick that up, but not the volume-based Bvol.

5.2.4 Discussion
The purpose of this paper was to introduce a novel method for incor-
porating vectorial data in region-growing segmentation. It was shown
that this can increase the segmentation compared to using the texture or
color channels individually or, for color, when combined in a grayscale
image. For future work, it would be interesting to extend the exper-
iments section in an attempt to show that the method works well for
other types of images making use of the fact that the method is general.
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Figure 5.9. Results for the flower image. Top row: ground truth and seed
points/lines. Middle row: MBD using single features (from left to right): red,
green, blue and grayscale. Bottom row: VMBD using all features and path-cost
functions (from left to right): B�, Bcb, Bvol and �.

Figure 5.10. Results for tissue image. Top row: ground truth and seed
points/lines. Middle row: MBD using single features (from left to right): average
and standard deviation. Bottom row: VMBD using all features and path-cost
functions (from left to right): B�, Bcb, Bvol and �.

The main characteristic of the minimum barrier distance being based
on path homogeneity instead of accumulated local distance or maxi-
mum gray-level gradient makes it robust against both weak gradients
and noise [57]. However, as with all region-growing methods that do
not take the spatial distance into account, there is a risk of leakage in
the sense that as long as the homogeneity-criteria are met, the region
can keep growing without spatial constraints. With this and the subject
of this thesis in mind, it would be interesting to study the behavior of
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the method in both a real interactive setup for, e.g., segmenting tumor
regions, as described in Section 5.1.

5.3 Classification of immunostaining patterns
(Paper III)

The classification of immunostaining patterns refers to determining the
sub-cellular location and localization in the tissue of a certain biomarker.
This knowledge is useful since the location of a protein can be coupled
to certain functions at certain locations, and quantitative information
from the staining pattern can therefore be used for grouping proteins,
and for understanding the function of unknown proteins.

Another area where the analysis of staining pattern is an important
part is when validating the binding of antibodies for a certain protein.

5.3.1 The Human Protein Atlas project
The Human Protein Atlas (HPA) project is a scientific research project
with the goal to systematically explore the entire set of proteins ex-
pressed by humans, known as the human proteome. The project started
in 2003 and is a joint effort between Uppsala University and the Royal
Institute of Technology in Sweden.

The project hosts the Human Protein Atlas portal, which is an on-
line database with millions of images showing the spatial distribution
of proteins in both normal and cancerous tissues in high-resolution.

One of the main goals of the HPA project is to generate and validate
antibodies towards all human proteins. This is accomplished by com-
bining high-throughput generation of antibodies with protein profiling
using tissue microarrays in many different types of tissues and cells.

Sibling antibodies
A sibling antibody is an antibody that binds to same protein as another
antibody but, has affinity for a different part (epitope) of the protein.
Multiple antibodies that bind to different epitopes of the same protein
can increase the specificity in protein detection and be a useful tool
for the identification and investigation of disease-related differences in
protein expression. Binding of an antibody to a certain target protein
has to be confirmed. An ultimate confirmation that the antibody rec-
ognizes the right protein is to compare its staining patterns with the
staining pattern of an already confirmed sibling antibody. A deviation
in staining pattern can identify unexpected antibody behavior. How-
ever, a deviation could also be explained by the fact that one antibody
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recognizes another splice variant or isoform of the same protein. There-
fore, it is important to know to which epitope of the protein (antigen)
the antibody is expected to bind.

5.3.2 Related work
Manual classification of staining patterns is a time-consuming process
and previously published work has shown that automating the process
using digital image analysis is a promising approach [59,60].

Most research involving digital image analysis for analyzing immunos-
taining focuses on the detection and classification of certain structures
or sub-cellular patterns. In most cases, the sub-cellular localization of
the involved biomarkers is a known parameter and not the purpose of
the classification. Existing studies for classification of sub-cellular lo-
cations include the study in [59], in which textural features based on
wavelets and the gray-level co-occurrence matrix are used for classi-
fying staining patterns in immunohistochemically stained images into
eight location classes, and the studies in [60, 61], in which single cells
in immunofluorescence images are classified into the sub-cellular lo-
cations using different textural features such as Zernicke and Haralick
features.

5.3.3 Methods
Paper III presents a comparison of different methods aimed at the clas-
sification of immunostaining patterns in histological images. The paper
focuses on sub-cellular localization and classifies a staining pattern as
either nuclear, cytoplasmic/membranous, other tissue, or background.

The comparison was part of a collaboration between the following
partners: the HPA project; Centre for Image Analysis (CBA) in Uppsala,
Sweden; the National Institute of Technology, India; the Broad Insti-
tute of Harvard and MIT, USA. The project was initiated by CBA and
HPA and the groups in India and USA contributed by applying their
respective method to the problem. The India-based group used a tech-
nique based on the complex wavelet transform and the Broad Institute
group used a technique for hierarchical extraction of features represent-
ing morphology.

The two methods were compared with a basic GLCM-based method.
All three methods are briefly described in the following sections, fol-
lowed by a presentation of the experiments and results in Section 5.3.7.
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5.3.4 Method 1: Textural features based on the gray-level
co-occurrence matrix

The reference method involves textural features based on the gray-level
co-occurrence matrix (GLCM). The basics of the GLCM were described
in Section 4.4.1. As mentioned in Section 4.4.1, the most commonly
used GLCM-based features are the Haralick features. In Paper III, a
set of 20 textural features was used, where 12 of them were Haralick
features. The other 8 features include both variations of the Haralick
features and other metrics based on the GLCM.

All 20 features have previously been used in various combinations for
the classification of histological images [61–64] and are listed below:

Haralick features [36]:

• Energy
• Contrast
• Correlation
• Sum of squares: variance
• Entropy
• Sum average

• Sum variance
• Sum entropy
• Difference variance
• Difference entropy
• Info. measure of correlation 1
• Info. measure of correlation 2

Additional GLCM-based features [65–67]:

• Autocorrelation
• Dissimilarity
• Homogeneity
• Maximum probability
• Cluster prominence

• Cluster shade
• Inverse difference, normalized
• Inverse difference moment, nor-

malized

Feature selection
In order to reduce the feature set from redundant and irrelevant fea-
tures, a feature selection technique was applied, using the common
Greedy hill-climbing (GHC) algorithm. GHC starts with an empty set
of features, adding features one at a time by selecting the feature that,
when added, yields the best generalizing feature set [68]. The algo-
rithm stops when the addition of a remaining feature results in a de-
crease in generalization. The generalization was calculated on a train-
ing set using k-fold cross validation, which is a technique for assessing
how well a model generated from a training set will generalize to an
independent data set. It starts by partitioning the training data in k
equally sized subsets. The model is trained on all k−1 subsets, and val-
idated on the last subset. This procedure is repeated k times, for every
time changing the validation subset, as illustrated in Figure 5.11. The
validation result is obtained by averaging over the k repetitions.

82



Figure 5.11. A scheme over the k-fold cross-validation procedure.

5.3.5 Method 2: Complex Wavelet Transforms
The complex wavelet transform (CWT) is a two-dimensional complex-
valued extension of the standard discrete wavelet transform (DWT),
described in Section 4.4.2. The DWT has some drawbacks in terms
of shift variance, aliasing and lack of directionality that can overcome
effectively by the CWT [37].

The most common approach to calculate the CWT is the dual-tree
complex wavelet transform (DT-CWT) [69]. The DT-CWT is nearly shift-
invariant, reduces aliasing, and includes directional wavelets at higher
resolutions [37]. This comes at the cost of moderate redundancy (4×
redundancy for 2D images).

The DT-CWT calculates the complex wavelet transform using two sep-
arate DWT decompositions. If the two filter functions are designed
correctly, the first DWT produces the real coefficients while the other
produces the imaginary coefficients of the complex wavelet transform:

ψ(x) = ψR(x) + jψI(x) (5.8)

The scheme for calculating the DT-CWT coefficients components is
shown in Figure 5.12, where gR(n) and hR(n) denote the low- and high-
pass filter pair for the real filter and gI(n) and hI(n) the imaginary
counterpart.

An extended version of DT-CWT is the anisotropic adaptive dual-tree
complex wavelet transform (AADT-CWT) [70], where directionally de-
pendent basis functions selected to adapt to the image type are used.
This technique yields 10 basis functions, shown in (Figure 5.13).

The method can be further extended by using an undecimated wavelet
approach in which the downsampling operations are not incorporated
and, instead, the coefficients of the lowpass and highpass filters are up-
sampled at each level [71]. This method is referred to as undecimated
anisotropic adaptive dual-tree complex wavelet transform (UAADT-CWT).
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Figure 5.12. Scheme for calculating two levels of coefficients components for the
dual-tree complex wavelet transform.

Figure 5.13. The ten basis functions of the anisotropic adaptive dual-tree complex
wavelet transform.

Feature extraction
As mentioned in Section 4.4.2, the wavelet coefficients can be used
directly as features. An alternative is to apply the complex wavelet
co-occurrence matrix (CWCM) (Section 4.4.2) on the response from
the wavelet transform. In Paper III, both approaches were used and
compared, where the CWCM approach used the same 20 features as in
Method 1 (Section 5.3.4). In order to reduce the number of features,
the coefficients were averaged across both directions and resolutions.
To remove redundant or irrelevant features, the same feature selection
method as in Method 1 was used.

5.3.6 Method 3: PCA-LDA CHARM
The third method, PCA-LDA CHARM, is based on a method called WND-
CHARM [72], which stands for Weighted Neighbor Distances using a
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Compound Hierarchy of Algorithms Representing Morphology. The prin-
ciple of the algorithm is to extract a large set of features from the whole
image and then to reduce the number of features based on their descrip-
tive variance. The types of features fall into four categories:

• Polynomial decompositions: Features based on the coefficients
of polynomials approximating the image.

• High-contrast features: Features that include edge descriptors
and object statistics, e.g., spatial distribution, size, shape, where
the objects are segmented using Otsu’s thresholding method (Sec-
tion 4.3.1).

• Texture features: Features based on the inter-pixel variation, such
as Haralick features (Section 4.4.1).

• Pixel statistics: Features based on the distribution of pixel inten-
sities within the image.

In addition to extracting features from the raw intensity image, a large
number of features are calculated from several standard transforms ap-
plied to the image such as Fourier, wavelet, Chebyshev and Radon.
In total, 661 features describing different aspects of image content are
added to the feature set.

Feature reduction and classification
As for the previous two methods, some of the features are expected to
represent noisy or redundant values, or be very low-informative. The
original WND-CHARM method uses LDA (Section 4.5.3) to reduce the
number of features [72]. The problem with LDA on high-dimensional
feature spaces is that the within-class scatter matrices become huge and
difficult to compute. Also, in general, the number of images, or image-
patches, is much smaller than the number of features, which yields sin-
gular, and hence non-invertible, scatter matrices. Instead, a popular
technique to avoid these difficulties using PCA plus LDA [73] was used,
where PCA is first applied to reduce the dimensionality prior to the clas-
sification using LDA.

5.3.7 Experiments and results
To compare the different types of features and classification methods,
1057 image samples of size 64 × 64 pixels were extracted from 29 im-
ages of breast tissue microarray cores acquired at 20× resolution. The
antibodies where detected by DAB staining and Haematoxylin was used
as counterstain. For ground truth data, all patches were manually classi-
fied into four groups: background, connective tissue, cytoplasmic/membr-
anous staining and nuclear staining. Examples of image samples of the
four classes are shown in Figure 5.14.
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Figure 5.14. Four classes of representing different types of staining patterns.

The manual classification was performed by two experts and repeated
once for one of the experts in order to estimate both the intra- and inter-
observer variability.

For Method 1 and 2, color de-convolution (Section 4.1.5) was applied
in order to find a good color representation of the involved stains. The
calculation of wavelet coefficients and GLCM features was made on the
two main components corresponding to DAB and Haematoxylin. For
the calculation of GLCM-features, both ordinary and wavelet-based, a
spatial distance of 16 pixels was used. The classification was made using
a SVM with a linear kernel, as described in Section 4.5.4. After PCA,
method 3 used 103 features, which correspond to the first 103 principal
components that preserves 98% of the variance.

The classification efficiency was assessed using 10-fold cross valida-
tion. The classification accuracy was defined as the ratio of the number
of samples correctly classified to the total number of samples tested.
The result for the tested combinations of techniques and methods are
presented in Table 5.4.

As seen in Table 5.4, the PCA-LDA CHARM method has a similar accu-
racy to that of the experts. It can also be seen that applying the GLCM
to the wavelet coefficients improves the accuracy compared to using
the coefficients directly and that UAADT-CWT has slightly better per-
formance than the classic DT-CWT. The majority of the classification er-
rors occur between samples with nuclear and cytoplasmic/membranous
staining.

5.3.8 Discussion
The purpose of this paper was to compare manual sub-cellular localiza-
tion of staining patterns with automated methods that use digital im-
age analysis. The presented methods are general in the sense that the
variety of features used, for both the wavelet-based and the CHARM
features, are not specific for certain types of objects. The idea behind
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Method Classification accuracy [%] Overall

(# features) N C T B accuracy [%]

GLCM (9) 25.0 77.5 65.8 83.9 66.6

DT-CWT (18) 36.5 87.0 36.6 97.4 69.7

UAADT-CWT (19) 34.0 90.7 89.1 92.8 80.0

GLCM+DT-CWT (27) 68.0 82.9 79.7 97.4 82.2

GLCM+UAADT-CWT (28) 68.5 85.5 93.1 98.5 86.0

PCA-LDA CHARM (103) 76.0 91.0 100.0 100.0 90.0

Expert 1 (intra-obs. var.) 89.5 95.7 99.0 100.0 95.9

Expert 2 (inter-obs. var.) 94.5 84.9 100.0 100.0 92.3
Table 5.4. Classification accuracy per class for the different methods presented in
Paper III. The class definitions are: N - nuclear, C - cytoplasmic/membranous, T -
other tissue, B - background.

PCA-LDA CHARM is to classify in a “brute force” approach: instead of
trying to understand a priori which features are relevant for the specific
classification problem, a whole range of possible features is extracted
and not until later it is determined which of these features make sense
for the problem at hand. However, for both approaches, a further explo-
ration of the features would be beneficial for the understanding of the
differences in staining patterns. For the wavelet method, it would be
interesting to leave out the averaging of the wavelet features over both
resolution and direction, and see what that does for the accuracy. Also,
the impact of using different classifiers for the different approaches has
to be explored. Another interesting extension of the experiments pre-
sented in Paper III would be to include the pixel-based classification
method presented in Paper I.

The manually selected patches represented clear examples of the dif-
ferent classes, so for further evaluation an experiment using arbitrary
patches should be used. The used dataset did take into account biolog-
ical and staining variations to some extent, but to make the methods
beneficial for the confirmation of sibling antibodies, the variations of
staining patterns for antibodies binding to the same protein has to be
explored.

A recent study reported about the risk for bias when classifying mi-
croscopy images using low-level image features due to their sensitivity
to artifacts originating from, e.g., different acquisition settings or op-
tics [74]. Similar classification results were achieved for a set of patches
compared to the same set but with the biological content removed. For
both methods in Paper III it is assumed that the patches are independent
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in terms of imaging artifacts as well as noise and staining pattern and
intensity. However, further experiments are needed to verify that this
assumption holds.

5.4 A research tool for sub-cellular quantification
(Paper IV)

Quantification of sub-cellular protein expression levels is important,
e.g., within cancer diagnosis, cancer research and biomarker discovery.
As discussed in Section 2.4, computer-assisted analysis of digital images
of histological samples can be an alternative to the more labor-intense,
highly visual and subjective process of manual identification and quan-
tification. However, the availability of many of the developed image
analysis methods for the pathological or cancer research community is
low and many existing software are neither flexible nor intuitive enough
to meet the needs.

Paper IV presents a tool for automatic extraction and quantification
of sub-cellular data using computerized image analysis. The tool can be
used for segmentation, classification and quantification of sub-cellular
structures such as nuclei, cytoplasm, membrane and gene probes. Much
of the focus has been to provide a simple and intuitive graphical user
interface (GUI) that does not require any image analysis expertise. Also,
the underlying image analysis methods were chosen to fit well with the
GUI as well as for their ability to provide a fast, robust and correct
analysis.

5.4.1 Tool description
This section will briefly describe the GUI of the tool and the main system
of which it is part. A more thorough description of the different func-
tionality groups and the involved methods is provided later, in Sections
5.4.2 – 5.4.5. An overview of the GUI is shown in Figure 5.15.

The different functionality groups shown in Figure 5.15 all corre-
spond to a task such as the detection of nuclei or load/save protocol.
For the sake of usability, the number of available controls is reduced
to a minimum. For setting the parameters of each task, sliders and
dropdown controls, which are visual and constrained and, hence, in-
tuitive are used [75]. Some of the groups can be enabled or disabled
depending on the type of analysis. Disabling functionality collapses the
corresponding section, so that the user is not disturbed by unnecessary
functionality.
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Figure 5.15. Overview of the tool GUI.

Protocol
All the parameters of the tool define a protocol. The protocol can be
saved and loaded for re-use on another set of images, by using the
Load/save protocol-functionality. When loading a protocol, the user can
preview the result in a single field of view (FOV), using the Preview
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Figure 5.16. Overview of the main system GUI that the tool is part of.

analysis-button, or run the protocol on the whole image or a whole re-
gion using the Run analysis-button. The output values of the protocol
are shown in the Output values part of the GUI. As an example, a pro-
tocol for calculating the proliferation rate would include the detection
of nuclei functionality being enabled, stored training parameters for the
nuclei segmentation algorithm, and the list of specified output variables.

Main system
The tool is part of a larger system, which provides modules for

• Pre- and post-processing of the input images.
• Setting up output calculations based on the analyses made by the

tool.
• Manual drawing of labels and regions.

In addition, it provides image viewing capabilities and a database for
storing images and output values.

To keep the GUI of the tool as clean as possible, most functionality
of the main system is hidden but can be accessed through the button
indicated as Access main system in the GUI overview. An overview of the
whole system including the tool, database and image viewer is shown
in Figure 5.16.
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Pre-processing
The pre-processing contains functionality for setting up the input bands
for the various detection methods. An input band corresponds to a
representation of the image such as a pre-processed color band. Hence,
the pre-processing tool contains functionality for separating the image
in different color bands, including RGB, HSV or by color de-convolution,
as well as different filter for enhancing the image such as averaging, h-
minima, etc.

Post-processing
Post-processing refers to techniques of altering the output after segmen-
tation. It includes methods for changing the segmentation using mor-
phological operations, e.g., erosion, dilation, skeletonization, as well
as techniques for filling holes, splitting objects or change the labels de-
pending on, e.g., size or mean intensity.

5.4.2 Detection of nuclei
The purpose of the detection of nuclei functionality is to segment the
cell nuclei from other structures in the tissue. The underlying method
is based on the dictionary-based method in Paper I, also described in
Section 5.1. The choice of this method is because of its accuracy, speed
and for the ability to extract the threshold value of the probability im-
age as one single parameter that is intuitive for the user to control the
sensitivity of the detection with.

Figure 5.17. GUI for the detection of nuclei functionality.

The GUI of the nuclei detection functionality (Figure 5.17) contains
a slider for changing the sensitivity parameter mentioned above, a nu-
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cleus size parameter that is used for adapting the nuclei separation al-
gorithm to the current nucleus type, and a dropdown for selecting the
input band for the detection algorithm. Apart from the actual training
of the detection algorithm, these are the only parameters available for
the user to adjust for controlling the nuclei detection.

An example of the output of the nuclei detection is shown in Figure
5.22.

Training
The semi-automatic method for detecting nuclei requires a training step
in order to build the dictionaries of intensity and label patches, as de-
scribed in Section 5.1.2. The training is performed by manually defining
a training region in a training image and labeling all nuclei within the
training region using the Region and label tool (Figure 5.16). An exam-
ple of outlining the nuclei for training is shown in Figure 5.18.

Figure 5.18. Manually defining training region and nuclei labels for the detection
of nuclei algorithm. Left: one nucleus type. Right: two nucleus types.

Classification of nuclei
The Classification of nuclei functionality classifies the segmented nuclei
in two or three classes based on the mean intensity in a certain input
band. The GUI (Figure 5.17) is divided into two equal parts, both with a
slider for setting the mean intensity threshold that separates the classes,
and a dropdown for selecting the input band on which the threshold is
applied. The two parts are used to allow for separation of the original
class in a total of three classes. To increase the intuitiveness of the
classification, the sliders are two-colored, with the same two colors as
the nuclei labels and where the split follows the handle of the slider.
This helps the user to understand which class “increases” when moving
the slider.

Separate nucleus type
The GUI for the detection of separate nucleus type (Figure 5.17) con-
tains additional functionality for controlling the sensitivity and nucleus
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size when the nucleus detection functionality is trained for two separate
types of nuclei, as described above.

5.4.3 Detection of cytoplasm
The Detection of cytoplasm functionality segments a cytoplasm region
around each detected nucleus. Instead of trying to segment the cyto-
plasm regions directly, which is often very hard due to weak and uneven
staining, they are defined as the region around each nucleus from the
nucleus border to a distance specified by the user.

In the GUI, shown in Figure 5.19, the detection of cytoplasm interface
consists of two parts. The first is for the cytoplasm detection where the
user can specify cytoplasm width. The second is an optional feature for
classifying the cytoplasm into two classes based on the mean intensity in
a certain input band. The user can specify the mean intensity threshold
using the provided slider.

Figure 5.19. GUI for the detection of cytoplasm functionality.

An example of the output of the cytoplasm detection is shown in
Figure 5.22.

5.4.4 Detection of membranes
The membranes in 2D histological samples appear as linear structures.
The method for detecting membranes uses a polynomial filter that en-
hances local-linear objects. The filter is based on the eigenvalues of
the Hessian, which are common descriptors of local curvature. A large
first eigenvalue and a small second eigenvalue indicate a ridge in the
intensity image [76]. Setting a threshold on the filter output segments
the image in local-linear structures and, to restore the thinness of the
segmented objects, a morphological technique called skeletonization is
applied.

The threshold value is extracted as a user-specified parameter in the
GUI (Figure 5.20) and it is the only parameter available for the user to
control apart from the selection of the input band to apply the polyno-
mial filter to.

An example of the output of the membrane detection is shown in
Figure 5.22.
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Figure 5.20. GUI for the detection of membrane functionality.

5.4.5 Detection of gene probes
Gene probes refer to fragments of DNA or RNA that are used to de-
tect complimentary gene targets. To localize the gene probes they are
labeled with a stain using a technique called in situ hybridization, men-
tioned in Section 3.2.3. The detection of gene probes uses the same
detection method as the nuclei detection. The only difference is that a
smaller patch size is used as the gene probes are smaller than the nu-
clei. As indicated in Figure 5.21, up to two classes of gene probes can
be detected.

Figure 5.21. GUI for the detection of gene probe functionality.

An example of the output of the gene probe detection is shown in
Figure 5.22.

5.4.6 Use case – Nuclear analysis
To illustrate the usage of the tool this section briefly describes a sim-
ple use case corresponding to a common analysis of histological images
based on nuclei detection. Other types of analyses make use of other
parts of the tool but the general workflow is typically about the same.

Nuclear analysis
The Estrogen receptor (ER) is a strong predictive marker of response
to some types of hormone therapy. A recent study showed that certain
types of ER are also expressed in parathyroid tumors and that one of
the types, ERβ1, might have a tumor-suppressive role [53]. The study
used the implementation of the presented tool as the commercial prod-
uct TissueMorph

TM
for the analysis. The tool was used to detect both
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positive and negative nuclei in tissue samples stained for the relevant
biomarkers, and to measure the stain intensity for each nucleus. A his-
togram showing the number of nuclei with a certain intensity level was
created for comparison between different samples.

The analysis
The above described nuclear analysis makes use of the nuclei detection
functionality together with some simple pre- and post-processing steps.
The procedure followed for performing the analysis using the tool was
as follows:

1. The nuclei detection was performed with the red color channel as
input band.

2. Before the detection, the pre-processing tool of the main system
was used to perform background subtraction.

3. A training image was selected and the user manually defined a
training region and drew all nuclei, both positive and negative,
with the same label, as illustrated in the left image in Figure 5.18.

4. After training, the detection was previewed in order to adjusting
the sensitivity and nuclei size parameters.

5. For removing small object that were unlikely to be nuclei (or nu-
clei out of focus), a post-processing step was added to remove all
objects smaller than a certain area.

6. An output variable measuring the mean intensity in the DAB stain
color band for every object was added. As the positive and nega-
tive nuclei were segmented as one class, the distinction between
the two classes was made at this stage as the mean intensity of
negative nuclei in the DAB stain color band would be very low.

7. Finally, the protocol was run on the whole set of images, for ev-
ery image calculating the output, which was copied to Excel for
creating the intensity histogram and for evaluating the results.

An example of the output of the nuclei detection and example output of
the three other detection methods are shown in Figure 5.22.

5.4.7 Discussion
The purpose of presenting this tool was to describe how a set of digital
image analysis methods can be combined in an intuitive user interface
to solve some common problems in histopathology that involve quanti-
fying biomarker expression at sub-cellular resolution. The tool is avail-
able as the module TissueMorph

TM
in the commercial software VIS

TM
by

Visiopharm. Several publications have used TissueMorph
TM

for parts of
their analyses [53,54].

95



Similar image analysis toolboxes do exist, both freely available soft-
ware for academic use and commercial systems. However, the freely
available software do currently not support whole slide image formats
and, due to the limited accessibility of the commercial toolboxes, it is
hard to make a fair comparison of the functionality. Some of the other
toolboxes are highly flexible but have steep learning curves while others
are simpler and more intuitive. The proposed tool attempts to combine
the flexibility, acquired by limiting the tool to a smaller set of functions
and hiding the more advanced functionality, with the intuitiveness of
a limited set of controls that are tightly connected with the underly-
ing methods. The belief is that the transparency of describing methods
and how they are combined will contribute to the pathology and cancer
research community.

Figure 5.22. Example output for the segmentation of four different sub-cellular
structures using the presented tool.

5.5 Registration of multi-modal consecutive
histological images (Paper V)

Combining information from multiple biomarkers is not only an im-
portant part of cancer diagnosis, it is also useful for acquiring new
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knowledge about, for example, cell-interactions between inflammatory,
healthy and cancerous cells. Several methods exist for combining infor-
mation from multiple biomarkers. A promising and increasingly used
method is multiplex staining, in which several biomarkers are detected
using stain “cocktails” for conveniently expressing multiple biomarkers
in one histological section. Current problems with multiplex staining
can include cross-reaction of the stains and color bleed-through [77].
Another alternative is to stain consecutive histological sections with
different biomarkers, and then view the images side by side or com-
bine them in one view. This is a straight-forward approach as it re-
quires small changes to current procedures and already proven stains
and staining techniques can be used. The main disadvantage is that
in order to compare the expression from multiple biomarkers, the im-
ages have to be aligned using image registration (Section 4.6). This is
a non-trivial problem due to the structural differences between the con-
secutive sections, the staining differences, and the due to mechanical or
chemical stress during the preparation or staining process. Figure 5.23
shows two TMA core images stained for different biomarkers.

Figure 5.23. Example of two tissue microarray cores from two consecutive sec-
tions stained for two different biomarkers. The top two images show the full core
and the bottom two show a FOV of size 1024 × 1024. The structural differences
and the differences in staining patterns for is clear in the two bottom images.

Manually delineating regions of interest marking target tissue is a
common process in order to get unbiased measurements of the biomarker
expression. One example is the proliferation rate, which can be used as
a measure of the aggressiveness of a cancer. The proliferation rate can
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be calculated as the ratio of positive to total number of cells from a tis-
sue sample stained with the proliferation marker Ki-67 [78]. Optimally,
the calculation should only include tumor cells. However, due to the
intrusive nature of the tumor, surrounding tissue is typically damaged,
leading to an increased proliferation rate in order to heal the damaged
tissue. This proliferation occurs naturally and should not affect the pro-
liferation rate of the tumor. A failure to exclude the non-tumor cells
in the calculation will yield a biased estimate. However, differentiat-
ing between the tumor region and connective tissue is not trivial and
even if that can be done manually, it is a very cumbersome process that
substantially increases the time that pathologist spends per biomarker
and it significantly limits the level of automation. Hence, an application
of multimodal data fusion is to identify the target tissue in one section
stained for that purpose, and then transfer the region of interest to a
consecutive section that is stained, for example, for the Ki-67 nuclear
biomarker. Applying digital image analysis methods for the extraction
of the target tissue region of interest is now easier due to the target
tissue being explicitly expressed in the first section.

In Paper V, the problem of the registration of multimodal data from
consecutive histological tissue sections stained for different biomark-
ers is explored. A tool for viewing registered images is presented that
allows the user to compare different degrees of freedom of the transfor-
mations. In an attempt to decrease local deformations to preserve local
measurements, a method for acquiring locally rigid transformation is
presented. A novel extension that introduces a grade-of-rigidity term is
also presented that allows the user to change the amount of rigidity in
close to real-time.

5.5.1 Related work
Two main applications of image registration of histological images are
described in existing literature: multimodal registration, as described
above, and volume reconstruction, in which consecutive mono-modal
sections are registered to yield a volume image from which 3D anatom-
ical information can be gathered. Recent work includes both feature-
based methods [79] and intensity-based methods [80, 81], both types
briefly described in Section 4.6. For studies using multimodal data, most
intensity-based methods are based on mutual information (MI) or MI-
based metrics [81, 82]. The large biological and staining variations in
multimodal histological images are often problematic for feature-based
methods as it is hard to get the segmentation and/or feature-extraction
robust enough to find corresponding objects/features in the two images.
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Attempts to reduce local deformations of deformable transformations
include using a regularization term (Section 4.6) that penalizes non-
rigidity. The regularization terms are typically global but local variants
exists [83], which has shown to be useful, for example, when clearly
defined objects with a known stiffness, such as bones or medical instru-
ments, are present. Other methods for acquiring local rigidity combine
“offline” calculations of a global deformable transformation with an “on-
line” local approximation calculated post registration [81]. The usage of
an offline and online step, where the more time-consuming calculation
is done before visualizing the registration, enables real-time updates of
the local approximation within current field-of-view (FOV). This ability
can greatly facilitate the visualization task for the pathologist examin-
ing the data. The disadvantage is that the local approximation is only
valid within the FOV, which yields a discontinuous deformation. This
is illustrated in Figure 5.24, which shows the deformation grid for both
local regularization and local approximation.

Figure 5.24. Two methods of achieving locally rigid transformations. Left: Local
rigidity by regularization. Right: Local rigidity by approximation.

In [81], a local approximation of the deformable transformation is
calculated by transforming the FOV, defined by a set of points on the
FOV border, using the global offline transformation, followed by using
the FOV-sized middle part of the resulting region as transformed FOV.
This method is fast but only takes into account translation in the local
approximation. An alternative method used for registering MR images
calculates the local approximation by point-sampling from the defor-
mation field of the global deformable registration and determines the
best-matching rigid transformation using the least sum-of-squared er-
rors [84]. This approximation can be calculated in close to real-time
and takes into account both translation and rotation.

99



5.5.2 Methods
In Paper V, the approach of using an online and offline registration [81]
was combined with the local approximation method of [84]. An exten-
sion of the approximation that allows various grades of local rigidity
was also presented. A brief description of the offline and online steps of
the registration as well as the grade of rigidity term is presented below,
followed by some experiments and results for comparing the different
transformations and how they affect local measurements in an attempt
to quantize how local structures are distorted.

Offline registration
The offline global registration is calculated using the open source im-
age registration package Elastix [85]. Elastix is a modular framework
that uses a hierarchical iterative optimization scheme (Figure 4.24) for
solving the minimization problem expressed in Equation 4.38 in Section
4.6. The hierarchical approach involves both transformation complex-
ity, where the deformable b-spline transformation is preceded by an
affine transformation, and data complexity, where a resolution pyramid
is used for both types of transformations. The similarity is calculated
using the Normalized Mutual Information metric, defined in Equation
4.42 and the Adaptive Stochastic Gradient Descent (ASGD) method as
optimizer [86]. ASGD finds a local minimum of the cost-function C
(Equation 4.38) by taking small steps to the negative of the approx-
imate gradient, where the step size is increased if the gradient from
two consecutive iterations points in nearly the same direction, and vice
versa.

Online registration
As mentioned above, the purpose of the online step is to approximate
the global deformable transformation locally, e.g., within the FOV. The
approximation is done by applying the global deformable transforma-
tion to a set of randomly generated coordinates within the local region,
and then approximating this transformation by finding the best match-
ing rigid transformation using partial Procrustes superimposition [87].
Partial Procrustes superimposition divides the approximation into the
following steps:

• The translation component of the transformation is calculated di-
rectly from the mean deviation of the transformed coordinates
with respect to the original coordinates. That is, the translation
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(Tx, Ty) is calculated as

Tx =
1

N

N∑
i=1

(xi2 − xi1) and (5.9)

Ty =
1

N

N∑
i=1

(yi2 − yi1), (5.10)

where N is the number of coordinates, xi1 the ith original x-coord-
inate, xi2 the corresponding transformed x-coordinate, and yi1 and
yi2 the y-coordinate equivalents.

• The rotation θ is obtained in a least-squares sense using the fol-
lowing equation.

θ = tan− 1

(∑N
i=1(xi2yi1 − yi2xi1)∑N
i=1(xi2xi1 − yi2yi1)

)
(5.11)

The approximated transform is then applied to the moving image,
within the FOV only. The steps for finding the local rigid approximation
from a set of coordinates are shown in Figure 5.25.

Figure 5.25. Steps for approximating a rigid transform from a deformable trans-
form from a set of coordinates (from left to right): 1) A random set of coordinates.
2) Pairs of coordinates are acquired by applying the deformable transformation.
3) The deviation of the coordinate pairs is used to calculate the optimal translation
and rotation using Procrustes superimposition. 4) The final rigid transform.

Grade of local rigidity
With the global deformable registration and the rigid approximation,
the fixed and moving images can be viewed locally either fully deformed
or fully rigid. However, full rigidity or full deformability might be nei-
ther needed nor desired. Being able to vary the grade of rigidity would
enable a trade-off between a good alignment and preserving local struc-
tures and measurements. This can be accomplished by introducing a
grade-of-rigidity term w that is used to weigh the global deformable
transformation Tg and the local rigid transformation Tl. Hence, the re-
sulting transformation Tμ is a linear combination of the two transforms,
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calculated as
Tμ = (1− w)Tg + wTl (5.12)

By varying the grade-of-rigidity term w, the combined transformation
can get more or less rigid. Practically, the linear combination is calcu-
lated as an interpolation of the two deformation-fields representing the
two transformations.

5.5.3 Experiments and results
To compare the different transformations both in the sense of registra-
tion error and in the sense of preserving local measurements, a set of
experiments was performed. The first two experiments compared the
result of varying the degrees of freedom of the transformation for the
offline and online registration respectively. The third experiment ex-
plored how the transformation from the first two experiments affects
local structures. The experiment was performed on images of single
breast tissue microarray cores from consecutive sections stained for the
Ki-67 protein and cytokeratin (CK). The consecutive sections were cut at
a distance of 3μm and the images are acquired using a whole slide scan-
ner at resolution 20×. As mentioned above, Ki-67 is a nuclear marker
for cell proliferation and CK is a cytoplasmic tumor marker. As they are
present in different sub-cellular structures the staining patterns differ
extensively. An example of a consecutive pair of tissue microarray core
images used in the experiments was shown in Figure 5.23 above.

Offline registration comparison
The first experiment compared three different transformations corre-
sponding to three various degrees of freedom of the offline global regis-
tration: rigid, affine and deformable transformation, all three described
in Section 4.6. Elastix was used to calculate the offline registration, as
mentioned in Section 5.5.2. The multi-resolution scheme of four res-
olution levels was used and corresponds to the following resolutions:
1.2×, 0.625×, 0.3125× and 0.15625×. The deformable registration used
a b-spline representation with a control-point grid spacing of 8× 8 pix-
els. The deformable registration also used the affine transformation as
initial transform.

The registration was compared on a set of 11 core images. To eval-
uate the registration performance, each image was manually annotated
with 20 landmarks and the deviation between the landmarks in the
moving image and the transformed landmarks in the fixed image was
used as an error measure. The landmark error distribution for the three
types of transformation is shown to the left in Figure 5.26.
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Figure 5.26. Landmark error distribution for online and offline registration for
various transformations and grades of rigidity (online only).

The difference between the three deformations is significant and ex-
pected as the rigid and affine transformations cannot model the local
variations.

Online registration comparison
In the second experiment, different transforms were evaluated for the
online local registration. The three transformations from the first ex-
periment were used, together with locally rigid transformations with
various grades of rigidity. The locally rigid transformation varied from
a grade-of-rigidity term w from 0.0, representing full deformability, to
1.0, representing full rigidity.

The registration was compared on a set of 10 FOV of size 1024×1024
pixels from six tissue microarray core images from the same type of im-
ages as used in the first experiment. The registration was evaluated
using the deviation of a set of 10 landmarks per FOV. The landmark
error distribution for the different transformations and grades of rigid-
ity is shown to the right in Figure 5.26. Similar to the offline exper-
iment, there is a clear difference between the deformable, affine and
rigid transforms. Further, the local rigid transformation with full rigid-
ity (w = 1.0) performs better than the global affine and rigid transforms
but worse than the global deformable transform (w = 0.0). The per-
formance seems to increase with decreasing rigidity, even though the
differences between the individual steps of rigidity are not significant.

The registration result on a small part of a tissue microarray image for
three different types of transformation is shown in Figure 5.27, where it
is seen that the rigid transformation is not enough to align the structures
but both the locally rigid and deformable transformations perform well.
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Figure 5.27. Registration result for tree different types of registrations on a small
part of a tissue microarray core image. The moving (blue) and fixed (red) sub-
images are combined in order to see the differences. Top image: Unregistered im-
age. Bottom images: Registration result for a rigid, locally rigid and deformable
transformation (from left to right).

Local structures distortion
The third experiment compared how the different transformations af-
fect local structures. To quantify the distortion of local structures for
different transforms and grades of rigidity we look at how different
transforms affect local measurements in the registered image. To eval-
uate the distortion, two types of measurements were made: length and
area. The length measurements were represented by 1500 randomly
generated landmark pairs, all pairs with a distance of 17μm, which cor-
responds to the width of an arbitrary nucleus. The landmarks were
transformed using the same transformations as in the first and second
experiments and the local length distortion was calculated as the ab-
solute deviation between the original and transformed landmark pairs.
The area measurements were calculated by randomly selecting 1500 cir-
cular regions, each with a diameter of 17μm so that each region roughly
represents an arbitrary cell nucleus. The local distortion/expansion was
estimated as the determinant of the Jacobian matrix of the deformation
field. Hence, the area of the transformed circular region is calculated as
the sum of the local distortion/expansion over all pixels in the region.
Similar to the length distortion, the local area distortion was calculated
as the absolute deviation between the area of the original region and
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Figure 5.28. Distribution of the distortion of length and area measurements for
different transformations.

the transformed area. The distribution of the absolute length and area
distortions are shown in Figure 5.28.

The mean absolute distortion values in Figure 5.28 indicate that the
distortions are not very large (3 − 4%) for the most deformable trans-
formations. However, the extreme values of the distribution for those
transforms are in the range of 15−20%. This implies that it might be de-
sirable to increase the rigidity in order to preserve the local structures at
the cost of registration performance. It is noteworthy that even full lo-
cal rigidity, which introduces no distortion at all, performs significantly
better than the global affine and rigid transforms.

5.5.4 Registration tool
In order to get an understanding of how different transformations af-
fect the registration and the visual experience of comparing registered
images, both globally and locally, a simple registration tool was also
presented in Paper V. The tool was based on MATLAB and Elastix. The
main functionality of the tool was to perform image registration with
different transforms, with a focus on deformable registration and lo-
cally rigid approximations. The tool’s graphical user interface (GUI) is
shown in Figure 5.29.

The user can open two images, which are then displayed in the two
small image viewers. Pressing Register images will start the registration.
The registration parameters are set to fit images with the same reso-
lution as in the experiments but can also be controlled using Elastix-
compatible parameters-files. The tool allows quick switching between
different versions of the two images such as the fixed image, the orig-
inal moving image and the transformed moving image. It also allows
zooming in and applying a locally rigid transformation within current
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Figure 5.29. Registration tool GUI.

FOV. A slider for changing the grade of rigidity in close to real-time is
provided for the user to explore how varying the local rigidity affects
the local deformations of structures in the tissue.

5.5.5 Discussion
The initial reason for this project was to get an understanding of how
much transformation is needed to get a useful alignment of the two im-
ages and how this transformation affect the local structures in terms of
rigidity. Theoretically, it might be possible to get a registration where
all structures are aligned but to accomplish that, the local deformations
will be so large that the structures in the image will have very low re-
semblance to the original structures. The purpose of the paper was to
explore different deformations and how they affect local measurements
and structures. In order to reduce the local deformation in an attempt
to preserve local structures, the degree of rigidity was introduced. The
presented methods were implemented in a tool for comparing differ-
ent global and local registration with the purpose of facilitating further
research in the subject.

The dataset used for the experiments contained cores that initially
were fairly well aligned when it comes to rotation and translation. Hence,
no large rigid transformations were needed to register the images. The
major differences between the images came from the variation in stain-
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ing patterns, which came from the fact that the biomarkers were present
in different sub-cellular compartments, as well as from the structural
differences, which came from the fact that consecutive sections were
used. The mechanical stress during section handling can also be the
reason for some of the observed nonlinear differences.

Even though the goal of this paper was not to find the ultimate reg-
istration method, in order to incorporate any of the methods in a real
diagnostic situation, further evaluation of the registration performance,
both when it comes to accuracy and speed, is needed. Also, larger de-
viations in terms of both translation and rotation have to be taken into
consideration, as well as methods for handling cracks or other disconti-
nuities in the tissue.
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6. Conclusions and future perspectives

This very last chapter summarizes the scientific results of the research
done in the framework of this PhD thesis. At the same time some ideas
and discussions regarding future perspectives within this research field
are provided.

6.1 Summary of contributions
Histopathological evaluation of tissue samples stained for different bio-
markers is critical in many applications, ranging from biomarker dis-
covery to treatment planning in clinical practice and cancer research.
This thesis presents several methods and applications aimed at differ-
ent types of analyses of histological samples, with a focus on breast
cancer diagnosis, and with the purpose of complementing the role of
the clinical and research pathologists and biomarker researchers.

The segmentation of sub-cellular structures in tissue is an important
pre-requisite for quantitative and qualitative assessment of the expres-
sion of biomarkers. In Paper I, a method based on sparse dictionaries of
discriminative image patches was presented for the segmentation of cell
nuclei. The method was evaluated on two datasets with images from tis-
sue samples stained for ER and Ki-67, two common biomarkers in breast
cancer diagnosis. The results from the experiments showed that the
proposed method performed well on both datasets. The paper also pre-
sented a general method for the separation of merged or over-lapping
nuclei, a common problem for histological images and an important one
to overcome in order to get unbiased results. Applying the proposed
nuclei separation method increased the performance when compared
to state-of-the-art methods for object separation. Though further eval-
uation is needed, the proposed method was an attempt for developing
a general method for classifying different structures in histological im-
ages. To demonstrate the general applicability of the method, Paper I
also presented preliminary results where multiple types of nuclei as well
as different types of tissue were segmented.

The segmentation method from Paper I is used for nuclei detection in
the research software tool presented in Paper IV. The tool can be used
for the extraction and quantification of sub-cellular data, e.g., nuclei,
cytoplasm, membrane and gene probes, from whole slide histological
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images using computerized image analysis. The purpose of the pre-
sentation of the tool was to show how a set of digital image analysis
methods can be combined in an intuitive user interface for solving sev-
eral common problems in histopathology. The contribution of the tool
for cancer research has been confirmed by its use for quantification of
nuclear staining intensity in two publications [53,54].

With the increasing demand for multimodal datafusion, image reg-
istration methods that can successfully align images from consecutive
tissue sections stained for different biomarkers are needed. In Paper
V, the problem of multimodal image registration was explored. Global
transformations with different degrees of freedom and local approxi-
mations with different degree of rigidity were evaluated, both in terms
of registration performance and distortion of local measurements. The
paper also presented an image registration tool that allows the user to
compare different transformations as well as various degrees of local
rigidity in order to gain an understanding of how different transforma-
tions perform and affect local structures.

Continuing with multimodal datafusion, a novel segmentation method
based on region-growing, where multimodal or other vectorial data
is incorporated in the segmentation, was presented in Paper II. The
method is general in the sense that it can incorporate any type of vec-
torial data from any type of image. The method was evaluated both for
segmenting a flower using the red, green and blue color channels, and
for segmenting target tumor tissue using simple textural features. It was
shown that the segmentation result improved when using multimodal
data compared to when using monomodal data.

Lastly, the increasing focus on high-throughput generation of anti-
bodies during the last decade, in order to produce specific antibodies to
human target proteins, makes a good candidate for automation using
digital image analysis. One such attempt was presented in Paper III,
where three different approaches representing different types of low-
level image features were used to classify histological staining patterns.
The paper showed promising results for two methods based on wavelets
and hierarchical generic image descriptors.

6.2 Future perspectives
Digital image analysis methods for breast cancer diagnosis have found
its way into the cancer clinics and research centers. The primary pur-
pose of these methods is to complement the role of the pathologist or
researcher. However, due to the large variety in imaging methods and
disease-specific characteristics, the research in this field is still open and
many exciting challenges exist for various types of applications.
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Involve the pathologist
The primary purpose of most digital image analysis methods presented
for applications within cancer diagnosis is to complement the role of the
pathologist. With pathologists being naturally cautious for the adop-
tion of digital systems to the workflow of cancer diagnostics or cancer
research, it will be necessary to find solutions for incorporating these
methods and tools in the daily work of the pathologist, in order to al-
low a more efficient and precise diagnosis. Also, large focus has to be
kept on the development of intuitive tools that do not necessarily re-
quire previous experience in digital image analysis. The tool presented
in Paper IV is an example of such a tool and by combining the tool
with, for example, an automatic system for extracting and aligning tis-
sue microarray cores, running standardized protocols on a large set of
data without much user interaction would be possible. For this and for
other approaches to incorporate digital image analysis in the work of
the clinical or research pathologist, including the medical experts in the
development as much as possible is a necessity. The pathologists can
best provide the feedback when it comes to the utility and performance
of such a system.

Multi-modal fusion
The development of cancer is complex and there is still much we do not
understand regarding the biological mechanisms of the disease. Multi-
modal fusion is one of many techniques that can lead to an increased
knowledge about cancer. The combination of image data from consecu-
tive sections or across different modalities is a powerful resource of in-
formation for cancer prognosis, therapy and diagnosis. Using biomark-
ers for identifying target tissue and combining it with nuclear biomark-
ers is a promising approach to decrease the burden on pathologists,
who currently have to manually delineate the regions of interest. Even
though other promising alternatives to incorporating multimodal data
in the same section are under development, using consecutive sections
for different types of markers is still the most straight-forward technique
as it requires small changes to current procedures and can make use of
the existing large number of biomarker substrates. One drawback of us-
ing consecutive sections is when cell-to-cell correspondence is needed
and due to structural differences between the sections, it can be hard to
acquire such correspondence. In such cases, the advances in multiplex-
ing techniques [88,89], where information from different biomarkers is
acquired from the same section, are promising alternatives.

Future work within the same field would include combining the reg-
istration from Paper V with the nuclei detection method of Paper I in
order to get unbiased estimates of, e.g., the proliferation rate. An alter-
native approach to automatically define the regions of interest could be
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to simplify the process of manually defining the regions of interest us-
ing an interactive setup using the methods from Paper II to incorporate
multi-channel data in order to improve the segmentation. Letting the
pathologist define the seedpoints for an initial segmentation with the
ability to remove and add new seedpoints in order to influence the final
segmentation could be a powerful tool when automatic tissue segmen-
tation is not possible.

With the increasing use of multi-modal data, tools that can facilitate
the visualization of the data in an intuitive way will be needed. The tool
for comparing registered images with various degree of local rigidity
from Paper V is one example of an approach than can aid in this type of
visualization.

Spectral imaging
Spectral imaging is another promising technique that is gaining ground
in histopathology during the last decade [90, 91]. Compared to the
common RGB 3-channel input, spectral imaging can acquire images at
many wavelengths, which can provide additional quantitative informa-
tion to aid in the diagnosis. The methods presented in this thesis are
not limited to scalar image data. Therefore, it would be especially inter-
esting to explore the region-growing segmentation method presented in
Paper II, which can incorporate multi-channel data, in a setting where
spectral imaging is used.

Benchmarking
For the past decade, a large number of digital analysis methods have
been reported in the literature for successfully solving various tasks
within digital histopathology. Even though many of the methods target
the same biomarkers in the same type of tissue, most research teams
use their own dataset. The large biological variations, and the varia-
tions that comes from acquisition and preparation differences, between
the datasets makes it difficult to make a fair comparison of the perfor-
mance, reliability and accuracy of the various methods. Using bench-
mark data with ground truth information, e.g., a manual segmentation
by experts, would be one way of solving this. Not only would such
datasets allow for a more direct comparison of the large variety of anal-
ysis methods, it would also be beneficial for verifying the required per-
formance of automated analyses in a clinical setting. Unfortunately, the
availability of such datasets is still limited, even though some smaller
datasets exist, such as the UCSB Bio-Segmentation Benchmarking [92],
which includes a small set of H&E stained images with ground truth
segmentation data. Considering the enormous histological data density,
which keeps increasing with the advances in acquisition technologies,
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the speed of the proposed methods would also be a factor for bench-
marking.

6.3 Conclusion
This work has contributed to research in the field of computer-assisted
diagnosis in digital histopathology with a focus on the diagnosis of
breast cancer. New methods and improvements of existing methods
for image segmentation, classification and registration have been de-
veloped. The methods have been applied and evaluated on images of
histological sections stained for a variety of different biomarkers rele-
vant for breast cancer diagnosis and cancer and biomarker research. A
tool for quantification of sub-cellular biomarkers has been developed
using some of the proposed methods. The tool is available for the re-
search and pathology community as a commercial software. Another
software tool has been implemented for facilitating research in image
registration of multimodal histological images.
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Summary in Swedish

Diagnostisering av bröstcancer med hjälp av
datoriserad bildanalys
Bröstcancer
Bröstcancer är den näst vanligaste typen av cancern i världen, och den
allra vanligaste formen av cancer bland kvinnor. Under 2012 fick 1.67
miljoner kvinnor diagnosen bröstcancer. Förekomsten av bröstcancer
har ökat i utvecklingsländerna, till stor del på grund av en ökning av
medellivslängden, men även en ökad urbanisering och en anpassning
till en västerländsk livsstil är bidragande faktorer. I Världshälsoorgan-
isationens (WHO) senaste rapport om cancer, beräknades att en halv
miljon kvinnor dog av bröstcancer under 2012. Dödligheten har dock
sjunkit under de senaste årtiondena och bröstcancer är nu rankat som
nummer fem när det gäller dödlighet av cancer. Minskningen tros vara
ett resultat av framsteg inom diagnostik, bättre behandling och tidigare
upptäckt genom screening.

Datoriserad bildanalys
Cancerdiagnostik har genomgått en stor förändring det senaste årtion-
det. Mikroskopen är numera utrustade med digitalkameror eller helt
ersatta av så kallade whole slide scanners, som kan digitalisera hela väv-
nadsprover. Detta har möjliggjort en effektivare hantering av vävnad-
sprover, något som i slutändan både kan förbättra diagnoser och förko-
rta handläggningstider. Digitaliseringen har också gjort det möjligt att
användanda datorer som hjälpmedel för patologerna. Visuell tolkning
av vävnadsbilder är både arbetsam och kostsam, och innebär en risk
för mänskliga fel och inkonsekvent tolkning. Tack vare den dramatiska
ökningen av datorkraft samt den snabba utvecklingen av avancerade
algoritmer för datoriserad bildanalys av vävnadsbilder är automatisk
analys av biomedicinska bilder nu möjlig. Datoriserad bildanalys kan
producera snabba och reproducerbara resultat som kan hjälpa patolo-
gen att ställa rätt diagnos. Denna avhandling syftar till att introducera
nya metoder för att analysera bilder av vävnadsprover med hjälp av
datoriserad bildanalys. Fokus ligger på metoder för att underlätta diag-
nostisering av bröstcancer.
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Segmentering av cellkärnor
Segmentering av sub-cellurära strukturer är en viktig förutsättning för
att kunna bedöma förekomsten av olika biomarkörer i vävnadsbilder. I
Artikel I presenteras en metod för segmentering av cellkärnor. Metoden
använder sig av en katalog av små bildfält som representerar olika tex-
turer i en bild. Genom att känna till vilken typ av objekt (t.ex. cellkärna
eller bakgrund) pixlarna i katalogens bildfält tillhör kan man, genom
matchning, bestämma sannolikheten för att en pixel i en ny bild tillhör
ett visst objekt. Metoden är implementerad som en del i en kommer-
siell mjukvara, beskriven i Artikel IV. Mjukvaran är ett verktyg för att
extrahera och kvantifiera sub-cellulära strukturer, som t.ex. cellkärnor,
cytoplasma och cellmembran. Syftet med presentationen av verktyget
är att visa hur en uppsättning bildanalysmetoder kan kombineras i ett
intuitivt användargränsnitt för att lösa flera olika uppgifter inom digital
patologi.

Eftersom vävnadssnitt bara är en två-dimensionell representation av
ett tre-dimensionellt vävnadsprov, finns det en risk att många cellkärnor
överlappar varandra. Tumör-celler har också en tendens att klumpa
ihop sig. Båda dessa egenskaper gör det svårare att korrekt segmentera
cellkärnor. I Artikel I presenteras en metod för att separera cellkärnor.
Den använder sig av en klassisk metod för objekt-separation, the water-
shed transform, som kombineras med en metod för att utjämna ojämn-
heter. De separerade objekten verifieras sedan som mer eller mindre
lika en cellkärna, där man tar hänsyn till både storlek och form, och
den kombination av separerade objekt som ger mest cellkärnelika ob-
jekt, väljs som slutgiltig segmentering.

Registrering av seriella vävnadssnitt
Att jämföra och kombinera information från flera biomarkörer är viktigt
både inom cancerdiagnostik och när man ska ta fram nya biomarkörer.
Ett vanligt sätt att göra detta är att färga in seriella vävnadsnitt med
olika biomarkörer och sen geometriskt anpassa bilderna av snitten med
hjälp av så kallad bildregistrering, för att möjliggöra direkt överföring
av information mellan bilderna. Bildregistrering av vävnadsbilder kom-
pliceras dels på grund av de strukturella skillnaderna mellan snitten,
dels på grund av skillnaderna i infärgning. Ofta deformeras snitten
också olika under hantering och infärgning. I Artikel V utforskas hur
olika typer av geometriska transformationer påverkar registreringen av
seriella vävnadsbilder och hur olika deformationer påverkar mätningar
av lokala strukturer. I artikeln presenterades en vidareutveckling av en
tidigare metod som först beräknar en deformerbar transformation för
hela bilden och sen approximerar den med en mer eller mindre rigid
transformation lokalt. Metoden är implementerad i ett verktyg som kan
användas för att jämföra seriella vävnadsbilder. I verktyget appliceras
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först en deformerbar transformation för att anpassa bilderna till varan-
dra. När man sedan zoomar in och tittar på bilderna i högre upplösning
för att jämföra infärgningsmönster, kan man applicera en rigiditetsterm
för att göra den lokala deformationen mer eller mindre rigid. Detta gör
att användaren själv kan göra en avvägning huruvida de två bilderna
ska vara så anpassade till varandra som möjligt, så lite deformerade
som möjligt, eller någonstans mitt emellan.

Artikel II presenterar en segmenteringsmetod baserad på regioner
som växer utifrån placerade fröpunkter, där växandet kontrolleras av
en homogenitetsfunktion. Denna typ av metod utnyttjar tanken att
använda ett homogenitetsbegrepp för att definiera regioner som utgör
olika objekt. Homogenitetsfunktionen beräknas ofta utifrån grånivåvär-
den i bilden. Den presenterade metoden bygger på en tidigare metod
som definierar avståndet mellan två pixlar i bilden som avståndet längs
den kortaste vägen mellan två pixlar, där avståndet beräknas som skill-
naden mellan det största grånivåvärdet och det minsta grånivåvärdet
längs vägen. Den presenterade metoden vidareutvecklar den tidigare
metoden genom att tillåta multimodal data för att beräkna skillnaden.
Multimodala data kan komma från t.ex. flera färgkanaler, texturmått
eller olika modaliteter. Metoden är generell och har utvärderats bland
annat på vävnadsdata för segmentering av olika vävnadstyper.

Klassificering av infärgningsmönster
Klassificering av infärgningsmönster i vävnadsbilder är en annan in-
tressant tillämpning för datoriserad bildanalys. I Artikel III presen-
teras en jämförelse av olika metoder för att klassificera immunohis-
tokemiska infärgningsmönster av olika biomarkörer. Denna jämförelse
är ett led i att tillämpa datoriserad bildanalys inom ett svenskt projekt,
the Human Protein Atlas, som producerar specifika antikroppar för att
kartlägga var i kroppen människans cirka 20 000 proteiner finns. I ar-
tikeln jämfördes tre olika metoder för klassificering av vävnadsbilder
med en manuell klassificering gjord av en expert. Den första metoden
extraherar texturdata från bilder genom att beräkna statistiska mått från
en så kallad grånivå-co-occurrence matrix, en matris som beskriver hur
olika grånivåvärden förhåller sig spatiellt till varandra i ett lokalt om-
råde. Texturdata används sedan för att klassificera bilderna som antin-
gen innehållande nukleär-, cytoplasmatisk- eller bakgrunds-infärgning.
Den andra metoden använder sig av samma typ av matris fast beräknat
på responsen av ett så kallat wavelet-filter som uttrycker lokala varia-
tioner i olika riktningar och upplösningar. Den tredje metoden extra-
herar en mängd olika typer av mått, som uttrycker textur, kantinforma-
tion, statistiska moment, et.c. Vissa av dessa mått kombineras också
med olika transformationer av bilden för att ytterligare utöka antalet
mått. Dessa mått reduceras sedan med principalkomponentanalys för
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att behålla de mått som uttrycker mest variation för just denna typ av
bilder. Jämförelsen visade, bland annat, att den tredje metoden har en
precision jämförbar med den manuella klassificeringen.

Sammanfattning
Denna avhandling och de tillhörande artiklarna beskriver nya bildanalysme-
toder för att analysera vävnadsbilder, specifikt för diagnostisering av
bröstcancer. Nya metoder och förbättringar av existerande metoder för
bildsegmentering, klassificering och registrering har utvecklats. Metoderna
har tillämpats och utvärderats på bilder av vävnadssnitt som har in-
färgats för en mängd olika biomarkörer av betydelse för forskning och
diagnostisering av bland annat bröstcancer.
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Errata

Paper III
Automated Classification of Immunostaining Patterns in Breast Tissue from
the Human Protein Atlas

1. Materials and methods, Gray level Co-occurrence and Complex
Wavelet Features with SVM, Textural Feature Extraction:

The number of features calculated from UAADT-CWT should be
200 (100 from blue channel + 100 from brown/black channel)
instead of 120.

2. Experiments and results, Table 1:

The number of features used in PCA-LDA CHARM should be 103
instead of 661, which refer to the original number of features be-
fore feature reduction.

129



Acta Universitatis Upsaliensis
Digital Comprehensive Summaries of Uppsala Dissertations
from the Faculty of Science and Technology 1128

Editor: The Dean of the Faculty of Science and Technology

A doctoral dissertation from the Faculty of Science and
Technology, Uppsala University, is usually a summary of a
number of papers. A few copies of the complete dissertation
are kept at major Swedish research libraries, while the
summary alone is distributed internationally through
the series Digital Comprehensive Summaries of Uppsala
Dissertations from the Faculty of Science and Technology.

Distribution: publications.uu.se
urn:nbn:se:uu:diva-219306

ACTA
UNIVERSITATIS

UPSALIENSIS
UPPSALA

2014


	Abstract
	List of papers
	1. Introduction
	1.1 Motivation
	1.2 Aim and Outline

	2. Breast cancer
	2.1 Breast anatomy
	2.1.1 The cell

	2.2 Development of cancer
	2.3 Breast cancer diagnosis
	2.3.1 Cancer stage
	2.3.2 Cancer grade
	2.3.3 Biomarker testing

	2.4 Computer-assisted diagnosis in histopathology
	2.4.1 Treatment


	3. Imaging in Histopathology
	3.1 Histopathology
	3.2 Tissue preparation
	3.2.1 Collection and fixation
	3.2.2 Embedding and Sectioning
	3.2.3 Staining

	3.3 Immunohistochemistry
	3.3.1 Antigen-antibody interactions
	3.3.2 Direct or indirect staining

	3.4 Imaging in histopathology
	3.4.1 Microscopy
	3.4.2 Digital microscopy


	4. Digital image analysis
	4.1 The digital image
	4.1.1 Image resolution
	4.1.2 Pixel relationships
	4.1.3 Distance measures
	4.1.4 Color representations
	4.1.5 Color de-convolution

	4.2 Spatial filtering
	4.2.1 The h-minima transform

	4.3 Segmentation
	4.3.1 Segmentation by thresholding
	4.3.2 Segmentation by region growing
	4.3.3 Segmentation using the Watershed algorithm
	4.3.4 Segmentation by pixel-wise classification

	4.4 Feature extraction
	4.4.1 Gray level co-occurrence matrix
	4.4.2 Wavelets

	4.5 Classification
	4.5.1 Classification by clustering
	4.5.2 Principal component analysis
	4.5.3 Linear discriminant analysis
	4.5.4 Support vector machines

	4.6 Registration

	5. Methods and applications
	5.1 Nucleus segmentation in immunostained histological samples (Paper I)
	5.1.1 Related work
	5.1.2 Method
	5.1.3 Experiments and Results
	5.1.4 Discussion

	5.2 Interactive segmentation using vectorial data (Paper II)
	5.2.1 Related work
	5.2.2 Method
	5.2.3 Experiments and results
	5.2.4 Discussion

	5.3 Classification of immunostaining patterns (Paper III)
	5.3.1 The Human Protein Atlas project
	5.3.2 Related work
	5.3.3 Methods
	5.3.4 Method 1: Textural features based on the gray-level co-occurrence matrix
	5.3.5 Method 2: Complex Wavelet Transforms
	5.3.6 Method 3: PCA-LDA CHARM
	5.3.7 Experiments and results
	5.3.8 Discussion

	5.4 A research tool for sub-cellular quantification (Paper IV)
	5.4.1 Tool description
	5.4.2 Detection of nuclei
	5.4.3 Detection of cytoplasm
	5.4.4 Detection of membranes
	5.4.5 Detection of gene probes
	5.4.6 Use case – Nuclear analysis
	5.4.7 Discussion

	5.5 Registration of multi-modal consecutive histological images (Paper V)
	5.5.1 Related work
	5.5.2 Methods
	5.5.3 Experiments and results
	5.5.4 Registration tool
	5.5.5 Discussion


	6. Conclusions and future perspectives
	6.1 Summary of contributions
	6.2 Future perspectives
	6.3 Conclusion

	Acknowledgements
	Summary in Swedish
	Diagnostisering av bröstcancer med hjälp av datoriserad bildanalys

	References
	Index
	Errata
	Paper III




