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Abstract

Online inference of topics

Kim Wedenberg, Alexander Sjöberg

The client of the project has problems with complex 
queries and noise when querying their stream of five 
million news articles per day. This results in much 
manual work when sorting and pruning the search 
result of their query. Instead of using direct text 
matching, the approach of the project was to use a 
topic model to describe articles in terms of topics 
covered and to use this new information to sort the 
articles.

An online version of the topic model Latent Dirichlet 
Allocation was implemented using online variational 
Bayes inference to handle streamed data. Using 100 
dimensions, topics such as sports and politics 
emerged during training on a 1.7 million articles big 
simulated stream. These topics were used to sort 
articles based on context. The implementation was 
found accurate enough to be useful for the client as 
well as fast and stable enough to be a feasible solution 
to the problem.
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Sammanfattning

Kunden i detta projekt är ett mediabevakningsföretag vars utmaning är att
hantera ett informationsflöde bestående av fem miljoner artiklar om dagen.
Problemet kunden står inför är att hitta intressanta artiklar till deras kunder
ur flödet vilket görs genom ett sök baserat på ordmatchning. Den stora
mängd brus som uppstår hanteras med komplexa söksträngar samt mycket
manuellt arbete.

I detta examensarbete har en online-version av topicmodellen Latent
Dirichlet Allocation implementerats med hjälp av inferensmetoden varia-
tional Bayes för att hantera strömmande data. Med 100 dimensioner framkom
ämnen, eller “topics”, så som sport och politik efter att modellen tränats på en
1,7 miljoner artiklar stor, simulerad ström av artiklar. Dessa topics användes
för att sortera artiklar baserat på de ämnen de behandlade. Implementatio-
nen ansågs träffsäker nog för att vara användbar för kunden samt snabb och
stabil nog för att vara en möjlig lösning på problemet.
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1 Introduction

An incredible growth of data represents a dramatic recent development in
IT and society. It is in fact believed that 90% of all data in the world has
been generated the last two years [4]. Big Data created by business models
and user behavior is characterized by huge volumes of data often arriving
in high velocity and of varying quality. This type of data is challenging in
terms of collection, management and processing. It is however believed to
be one of the most important competitive factors for businesses during the
next few years [12]. Raw data in itself however, is merely a cost. One has to
analyze the data in order to obtain valuable information.

In this thesis, the machine learning area of topic modeling will be exam-
ined. Topic models are statistical models for discovering the abstract topics
that occur in text collections. The models can be used to summarize, or-
ganize and search huge collections of documents as well as finding similar
documents in terms of the topics they cover. This is an area of ongoing
research in which more complex models are constantly developed in order to
capture as much information as possible.

Most research in topic modeling is performed on static collections of
scientific papers or news articles from a specific source. In other words, high
quality datasets that are likely to follow a certain structure. The dataset
used in this thesis will test to what extend topic modeling could be used on
noisy data arriving as a stream and if an implementation could be made fast
enough to handle high volume article streams, in order to be practical in a
real life scenario.

1.1 Parties of the project

The client for this project is a company active in the field of media moni-
toring. They monitor the media coverage of companies and sell the actual
articles or reports of the coverage to the corresponding marketing depart-
ment. All types of media is monitored including radio, TV, print, internet
news sites, and social media.

Loop54, the company at which the project has been carried out, is in the busi-
ness of delivering product search engines for e-commerce businesses. Their
framework for handling data transfers and organizing data flows and code
in their modular programming environment will be used as the base for this
project.

1.2 Problem definition and purpose

The media monitored by the client is made searchable by creating digital
transcripts, which result in more than five million text articles per day. The
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customer buying the monitoring may value certain articles differently de-
pending on the context in which the company’s name is mentioned. For
example McDonald’s may not value an article mentioning a traffic jam in
the vicinity of a McDonald’s restaurant as much as an article discussing Mc-
Donald’s new marketing campaign. More importantly, articles mentioning
“Jonathan McDonald”, the soccer player, are likely of no interest for the end
customer.

Currently these problems are dealt with using complex queries and by
manual labor. The queries mentioned are used to filter out some of the noise
by putting constraints on the words allowed in an article. In the McDonald’s
example it could for instance be appropriate to sort out articles containing
the word “accident”.

The purpose of this project is to see if the use of topic modeling could be
an improvement over the current system of handling unwanted articles. The
idea is that if an algorithm could determine what topics an article covers one
could make decisions on the quality of an article based on that information.

The final algorithm has to be able to handle a stream of articles, be
scalable in terms of the number of documents processed, and fast enough to
be a feasible solution to the problem. It would be preferable if the model used
could capture changes in the stream over time as new news topics evolve.
The system is supposed to be used by humans, so the way of interacting with
the dataset based on topics should be intuitive and easy to understand.

The questions to be answered are:

• What is an appropriate topic model for the data at hand?

• Can the model find intuitively reasonable topics in the noisy data?

• Can the model be made to handle a stream of data?

• Can the model be made fast enough to handle the amount of data
created by the client?

• Can the model be made stable in terms of memory usage and perfor-
mance?

• Is the result of the topic model usable?

1.3 Scope

The dataset, on which the final system will be tested on, consists of Swedish
articles. The performance and suitability of a topic model on data with other
languages is not investigated.

The result from a topic model is usually coordinates for each article in
some space. By means of clustering where similar documents are grouped,
a lot of information can be found in this reduced description of the article

6



collection. A simple form of clustering is used in this thesis. Examining what
information can be extracted from the result of a topic modeling scheme by
means of clustering and testing different clustering algorithms is outside the
scope of this thesis. Furthermore, only the most common topic models are
considered.

1.4 Outline

This section gives an overview of how the thesis is structured. In section
2, the approach of the project is explained. Section 3 starts by clarifying
frequently used terms and concept in topic modeling before a short history
of important milestones of the subject is covered in 3.1. Section 3.2 � 3.3

covers the ideas behind two topic models that where considered, as well as
the underlying theory necessary for deriving the statistics for the model that
was later used. Section 4.1 compares the different topic models mentioned in
3.3 and motivates the choice that was made in terms of topic models. In 4.2

the final system and its different parts are explained, as well as the problems
and proposed solutions that was developed. A complete derivation of the
chosen model is covered in section 5 including how the final algorithm was
made into an online algorithm. Results and discussion are to be found in
section 5 and section 6 respectively with final conclusions found in section 8.

2 Method

The intended approach of the project can be seen in Figure 1. By studying
the dataset and research papers on the subject of topic modeling, a choice of
topic model will be made with the client’s needs in mind. Specific problems
caused either by the dataset or by limitations in the model was analyzed and
dealt with before implementing the system.

The client provided a dataset that was typical for them in terms of noise
and types of articles. The dataset was large enough to simulate a stream
long enough to test the stability of the system.

The infrastructure available at Loop54 for handling data transfers and
organizing code in a modular system was used as much as possible. New
modules specific for the project was developed in the programming language
F# in such a way that they integrated well with the framework. Simulation
of data streams was achieved using the scripting language CS-script. The
performance and accuracy of the system was constantly evaluated and choice
of parameters were partly made by experimentation.

Evaluation of the final system was done both qualitatively and quanti-
tatively. The performance of the system in terms memory usage, document
processing speed and stability was evaluated by collecting appropriate data
directly from the system. On the other hand, evaluation of the result in
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terms of the system understanding the topics an article cover was done qual-
itatively. Both us as students and the client of the project evaluated this by
examining the results.

The result of the project is a proof of concept implementation accom-
panied by data showing the scalability and feasibility of the system for the
client.
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Figure 1: The intended approach of the project.

3 Theory

Throughout this thesis, the terminology from topic modeling and statistics
is used. In the following list, common concepts and terms are explained.

• A word is defined as an item from a vocabulary indexed from {1, . . . , V },
where V is the size of the vocabulary. All words are represented as unit-
basis vectors with one component equal to one and the rest equal to
zero. Using superscripts, the vth word in the vocabulary is represented
by a vector with V components where

w

u
=

(
1 if u = v

0 otherwise.
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• A document is a collection of words denoted by w = {w1, . . . , wN},
where wn is the nth word and N is the total number of words in the
collection.

• A corpus is a collection of documents in a dataset. It is denoted D =

{w1, . . . ,wM}, where wm is the mth document in the corpus and M

is the total number of documents.

• Polysemy is the capacity for a word to have multiple related meanings.
An example of this is the word “wood” which can mean a piece of tree,
or a geographical area with many trees.

• Synonymy is the capacity for several words to have similar meanings
such as the words “buy” and “purchase”.

• Latent variables are variables that may not be directly observed, unlike
observable variables. Latent variables can instead be inferred from
other observable variables.

3.1 History

One of the earlier approaches in finding connections between words and
documents is the Term Frequency - Inverse Document Frequency, or TF-IDF
statistics. It was presented in 1983 by Salton and Buckley and measures
how important a word is to a document in a corpus [14]. TF-IDF finds
the term frequency for each word in each document in the corpus. Then,
after suitable normalization, this term frequency is compared to the inverse
document frequency, which is the number of times a word occurs in the whole
corpus. TF-IDF is used to give uncommon words greater significance, while
words with high occurrence in the corpus are given a smaller weight.

The severe drawbacks that literal text matching implies due to the am-
bivalence of words, such as polysemy and synonymy, was not overcome by
TF-IDF. A classic example of when polysemy can be problematic in informa-
tion retrieval is when a document contains the word “bank”. The document
associated to the word would probably clarify whether “bank” refers to a
financial institution or a river bank, but this information is not obtained
when using plain text matching tools.

The Latent Semantic Indexing, or LSI, was presented by Deerwester et al.
in 1990. The model manages to deal with the problem that multiple terms
can refer to the same meaning, i.e. synonymy. However, it is not as successful
regarding polysemy. The reason is that every term is represented as just one
point in the so-called latent semantic space. Furthermore, a word that can
mean two or more different things is represented as a weighted average of the
different meanings. Serious distortion occurs if none of the real meanings is
similar to the average meaning [3].
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Nine years after LSI was introduced, Hofmann presented the Probabilistic
Latent Semantic Indexing, or PLSI model [8]. PLSI is a so-called topic model
where each word in a document is generated from a single “topic” which
results in that each document in a corpus can be represented with a topic
distribution. This is discussed more thoroughly in Section 3.2.2.

in 2003 Blei et al. presented the Latent Dirichlet Allocation, or LDA.
As opposed to PLSI, LDA is a statistically generative model for documents
where each word in a document can be generated by all topics [1]. The model
is discussed in more detail in Section 3.2.3.

3.2 Topic modeling

Topic modeling provides methods for automatically organizing, summariz-
ing and searching large electronic archives. The idea is to find hidden topic
structures by analyzing a corpus. By marking up the documents using these
topics and by using the resulting structure, the model can be used for or-
ganization, finding similar documents, or any other similar tasks. A topic
is here defined as a probability distribution of words, meaning that certain
words are more likely within a certain topic.

3.2.1 Latent Semantic Indexing, (LSI)

Latent Semantic Indexing was one of the earliest methods for finding rela-
tionships between documents and the words that occur in them [3]. In LSI
a term-document matrix X is created by analyzing the corpus, where the
rows correspond to words and columns to documents. Each element in this
sparse matrix describes the number of times a word occurs in a document
but this term count can also be weighted with for instance TF-IDF [14].

Letting each word represent a dimension in a very high dimensional space,
a document can be seen as a vector with components corresponding to its
weighted term counts.

A low-rank approximation of the term-document matrix is created us-
ing Single Value Decomposition, SVD, which creates new dimensions, called
concepts, as linear combinations of the original words. This is seen as noise
suppression and helps similarity measures and clustering methods by reduc-
ing the volume of the word space and thus making this space more densely
populated.

The drawbacks with LSI are mainly the lack of a statistical foundation in
the model. LSI is based on linear algebra instead of probabilistic modeling
leaving it with a small toolbox for what can be achieved using the model [8].

Details: The assumption during the SVD step in LSI is that the term-
document matrix X can be decomposed into the form

X = U⌃V>
,
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such that ⌃ is a diagonal matrix and U and V> are orthogonal matrices.
One can show that the columns of U are the eigenvectors of XX>, the rows
of V are the eigenvectors of X>X and that the non-zero entries in ⌃ are the
square roots of the eigenvalues of both XX> and X>X.

It turns out that choosing the k largest values of ⌃ and their correspond-
ing vectors from U and V creates the rank k approximation of X with the
smallest error in a Frobenius norm sense. In the approximation

Xk = Uk⌃kV
>
k ,

the rows dj of V>
k are lower dimensionality approximations of the original

document columns of X and the columns wi of Uk approximate the word
rows of X.

One can now measure how related documents j and q are in this new,
lower dimensionality space by comparing the vectors ⌃kdj and ⌃kdq using
suitable similarity measure, such as cosine similarity [9]. With this measure,
one can cluster the documents with any traditional clustering algorithm,
such as k-means [9].

3.2.2 Probabilistic Latent Semantic Indexing, (PLSI)

Probabilistic Latent Semantic Indexing evolved from LSI and uses the same
concept of finding a lower rank approximation of the term-document occur-
rence matrix. The difference is that instead of being based on linear algebra,
PLSI is based on a mixture decomposition using a latent class model. This
statistical background opens up the use of statistical techniques such as
model fitting, model combination, and complexity control [8].

PLSI associates an unobserved class variable z with each document-word
observation pair (w, w). This z can be seen as a topic, since it is a probability
distribution over words. As a generative model, PLSI can be defined in the
following way for a corpus D, with corresponding plate notation seen in
Figure 2:

1. Pick a document w with probability p(w)

2. For each of the N words in w:

(a) Pick a topic z with probability p(z|w)

(b) Generate a word w with probability p(w|z)

The result from PLSI is that every document is represented as mixing pro-
portions for the topics, given by p(z|w). Even though PLSI is generative for
the analyzed corpus, it is not generative for new documents [1]. What this
means is that there is no clear way of assigning probability to a document
that is not part of the training data. Another problem is that the number
of parameters in the model grows linearly with the number of documents.
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M

N

w z w

Figure 2: Plate notation representing the PLSI model. w is the document
index, z is the topic drawn for the word w from the topic distribution of the
document

Details: PLSI makes two independence assumptions. The first assump-
tion is that the document-word pairs are generated independently. This is
according to the bag-of-words approach, meaning that each document rep-
resents an unordered collection of words. Secondly, words w are assumed to
be generated independently of the specific document identity w, conditioned
on the topic z.

Translating the plate-notation found in Figure 2, the joint probability of
the model becomes

p(w, w) = p(w)

X

z2Z
p(w|z)p(z|w).

By applying the bag-of-words assumption, the log-likelihood function for the
model is given by

L =

X

w2D

X

w2W
n(w, w) log p(w, w),

where n(w, w) is the term frequency, i.e. the number of times word w occurs
in document w, and W denotes all words. Following the EM algorithm, ex-
plained in Section 3.3.1, one gets the update steps needed for approximating
p(w), p(z|w) and p(w|z) by maximizing this log-likelihood.

3.2.3 Latent Dirichlet Allocation, (LDA)

The reduced document description result in PLSI is a vector where each
element describes the mixing proportion for a topic. A limitation with PLSI
is that there is no generative model for these proportions, making it difficult
to handle unseen documents. The Latent Dirichlet Allocation model tries to
solve this limitation by setting a Dirichlet prior on the topic distribution.

Each document is represented by a mixture of the topics, with weight ✓zw
for topic z in document w. These weight have a Dirichlet prior, parameter-
ized by a hyper-parameter ↵. Each topic is a probability distribution over
the vocabulary, with probability �

w
z for word w in topic z.

For each document w, in corpus D, the LDA generative process is as
follows, with corresponding plate notation in Figure 3:

12



1. Draw topic distribution ✓w ⇠ Dir(↵)

2. For each of the N words wn:

(a) Draw a specific topic zn ⇠Multi(✓w)

(b) Draw a word wn ⇠Multi(�zn)

As seen in step 1, each document contains topics in different proportions,
determined by the scaling parameter ↵. The individual words are drawn from
one of the k topics in step (b), where the probability of each word within
a topic is parameterized by a k ⇥ V matrix �, where V is the size of the
specified vocabulary. The most probable words in each topic could be used
to identify the topic and gives an intuitive description for the topic.

The key difference in LDA compared to PLSI is that the process outlined
above actually is generative for documents. This means that, given a new
document, one can use the parameters learned previously to estimate the
topic distribution ✓ for this new document.

A limitation with the standard LDA model is the fix vocabulary. This
means that new words cannot enter the model and that you have to know
a priori what words will model the corpus effectively. A setting where this
could be problematic is when analyzing twitter data where new words in the
form of slang, names and hashtags emerge over time. Another limitation is
the fact that one has to state the number of topics the model should use.
This is not a big issue, but could lead to some of the resulting topics to be
insignificant.

3.3 Inference of parameters

Inference is the process of using a random sample in order to draw conclusions
about a larger population. Statistical inference can be used to estimate the
parameters arising in the topic models described in Section 3.2.

3.3.1 Expectation Maximization

The Expectation Maximization, or EM, algorithm is an approach to deriving
an algorithm for approximately obtaining maximum likelihood of variables
in a statistical model. Normally one obtains a maximum likelihood solution
by taking partial derivatives of the likelihood function with respect to all
variables, setting these derivatives to zero and solving the equations simul-
taneously [13].

Due to latent variables it is not always possible to solve the equations
directly and instead one typically gets two sets of equations that depend on
each other. The EM algorithm uses the idea that one could choose starting
values for the latent variables in the first set of equations, use the result in
the second set of equations, and then alternate between the two sets until
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convergence.

Details: Consider a statistical model accompanied by a set of observed
data X, a set of latent data Z, a set of latent variables ✓ and a likelihood
function L(✓|X,Z). The marginal likelihood of the observed data is then

L(✓|X) = p(X|✓) =
X

Z

p(X,Z|✓),

which determines the maximum likelihood estimate of the latent variables.
The sum is however often intractable and the EM algorithm solves this prob-
lem by iterating the following two steps:

Expectation step (E-step): For the current estimate of the param-
eters ✓t, calculate the expected value of the log likelihood function:

Q(✓|✓t
)  EZ|X,✓t [log(L(✓|X,Z))].

Maximization step (M-step): Maximize the expected value func-
tion w.r.t the parameters:

✓t+1  argmax

✓
Q(✓|✓t

).

It can be proven that this approach converges to an extrema of the likelihood
function but it is not guaranteed to be a global maxima [2].

3.3.2 Variational Inference

Variational inference can be seen as an extension of the EM algorithm and is
used to approximate intractable integrals. The goal of variational inference is
to approximate an intractable probability distribution p, with a tractable one
q, in a way that makes them as close as possible given a similarity measure
[5]. In this thesis, variational inference is used to approximate the posterior
distribution of latent variables.

For a bayesian model where x = x1:n are observations and z = z1:m are
latent variables, the posterior distribution is

p(z|x) = p(x|z)p(z)R
z p(x|z)p(z)

. (3.1)

For many models, this distribution is intractable due to the integral in the
denominator. The posterior can be computed up to a constant, but the
normalization constant cannot be computed. Variational inference methods
can be used to approximate this integral. Applying variational inference to
posterior distributions is sometimes called variational Bayes but is only an
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instance of a more general problem that variational inference solves.

Details: The main idea is to pick a subfamily of distributions over the
latent variables with its own variational parameters, q(z1:m|⌫) and finding
the point in the subfamily that is closest to our true posterior p(z|x). To
make the posterior distribution tractable, q has to be chosen so that the
integral can be evaluated. A common way of achieving this is by making
each zi independent, such that

Q(Z) =

Y

i

qi(zi).

This is called the mean-field approximation. Typically the similarity be-
tween the two distributions is measured using the Kullback-Liebler, or KL,
divergence. The KL divergence of q from p measures the information lost
when q is used to approximate p and is defined as

DKL(q(z|⌫)||p(z|x)) =
Z

z
q(z|⌫) ln q(z|⌫)

p(z|x) = Eq


ln

q(Z|⌫)
p(Z|x)

�
(3.2)

Unfortunately, the KL divergence cannot be minimized exactly, but one can
minimize a function that is equal to it up to a constant. This function is
called the Evidence Lower BOund, or ELBO. Using Jensen’s inequality [10]
on the log probability of the observations one get that

ln p(x) = ln

Z

z
p(x, z) = ln

Z

z
q(z|⌫)p(x, z)

q(z|⌫)

�
Z

z
q(z|⌫) ln p(x, z)

q(z|⌫)

=

Z

z
q(z|⌫) ln p(x, z)�

Z

z
q(z|⌫) ln q(z|⌫)

= Eq[ln p(x, Z)]� Eq[ln q(Z|⌫)].

The last line defines the ELBO which is our objective function for optimiza-
tion,

L(⌫) = Eq ln p(x, Z)� Eq ln q(Z|⌫). (3.3)

Using the fact that p(z|x) = p(x, z)/p(x) and equation (3.3), the KL diver-
gence in equation (3.2) can be rewritten as

DKL(q(z|⌫)||p(z|x)) = Eq


ln

q(Z|⌫)
p(Z|x)

�

= Eq[ln q(Z|⌫)]� Eq[ln p(Z|x)]
= Eq[ln q(Z|⌫)]� Eq[ln p(x, Z)] + ln p(x)

= ln p(x)� L(⌫)

15



So minimizing the KL divergence is equivalent to maximizing the ELBO
or equivalently; the log normalizer of the posterior in equation (3.1) is the
difference between the ELBO and the KL.

By not putting constraints on q, so that Q contains the true distribution,
the steps outlined above will generate the expectation step in the EM algo-
rithm. However the problem with the intractable integral will in that case
remain a problem.

Finally one can maximize the ELBO using coordinate ascent or other
optimization algorithms such as natural gradient. Coordinate ascent itera-
tively optimizes each q(zk) and yields that the optimal distribution q

? for
each latent variable zk is given by

ln q

?
(zk) / E�k[ln p(zk|Z�k, x)].

4 Execution

4.1 Choice of model

Since the objective was to build an application that handles an ongoing
stream of documents, the model needs to be able to assign topic distributions
for previously unseen documents. As discussed in Section 3.2.2, the PLSI
model is not generative for new documents, hence, neither PLSI nor its
predecessor LSI is suitable for the problem considered. The LDA model on
the other hand has a way to create topic distributions for new documents
and therefore the application in question has been based on this model.

The parameters of LDA cannot be directly calculated due to an in-
tractable posterior and must therefore be approximated using inference. The
optimization method variational Bayes was chosen rather than sampling al-
ternatives such as Giibbs sampling which is a Markov Chain Monte Carlo,
MCMC, based method. Variational Bayes is shown to be faster than and as
accurate as MCMC and is also the method used in the original LDA paper
[7].

Due to the great variety in the data, there are reasons to believe that
one needs a large set of training data in order to capture this variance.
In standard LDA, the algorithm needs a full pass through the corpus for
each iteration, which constraints the size of the training set due to memory
limitations. An online algorithm, on the other hand, can divide the data
into mini-batches and process the data piece by piece without the need to
see the same data more than once.

Another advantage with an online algorithm is that it can be trained
continuously while still delivering results. For the concerned application,
this ability could be used to build a model that evolves as the content of
the data stream evolves. Say for instance that during an election, a specific
topic evolves in the model which captures this event. For these reasons,
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an online implementation of LDA was chosen. A thorough derivation of an
online implementation of LDA is outlined in Section 4.2

4.2 Derivation of the Online LDA algorithm

The following section goes through the derivation of LDA in order to find
an algorithm for updating the model parameters. For this section to be easy
to survey, tables containing parameter descriptions and index clarifications,
are to be found in Table 1 and 2.

Table 1: Parameter notations used throughout the derivation of the Online
LDA algorithm.

Parameter Description
↵ The hyper-parameter for the Dirichlet distribution on ✓

✓ The k-dimensional Multinomial parameter that specifies the
topic distribution for a document

� A k ⇥ V -matrix where each row describes the probability
of words for a specific topic. Recall the superscripts used for
words, mentioned in Section 3, then note that �iv = p(w

v
n|zi)

� The variational Dirichlet parameter
� The variational Multinomial parameter
� The variational parameter on �

⌘ The hyper-parameter for the Dirichlet distribution on �

 Controls the rate at which old values of ˜� are forgotten
⌧0 Slows down early iterations of the Online variational Bayes

algorithm
k Number of topics
M Number of documents in a corpus
N Number of words in a document w

Nd Number of unique words in a document with index d

V Number of words in a corpus
St Number of documents in mini-batch t

w

j
n The jth component of the unit-basis vector for the word wn

n(d, n) Denotes the frequency for word wn in document with index
d
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Table 2: Indexing notations used throughout the derivation of the Online
LDA algorithm.

Indexing Description
i Used to index topics, i = 1, . . . , k

n Used to index words in a document, n = 1, . . . , N

j Used to index words in a corpus, j = 1, . . . , V

d Used to index documents, d = 1, . . . ,M

t Used to index mini-batches, t = 1, . . . ,1
s Used to index documents in a mini-batch, s = 1, . . . , St

wn Used to identify the corresponding index j for word wn

As discussed in Section 3.2.3, LDA is a generative model that uses Dirich-
let distribution to draw the k-dimensional random variable ✓. ✓ lies in the
(k� 1)-simplex, which implies that ✓i � 0 and

Pk
i=1 ✓i = 1. The probability

density for ✓ in this simplex is given by

p(✓|↵) = �(

Pk
i=1 ↵i)Qk

i=1 �(↵i)
✓

↵1�1
1 . . . ✓

↵k�1
k , (4.1)

where �(x) is the Gamma function. For LDA one needs to compute the pos-

M

N

↵

✓

z w

�

Figure 3: Plate notation for the standard LDA model.

terior distribution of the hidden variables given a document. This inference
problem is given by

p(✓, z|w,↵,�) =

p(✓, z,w|↵,�)
p(w|↵,�) . (4.2)

From the graphical model shown in Figure 3 one can see that the numerator
in (4.2) can be decomposed like follows:

p(✓, z,w|↵,�) = p(w|z,�)p(z|✓)p(✓|↵). (4.3)

Since p(w|z,�) is the probability of observing a document with N words,
given a set of N topics and given the k ⇥ V probability matrix �, equation
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(4.3) can be written as

p(✓, z,w|↵,�) = p(✓|↵)
NY

n=1

p(wn|zn,�)p(zn|✓),

where p(zn|✓) is ✓i for the unique i such that z

i
n = 1. By integrating over

✓ and summing over z, we obtain the denominator in equation (4.3), which
corresponds to the marginal distribution of a document:

p(w|↵,�) =
Z

p(✓|↵)
 

NY

n=1

X

zn

p(wn|zn,�)p(zn|✓)
!

d✓. (4.4)

By marginalizing over the hidden variables, noticing that p(wn|zn,�) =

�zn,wn and using the model parameters, equation (4.4) can be written as

p(w|↵,�) = �(

Pk
i=1 ↵i)Qk

i=1 �(↵i)

Z kY

i=1

✓

↵i�1
i

0

@
NY

n=1

kX

i=1

VY

j=1

(✓i�ij)
wj

n

1

A
d✓.

Due to the coupling between ✓ and � in the summation over latent topics,
this expression is intractable.

4.2.1 Variational Inference

This section describes a simple convexity-based algorithm for inference in
LDA. The objective is to find an adjustable lower bound of the log likelihood,
obtained by using Jensen’s inequality. By considering a family of lower
bounds, indexed by a set of variational parameters chosen by an optimization
algorithm, one can achieve the tightest possible lower bound on the log
likelihood [1].

Consider the graphical model for LDA, shown in Figure 3. The desired
tractable family of lower bounds is achieved by dropping the edges between
✓, z, w and the nodes w and finally giving the resulting graphical model free
variational parameters. Consider this separable family of distributions

q(✓, z|�,�) = q(✓|�)
NY

n=1

q(zn|�n), (4.5)

where � and � are the free variational parameters, � is a Dirichlet parameter
and �1, . . .�N are multinomial parameters. To bound the log likelihood of
a document, one uses Jensen’s inequality [10]. For simplicity the variational
parameters are left out
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ln p(w|↵,�) = ln

Z X

z

p(✓, z,w|↵,�) d✓

= ln

Z X

z

q(✓, z)
p(✓, z,w|↵,�)

q(✓, z)
d✓

�
Z X

z

q(✓, z) ln
p(✓, z,w|↵,�)

q(✓, z)
d✓

=

Z X

z

q(✓, z) ln p(✓, z,w|↵,�) d✓ �
Z X

z

q(✓, z) ln q(✓, z) d✓

= Eq[ln p(✓, z,w|↵,�)]� Eq[ln q(✓, z)].
(4.6)

This leads to a lower bound of the log likelihood for the arbitrary variational
distribution q(✓, z|↵,�). The difference between the left-hand side and the
right-hand side of (4.6) is clearly the Kullback-Leibler divergence between the
variational posterior probability and the true posterior probability. Let the
right-hand side be denoted L(�,�;↵,�). Then, by introducing the variational
parameters � and �, the following expression is obtained:

ln p(w|↵,�) = L(�,�;↵,�) + D(q(✓, z|↵,�)||p(✓, z,w|↵,�)),

where the second term on the right-hand side is the Kullback-Leibler diver-
gence. By factorizing p and q in (4.6), the lower bound can be written in
the form:

L(�,�;↵,�) = Eq[ln p(✓|↵)] + Eq[ln p(z|✓)] + Eq[ln p(w|z)]
� Eq[ln q(✓)� Eq[ln q(z)].

(4.7)

To expand this equation further, one need to repeatedly compute the ex-
pected value of the log of a single probability component under the Dirirchlet.
These values can be computed from the natural parametrization of the expo-
nential family representation of the Dirichlet distribution. If a distribution
can be written as

p(x|y) = h(x) exp

�
y

T
T (x)�A(y)

 
,

which belongs to the exponential family, where y is the natural parameter,
T (x) is the sufficient statistic and A(x) is the log normalization factor. By
exponentiating (4.1), the Dirichlet can be written in this form:

p(✓|↵) = exp

(
kX

i=1

(↵i � 1) ln ✓i + ln� (

kX

i=1

↵i)�
kX

i=1

ln�(↵i)

)
. (4.8)

Now, one can identify that the natural parameter of the Dirichlet is yi =

↵i � 1, the sufficient statistic is T (✓i) = ln ✓i and the log normalization
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factor is A(↵i � 1) =

Pk
i=1 ln�(↵i)� ln� (

Pk
i=1 ↵i). Since the derivative of

the log normalization factor with respect to the natural parameter is equal
to the expectation of the sufficient statistic, one have that

E[ln ✓i|↵] =  (↵i)� (
kX

l=1

↵l), (4.9)

where  is the diGamma function, which is the first derivative of the log
Gamma function.

Restoring the dependence on the variational parameters � and � and
using (4.8) and (4.9) one can see that the first term on the right hand side
in (4.7) can be written as

Eq[ln p(✓|↵)] = Eq

"
kX

i=1

(↵i � 1) ln ✓i + ln� (

kX

i=1

↵i)�
kX

i=1

ln�(↵i)

#

=

kX

i=1

(↵i � 1)Eq[ln ✓i] + ln� (

kX

i=1

↵i)�
kX

i=1

ln�(↵i)

=

kX

i=1

(↵i � 1)

 
 (�i)� (

kX

l=1

�l)

!
+ ln� (

kX

i=1

↵i)�
kX

i=1

ln�(↵i).

After calculating all expectation values in (4.7), the equation can be written
on the form

L(�,�;↵,�) =

kX

i=1

(↵i � 1)

 
 (�i)� (

kX

l=1

�l)

!
+ ln� (

kX

i=1

↵i)�
kX

i=1

ln�(↵i)

+

NX

n=1

kX

i=1

�ni

 
 (�i)� (

kX

l=1

�l)

!

+

NX

n=1

kX

i=1

VX

j=1

�niw
j
n ln�ij

�
kX

i=1

(�i � 1)

 
 (�i)� (

kX

l=1

�l)

!
� ln� (

kX

i=1

�i) +

kX

i=1

ln�(�i)

�
NX

n=1

kX

i=1

�ni ln�ni.

(4.10)
Next step is to maximize the lower bound with respect to �ni and �i

separately. Maximizing with respect to �ni is a constrained optimization
problem, since

Pk
i=1 �ni = 1. The corresponding Lagrange function consists

all the terms in (4.10) that contain �ni, plus the Lagrange multiplier, �:

L[�ni] = �ni

 
 (�i)� (

kX

l=1

�l)

!
+ �ni ln�iv � �ni ln�ni + �i(

kX

j=1

�nj � 1),
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where �iv is p(w

v
n = 1|zi = 1). The double sums over words and topics

that were to be found in (4.10), have disappeared since the Lagrangian is
considered for the nth word, generated by the ith topic. The maximizing
value of the variational multinomial �ni is obtained by setting the derivative
of the Lagrangian to zero. The derivative is described by

@L
@�ni

=  (�i)� (
kX

l=1

�l) + ln�iv � ln�ni � 1 + �,

which gives a maximum at

�ni / �iv exp {E[ln ✓i|�]}. (4.11)

The same approach is used for finding the maximum with respect to the
variational Dirichlet �. In this case, the Lagrangian is

L[�i] =

kX

i=1

 (�i)� (
kX

l=1

�l)(↵i +

NX

n=1

�ni � �i)� ln�(

kX

l=1

�l) + ln�(�i)

and the partial derivative with respect to �i is

@L
@�i

=  

0
(�i)(↵i +

NX

n=1

�ni � �i)� 
0
(

kX

l=1

�l)

kX

l=1

(↵l +

NX

n=1

�nl � �l).

Setting the derivative to zero yields a maximum at

�i = ↵i +

NX

i=1

�ni. (4.12)

Finally, maximizing the ELBO is achieved by alternating (4.11) and (4.12)
until convergence since � depends on �. This forms the E-step in the final
algorithm.

M

N

�

✓

�

z

Figure 4: Plate notation for the variational parameters used to approximate
LDA.
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4.2.2 Smoothing, a Dirichlet prior on the �i

With a large vocabulary, all words will not be present in the documents
used to train the model. Maximum likelihood estimation of the multino-
mial parameters � will assign zero probability to the words present in the
vocabulary but not in the training set. Blei et al. solves this problem in the
original LDA paper by extending the LDA model with a Dirichlet prior ⌘ on
the multinomial parameters [1]. Thus yielding the extended graphical model
shown in Figure 5.

The additional prior is incorporated in the variational distribution with
a new variational parameter � while keeping the separable form of equa-
tion (4.5). The new variational family considered for the Bayesian inference
becomes

q(�, z, ✓|�, �,�) =
kY

i=1

Dir(�i |�i)

MY

d=1

qd(✓d, zd|�d, �d)

where qd(✓, z|�, �) is the variational family defined in equation (4.5). By
following the same variational procedure again, one get the same update
steps as in equation 4.11 and 4.12 along with the additional update for �:

�ij = ⌘ +

MX

d=1

NdX

n=1

�

⇤
dniw

j
dn. (4.13)

Here �

⇤ is the optimal value of � found in the E-step. Without this twist,
the model tries to find the probability for each word in each topic, i.e the
�ij :s, thus yielding zero probability to words that does not appear during
the training. With the Dirichlet prior, the model tries to find the variational
parameters �ij corresponding to the betas. The unseen words will get a low
probability but not zero thanks to the properties of the Dirichlet distribution.

M

N

k

↵

✓

z w

�

⌘

Figure 5: Plate notation for the smoothed LDA model

4.2.3 Estimation of ↵ and ⌘

Through the properties of a Dirichlet distribution, the two hyper-parameters
↵ and ⌘ controls the sparsity of the topic distribution for a document and
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word distribution for a topic respectively. Point estimates of these parame-
ters can be fit using a linear-time Newton-Raphson algorithm as described
by Blei et al. in [1]. This would be incorporated in the M step in algorithm
1 and 2 after updating �. For simplicity, these two parameters are however
kept fix in this implementation.

4.2.4 Online Variational Inference for LDA

The resulting algorithm for the standard LDA model can be seen in algorithm
1. Since this algorithm requires a complete pass through the training set in
each updating step it is not suitable for the task at hand: training the model
on streaming data. The reason for not training on a small dataset is that we
reckon that to cover the variance of articles in the corpus, the training dataset
has to be huge. Ideally we also want an algorithm that never converges but
instead reacts to changes in the stream so that it is constantly training.
Furthermore, an online model can also be implemented so that it uses less
memory. Hoffman et al. suggest in [7] an online stochastic optimization with
a natural gradient step to make the LDA algorithm work in an online setting.
The resulting algorithm, called Online LDA is explained in algorithm 2.

While holding � fixed, Online LDA performs an E step to calculate local
optimal values of � and � on a mini-batch S consisting of a small number of
documents. A counter t keeps track of the mini-batches as an interim value
of � called �̃ is calculated as

˜�ij = ⌘ +

M

St

StX

s=1

NsX

n=1

�tsniw
j
sn

where St is the number of documents in batch t. This is the optimal value
of �, given �, if the corpus consisted of the documents in the mini-batch
repeated M/S times. M is the number of unique documents the model is
expected to ever see. � is then updated as a weighted average between its
old value and �̃ as

� = (1� ⇢t)�+ ⇢t�̃ where
⇢t ⌘ (⌧0 + t)

�
.

The parameter ⌧0 � 0 slows down early iterations and  2 (0.5, 1] controls
the rate at which old values are forgotten.  has to be greater than 0.5 for
the model to converge [7].

To finalize the algorithm one needs to calculate the Eq[ln ✓]:s and Eq[ln�]:s.
Due to the Dirichlet priors on these parameters they are calculated as pre-
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viously in Section 4.2.1 as

Eq[ln ✓i] =  (�i)� (
kX

l=1

�l) and

Eq[ln�iv] =  (�iv)� (
VX

j=1

�ij).

Algorithm 1 Batch variational Bayes for LDA

Initialize � randomly
while change in L(w,�, �,�) > 0.00001 do

E step:

for d = 1 to M do
Initialize �di

repeat
Set �dni / exp{Eq[ln ✓di] + Eq[ln�iwn ]}
Set �di = ↵+

PNd
n=1 �dnin(d, n)

until 1
k

Pk
i=1 |change in �di| < 0.00001

end for
M step:

Set �ij = ⌘ +

PM
d=1

PNd
n=1 �dniw

j
dnn(d, n)

end while

Algorithm 2 Online variational Bayes for LDA
Initialize � randomly
for t = 0 to 1 do

for s = 1 to St do
E step:

Initialize �ti

repeat
Set �tsni / exp{Eq[ln ✓tsi] + Eq[ln�kwn ]}
Set �tsi = ↵+

PNs
n=1 �tsnint(s, n)

until 1
k

Pk
i=1 |change in �ti| < 0.00001

M step:

Compute ⇢t = (⌧0 + t)

�

Compute ˜

�ij = ⌘ +

M
St

PMt
s=1

PNs
n=1 �tsniw

j
dnnt(s, n)

Set � = (1� ⇢t)�+ ⇢t
˜�

end for
end for
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4.3 Composition and details of final system

By introducing a topic modeling layer, the idea was to cluster articles by
context and by doing so, creating functionality to ignore certain contexts.
This was done by training an implementation of Online LDA on a stream of
articles and by sorting the articles based on their resulting topic distributions.
The reason for choosing Online LDA was to have a model that can constantly
train on the stream of data. A flowchart of the final system can be seen in
Figure 6.

The data stream enters the system in form of mini-batches where each
entity of the batch is an article. For each article a term count dictionary is
created using a preset vocabulary. This vocabulary contains the words that
the model is aware of; words not in the vocabulary will be ignored. The
term count dictionary is a list containing the words of the article present in
the vocabulary and the number of times each word is present in the article.
By using these term count dictionaries, the online LDA model trains its
parameters and creates topic distributions for each article.

The end customer is only interested in articles mentioning their company
name so their name is used as a query to filter out articles that does not
contain the query. After this filtering step, the articles are sorted and placed
in folders based on their strongest topic belonging.

By looking at the most probable words in each topic one can then browse
the articles containing the query based on context.

4.3.1 Dataset

The dataset given consists of 1.7 million Swedish articles organized in 18
800 folders and was taken as a time window of the actual data stream. The
folders, with an average of 90 articles in each, were used as the mini-batches
in the simulated stream to test the system. There were a large range of
articles in the dataset, everything from articles containing only a couple of
words to complete TV schedules and normal news articles. Since the articles
originates from several sources and are processed with different methods,
there were some challenges with the data.

As a start, articles originating from an Optical Character Recognition, or
OCR, process contained misspelled words and letters exchanged with special
characters. Another possible source of misspelled words or just non-words,
was that the character encoding used in the articles was not consistent.
When articles were imported into the development environment, all text
was assumed to be encoded in UTF-8, which in some cases produced less
than optimal results. Without means of connecting misspelled words with
their correct representation, these words would be ignored in the term count
step. This could change the outcome of a topic classification. The poten-
tial problem depends on the proportion of misspelled words and on how
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Figure 6: Flowchart showing the path of a batch of articles through the sys-
tem. First, term counts of each article is formed using a specified vocabulary.
The O-LDA algorithm then trains its model parameters and creates topic dis-
tributions for each article. Articles are filtered based on a query term before
finally being sorted into folders, based on their topic distribution.

representative a certain misspelled word is to a topic.
A few misspelled words in an article of normal length is believed to not

cause any big differences. An article with the misspelled word “homicide”
would probably contain other words such as “crime” or “police” which all
would have high probability of belonging to the same topic. The topic here
is probably about crime.

Another challenge arose from the fact that some articles originated from
scanning whole news-paper pages. There were some segmentation problems
where an article file contained two or more actual articles. When trying to
specify the topic of an article, this is obviously a problem. Thankfully this
was unusual and a solution could be to consider a section of text around a
word matching the current query.

4.3.2 Vocabulary

An initial vocabulary was generated by picking all the words in the first
23 000 documents which generated 123 000 unique words. This initial vo-
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cabulary was far too noisy due to the nature of the dataset. The following
problems were found:

• Vocabulary is too large, the word-topic matrices would take long to
update and system memory could be an issue.

• Non-words present such as numbers and “? ? ?” possibly originating
from movie reviews.

• Misspelled words present possibly originating from an OCR process or
character encoding conversion.

• Stop words present such as “den”, “det”, “är”. It is recommended to
remove stop words for LDA [1].

• Several forms of single words present such as “polis”, “poliser”, “polisens”
and so forth.

Stop words are very common words that do not contribute much to the
meaning of a sentence. The vocabulary was filtered by removing words that
where present in more than 50% or fewer than 5% of the articles. This was an
effective way of removing misspelled words, non-words as well as stop words.
Removing words containing characters not classified as letters according to
the unicode character set (String.All(Char.IsLetter)) further improved
this.

By applying a stemming algorithm to the vocabulary, multiple forms of
single words where handled. What this means is that only the root form of
words are present in the vocabulary and when articles are loaded into the
term counting step, other forms of this word is replaced by the root form.

An example of the result is that all of the words “smittar”, “smittan”,
“smittats”, “smittat”, “smittade” and “smittande” were found to have the root
form “smitta”. This greatly reduced the number of words in the vocabulary
and increased co-occurrence of words which helps the LDA model finding
clusters. Stemming could however be a blunt weapon since the algorithm
does not know the meaning of words. For example the noun “skrivare” could
be stemmed to the verb “skriva”. The stemming algorithm used was devel-
oped by Loop54 and was set to only find roots longer than six characters
which proved to generate good stemming rules.

The final vocabulary contained 23 000 unique words and the stemming
algorithm managed to exchange 7 500 words to their root form.

4.3.3 Online LDA

The topic model chosen was the Online LDA algorithm, explained in Section
4, with parameter settings as outlined in Table 3. The values of ↵ and ⌘ were
set as suggested by Blei et al. in [1] as one over number of topics. Values
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smaller than zero on ↵ promotes sparse topic distributions which means that
the greatest probability mass will be located around a handful of topics for
a specific article. The same is true for ⌘, but in terms of word distributions
for a specific topic.

The two weight factors ⌧0 and , used when updating the values of �
as explained in Section 4.2.4, were set as suggested by Hoffman et al. in [7].
Since the results from the first few mini-batches can be ignored while the
model is untrained, ⌧0 is of little importance. However  and M both affect
the convergence rate of the model.  controls the rate at which old values
are forgotten and was set as suggested by Hoffman et al. given the mini-
batch size. M is supposed to be the maximum number of unique articles
available to the model, which is infinity in a true online setting. For the
tested dataset, M was set to around double the number of articles available.
As mini-batches, the folders in which the dataset was given was used with
an average of 90 articles each.

Table 3: Parameter values chosen in the Online LDA model for the given
dataset.

Parameter Value Description
k 100 Number of topics
↵ 1/k Dirichlet prior for topic distribution on a docu-

ment
⌘ 1/k Dirichlet prior on word distribution for a topic
M 3 000 000 Total number of unique documents available to

the model
⌧0 1024 Learning parameter that down-weights early it-

erations
 0.7 Controls the rate at which old values of � are

forgotten
S ⇠90 Size of mini-batches

4.3.4 Sorting of articles

Since the final product of this thesis was a proof of concept implementation
in which an algorithm assigns a topic distribution to articles in a stream,
the final clustering was kept simple. After the stream was filtered, given
the current query corresponding to a company, articles were sorted by their
strongest topic belonging. This meant that the client could browse the re-
sulting collection based on topic and make decisions on which topic folders
contain interesting articles.
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4.3.5 Implementation

The system was developed in the .NET software framework and F# was
used as programming language. For speedup the code was parallelized using
the built in F# package System.Threading so that a thread was created for
each article in a mini-batch.

Loop54 has a modular framework for their product development. This
system was used as much as possible and modules were created to add the
functionality needed for the project. The modular structure makes it pos-
sible to easily add and remove functionality, while also naturally separating
code into modules with clear functionality. Examples of modules used that
were already implemented are modules for parsing text and counting words
according to a vocabulary.

HTTPS APIs for sending data to the program also existed. Data streams
were simulated by sending mini-batches to the program using these APIs
through CS-scripts. The existing structure of the dataset with folders con-
taining on average 90 articles was used as mini-batches. Next mini-batch
was sent to the program when the previous mini-batch had been processed.

The experiments presented in Section 5 were run on a computer with the
following properties:

• CPU: Intel Core i7� 3610QM, 2.3GHz, 4 cores,

• Memory: 4 GB,

• Operating system: Windows 7 Home Premium.

5 Results

Word distributions for each of the specified 100 topics were created by letting
the final system with parameters set as in Table 3 train on the simulated
stream. The 15 most probable words for four of these topics are listed in 7a.
The topics in the table were manually labeled based on these most probable
words.

Figure 7b is a document which was not used to train the model. By
allowing this article to go through the system its topic distribution was
approximated and can be seen in Figure 7c. Each word in the example article
is colored by the topic that is most likely to have generated it according to
the model. The color of each label of the topics listed in Table 7a corresponds
to the colors of the words in the article as well as the bars in the histogram.

Non-colored words are either not in the vocabulary or are more likely to
belong to a topic other than the four topics listed. It should be noted that
even if the histogram in Figure 7c adds up to exactly 100%, this was due to
rounding and there are small probabilities for other topics to also generate
words in the article.
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To show that the final implementation is indeed an online algorithm,
Figure 8 and 9 were created. Figure 8 shows the memory usage of the
program, as reported by GC.GetTotalMemory, as the number of articles the
model has seen increases. Memory usage can be measured in several ways
but in this case, one wanted to investigate if the memory usage was constant
over time.

Figure 9 was created by measuring the time it took to process a mini-
batch and divide that time by the number of articles in the mini-batch. This
measurement of speed was plotted against the number of articles the model
had seen at the same point in time.

Of the 1.7 million articles in the simulated stream, 2770 articles mentions
the word “mcdonald” which was used as a query to filter the stream. These
articles were sorted according to their strongest topic belonging, resulting
in 42 folders in which the articles were distributed. Table 4 tries to explain
what kind of articles ended up in four of these folders, where each folder is
named by the seven most probable words for that topic.

Table 4: Example of four topic folder descriptions and the type of articles
mentioning McDonald’s found in each folder.

Topic folder name Types of documents seen in folder

{polis, mannen, misstänka, person,
brott, åringen, tingsrätt}

Articles about crime and accidents
happening near or at McDonalds’s
restaurants.

{neg, group, kurs, aktie, nokia,
system, ändring}

Almost exclusively stock market ta-
bles.

{matchen, mål, spelad, poäng,
spelar, lag, match}

Almost exclusively articles about
the soccer player Jonathan McDon-
ald.

{usa, obama, president, syrien,
amerikansk, barack, attack}

Articles about American issues such
as minimum wage.
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“Politik” “Kommun” “Ekonomi” “USA”
regering kommun procent usa
politisk företag kronor obama
politik nya miljon president
sverige skolan miljard syrien
svensk verksamhet minska amerikansk
debatt eleven priser barack
socialdemokrat anställd senaste attack
partiet arbete året obamas
förslag person bolagen militär
människa pengar marknader världen
reinfeldt kronor cirka ryssland
valet ansvar per landet
samhälle ordförande företag september
val arbeta störste besökt
demokrati innebär siffror syriska

(a) Each column shows the 15 most probable words in a topic. The label of each
topic is manually assigned for presentation purposes.

McDonalds-anställda i strejk usa. Anställda på
snabbmatsrestauranger över hela USA genom-
förde i går vad arrangörer beskrev som den
största strejken i branschen hittills. Aktionen
ingår i en ett år lång och växande kampanj för
högre löner i servicesektorn, och för rätten att
organisera sig fackligt utan negativa påföljder.
160 städer, från Boston i öster till Alameda i
väster, krävde arbetare på McDonalds och an-
dra kedjor att minimilönerna höjs till 15 dollar
i timmen jämfört med 7:25 i dag.

(b) An example article where each color corresponds
to the topic in table (a) from which a word is as-
sumed to be generated from.

z

% 38

27

24

11

(c) Histogram showing the
topic distribution for the
article in (b) with colors
corresponding to the topics
in (a).

Figure 7: Example article from given dataset with corresponding topic dis-
tribution and most probable words in each topic.

32



0 500000 1000000 1500000

23
0

23
5

24
0

24
5

25
0

25
5

26
0

Number of documents seen

M
em

or
y 

us
ag

e 
[M

B
]

mean

Figure 8: Memory usage over number of documents seen. Each data point
corresponds to a mini-batch and the memory usage at that time.
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Figure 9: Articles per hour over number of document seen. Each data point
corresponds to a mini-batch and the performance is calculated as the size of
the mini-batch divided by execution time.
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6 Discussion

One of the reasons for choosing LDA over PLSI was its well-defined infer-
ence procedure for new documents. Figure 7 was created using an article
that was not used to train the model and seems to have got a reasonable
topic distribution. Figure 7 is also intended to give the reader an intuitive
understanding of how the model functions. Figure 7 shows how words in
the article are associated with certain topics, the word distribution of the
topics and a final topic distribution of the article. As seen in Figure 7c the
document belongs to four of the 100 topics. One can see that the majority
of the 15 most probable words within these topics are associated to one an-
other and seem to capture some intuitive form of a topic. Furthermore, the
content of the document is consistent with the topics with which the model
chooses to describe the document. In other words, the implemented topic
model seems to work as intended despite the noisy data.

Table 4 presents an example of four topics generated by the model, along
with the types of documents mentioning the word “mcdonald’s” that were
strongest connected to these topics. This way of clustering documents can be
used to browse a collection of articles and also to identify relevant and irrel-
evant topics. For instance, by excluding the articles found in the folder char-
acterized by the words {matchen, mål, spelad. . . } the client could remove
noise originating from sports. The results in this regard seems consistent
enough to be useful for the client.

Another objective was to develop a sufficiently fast application to be able
to process the large stream of data that the client currently deals with. As
shown in Figure 9 the system is able to process articles with a speed of on
average 91700 articles an hour, equivalent to 2.2 million articles a day. This is
less than half of the target of five million per day but was however achieved
on an average laptop, specified in Section 4.3.5. The data in the figures
and the mentioned numbers were collected for a system where the model
was actively training its parameters on the stream. By only assigning topic
distributions for each article in the stream without training the parameters
of the model, the same system managed to process 5.2 million articles a day.
Since the processor utilization was at around 100% when a mini-batch was
processed, we believe that the processing speed of the articles would scale
well with more CPU processing power.

In order for the system to be feasible solution for the client, the system
needs to stable over time. Even though there is quite a lot of variance
in the data shown in Figure 9, one can see that the speed does not seem to
depreciate over time. The variance is most likely due to variance in the length
of the articles in the mini-batches. The spike at about 1 000 000 articles could
be explained by the same variance but has not been investigated further. The
time between mini-batches was measured from the time one mini-batch was
processed to the next, which means that the time for sending the articles
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to the model was included. This further hurts the time measured for mini-
batches containing long articles.

Another measurement of stability is the memory usage over time, or
documents seen. As shown in Figure 8, the memory usage is stable which
proves that an online algorithm has been achieved. Even after 1.5 million
articles, equivalent to more than 8GB of data, have been processed by the
model, the memory usage is the same as when the first mini-batch was
processed. The outliers in Figure 8 can be explained by the variety of the
length in documents, since the size of the mini-batches was based on number
of documents, rather than number of bytes.

6.1 Future work

Vocabulary

The implementation of the topic model LDA described in this thesis requires
a predefined, fix vocabulary. Only words in this vocabulary will be considered
by the model which can get problematic in the thought of application. One
could for instance imagine that the word “smartphone” became a good way
of identifying certain articles after 2007 when the iPhone was released. In
the current implementation, this new word would simply not be considered
when assigning topics to articles.

An approach to solving this problem was proposed by Zhai and Boyd-
Graber in [15]. Here the Dirichlet distribution over words from which the
topics are assumed to be generated from in LDA, is exchanged to a Dirichlet
Process which allows one to reason about infinite distributions. This exten-
sion of the standard LDA allows new words to enter topics and words that
are no longer considered important are discarded.

Number of topics

In standard LDA one has to choose how many topics the model is supposed
to use. This can be seen as the number of dimensions the model is allowed
to reduce the articles to. There are extensions to LDA in which topics are
formed hierarchically and automatic. An example of this is the Hierarchical
LDA model introduced by Griffiths et al. where one instead specify the depth
of the resulting topic tree which potentially can have infinite nodes [6].

The Pachinko Allocation model, or PAM, generalizes several topic mod-
els including LDA [11]. Introduced by Li and McCallum, PAM captures
topic correlations by using a Directed Acyclic Graph, DAG, where the leaves
correspond to words while each interior node represents correlation among
its children. The children of a node can be both words or other nodes. The
structure of the DAG may be a simple tree or arbitrary with cross-connected
nodes and can either be specified or learned by the data.
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Convergence

As mentioned in Section 1.2, it would be preferable if the topics were adaptive
and evolved over time in order to capture changes in the data stream. The
parameter ⇢t in the Online variational inference for LDA controls the impact
that new mini-batches has on the model. As the algorithm is constructed,
the weight for new batches ⇢t will converge to zero when t, the number of
mini-batches seen, goes to infinity. In other words, incoming batches will
have a smaller contribution when t grows. This can be seen in algorithm
2, when updating �. By setting an upper possible value on t, the model
would probably never converge which could potentially be preferable. This
has however not been investigated since the number of mini-batches in the
dataset considered did not make the model converge.

Performance

Algorithm 2 was parallelized so that a new thread was created for each ar-
ticle in a mini-batch. This means that the thread with the longest article,
and with that, the most work, determines the execution time for the mini-
batch. While monitoring the CPU utilization during the time a mini-batch
was processed, the utilization went down from 100% as the batch was pro-
cessed. This shows that the algorithm could potentially be further optimized,
possibly by using a thread pool or other parallelization techniques were the
problem is further partitioned.

In the current implementation, new data is sent to the program when
the previous mini-batch has been processed. If the data transfers could be
done in parallel with the data processing, the number of articles processed
in a day could be increased.

7 Conclusions

The objective was to find a topic model that handles the concerned client’s
large stream of data and to build an application that sorts the data in an
effective way. Online Latent Dirichlet Allocation was chosen as the topic
model and Variational Bayes was used to solve the inference problem. The
resulting application reached the expectations set by the client in terms of
both speed and memory allocation. It also managed to sort the stream of
articles into topics in an intuitive way. The client found the application useful
since it to some extent managed to automatically separate uninteresting
articles from more relevant ones. This is a problem which currently is dealt
with using complex queries and manual labor.
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