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Abstract

A study of potential approaches to simulate power
output as well as identifying anomalous operation of
wind turbines
Hannes Bäckbro

From an economical perspective, ice accretion on wind turbines located in cold
climates can cause severe and costly production losses. To reduce the cost caused by
such factors, it is important to early detect anomalous operation. This requires the
knowledge of expected operation for all possible states of operation. The purpose of
this M.Sc. thesis was first of all to investigate the feasibility to define a model able to
simulate expected power output regardless time of the year. A second purpose was
to investigate possible approaches for the identification of wind turbines deviating
from expected operation. Regarding the first purpose, two different models were
developed to investigate the possibility to simulate expected power output. A
deterministic model based on the characteristic power curve and a non-deterministic
regression tree model based on machine learning algorithms. As regards the second
model, two control charts were implemented and their ability to identify abnormal
operation was evaluated. The development and evaluation of the models as well as
the control charts were performed in Matlab R2013b.
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Executive summary 
As the main task within this project, the feasibility to simulate expected power output from large 

wind turbine generators (WTG) was investigated. Two types of models simulating expected power 

output from WTGs were developed. The models, a deterministic power curve model as well as 

regression tree model founded on machine learning algorithms were trained and verified with 

historical SCADA data. Also, two methods (control charts) used for performance monitoring were 

tested and evaluated.   

The evaluation showed that the two models performs fairly well in simulating normal operation given 

required input parameters. Thus, the conclusion is that it is possible to simulate expected power 

output. Furthermore, the results suggests that the control charts enable performance monitoring but 

deeper analysis concerning their ability to detect specific faults are required before implementing 

any of these approaches.     
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Populärvetenskaplig sammanfattning 
Det är ofta svårt att veta om ett vindkraftverk levererar enligt förväntan, motsvarande rådande yttre 

förutsättningar. Det här gäller framförallt för vindhastigheter under märkvinden. För en given 

vindhastighet under märkvinden ses nämligen normalt en stor variation i genererad effekt från ett 

vindkraftverk. Svårigheten ligger i att identifiera vad som ska anses som normalt och inte (var går 

gränsen mellan normal och onormal variation). Omständigheter som får produktionen att minska 

påtagligt, som t.ex. svår isbildning på bladen eller om ett eller flera kraftskåp faller bort är relativt 

enkelt att identifiera genom att följa produktionen. Isbildning kan dock variera i omfattning och 

behöver inte nödvändigtvis resultera i kraftigt försämrad produktion. Begynnande isbildning kan 

därför vara svår att upptäcka. För ägare av vindkraftverk är det intressant att kunna uppskatta hur 

mycket produktion som går förlorad på grund av prestandasänkande faktorer som t.ex. is på 

turbinblad. I det här arbetet har därför två modeller tagits fram i syfte att utreda möjligheter att 

simulera förväntad produktion oavsett drifttillstånd, givet indata såsom vindhastighet och luftens 

temperatur. Skillnaden mellan förväntad och uppmätt produktion bör då motsvara den produktion 

som gått förlorad på grund av att produktionen avvikit från det normala. Dessutom har två verktyg 

för övervakning och identifiering av avvikande produktion implementerats och utvärderats. Både 

modellerna och de sistnämnda verktygen kräver dock tillgång till träningsdata som endast motsvarar 

normal produktion. Alltså där onormal drift filtrerats bort. Utmaningen med det här arbetet har 

bland annat legat i att ta fram data som motsvarar normal produktion. En möjlighet hade varit att 

filtrera bort all driftdata utanför ett smalt intervall av punkter som följer verkets karaktäristiska 

effektkurva. Risken med detta är dock att drifttillfällen motsvarande normal drift filtreras bort och att 

stora mängder värdefull information därmed går förlorad. Framförallt en av modellerna kräver 

tillgång till mycket stora datamängder. Därför tillämpades en mer sparsam metod vid filtrering av 

tillgänglig data. Filtrerad data ansågs sedan motsvara normal produktion.  

Även vid valideringen av modellerna användes historisk SCADA data som filtrerats för att motsvara 

normal produktion. Modellerna matades sedan med indata från den här datamängden och 

resultatet, simulerad effekt, jämfördes med motsvarande genererad effekt. Nackdelen med den här 

typen av validering är att det inte med säkerhet går att veta om den genererade effekten faktiskt 

motsvarar normal produktion. Det är endast ett antagande att så är fallet. En annan svårighet i 

valideringsförfarandet är att spannet för vad som kan anses som normal produktion givet en specifik 

vindhastighet är stort. Det här beror på bland annat turbulensintensitet, vindens hastighetsprofil 

med höjden, samt anemometerns ofördelaktiga placering bakom rotorn vilket inverkar negativt på 

mätning av vindhastighet samt turbinens förmåga att följa vindriktningen. Det här är ytterligare en 

faktor som gör det svårt att simulera förväntad produktion och framförallt att uppskatta osäkerheten 

i resultat från modellerna. Slutsatsen är därför att modellerna möjliggör simulering av förväntad 

produktion men på grund av odefinierbar precision och osäkerheter i resultatet bör simulerad effekt 

endast ses som uppskattningar av förväntad produktion. Detsamma gäller de två metoderna för 

tillståndsövervakning. På grund av ovan nämnda osäkerheter i precision och prestanda bör resultat 

från metoderna inte användas för att med säkerhet dra slutsatser om att en turbin avviker från 

förväntad produktion. Däremot kan de med fördel implementeras i syfte att ge driftövervakare 

information om drifttillstånd som eventuellt kan ses som avvikande. Information som kan användas 

för vidare utredning av indikerad turbin.   
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Chapter 1 – introduction 
This chapter gives an introduction to the project, including the aim and how it was accomplished.    

1.1 Background 

Renewable power generation such as wind power is intermittent and not possible to regulate 

according to need. Thus, except for the wind resource, profitability only depends on turbine 

availability (i.e. the amount of generated power) as well as costs for operation and maintenance 

(O&M). The conditions in which a wind turbine operate causes degradation of both turbine 

components as well as the performance. Ice accretion may for example cause severe performance 

degradation. With growing number of wind turbine installations in wind farms, O&M issues will 

represent an increasingly significant part of required work within the wind farm. Thus, for wind farms 

of considerable size, it is essential that the cost of O&M is minimised. By monitoring the performance 

of individual turbines in a wind farm, faults may be detected in an early stage in order to avoid costly 

breakdowns (1). However, ordinary monitoring of operation is not enough to detect anomalous 

operation in an early stage. More advanced methods are required, based on information from 

operational parameters and ambient conditions. 

Wind turbine performance is affected by internal as well as external factors. The latter consists of 

icing and strong and turbulent wind. Factors that are difficult or not possible to predict at all, 

although some of them are measurable. On the other hand, internal factors are instead possible to 

predict. Examples of internal factors are the temperature of components as well as state of 

lubrication and component conditions. However, prediction of internal factors requires access to 

logged data from several internal sensors, surveying turbine operation. By observing the operational 

state of a turbine, the influence of internal factors can be studied. Wind turbine parameters, 

characterising the operational state of a turbine are recorded by the supervisory control and data 

acquisition (SCADA) system. Utilising data from the SCADA system may provide information, helpful 

in the detection of early indications of possible performance degradation. Thus, serious turbine 

failure may be avoided if such information is available.  

To detect anomalous operation, one must first define normal operation, for all possible states of 

operation. Thus, one of two main goals with this study have been to investigate the feasibility to 

simulate normal or expected operation. Turbine operation deviating from expected might then be 

declared as anomalous. The focus of this project has been to investigate the possibilities to detect 

anomalous operation rather than finding the underlying cause to the performance degradation.  

To make performance monitoring possible, Svevind required models of expected power output of 

individual turbines in a wind farm, given SCADA data characterising operational conditions, such as, 

wind speed, yaw angle and power output. The issue to be investigated in this project was to explore 

methods able to identify turbines with degraded performance, i.e. delivering less power than 

expected.        

1.2 Svevind solutions – presentation of the company 

Svevind AB is a privately owned wind power developer located in northern Sweden. The company 

performs identification and evaluation of new sites (screening), develops, finance, sells as well as 

operate on-shore wind power projects. The company’s projects range in size. Current project, 

Markbygden, has the potential to become Europe’s and possibly the largest on-shore wind farm in 

the world. The project comprises of 1101 wind turbines with an expected yearly production of 8-12 

TWh if the whole project is realized. This master thesis was conducted for Svevind Solutions AB, a 

subsidiary within the Svevind holding group.  
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The company manages operational monitoring as well as working with the development and 

maintenance of IT solutions.     

1.3 Aim 

The aim of this project is to provide Svevind with answers to a couple of questions. The task was 

divided into two parts, and the questions to be answered are summarised below: 

1) Is it possible to create a model able to simulate expected power output for every single 

turbine in a wind farm? 

2) Is it possible to identify turbines in abnormal operation, i.e. turbines generating less than 

expected, in a wind farm?  

Regarding the first question, the goal was to create a simulation model (if feasible) that 

demonstrates the principles and possibilities in such detail that Svevind can implement and validate 

the model with real time data. The same applies to the second question, i.e. evaluate methods, 

demonstrating principles and possibilities. Thus, the focus is to investigate and demonstrate 

opportunities (justified with models) rather than trying to develop tools.  

1.4 Limitations 

The scope of the evaluation of models and methods presented within this project is limited to data 

from two neighbouring turbines within the same wind farm. Thus, they are influenced by similar 

ambient conditions as well as topography. This means for example that the conclusion drawn from 

the evaluation is restricted to this type of turbines located in a similar wind farm configuration. 

Furthermore, the influence of wake effects were not possible to identify. Consequently, the impact 

of wake effects on the feasibility to simulate expected power output and identifying abnormal 

operation were not investigated.  

A major limitation concerns the necessary assumption that the prefiltered data used to train the 

models correspond to normal operation. This was probably not completely true but hopefully good 

enough. The quality of the filtered data was not possible to measure. This affects the precision with 

which anomalous operation is detected. 

Furthermore, observations of yaw angle were incorporated in the models and assumed to 

correspond to wind direction. In ideal conditions, this is true. Although the yaw system all the time 

strives to point in the direction of the wind, this is not always the case and misalignment to some 

extent is likely common.  

Due to limitation in available data, measurements of air density, turbulence and wind shear is not 

included in the modelling. It is expected that information of such conditions would improve the 

simulating performance of the models as well as the precision with which outliers are detected.  

1.5 Previous works 

The interest in developing advanced methods for monitoring wind turbine performance appears to 

have increased at the same rate as the rapid expansion of wind power installations during the 21st 

century. However, lots of research within this field is based on data produced from simulations of 

wind turbine operation or on data from turbines with rated power below 2 MW. By excluding 

interactions between adjacent turbines or the chaotic nature of the wind climate, the applicability of 

presented methods are questionable. In this project, measured operational data from two turbines 

within the same wind farm was available.      
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A common approach, found in the literature, to detect anomalous operation is to use control charts 

together with characteristic power curves corresponding to normal operation since this enables 

continuous monitoring of turbine operation. The international Electrotechnical Commission (IEC) has 

established a standard methodology for evaluating the performance of individual turbines. This 

methodology is also based on characteristic power curves developed from historical SCADA data (2). 

Although this is a common approach, numerous other methods used to simulate power output, 

corresponding to normal operation, are presented in the literature.  

There are typically two approaches to performance monitoring of wind turbines. Either, 

characteristic power curve models are used to create control charts, enabling detection of abnormal 

turbine operation. Or, advanced steady state models are used based on machine-learning algorithms. 

When it comes to constructing wind turbine power curves, both parametric and non-parametric 

models are presented in the literature. For example, parametric models using logarithmic 

expressions with multiple parameters have been suggested (3). To optimise these parameters, 

advanced algorithms were used such as the genetic algorithm. In the same paper, nonparametric 

models were developed using neural network as well as data mining algorithms such as REPTree 

which is a regression tree learner (3). The use of k-nearest neighbour (k-NN) algorithm to develop a 

non-parametric model has also been suggested (4).  

A common metric used to compare proposed models is the root mean squared error (RMSE) 

measure (3), (5). However, the precision in the simulation of expected power output is rarely 

investigated. The reason for this is that it doesn’t exist any reliable methods for this purpose. Simple 

analysis by visualisation of the results is a common strategy.    

1.6 Methodology 

The main part of this project consisted of the development of the two models intended to simulate 

expected power output. These were trained on real observations from two turbines (WEC101 & 

WEC102) within the same wind farm, from now on called Wind farm 1. Data from an additional wind 

durbine WEC103 were also used to illustrate possibilities and limitations with one of the models. The 

measurements, averaged on 10-minute basis, collected from the SCADA system were provided by 

Svevind. The available dataset contained observations of several ambient conditions and operational 

statuses such as ambient and blade temperature, wind speed, yaw angle and power output. Initially, 

these variables were imported to Matlab for further analysis. In order to choose appropriate 

variables, an early evaluation of relevant variables was performed. After that, the development of 

the simulation models begun. Matlab version R2013b was the main tool used in this project to 

analyse SCADA data, create and evaluate the models as well as the control charts described in this 

report. MS Excel 2013 was used as an intermediate step to handle and prefilter the data before 

importing it to Matlab. It was also used for quick data analysis.   

1.7 Report outline 

The report is divided into two main sections. One section for each of the questions stated above. The 

first section deals with the issue of modelling expected power output. Initially the SCADA data is 

described. After that, a couple of models of expected power output are constructed and evaluated. 

The second section presents two methods enabling identification of turbines whose power output 

deviates from what is expected, i.e. abnormal operation.   
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Chapter 2 – Modelling of expected production 
In this chapter, the feasibility of simulating expected power output from individual wind turbines in a 

wind farm is investigated. Two approaches are tested and evaluated. The chapter begins with a 

theory section.  

2.1 Theory 

2.1.1 Power curves as models 

As stated above, the wind turbine power curve (WTPC) provides the link between wind speed and 

power output at a particular air density. In other words it shows available power for a given wind 

speed. A WTPC also demonstrates three important wind speeds that characterise a wind turbine: the 

cut-in wind speed, the rated wind speed and the cut-out wind speed. The cut-in wind speed is the 

lowest wind speed at which the wind turbine is capable of delivering power. At rated wind speed, the 

machine reaches its rated power, i.e. the maximum power output of the generator. The cut-out wind 

speed is the maximum wind speed at which the machine is allowed to generate electricity (6). If the 

wind speed exceeds this limit, the turbine is shut down. A typical power curve is illustrated in figure 1 

below. 

 

Figure 1. Exemplified power curve, characterising a 2 MW wind turbine. 

The power curve illustrated in figure 1 above is an example of a characteristic power curve provided 

by wind turbine manufacturers. Such power curves have been calibrated during ideal conditions and 

are therefore only valid for similar conditions, such as constant air density (7). A wind turbine in 

operation is subjected to turbulence, varying wind shear and temperature as well as other weather 

related conditions. Because of this, the ideal one-line power curve, valid for standard test conditions, 

is not suitable to use as a model estimating available power, since it does not contain information 

about the dynamic behaviour of the wind (2). Therefore, power curves representing turbines in 

operation must be modelled in a way so that they capture site specific conditions such as topography 

and the presence of nearby turbines (7). In this report, the characteristic power curve represents 

actual normal operation of a turbine on site, unlike the characteristic curves provided by 

manufacturers. It is based on recorded SCADA data originating from the turbine itself.  
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2.1.2 Deterministic and non-deterministic models 

The available power in the wind passing through the rotor of a wind turbine is directly proportional 

to air density (𝜌), rotor disk area (𝐴) and the cube of the wind speed (𝑈3). However, the turbine rotor 

is only able to extract some of this energy. The efficiency, at which the turbine utilises the available 

wind power, is described by the power coefficient, cp. Also, when the wind turbine generator 

converts the energy extracted by the rotor into electrical energy, additional energy is lost. The size of 

this internal loss is described by the turbine efficiency, 𝜂t. Thus, the power output from a wind 

turbine generator (WTG) can be described as: 

𝑃 = 𝜂𝑡𝑐𝑝0.5𝜌𝐴𝑈3   (1) 

In terms of turbine performance, the highest possible 𝑐𝑝 is determined by the Betz limit, for which  

𝑐𝑝 =
16

27
.  However, the Betz limit is a theoretical limit and only valid for an ideal turbine operating 

under ideal conditions, which is not the case in reality (8). The performance of real wind turbines is a 

function of the wind resource, nearby environment, the aerodynamic performance of the blades as 

well as the need to limit power output after rated power is reached. To cope with some of these 

factors, rotor diameter and generator power are often adopted for the site where a turbine will 

operate.  

If the power coefficient and turbine efficiency are known, the expected power output at any time can 

be calculated from the equation above if the wind speed upwind of a specific turbine, as well as the 

air density are known. Thus, this relationship can make up a simple model describing the power 

output between cut in wind speed and rated wind speed. This type of cubic power curve model 

described by (9) is deterministic since it assumes that given a certain wind speed, power output will 

always be the same for that particular wind speed. For a real wind turbine in operation, the power 

output will show significant variations given a specific wind speed. One of several causes is the 

mounting of anemometers on the nacelle, behind the turbine. This might motivate the development 

of models integrating probability, making the model as well as simulations more flexible. Such 

models incorporate the natural variations in power output to describe the relationship between wind 

speed and power output (9). This type of non-deterministic model is the second type of model 

identified in this project, commonly used to simulate generated power.     

To create non-deterministic models and characteristic power curve models of wind turbine 

generation, historical SCADA data is required for the training phase. The models require data of at 

least 2 variables, namely wind speed and power output (2). It appeared common in the literature to 

only use these two variables in the modelling. In this project however, two additional variables were 

used, namely ambient nacelle temperature and nacelle yaw angle.      

The non-deterministic model evaluated in this work is more flexible than the deterministic model, 

since it is very easy to add new input variables required in simulation. However, it requires that 

necessary algorithms are available. The deterministic model is more transparent, since it is not based 

on machine-learning algorithms.   

2.1.3 WTPC application 

Five main objectives to use modelled power curves were identified (2): 1) estimating future energy 

production to evaluate candidate wind farm sites, 2) aiding wind farm developers in their choice of 

selecting the most efficient turbine for a candidate site, 3) simulating expected power output during 

operation, 4) performance monitoring and fault detection of wind energy converters (WEC) and 5) 

predictive control and performance optimization. This project deals primarily with the third objective 

but the fourth is also briefly discussed.  
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2.1.4 Performance monitoring and fault detection 

A wind turbine condition monitoring system generally monitors several parameters reflecting wind 

turbine dynamics. The aim with condition monitoring is to identify incipient faults of turbine 

components in order to prevent costly failures. It is also a valuable tool for identification of the 

primary cause of a fault. However, condition monitoring approaches normally requires the 

installation of sensors at carefully selected locations in a wind turbine. An alternative, performance 

monitoring, relies instead on recorded operational data from the SCADA system. Such approaches 

allow for on-line monitoring and early identification of incipient faults (1). A modelled power curve or 

a non-deterministic model constitutes a powerful tool in the monitoring of wind turbine 

performance. Simulating expected power output during normal operation enables for example 

detection of anomalous operation. Models of expected operation facilitates the creation of so called 

control charts, enabling continuous or on-line monitoring of wind turbines (2). By early identification 

of abnormal operation, serious and costly breakdowns may be avoided.  

2.1.5 The wind turbine system 

The generators of the 2 MW turbines used in this project are annular and direct driven, i.e. gearless. 

The concept is founded on a multi-pole low-speed synchronous generator. This means that the 

rotational speed of the rotor is equivalent to the speed of the turbine rotor and that these two 

components are connected by the same low-speed shaft (10).  

 

Figure 2. The concept of a direct driven wind turbine. 

The generator rotor is wound, unlike rotors with permanent magnets. Furthermore, variable speed 

operation is made possible by a frequency converter. This converter consists of a rectifier converting 

generated AC power to DC, and an inverter converting the rectified power back to AC with the same 

frequency and voltage as the grid. On the left side of the converter, two common rectifiers are used 

today, the diode rectifier and the controlled rectifier while silicon-controlled rectifiers (SCR) and 

pulse width modulation (PWM) inverters are used on the right side of the converter (6). Variable 

speed operation is advantageous since it provides higher energy output compared to constant speed 

operation. This is because the turbine can attain optimal rotor speed for every wind speed. The 
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benefit of a direct drive generator is increased reliability and lower cost since it removes the need of 

a gearbox, which might be considered as a weak component in a wind turbine (10). 

The pitch control system in the turbines in Wind farm 1 use “single blade pitch”, meaning that each 

blade has its own self-regulating pitch system. However, the blades are not pitched individually to 

control wind power extraction.  

The 2D ultrasonic anemometer mounted on the roof of the turbine measures wind speed and wind 

direction. The yaw control is governed by the ultrasonic anemometer in order to point the upwind 

rotor against the wind direction. As mentioned above, the location of the anemometer behind the 

turbine is not optimal. Primarily because such measurements does not represent the wind resource 

upwind a turbine. Instead it represents the wind resource after wind energy extraction. Also the 

turbine induces turbulence due to its rotational motion, influencing wind speed measurements. An 

upcoming alternative is lidar-based measurements, where the lidar system can be mounted in the 

spinner of a turbine. Lidar-measured power curves have shown superior to power curves measured 

by cup anemometers, in that the correlation between lidar-measured wind speed and turbine power 

is stronger, i.e less scattered (11). Thus, lidar-based measurements shows great potential. Spinner-

based lidar systems are under development but so far, traditional anemometers dominate the 

market.     

2.1.6 Array losses 

The wake effect is another source of losses that occurs when turbines are located close to each 

other, which often is the case in wind farms. Such losses are referred to as array losses. Upwind 

turbines extract energy from the wind resulting in lower wind speeds and increased turbulence at 

downwind turbines (6). This should be considered in the identification of turbines in abnormal 

operation. Information about potential wakes can be included in the analysis of abnormal power 

output by considering yaw angles and geographic positions of the turbines.  

In chapter three, identifying deviating power output, wake effects are in this way accounted for. This 

is necessary, since reduced production due to wakes is a performance limiting factor considered to 

be normal. Thus, if not included in the models, there is a risk that normal power generation affected 

by a wake from an upwind turbine is considered abnormal. Another reason to incorporate the yaw 

angle as a variable in the models is that the wind resource is not homogenous across a wind farm and 

may vary due to the surrounding topography.       

2.1.7 Air density 

The available power in the wind is a function of air density (6). This contributes to the range in power 

output seen in the power curve (based on raw data) for a certain wind speed. When normalising all 

measured wind speeds by air density, the wind measurements will be slightly more accurate. 

Therefore, the density should be considered when building characteristic power curves. However, 

the air density is not measured at the turbines in Wind farm 1. However, the ambient nacelle 

temperature is measured and it can be used to calculate the approximate air density. The procedure 

is described below.  

The power, or kinetic energy per unit time, in the wind is given by:  

𝑃 =
1

2

𝑑𝑚

𝑑𝑡
𝑈2 =

1

2
𝜌𝐴𝑈3   (2) 

where 𝑚 is air mass (kg), 𝑡 is time (s) and A is the turbine area. As indicated by equation 2, the wind 

turbine power is a function of air density, 𝜌 (4). The air density can be estimated by using the ideal 

gas law:  
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𝑝𝑉 = 𝑛𝑅𝑢𝑇    (3) 

where 𝑝 is the absolute pressure (N/m2), 𝑉 is the volume (m3), 𝑛 is the number of moles, 𝑅𝑢  is the 

universal gas constant (J/mole kg) and 𝑇 is the temperature (K).  

Replacing 𝑛 by 𝑚 𝑀⁄  and thereafter introducing the density 𝜌 of dry air and solving for it, one gets: 

𝑝𝑉 =
𝑚

𝑀
𝑅𝑢𝑇,    (4) 

𝑝 = 𝜌
1

𝑀
𝑅𝑢𝑇,    (5) 

𝜌 =
𝑝𝑀

𝑅𝑢𝑇
,    (6) 

where 𝜌 is the air density (kg/m3), 𝑅𝑢  has a value of 8.314 (J/mole K) and m is the mass (kg) and M is 

the molar mass of air (kg/mole). Thus, according to equation (5), the density of dry air is a function of 

pressure and temperature. Both of these variables are height dependent. The temperature is 

measured at hub height but the pressure is not and is therefore approximated by the following 

equation [5]:    

𝑝 = 101.29 − (0.011837)z + (4.793 ∗ 10−7)𝑧2,  (7) 

where 𝑝 is the pressure in kPa and 𝑧 is the elevation (m) above sea-level, which is individual for each 

turbine.  

Dry air is composed of approximately 78.10 percent nitrogen (N2), 20.94 percent oxygen (O2), 0.92 

percent Argon (Ar) and 0.04 percent carbon dioxide, one can calculate the molar mass of air 𝑀𝑎𝑖𝑟 
(12): 

𝑀 = 28.01 ∗ 0.78 + 32.00 ∗ 0.21 + 39.95 ∗ 0.01 = 28.97 (
𝑔

𝑚𝑜𝑙𝑒
), (8a) 

𝑀 = 𝐴𝑟,𝑁2
∗ 0.78 + 𝐴𝑟,𝑂2

∗ 0.21 + 𝐴𝑟,𝐴𝑟 ∗ 0.01 , (8b) 

where 𝐴𝑟,𝑂2
 is the relative atomic mass of oxygen with a value of 32.00 (dimensionless), 𝐴𝑟,𝑁2

 has a 

value of 28.01 and 𝐴𝑟,𝐴𝑟 is the relative atomic mass of Argon with a value of 39.95.  

Now, all variables required to calculate the density of air are known. Note that two assumptions have 

been made. First of all, the concentration of water vapour is zero. Secondly, the relative 

concentration of the four compounds are constant.  

2.1.8 Model evaluation 

Mean absolute error (MAE) and root mean square error (RMSE) are examples of two metrics often 

used to quantify the precision of simulated power output based on comparison with observed power 

output. These measures have been extensively used in the literature to evaluate (compare) the 

simulating performance of for example regression tree and power curve models (5), (8).  

The equations for calculating the MAE and RMSE are presented below (8), (13): 

𝑀𝐴𝐸 =
1

𝑛
∑ |𝑃𝑜𝑖 − 𝑃𝑒𝑖|𝑛

𝑖=1    (9) 

𝑅𝑀𝑆𝐸 = √
1

𝑛
∑ (𝑃𝑜𝑖 − 𝑃𝑒𝑖)2𝑛

𝑖=1   (10) 

where 𝑃𝑜𝑖  is observed power output at a given time while 𝑃𝑒𝑖 is estimated (or expected) power 

output at the same timestamp and 𝑛 is number of pairs.  
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Both metrics measures the average magnitude of the errors. However, in MAE, the individual errors 

are given equal weight in the average. On the other hand, using RMSE, large errors are weighted 

higher in the average since each error is squared. The RMSE is therefore preferable when errors of 

relatively high magnitude are unwanted.  

These measures are, however, not able to tell whether the models over- or underestimate the 

expectations of power output. The mean signed difference (MSD) is another statistical measure of 

the precision in predictions compared to observations. Moreover, it does indicate whether the 

predictions are generally above or below corresponding observations. MSD is defined as: 

𝑀𝑆𝐷 = ∑
𝑃𝑒𝑖−𝑃𝑜𝑖

𝑛

𝑛
𝑖=1    (11) 

2.2 Data acquisition and sensor system 

Wind farms include systems for controlling and monitoring of individual turbines. A supervisory 

control and data acquisition (SCADA) system consists of several components. For example, wind 

turbines are equipped with sensors continuously monitoring the status of wind turbine components 

and operation. A central objective with such a system is to report information regarding current wind 

farm operation and status (6). One server is used for an entire wind farm. The server is connected to 

the individual turbines via the internal system of fibre optic data cables.  

It is a storage of current and historical operational data from SCADA and WTG components. The 

server also provides on-line access to current and archived operational data, such as wind speed, 

power, status messages, operating hours etc. 

2.3 Selection of variables 
Since the number of available variables were limited, no variables were initially excluded. This 

decision was made in order to avoid the rejection of potentially important variables. Instead, 

available parameters were tested in different combinations to build the models. Then, based on 

model simulations, the variables included in the simulation with the best RMSE were chosen. The 

choice of combinations of variables was also based on physical knowledge of the wind turbine 

system as well as on analysis of historical SCADA data.  

Table 1. Data used as input variables in the modelling. 

Variable Variable name/Value Unit 

Hub height (above sea level) z m 

Blade temperature BT ᵒC 

Wind speed w m/s 

Generated power P kW 

Ambient nacelle temperature T ᵒC 

Yaw angle dir ᵒ (arc degree) 

 

2.3.1 Wind direction 

In figure 3, the influence of wind direction on power output and thus on modelled power curve is 

illustrated (deterministic approach). First, the data were sorted in bins of 0.5 m/s. Secondly, the data 

in each bin was sorted by yaw angle intervals of 45 arc degrees. Therefore, eight intervals and thus 

eight datasets are created. The mean of the data in all bins in each and every of these datasets is 

calculated and a curve is fitted to the mean values. There is no clear cause to the differences 

between the power curves. It could be due to wakes which are present in the majority of wind 

directions. Different wind climates in different wind directions might be another reason. Variations in 
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prevailing air temperature with time or yaw misalignment could also explain parts of the differences. 

For whatever reason, this means that it is not a good idea to have a single power curve for a given 

turbine. From the figure, one can see significant variations between the curves. Also, the shapes of 

the second and third curve (45-89 and 90-134) are standing out from the other curves. The result 

motivates the construction of one characteristic power curve for each wind direction sector 

introduced in the figure. Thus, eight characteristic power curves are required for each wind turbine 

to be modelled according to the deterministic approach. This approach might reduce the influence of 

wake effects and topography when simulating expected power output, improving the performance 

of the deterministic model. It would be desirable to make the wind sectors even smaller since wakes 

arising behind turbines are rather narrow. However, this would reduce the number of observations 

available for the development of power curves in such wind sectors. If few observations are available 

in a wind sector, there is an imminent risk that the quality of the characteristic power curve is 

impaired.  

 

Figure 3. The figure illustrates eight power curves comprised by data sampled from one wind turbine. Each curve represent 
one wind sector.  

  

2.4 Data preparation & filtering 

In a dataset containing observations of wind turbine power output, it is likely that it will contain a 

certain amount of outliers. In theory, an outlier is an observation that does not follow the normal 

variability in a dataset. If it deviates significantly from what is normal, then it might be possible to 

identify the outlier by simple visualisation of the whole dataset in a plot. However, if the magnitude 

of the deviation is small, then it may not be possible to determine whether the observation is to be 

considered as normal or not. In this section the process of preparing and filtering the datasets is 

described. The filtering phase aims at removing outliers and observations corresponding to 

anomalous turbine operation from data used in the training phase of the models developed in this 

project.   

2.4.1 Training data 

The historical raw SCADA data for WEC101 and WEC102 were available in files with the .txt file 

format. This data contained a significant amount of outliers as well as samples corresponding to 

abnormal operation. Therefore, data filtering was required. Filtering is necessary in order to create a 

dataset that is only based on normal operation. If data not collected during normal operation were to 

be used in the modelling, they would reduce the accuracy and reliability of the models used to 
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simulate expected power output. Accordingly, the data were initially pre-filtered. In this process, only 

sampled data corresponding to status code “Turbine in operation” were selected. Also, data sampled 

during times when the blade heating system were in operation was excluded. This was considered to 

be necessary since power output is affected during times when the blade heating is in operation. 

Thus, turbine operation during such occasions could therefore not be considered as normal 

operation. The pre-filtered data were then imported to MS Excel where they were manually filtered. 

The manual filtering included the removal of all data corresponding to power output below 40 kW 

using the built in filtering function. Doing so, a significant amount of outliers were removed. Also, 

some modifications to the dataset were needed, such as replacing all wind directions with a value of 

360 by zero to simplify the work in Matlab as well as replacing all decimal dots with commas. It was 

also necessary to modify the format of the column containing timestamps. 

 

Figure 4. The upper subplot represents the data from WEC101, corresponding to normal operation before manual filtering 
was performed. The lower subplot shows the result after manual filtering. 

Furthermore, the SCADA data was analysed in Matlab by manual search for visible outliers. When the 

position was found for one or more outliers, they were removed manually in Excel. The filtered data 

were then imported into Matlab and ready to use as training data in the modelling. However, even 

though the worst outliers are removed, it is likely still data within the datasets corresponding to 

abnormal operation, especially in the dataset corresponding to WEC101 suggested by figure 4 above. 

This will primarily influence negatively on the performance of the models, while the control charts 

are less sensitive to outliers in the training data. 

After completion of the filtering phase, recorded SCADA data from WEC101 were available from the 

3rd of February 2012 to the 25th of December 2013.  

The corresponding period for WEC102 was February the 1st 2012 through January the 10th 2014. 

These two datasets are considered to correspond to normal operation.  

2.4.2 Test data 

The only filtering made to the test dataset was the removal of all data corresponding to average 

power below 40 kW, as was done to the training dataset. Again, all observations of yaw angle 

corresponding to 360 arc degrees are replaced by zero. 
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2.5 Deterministic modelling – designing a characteristic power curve model 

In this section the central steps in the process of constructing a characteristic power curve model are 

described. Historical data from the two wind turbines described above were used for this purpose. 

Modelling of the characteristic power curve requires training data corresponding to normal 

operation. This motivates the filtering phase described above, aiming at removing observations 

measured during abnormal operation. Including apparent outliers in the dataset might affect the 

quality of the model.  

The model is based on the method of bins, used in the standard methodology for creating measured 

power curves, prepared by the International Electrotechnical Commission (IEC). Apart from this, the 

modelling in this project includes additional steps with the aim of enhancing the performance of the 

model.  

2.5.1 Density correction (normalization) 

The ambient nacelle temperature influences the air density and thereby the power output. In other 

words, if power output was recorded during two occasions with the same wind speed etc., but 

different ambient nacelle temperatures, the power output would not be the same. Ambient air 

temperature can affect generated power with as much as 20 percent (5). 

To include the density dependency, observed wind speeds used in the modelling and simulations 

were density normalised.  

However, observations of air density data were not available. Nevertheless, density estimates were 

instead calculated based on available nacelle temperature as described in section 2.1.7 above. As 

mentioned above, air density is also a function of air pressure. In the calculations of estimated 

densities, it is approximated as a constant according to equation 6 in section 2.1.7. Thus, the 

variation in air pressure is excluded from the modelling. According to the statement above that 

ambient temperature has strong influence on generated power suggests that the inclusion of 

temperature as an input variable in the model is likely to improve its performance. 

The normalization for active power controlled turbines (i.e. WEC101 and WEC102) is applied to 

observed wind speeds according the equation below (14): 

𝑈𝑛 = 𝑈10𝑎𝑣𝑔(𝜌10𝑎𝑣𝑔 𝜌0⁄ )
1/3

 ,   (12) 

where 𝑈𝑛 is the normalized wind speed, 𝑈10𝑎𝑣𝑔 is the 10 minute averaged SCADA wind speed, 

𝜌10𝑎𝑣𝑔 is the air density averaged over 10 minutes and 𝜌0 is the reference air density (1.225 kg/m3). 

This was also implemented in this project to normalize real time measurements to corresponding 

reference wind speeds. The normalized wind speed is then ready to use in the modelling.  

The normalisation and calculation of estimated wind speeds were performed in Matlab. A script was 

created to handle and execute the necessary algorithms. The density was calculated as described in 

section 2.1.7. The constants used in the calculation of air density are listed in the table below. 

Table 2. Constants and variables used in the calculation of air density. 

Constants/variables Value Unit 

Elevation above sea-level (z) 620 (turbine-dependent) m 

Molar mass (M) 28.94*10-3 kg/mole 

Universal gas constant (R) 8.314 J/(mole∙K) 

Air pressure (p) 95.26 kPa 

Temperature (T) in Kelvin Dataset in vector form K 
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2.5.2 Method of bins 

When constructing power curves based on SCADA data, the method of bins is normally adopted 

according to the IEC standard (14). In accordance with the standard, data of all variables were 

partitioned into bins of size 0.5 m/s wind speed. A larger bin-size than this was determined not to be 

appropriate, since that would affect the accuracy in calculating expected power output. Before 

binning the training data, observations of wind speed were normalized and rounded to the nearest 

integer or 0.5. The binning were then performed in Matlab using the positions of the rounded wind 

speeds to select corresponding values for the other variables, such as air temperature and yaw angle.   

The following is a description of the Matlab scripts written to perform the binning. First, the 

(training) data were imported into Matlab and stored in separate arrays (vectors) of the same length. 

The arrays contain samples of wind speed (normalized), rounded wind speed (normalized), power 

output, ambient nacelle temperature and yaw angle respectively. 

A for-loop is initiated and all rounded wind speeds with the lowest value are selected. Their array-

positions are extracted and used to find corresponding values in the other arrays. These, are then 

stored in separate matrices. This procedure is looped over and over again from the lowest value of 

the rounded wind speeds until the maximum value is reached. In each loop a new bin (column) is 

created in the matrices, containing data of the 4 variables (normalized wind speed, power, 

temperature and yaw angle). The length of each bin in the matrices (arrays) varies, so each array in 

Matlab is a cell array.  

The result from binning the data is illustrated in the power curve presented in figure 5. The power 

curve is comprised of data from WEC101, sampled from the fifth wind sector and during the period 

from February 2012 to October 2013. 

 

Figure 5. The result from binning sampled data from a wind turbine. Each bin is marked with different colours. 

2.5.3 Procedure – deterministic power curve model 

With all data separated into bins, the characteristic power curve can be created. To do this, the mean 

value of the power output in each and every bin was calculated. To reduce the influence of possible 

anomalous operation present in the dataset, the mean value was calculated again. This time, based 

on observations of power output with a value greater than the above calculated mean power output. 
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The advantage of this procedure is that the number of anomalous points in the top edge of the 

power curve (based on the training dataset) is significantly less compared to the bottom of the same 

curve. This suggests that observations in the upper part of each bin (from which the mean value is 

calculated) better represent normal operation. Then, using cubic interpolation, a curve was fitted to 

these mean values. This curve represents the characteristic power curve. The result is exemplified in 

the upper plot in figure 6 below.  

The number of samples in each bin is significantly different. This is because the occurrence of 

different wind speeds varies. In the example illustrated in figure 6 below, the maximum number of 

samples in one bin is 5070 while the last bin (21.5 m/s) only contains one sample. As a side-track, the 

possibility to implement an uncertainty measure (measure of dispersion) for each bin in order to 

classify its credibility was investigated. This measure is calculated as the ratio of the variance of 

power output to the number of data points in each bin. This will reveal the uncertainty if the number 

of samples in a bin is insufficient. An example of the use of this measure is presented in figure 6 

below. A high variance corresponds to few samples in that particular bin. Since the curve in the upper 

subplot is above 2000 kW for wind speeds above rated power, the high uncertainty is not considered 

to be a problem. However, if this variance is high for bins corresponding to wind speeds below rated 

power, more training data may be required in that specific bin in order to get a more accurate power 

curve. 

 

Figure 6. The upper subplot illustrates a power curve and the lower subplot illustrates the uncertainty in each bin, calculated 
as described above. 
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Figure 7. The upper green curve represents the characteristic power curve. It is determined from observations with a value 
higher than the blue curve, representing the mean value of all observations in each bin. The figure is based on data from all 
bins belonging to the third wind sector, i.e. yaw angle 135-179 arc degrees. 

The final step in the modelling which has not been explained is the inclusion of yaw angle in the 

modelling, enabling the creation of power curves for different wind sectors. This was deliberately not 

mentioned earlier in order to simplify the description. Now, as described above, all data is initially 

separated into bins. However, before developing a model the data is again separated. This time 

based on the yaw angle, as described in section 2.3.1. The only difference is that seven wind sectors 

were used instead of eight. The reason for this was that the first two sectors (0-44 and 45-89 arc 

degrees) contained significantly less data than the other sectors. This is because few measurements 

are registered from these wind directions. It was therefore considered appropriate to merge them. 

So, the first sector includes all data measured when the yaw angle (direction) was between 0° and 

89°. The subsequent sectors are of the same sizes and as follows: 90-134, 135-179, 180-224, 225-

269, 270-314 and 315-360. Figure 7 illustrates the characteristic power curve (green curve) 

representing operation when the turbine yaw angle is between 135-179 degrees (third wind sector).  

2.5.4 Implementation – simulation of normal power output 

This section explains how the model can be used to simulate power output, given input information 

about wind speed, temperature and yaw angle. The characteristic power curve described in the 

section 2.5.3 can be constructed for any wind turbine provided that SCADA (training) data is 

available.  

When the model has been created, the training phase ends. To simulate power output, test data is 

used. This data is not filtered (but the wind speed is normalized) and therefore contains observations 

corresponding to abnormal operation.  

In the previous chapter, cubic interpolation was used to fit curves to the calculated mean powers in 

each bin in all wind sectors (thus, seven mean values were calculated for each bin). This was done to 

illustrate the power curve. Given observations from a certain wind sector, the goal is to use the 

model to simulate power output given any wind speed along such curve. This requires a function, 

describing the shape of the curve. Given a certain wind speed, such a function should enable the 

calculation of corresponding power output. Since a power curve is non-linear, the use of a 

polynomial function seemed appropriate. In order to create such function, polynomial curve fitting 

was applied to the upper mean values. Two polynomials were required per wind sector, one 
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describing the shape of the non-linear part of the characteristic power curve (between cut-in and 

rated wind speed) while the second polynomial describes the almost linear part from rated wind 

speed and above. The polynomials are 4th and 3rd degree polynomials respectively. This was done for 

each one of the seven wind sectors resulting in 14 polynomials (two polynomials per wind sector). 

The coefficients of the 14 polynomials are then used to simulate generated power given any wind 

speed and yaw angle (input variables).  

  

 

Figure 8. Illustrates the two polynomials of third and fourth degree (barely visible). The blue curve is adopted (based on cubic 
interpolation) to calculated mean powers. 

The goal is to implement the model and use real time data for continuous simulation of expected 

power output of individual turbines in a wind farm. In this project however, historical SCADA data 

was used to evaluate the deterministic power curve model. The evaluation represents the test phase. 

During this phase, sampled SCADA test data from a certain period of time is selected.  

In order to use the correct polynomial (14 of them) to calculate expected power output, each wind 

speed observation must be evaluated based on two questions: (a) which wind sector it belongs to 

and (b) is it equal or below 10.5 m/s (determines whether the third or fourth degree polynomial is to 

be used) which corresponds to rated wind speed. Above 10.5 m/s the power is more or less constant 

since rated power is reached. This evaluation is performed for each and every input in the test 

dataset. Two examples are presented in figure 9 and 10 below, illustrating simulation of expected 

power output based on the model.  
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Figure 9. This simulation is based on observations sampled during the period from 18-11-2012 until 02-01-2013 (5000 
observations) at WEC102. 

 

Figure 10. This simulation is based on observations sampled during the period from 27-05-2012 until 11-07-2012 (5000 
observations) at WEC102. 

The simulations (red), based on the observed wind speeds, seems to make up a single red curve but 

in fact, it is seven separate curves, although not visible with this resolution. Outliers are clearly visible 

in figure 9 above. It is important to note, and it becomes apparent in figure 9, that the model seems 

to be able to simulate what is expected to be normal operation. This is because all outliers end up 

below simulated power output. The most important reason for the big difference in the amount of 

outliers between the two simulations is that the simulation presented in figure 9 is based on data 

sampled during the winter while the second simulation illustrated in figure 10 is based on data 

collected during the summer. Outliers in winter data are likely due to icing events.  
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2.6 Non-deterministic modelling using a machine learning algorithm 

This section begins with an introduction to machine learning algorithms. After the introduction, the 

approach to develop a regression tree model is presented. As in the previous section, historical data 

from WEC101 and WEC102 were used to train the models (filtered training data) as well as 

evaluating the same, using unfiltered test data. 

2.6.1 Artificial intelligence and Machine learning algorithms 

The non-deterministic regression tree model constructed in this project belongs to the field of 

Artificial Intelligence (AI). The approach used in the modelling originates from the subfield of 

machine learning (see figure 11 below). Machine learning is central within the science of artificial 

intelligence (15). The discipline working with machine learning studies computer algorithms which 

learn (develop) by experience. Machine learning techniques have proven useful in predicting wind 

turbine power output (8). The application and evaluation of such algorithms in this work is thus 

obvious.  

The goal was to evaluate a machine learning algorithm and investigate its suitability as a simulation 

model with the purpose of generating expected power output, based on historical SCADA data.  

Thus, the model should be able to predict real time production based on input variables such as wind 

speed and ambient nacelle temperature. Therefore, machine learning is interesting since it is used 

for prediction, based on known attributes learned from a training dataset which is available from the 

SCADA system.  

There are several classes of machine learning algorithms. One approach relevant for this work is 

described and included in figure 11 below. The first class is called supervised learning where the 

algorithms are trained on datasets where both the input and the desired output variables are known 

(15). Unsupervised learning algorithms are instead trained on datasets where only the input 

parameters are known. Supervised learning algorithms are therefore appropriate to use here since 

training datasets of the desired output (power) are available.  

This type of algorithms are based upon functions describing the relationships between inputs 

(predictors or features) and outputs. Therefore, they are able to generate responses to new input 

data. Supervised learning as a concept includes both numerical regression and classification. In 

classification, things are categorized into known classes. Classification trees generate categorical 

responses, such as “true” or “false”. Regression trees are instead used when a numerical response 

variable is required (16). These two types of trees are based on functions describing the relationships 

between observed inputs (predictors or features) and outputs (responses). Thus, a regression tree 

was used in this project since it is able to numerically predict power outputs from changes in 

observed inputs.  
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Figure 11. Subfields within the science of artificial intelligence are illustrated. 

 

2.6.2 Procedure – Regression tree model 

The regression tree model was constructed using the built-in optimization toolbox in Matlab (version 

R2013b). Wind speed, yaw angle (nacelle direction) and temperature were chosen as input variables 

(predictors). Generated power was chosen as the response variable.  

During the learning phase, the regression tree is trained on a training dataset. To illustrate the 

performance of such model, a couple of examples are presented below.  

In figure 12, a simulation of expected power output is presented for WEC103 in Wind farm 1. The 

training dataset consisted of observations sampled during May to September 2012 and 2013 (28,001 

10-min samples). By using data from these periods, occasions with blade icing and blade heating are 

avoided. Hopefully, this reduces the probability of incorporating data corresponding to anomalous 

operation in the training phase. However, a limited amount of data when ambient nacelle 

temperature was below or equal to zero was included. This was not considered to affect the result of 

the simulation, based on manual analysis of that data. To simulate expected power output, 10,000 

data points were chosen as test data (the remaining amount of data from the summer months).  
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Figure 12. Simulated (red) and corresponding observed power output (blue) from WEC103. The figure indicates a small shift 
to the right of the simulated curve representing WEC103. 

Figure 12 indicates a small shift to the right of the simulated curve representing WEC103. This is 

confirmed by figure A1 in appendix A.    

A new model was made, using the same training and test periods. This time, rotor speed was 

included as an extra predictor. Since rotor speed is closely correlated to power output, the 

expectation was that this version would predict power output with even better accuracy. This was 

also confirmed by the results presented in figure 13.      
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Figure 13. Simulated (regression tree 2) and observed power generation based on a model with rotor speed as an extra 
predictor. 

Figure 13 above illustrates the capability of the second regression tree model to simulate expected 

power output during summer.   

 

Figure 14. Regression tree 2 (including rotor speed) trained and evaluated on winter data. 
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Figure 14 illustrates the capability of a regression tree model to simulate SCADA data collected during 

the winter. The conclusion drawn from this figure is that rotor speed is not a suitable predictor due 

to its close relation to generated power output. This is because it is not desirable that the model is 

able to simulate anomalous power output. But the RMSE and MAE for this simulation is remarkably 

42.8 and 4.5 kW respectively. Including rotor speed thus improves the ability of the regression tree to 

simulate expected power output. But at the same time, it enables the simulation of abnormal 

operation. It was therefore decided not to incorporate rotor speed. 

It is important that the training dataset contains as few observations corresponding to anomalous 

operation as possible. Therefore, it is tempting to train the model on summer data and then use the 

model for simulations on winter data. Although this might be valid for the deterministic model, this is 

not preferable when using the regression tree. This is because machine learning algorithms are 

trained for conditions similar to those they will simulate. Also, these algorithms are more precise in 

their simulations which means that excluding training data sampled during a similar period to which 

the model will simulate power output will have bigger impact on the results compared to if a 

deterministic model were used. The recommendation is therefore to use as many observations as 

possible, sampled during a similar period to which the model will simulate power output. Thereby 

incorporating as much information as possible regarding different operational states. In section 2.8 

below, the impact of the size of the training dataset on the simulating ability of the models is 

investigated.    

2.7 Model evaluation 

In this section, the evaluation methodology is described and results are presented. It is the ability of 

the two models presented above to simulate expected power output that is evaluated. The goal is 

that the models should be able to simulate expected power output despite blade icing, power 

limitation or other performance limiting factors influencing the operational state of a wind turbine. 

However, since expected power generation is not known during such occasions of abnormal 

operation, the models were evaluated on training data, i.e. corresponding to expected operation.  

The training data consisted of all observations available in the filtered data from the 1st of February 

2012 to 31st of December 2013, except for 1500 data points selected as test data used in the 

assessment. Since the training dataset for WEC102 contains more observations than corresponding 

dataset for WEC101, the latter dataset becomes limiting since the same number of observations will 

be used in the evaluation. The WEC101 dataset contains 77043 observations and thus, only this 

amount of observations is included from the WEC102 dataset in the assessment. The first 

observation in the two training datasets was sampled during the 1st of February 2012. Each model 

was evaluated on four test periods (datasets). The datasets contained 1500 observations selected 

from each and every season of 2013. For WEC101, the first observations in the test set selected from 

the four seasons were sampled during the first day of April, July, October and December 2013 

respectively. These positions in the test dataset are declared in table 3. The same positions were 

used to select the test data for WEC102. Note that the two training datasets have been individually 

filtered. Therefore, a specific position in the two datasets is not likely to correspond to the same 

timestamp. This is because the automatic filtering of the two training datasets has removed 

observations corresponding to different dates and times. However, this was not considered to be a 

problem in the evaluation. When interpreting the result in table 3, the focus should be on finding 

significant variations between the two models and seasons, for each turbine separately. The results 

shows that the RMSE of simulated power output varies between 60 and 180 kW. Also, the ability of 

the models to simulate expected power output is generally better during the summer season for 

WEC101. This was also expected, which is why the MAE results from WEC102 are surprising, 
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especially for the spring period when compared with the results from WEC101. The reason for this is 

not possible to determine, but it is likely that icing events are included in the training data.   

Table 3. The table presents the results from the evaluation (in kW). Calculated RMSE and MAE are based on simulations of 
test data from WEC101 and WEC101. 

Model Time period  
 

WEC101 WEC102 Selected test 
data RMSE MAE RMSE MAE 

Characteristic 
power curve 
 
 

Spring 91.07 71.80 161.95 138.03 46635-48134 

Summer 98.53 80.24 154.44 134.57 56784-58284 

Autumn 134.69 112.15 122.00 97.33 67400-68900 

Winter 180.07 133.99 159.19 119.20 74698-76198 

Regression 
tree 

Spring 72.87 21.22 130.67 93.00 46635-48134 

Summer 63.72 14.94 99.64 64.96 56784-58284 

Autumn 102.87 61.20 88.63 36.74 67400-68900 

Winter 127.90 49.86 125.35 48.03 74698-76198 

 

2.8 Sensitivity analysis 

It was assumed that by increasing the size of the training dataset, the simulating ability of the 

models, especially the regression tree model, would be improved: when increasing the amount of 

observed data in the training dataset, it is likely that it will contain more of the features included in 

the test data, thereby being more representative to the test data which the model will try to imitate. 

To evaluate this hypothesis, the influence of the size of the training dataset on the simulating ability 

of the models was investigated. Each model was evaluated on the summer and the winter period as 

mentioned in the section above (test data). As training data, the dataset described above for this 

purpose was used as the original dataset (termed 100 % in the table below). Then, data was removed 

from the original dataset as follows. In the 75 percent dataset, the first 25 percent of the data was 

removed from the original dataset. In the 50 percent dataset, the first 50 percent of the data was 

removed and so on. 

Table 4. Results (in kW) from the investigation of the influence of the size of the training dataset on the simulating ability of 
the models. 

Model Percent 
of 

dataset 
 

Summer data Winter data 

WEC101 WEC102 WEC101 WEC102 

RMSE MAE RMSE MAE RMSE MAE RMSE MAE 

Characteristic 
power curve 
 
 

100 98.53 79.78 154.44 133.14 180.07 130.14 159.19 114.71 

75 71.83 52.75 127.89 110.53 147.31 104.94 123.08 85.37 

50 65.16 42.86 99.49 79.97 134.01 88.67 102.27 60.01 

25 59.12 35.38 103.39 84.63 130.05 78.76 105.08 62.47 

Regression 
tree 

100 63.72 14.94 99.64 64.96 127.90 49.86 125.35 48.03 

75 59.76 8.79 86.49 49.91 123.50 32.26 103.13 20.63 

50 58.25 2.37 65.01 22.83 114.47 31.44 100.01 7.05 

25 56.36 2.49 71.78 33.37 115.72 26.06 97.90 11.37 

 

The full dataset (100 %) contains 75542 data points. The remaining sizes (75, 50 and 25 %) 

correspond to 56657, 37771 and 18885 data points respectively. 
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The results presented in table 4 suggest rejection of the hypothesis. Thus, increasing the size of the 

training dataset does not necessary imply improved ability of the models to simulate power output. 

Based on this finding, it is rather preferable to use between 20000-40000 observations of each 

variable in the training of the models. However, the hypothesis should not be entirely rejected.  

There may be other underlying factors in the data itself influencing the simulating ability of the 

models negatively with increasing amount of data. For example, the number of observations suitable 

to use as training data is likely dependent on how well the filtered training data represent all possible 

states of operation. Therefore it was also briefly investigated if it is possible to improve the 

simulating ability of the models by using exclusively training data observed during the same season 

as the test data belongs to. This should be representative for the test data. Also, if there is a seasonal 

dependency between ambient conditions and power output which the models are not able to take 

into account, the negative influence from data corresponding to other seasons are hereby avoided. 

The analysis was done by selecting 30000 data points from the middle of May to the last of 

September during 2012 and 2013 as training data. The test data constituted of the same data used 

for the summer simulation above (1500 data points). The result, RMSE equal to 102.36 kW and MAE 

equal to 67.79 kW (compare with the results presented in table 4), indicates that this does not 

improve the simulating ability of the models (WEC102). More or less the same result is found 

(compared to the results in table 4) if the same simulation is performed on data belonging to 

WEC101 (RMSE equal to 63.47 kW and MAE 12.74 kW).    

Removing for example 50 percent of the full dataset excludes operation for the whole of 2012 and 

half of January 2013. Thus, valuable operational information from late winter 2012 as well as the 

majority of the winter 2012/2013 (when there is a risk of ice accretion) is lost. The results, however, 

especially concerning simulations performed by the regression tree model on WEC102 (winter) and 

WEC101 (summer) indicates no significant reduction in simulating ability.  

Another conclusion made from this analysis is that simulations based on training data from WEC101 

always performs better compared to corresponding simulations made from WEC102 data, despite 

type of model. Although the difference is not always significant, this might indicate that the outcome 

from the filtering of the training dataset significantly influences the ability of the models to simulate 

expected power output. Thus, if simulations are to be performed on a training dataset that might 

include a significant amount of abnormal operation in it, then these results suggest that it might be 

preferable to use data collected during one year with normal operation rather than two years with 

some abnormal operation present.        

What the MAE and RMSE measures are not able to indicate is whether the models generally over- or 

underestimate the expectations of power output. The mean signed difference (MSD) is also a 

statistical measure of the precision in predictions compared to observations, defined in section 2.1.8. 

In addition, it does also indicate whether the predictions are generally above or below observations. 

It was found that both the regression tree model and the deterministic model generally overestimate 

expected power output. The reason for this is not possible to tell with data from only two turbines. If 

more turbines were involved in the analysis, it might be possible to draw a conclusion that is 

statistically significant. However, this is an important insight when using results from simulations 

based on the two types of models.   
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Chapter 3 – Wind turbine performance monitoring 
This chapter deals with the subject of identifying turbines that are underperforming. Incipient faults 

and other performance impairing factors such as ice accretion might not initially force a turbine to 

complete stop but instead reducing the power output. Such occasions are difficult to identify by only 

monitoring turbine operation. Therefore, two approaches enabling early identification of abnormal 

turbine operation are presented.  

The methods described below were validated with historical SCADA data. The goal is to implement 

any of the methods below for on-line monitoring of turbine power generation.  

The benefit of on-line monitoring is that sudden deviations are almost immediately identified and the 

cause can be further investigated if necessary. Thus, it is a technique to optimize the amount of 

generated power and minimize turbine down time (unexpected stops). Hopefully, by early detection 

of deviations, unwanted stops are avoided.  

In chapter two, expected power output was modelled based on information about wind speed, 

power output, ambient nacelle temperature and yaw angle. In chapter three, a method is presented 

of how to use the simulation results from these models, together with a distance of tolerance 

(control chart). This enables monitoring of turbine performance by determining whether power 

output can be considered as normal or not. 

3.1 Control charts 

The deterministic and regression models described above characterize the power output during 

normal operation. It is therefore possible to monitor the performance of wind turbines on-line using 

such power curves as templates of expected power output. This enables detection of anomalous 

power output by analysing deviations from the expected. There are several possible approaches to 

this. The method given most attention in the literature seems to be the residual control chart 

approach (4). Residual control chart is a technique to statistically control the residuals between 

observed 𝑝𝑖 and simulated (predicted) power output �̂�𝑖 (4). The residual 휀 thus defined as: 

휀𝑖 = 𝑝𝑖 − �̂�𝑖    (13) 

The control chart allows monitoring and automatic identification of abnormal operation. This is 

possible by applying a control limit (or tolerance), determined from analysis of the training data used 

to build the models described in section 2.7 and 2.8. Observations of power output with a value 

lower than the calculated control limit are then considered to be deficient. There are many ways to 

calculate the control limit. Below are two examples described and their ability to detect abnormal 

operation evaluated.  

3.1.1 Chart 1 – heuristic approach 

The first control chart, a heuristic approach, is not dependent on any of the models presented in 

chapter 2. It was evaluated based on its ability to identify abnormal operation of WEC101 and 

WEC102. Prior to performance monitoring of a turbine, the method must be trained on data 

corresponding to normal operation of a turbine. This learning phase involves several steps of action. 

First of all, the historical power output within the learning data is classified into bins of 0.5 m/s. After 

that, the mean value 𝑃𝑏𝑖𝑛(𝑢𝑏𝑖𝑛) and the standard deviation 𝜎(𝑃𝑏𝑖𝑛(𝑢𝑏𝑖𝑛)) of all bins are calculated. 

Now, the tolerance can be calculated. The tolerance can also be referred to as the alarm limit. The 

distance from the mean values calculated above to the tolerance is calculated according to the 

equation below (17):    

𝐷(𝑢𝑏𝑖𝑛) = 𝐾1 ∗ 𝑃𝑏𝑖𝑛(𝑢𝑏𝑖𝑛) + 𝐾2 ∗ 𝜎(𝑃𝑏𝑖𝑛(𝑢𝑏𝑖𝑛))  (14) 
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where 𝐷(𝑢𝑏𝑖𝑛) is the distance from the mean value of power output in each bin, 𝑃𝑏𝑖𝑛(𝑢𝑏𝑖𝑛).  The 

parameters 𝐾1 and 𝐾2 are manually specified.  

The tolerance is determined by the following expression (17): 

𝑇(𝑢𝑏𝑖𝑛) = 𝑃𝑏𝑖𝑛(𝑢𝑏𝑖𝑛) − 𝐷(𝑢𝑏𝑖𝑛)   (15) 

where 𝑇(𝑢𝑏𝑖𝑛) is a function of the calculated mean power output in each bin and the distance 

determined by equation 14.  

3.1.1.1 Implementation 

At an early stage, it was found that the ability of the tolerance to detect abnormal operation was low 

for higher wind speeds. This is because the first term 𝐾1 ∗ 𝑃𝑏𝑖𝑛(𝑢𝑏𝑖𝑛), in the equation above causes a 

continuously increasing tolerance. This constitutes a problem, since the width of a power curve 

based on historical data does not continue to increase much after about 6 meters per second. Also, 

for wind speeds above rated wind speed, corresponding power output should be quite constant and 

not vary much. Thus, the tolerance must be quite narrow in this region. So, using a tolerance with 

only one value for each of the two parameters is not good enough. However, changing these 

parameters along the power curve solves this problem and improves the ability of the tolerance to 

detect abnormal operation. To create a high performing tolerance, five distances, i.e. different values 

on 𝐾1 and 𝐾2 were considered necessary. In this study, the choice of these parameters along the 

tolerance is specified in table 5 below. Parameter 𝐾1 determines a distance from the mean power 

output in each bin and 𝐾2 takes account of the spread in sampled power output in each bin. 

Table 5. The table presents the choices made of the parameters K1 and K2 along the tolerance. Bin 1 represents 3 m/s and 
the bin width is 0.5 m/s. The second bin, 3.5 m/s, contains power outputs corresponding to wind speeds between 3.25 and 
3.74. 

Bin  K1 K2 

1-12 0.15 1 

13-15 0.13 0.5 

16 0.07 0.5 

17 0.05 0.5 

18-X (X=last bin) 0.03 0.2 

   

The learning phase is performed seven times since the learning data is divided in seven datasets 

belonging to the wind sectors described in chapter 2. Thus, a total of 35 different distances are 

calculated, increasing the ability and confidence of detecting outliers corresponding to abnormal 

operation. Now, as the learning phase is completed, the tolerance is ready to use for continuous 

monitoring of wind turbine operation. However, there is a risk that one extreme observation trigger 

the system to warn the turbine operator of abnormal operation, although the turbine status in fact is 

in order. Such extremes can be caused by ambient conditions such as strong turbulent wind, which 

the turbine rotor is not able to utilise. The result is an observed wind speed which seems to be high 

but the corresponding power output is significantly lower than expected for such wind speeds. In 

order to avoid such false alarms, a criterion was implemented. It states that only after the 

identification of three subsequent anomalous observations, the turbine operation is considered as 

abnormal. Thus, the third observation and any subsequent outliers are considered to be abnormal. 

The evaluation of the deterministic model is described in section 3.2 below.    
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3.1.2 Chart 2 – static limit 

This approach requires that simulated power outputs are available for each observation to be 

monitored. The method is based on a lower control limit (fixed value) determined by the standard 

deviation of the mean residual (4), (18). The residual is the difference between predicted and 

observed power output. The control limit (CL) is defined as (18):  

𝐶𝐿 = 𝜇𝑡𝑟𝑎𝑖𝑛 − 𝛿
𝜎𝑡𝑟𝑎𝑖𝑛

√𝑁𝑡𝑒𝑠𝑡
,   (16) 

where 𝜇𝑡𝑟𝑎𝑖𝑛 is the mean residual and 𝜎𝑡𝑟𝑎𝑖𝑛 the standard deviation declared below. 𝑁𝑡𝑒𝑠𝑡 is the 

number of data samples in the test dataset and 𝛿 is a constant, normally specified to equal three (4). 

However, both 𝛿 and 𝑁𝑡𝑒𝑠𝑡 can, according to user preferences, be manually specified to select the 

sensitivity of the control chart to the variability in the sampled data. Below are the equations used to 

calculate 𝜇𝑡𝑟𝑎𝑖𝑛 and 𝜎𝑡𝑟𝑎𝑖𝑛: 

𝜇𝑡𝑟𝑎𝑖𝑛 =
1

𝑁𝑡𝑟𝑎𝑖𝑛
∑ (�̂�𝑖 − 𝑝𝑖)𝑁

𝑖=1   (17)  

𝜎𝑡𝑟𝑎𝑖𝑛 = √
1

𝑁𝑡𝑟𝑎𝑖𝑛−1
∑ ((�̂�𝑖 − 𝑝𝑖) − 𝜇𝑡𝑟𝑎𝑖𝑛)

2𝑁
𝑖=1 , (18) 

where 𝑁𝑡𝑟𝑎𝑖𝑛 is the number of samples in the dataset representing normal turbine operation, while 

�̂�𝑖 and 𝑝𝑖 are simulated and observed power output respectively. 

3.2 Evaluation of control charts 

Previously, the models in section 2.7 and 2.8 were evaluated based on their capability to simulate 

expected power output. In this section, the models are evaluated based on their performance in 

detecting abnormal power output. It is the control charts presented above that enable the detection. 

Below is the evaluation described and the results presented.  

The control charts described above were implemented together with the two models during 

simulation to evaluate their performance. The control limit was constructed using 10000 data points 

collected during the summer. This is because summer data contain significantly less outliers 

compared to winter data. The creation of control charts must be based on data corresponding to 

normal operation. Else it might consider abnormal operation as normal.    

To evaluate their ability to identify abnormal operation, the test dataset is replaced by a dataset 

containing samples corresponding to both normal and abnormal operation. 

3.2.1 Heuristic approach  

Below is the heuristic control chart approach evaluated. It allows monitoring of power output 

without the need of a model able to simulate power output. The evaluation is based on a test period 

comprising 5000 observations from November the 18th 2012 to January the 2nd 2013. This dataset 

was shown to contain a significant amount of outliers due to blade icing. The assumption that the 

rotor blades were glaciated on and off during this period is supported by the fact that the blade 

heating system often was in operation during corresponding periods with anomalous operation.  

The ability of the tolerance to detect outliers was investigated by examining the share of the outliers 

when the blade heating system was in operation. This was also studied using data from WEC101 and 

WEC102. After simulation with the dataset corresponding to WEC102, it was found that the blade 

heating was running 92 percent of the time when the turbine was considered to be in abnormal 

operation. The result is illustrated in appendix B. The blade heating system is in operation as long as 

the internal condition monitoring system of a turbine detects ice formation on the rotor blades. Since 
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blade icing reduces the performance of a wind turbine power output during such occasions it can be 

considered anomalous. Based on the information in table 6, the heuristic approach is able to detect 

about 75 percent of occasions with ice formation. However it is probably more since power output is 

not considered to be abnormal until three subsequent outliers are identified. It means that the first 

two outliers are not included in the statistics. Therefore, the conclusion is that the heuristic approach 

performs fairly well in detecting ice formation.  

Based on the results from table 6, the performance of the control limit is most likely dependent on 

the effectiveness of the prefiltering of the training data. However, due to the limited number of 

turbines included in this analysis, it is not possible to draw any conclusions regarding underlying 

causes to the difference in the results presented in the table.  

Table 6. Key information used in the evaluation of the heuristic approach. 

Key information used in the 
evaluation 

Number of data points in the 
test dataset (WEC102) 

Number of data points in 
the test dataset (WEC101) 

Number of observations in test 
data 

5000 5000 

Total number of observations 
with blade heating in operation 

3770 (75 % of 5000) 1624 (32 % of 5000) 

Number of identified outliers  3379 (68 % of 5000) 1926 (39 % of 5000) 

Outliers with blade heating 3108 (92 % of 3168) 916 (48 % of 1926) 

 

3.2.2 Static limits 

The static control limit approach is evaluated together with the regression tree model. To implement 

such a control chart with the two models described in section 2.7 and 2.8 above, the method in 

section 3.2.2 was slightly modified as described below. In equation 16, the parameters 𝛿 and 𝑁𝑡𝑒𝑠𝑡 

were specified as 4 and 2 respectively after careful evaluation. The constant 𝑁𝑡𝑒𝑠𝑡 was specified as 2 

in order to get a proper sensitivity of the control chart to the variability in historical data, hereby 

minimizing the risk of taking a normal state for an abnormal.  

In (4), a centreline is calculated from which the control limit is determined. It means that observed 

power outputs, ending up within the region from the centreline to the control limit, correspond to 

normal operation. This method is not very flexible and does not take account of the normal 

variability in observed power output. Instead, the control limit described above and the 

implementation of the same was slightly modified. The procedure with which the control chart was 

implemented is described below.  

The first term in equation 16 was replaced with simulated power output. Thus, the new control limit 

was calculated as:  

𝐶𝐿 = 𝑝𝑠 − 𝛿
𝜎𝑡𝑟𝑎𝑖𝑛

√𝑁𝑡𝑒𝑠𝑡
,   (19) 

where 𝑝𝑠𝑖𝑚 represent simulated power output. 

To avoid that occasional outliers (simulated) are seen as anomalous operation, the mean value of 

simulation 𝑖 and 𝑖 − 1 was calculated (to reduce the influence of poor simulations). This mean value 

then represents simulated power output in the calculation of the 𝑖𝑡ℎ control limit (CL) as described 

below:  

𝐶𝐿𝑖 =
1

2
∑ 𝑝𝑖

𝑠𝑖
𝑖−1 − 𝛿

𝜎𝑡𝑟𝑎𝑖𝑛

√𝑁𝑡𝑒𝑠𝑡
   (20) 
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Suppose that A is the dataset containing all historical test data (observations) used in the evaluation 

of the control chart, 

𝑝𝑖
𝑜𝑏𝑠 ∈ 𝐴    (21) 

And that B and C contain normal and abnormal observations respectively. If the individual 

observations in A are evaluated by the control chart, observed power output is then considered to be 

abnormal if it has a value less than the corresponding CL (difference between simulated power and 

the modified standard deviation): 

if  𝑝𝑖
𝑜𝑏𝑠 > 𝐶𝐿𝑖 , 𝑝𝑖

𝑜𝑏𝑠 ∈ 𝐵   (22) 

else  𝑝𝑖
𝑜𝑏𝑠 < 𝐶𝐿𝑖 , 𝑝𝑖

𝑜𝑏𝑠 ∈ 𝐶   (23) 

To evaluate the control chart, the same dataset used in the evaluation of the heuristic approach was 

used. This dataset contains 5000 observations sampled during November the 18th 2012 to January 

the 2nd 2013. The regression tree model was trained using the same data used in the evaluation 

presented in section 2.8. The result is presented in table 7. The simulations based on data from 

WEC102 are also illustrated in figures 15-17. As can be seen in figure 15, the ability of the model to 

simulate normal power output seems to be rather good. The test data is not pre-filtered and 

therefore contains points corresponding to abnormal power output and obvious outliers. 

Table 7. Key information used in the evaluation of the static control chart approach. 

Key information used in the 
evaluation 

Number of data points in the 
test dataset (WEC102) 

Number of data points in 
the test dataset (WEC101) 

Number of observations in test 
data 

5000 5000 

Total number of observations 
with blade heating in operation 

3770 (75 % of 5000) 1624 (32 % of 5000) 

Number of identified outliers  2034 (41 % of 5000) 1195 (24 % of 5000) 

Outliers with blade heating 1974 (97 % of 1879) 595 (50 % of 1195) 
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Figure 15. Simulation of power output based on test data (November the 18th to January the 2nd) in green colour. Wind 
speed, ambient nacelle temperature and yaw angle are input variables in the simulation. The observed wind speed and 

corresponding power output in the test data in blue. 

 

Figure 16. Red points correspond to anomalous operation detected by the static control chart. All points are sampled in 
during the period from November the 18th 2012 to January the 2nd 2013. 
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Figure 17. Identified outliers (red) are illustrated together with simulated power output. 

The results from table 7 as well as the simulations of WEC102 illustrated in figure 15-17 suggests that 

the control chart is able to detect both evident outliers as well as other states of operation likely 

corresponding to abnormal operation. 
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Chapter 4 – Conclusion 
Concerning the first aim of this project, the results suggest that it is possible to simulate expected 

power output. However, the precision with which the models are able to simulate power output 

limits their applicability. The difficulty in determining their precision to simulate expected power 

output is a remaining issue requiring further research. The conclusion above is instead based on 

simulation results presented visually together with knowledge about normal turbine behaviour. 

Comparing the performance between different models though is possible using metrics such as RMSE 

and MAE. Based on these, the regression tree is considered superior to the deterministic model in 

that it performs better in simulating power output. Also, results suggest that it requires less 

observations to perform fairly well but a more exhaustive investigation is required. An advantage of 

the deterministic model is its structure which makes it less sensitive to outliers in the training 

dataset.  

The two methods presented in chapter 3 are able to detect evident outliers and possibly also early 

ice accretion and faults. The conclusion is therefore that it is possible to identify turbines operating 

abnormally. Though it is difficult to prove this since there is no turbine equipment capable of 

verifying ice accretion. Instead the conclusions are based on observed anomalous operation and the 

blade temperature indicating the operational status of the blade heating system. Of the two control 

charts presented in this project, the heuristic approach might be more intuitive in its design than the 

static limit chart. Also, it is more dynamic in the way that it can easily be customised based on 

knowledge of turbine operation along the power curve.  

Based on the conclusions and experience gained during the project, the recommendation to Svevind 

Solutions is to investigate the feasibility of implementing a supervised learning algorithm (such as a 

regression tree) for the purpose of simulating expected power output. For the monitoring of power 

output, the suggestion is to use any of the two control charts presented above since both of them 

seems to be able of identifying abnormal operation.  
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Chapter 5 – Future work 
Incorporating rotor speed as a predictor in the regression tree model might improve its performance 

as suggested above. However, due to its strong connection to generated power and the unknown 

consequences of using it as a predictor, it was decided not to. Before incorporating the rotor speed, 

deeper analysis of possible consequences are required.  

Wake affects were not specifically investigated in this project. Though it is however recommended to 

do so since there is a risk that normal operation influenced by turbines wakes are identified as 

anomalous. However, more accurate wind and yaw angle measurements are most likely required to 

enable this type of analysis. This is because the influence of wake affects probably is too small to 

identify due to the normal variability in observation for a certain wind speed. Also, since possible yaw 

misalignment is unknown, wake effects cannot be identified with any precision.  

Furthermore, it would be interesting to include the actual air density in the models instead of using 

the approximated density. This however requires observations of air pressure. This is believed to 

improve the simulating ability of both models.  

Also, further research on possible filtering methods and their consequences on the simulating ability 

of the models would be interesting to investigate. As it is today, it is likely that observations 

corresponding to abnormal operation are included in the datasets after the filtering phase. This 

introduces uncertainty and an error source concerning the reliability in the results from model 

simulations. 

Component fatigue causes performance degradation of wind turbines. Thus, a characteristic power 

curve developed for a newly installed wind turbine might only be valid for a limited amount of time. 

With increased wear, it is therefore possible that generated power will end up significantly below this 

curve. The question is, to what extent does wear out influence generated power. Should it be 

considered as normal or a performance limiting factor, thus desirable to identify? If so, where is the 

line between acceptable and severe wear out, desirable to identify? Is it even possible to distinguish 

generation during acceptable/severe wear and no wear at all (is it visible in a power curve)? 

Additionally, is it possible to take wear into account in the modelling and how could this be realised? 

Addressing and answering these questions might enable further improvements of the modelling or 

increase the validity of the results presented in this report.  
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Attachments 
The appendices contain illustrations complementing descriptions in the chapters above.  

Appendix A 

The illustration belongs to chapter 2 above. 

 

Figure A1. This figure confirms the statement above that the simulated power curve is slightly shifted to the right since the 
thickness of the curves are about the same. 
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Appendix B 

The illustrations below belongs to chapter 3. They illustrate the result from the evaluation of the 

heuristic control chart approach.  

 

Figure B1. Illustrates the share of the points in the test period when blade heater was in operation. 

 

Figure B2. Identified outliers during the test period. 
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Figure B3. The figure illustrates for how many of the outliers blade heating was in operation.    

 


