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Abstract

Parsimonious Dynamical Systems using the LASSO
and the Bootstrap

Ross Linscott

This project aims to investigate developments of analysis methods for 
time series panel data proposed by Ranganathan et al.[94]. Model 
selection is used as a tool for data exploration. We obtain a more 
stable and consistent model selection by combining stability selection 
[82] on the adaptive LASSO [125] with some time series bootstrapping 
methods [88]. The resulting method is also computationally less heavy, 
allowing it to handle higher dimensional and higher order models. 
Further, a method for validating an estimated dynamic against local 
polynomial gradient estimates in the data is proposed. The introduced 
techniques are motivated in terms of related prior research. After 
this, a simulation study shows that the bootstrapped stability 
selection is able to identify models for some non-linear diffusion 
processes. Finally, the model selection method is applied to real 
world data previously investigated by Ranganathan et al, giving 
results that do not match theirs. Implications and possible extensions 
are discussed.

All the implemented procedures are available in packages for the R 
programming languages, such that one could easily continue 
investigating either of the introduced methods.

Tryckt av: Reprocentralen ITC
IT 14 035
Examinator: Jarmo Rantakokko
Ämnesgranskare: Silvelyn Zwanzig
Handledare: Shyam Ranganathan





Sammanfattning

I det här projektet undersöks utvecklingar av analysmetoder för tidsseriepaneldata föres-
lagna av Ranganathan et al. [94]. Modellselektion används som ett verktyg för att ut-
forska data. Vi åstadkommer en stabilare och mer konsistent modellselektion genom att
kombinera stability selection [82] på adaptive LASSO estimatorn [125] med bootstrap-
ping för tidsserier [88]. Den resulterande metoden är mindre beräkningstung, så att den
kan hantera modeller av högre ordning och dimension. Vidare föreslås en metod för
att validera en estimerad dynamik mot lokala polynomiella gradientestimat i datan. De
introducerade metoderna motiveras i termer av relaterad tidigare forskning. Därefter
genomförs en simuleringsstudie där vi visar att stability selection kan identifiera mod-
eller för några icke-linjära diffusionsprocesser. Slutligen tillämpas selektionsmetoden på
riktiga data som tidigare undersökts av Ranganathan et al; vi får annorlunda resultat.
Implikationer och möjliga utvidgningar på projektet diskuteras.

Alla implementerade metoder finns tillgängliga som paket till programmeringsspråket
R, för att underlätta fortsatta undersökningar.
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1. Introduction

In a recent article Ranganathan, Spaiser, Mann & Sumpter[94] suggested a method of
analysing longitudinal data concerning the development of sociopolitical factors as being
governed by a simple nonlinear dynamical systems, that is to say, roughly speaking, as
continuous phenomena the evolution of which are controlled by a set of differential
equations, relating the direction of future development of these factors at a point in
time to their levels at that time.

Policy and decision makers in a large variety of fields have the need to analyse data arising
from e.g. social, economic or ecological developments. Consider for example Hogan et al.
who conclude that for policy makers in the state of Indiana, USA, “Timely, objective
interpretation is not available for many types of data” and “Objective data-based analyses
are not available for many public policy issues”[48]. Another interesting example is the
World Health Organisation, who reason that

“As globalization increases the number and reach of global health policies and
initiatives, the data and statistics that inform policies and decision-making
become increasingly important. Today, data collected in one context may
affect policies that are implemented in others. The need for accurate data
and informed analysis is therefore paramount.”1

Manually performing an objective analysis of this often high dimensional and non-linear
data would require a vast amount of work for people handling these problems, a work
which could sometimes be avoided by an automated trend analysis tool.

When modelling social, ecological and economical dynamics data, a simple linear model
may be insufficient to capture central properties. Systems of these types can sometimes
have a strongly non-linear or non-stationary character. For example, Dufrénot [19] notes
that some complex market developments are neither linear nor stationary. They also refer
to periods of turbulence, typically a behaviour which can not be represented by a linear
model. In the subject of sociology, Knoblauch [62] talk about levels of non-linearity of
a preference relation for voting preferences and Bargain et al. [5] discuss per-individual
preference heterogenity (which would also constitute a non-linear model). Similarly, in
e.g. ecosystems, non-linear properties such as regime shifts are observed (see for example
Scheffer et al. [99]), and thus it is also common to use non-linear models; see for instance
Lloyd [71] who analyse the common non-linear logistic map as a population dynamics
model. With this in mind, it seems reasonable that a data analysis tool which should be
able to identify the important trends in time series data arising from social, economic
or ecological systems, must be prepared to cope with non-linear aspects.

We contribute to this line of research in four different ways. First of all we delineate a
theoretical framework, making it possible to situate the idea with respect to previous
research and to consider statistical properties of the procedure. Using this fact an

1http://www.who.int/trade/glossary/story013/en/
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overview of previous, similar, proposals and relevant theoretical results are given, though
it should be noted that a proper rigorous development is beyond the scope of this work.

Secondly a number of modifications to the procedure are proposed. The replacement
of the best subset procedure used in Ranganathan et al. by one based on the LASSO
gives theoretically nicer properties and makes it computationally viable to apply boot-
strap resampling procedures to gain further insight into ones estimates. Two different
resampling procedures are compared for this purpose. Finally it is proposed that a non-
parametric kernel based auxiliary estimator can yield more reliable, though harder to
interpret, estimates at lower sampling frequencies. The hope is that such an estimator
could, then, serve as a post-analysis diagnostic. It is also briefly considered whether the
estimators can be combined into a two stage estimator.

Thirdly the proposed theoretical framework allows us to formulate some rudimentary
performance criteria. Using a simulation study we show that the methods perform well
at least in reasonably well behaved data sets, but have limit use when the complexity of
the data set is drastically increased.

Finally the methods and testing procedures are implemented in a number of reusable R
packages that could serve as a starting point for further development and/or evaluation
of the methods.

The structure of the text is roughly as follows: In Section 2 we introduce, in more
detail, the problem at hand and the kind of data it applies to as well as the high level
view of the analysis procedure suggested by Ranganathan et al. The next section (3)
goes into more detail on the individual parts of the procedure and compares it to other
research. In order to establish some form of quantitative metric with which to compare
the methods Section 4 develops a basic testing procedure and uses it to perform a number
of simulation studies. This section also illustrates the effects of our modifications on a
dataset previously analysed by Spaiser et al. Section 5 contains an overview of software
used and produced including a quick tutorial on how to use our software packages.
Section 6 concludes with discussion and summarises suggestions for further research.

1.1. Acknowledgements

The authors would like to express their thanks to their supervisor Shyam Ranganathan
for numerous discussions and putting up with them over the semester. Thanks also go to
Silvelyn Zwanzig and David Sumpter for valuable discussions and feedback, to Valentin
Lecheval and Deniz Kennedy for feedback and proof reader in conjunction with the
defence, to Matilda Wiklund for help with proof reading, and finally to David Carlsson
for loan of computing resources.
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2. Problem, Model, Notation, and Terminology

We will throughout the text, speak of a data set {x
(n)
i,k } (1 ≤ n ≤ N, 1 ≤ i ≤ m

and 1 ≤ k ≤ T ) considered as being constituted by a number multivariate time series
{x

(1)
i,k }, . . . , {x

(n)
i,k }. Each series could correspond to the development of, for example, a

country or a person over some common time frame and in terms of the same set of
measureable quantities. Such data is commonly referred to as panel data and we will
call each separate times series (or separate time series index) a cross sectional unit or
entity, each of the dimensions (or each dimension index) of the time series a factor, and
each valid time index a time point (or point in time).

That is to say, each data point x
(n)
i,k is considered a realisation of some random variable

X
(n)
i (tk) describing a factor i ∈ {1, . . . , m} at a time point tk ∈ T = {t1, . . . , tT } ⊂ R of

some cross sectional unit n ∈ {1, . . . , N}.

In line with Ranganathan et al. the primary assumptions that will be made about the
data is that the evolution of each individual time series is continuous and is governed,
in a sense developed below, by a set of ordinary differential equations (in X)

dX

dt
(t) = g(X(t)) (1)

In other words the observed data is viewed as a number of trajectories of a (single)
dynamical system.

As an observed system is unlikely to exactly satisfy any such equation, some form of
stochastic component or approximation error will have to be introduced, involving either
or both of an observational noise or considering the series as being realisations of diffusion
processes, satisfying some stochastic differential equation (in Itō notation)

dX(t) = b(X(t))dt + σ(X(t), t)dW (t) (2)

for some Brownian motion W (t). In the former case estimation involves reconstructing
a deterministic path from a noisy observation or to, at least conceptually, separating an
underlying determinstic behaviour from a stochastic one.

Though we discuss some alternatives and possibilities we propose that the natural setting
for the procedure of Ranganathan et al., balancing and taking into account both their
proposed estimator and the wording of the general problem statement, is that of a
constant diffusion (i.e. σ(x, t) = σ0 for some σ0 ∈ R>0), without any observation noise.
Furthermore, in a number of places we will assume each cross sectional unit to be a
separate (weak) solution, removing the possibility of any cross sectional dependence.

While Itō diffusions are, in general, not differentiable we will, in analogy to the determin-
istic situation (and for compatibility with Ranganathan et al.) denote by “derivative”
(of a trajectory) at some given point the values, at that points, of the drift field b (in
Equation 2).

7



In order to estimate the unknown differential equation (or in our case, the drift field)
Ranganathan et al. proposed studying the time series X

(n)
i (tj) and their first differences

∆X(n)(tj) = X(n)(tj) − X(n)(tj−1) as in parametric and discretised problem:

∆X(n)(tj) = fθ(X(n)(t(j−1))) + ε(n)(tj) (3)

where ε(n) is some stochastic process (Ranganathan et al. suggest white noise and briefly
discuss the correlated situation) and {fθ}θ∈Θ is a (parametric) family of all polynomials
or Laurent polynomials with some restrictions on the degrees involved. In other words
Θ ⊂ RmD and

fθ(x) =
D∑

i1=−D

· · ·
D∑

id=−D

θi1,...,id
xi1

1 . . . xid
d .

The idea is that the estimated function fθ̂ for some estimate θ̂ should approximate the
vector field of the, supposed, underlying system of differential equations.

In order to get a simple system they then proceed by considering the least squares
estimate for each, or at least some initial sequence, of subsets Θk = {θ ∈ Θ | ‖θ‖0 =
k} ⊂ Θ where ‖θ‖0 is the number of non-zero components of θ and 0 ≤ k ≤ mD. That
is to say a best subset regression procedure is applied to get minimal residual sum of
squares estimates for each subset of the large model. A selection procedure based on
a form of Bayes factor (Bayesian marginal likelihood) was then implemented to select
among these alternatives.

3. Procedure and Previous Research

While the authors have not been able to identify any previous research into exactly the
procedure proposed by Ranganathan et al., we will see that many aspects of it are either
established or have at least been studied separately.

3.1. Derivatives and Discretisation

A variety of methods have been developed for estimating the parameters of continuous
time models of dynamical systems. In a survey of such parameter estimation tech-
niques[122], Young suggests classifying the different approaches as

• Output Error methods,

• Equation Error methods,

• Prediction Error methods,

• Maximum Likelihood methods,
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• and Bayesian methods.

He concludes that the main difference between the approaches is how the cost function
is definied, with respect to which the parameters are optimised. Later attempts have
combined these various methods, for instance including both a residual covariance ma-
trix estimate from a kalman filtering procedure and the a priori distributions for the
parameters in the objective function (Young suggests for example Mehra & Tyler[81] or
Sastry & Gauvrit[98]).

Young mentions that continuous time models can be inferred from equivalent discretised
models, an approach which has mainly come up in econometrics litterature (and takes
Bergström[6] as an example). The distinction lies in whether the continuous model
is discretised in its own (smaller) time scale (in which case it’s approximations are
“continuous” in relation to the data samples) or in the same time scale as the sampling
frequency, in which case it becomes equivalent to a difference approximation on the data
samples. These variants are compared in detail by Timmer[109]. The relation between
a continuous time model and an ”equivalent” discrete model will be discussed further
below.

Other examples of people estimating continuous models from discrete equivalents in-
clude Voss, Timmer and Kurths [114], who use some recursive algorithm working on
a parameter augmented state (i.e. a Kalman filter), and Hegger [45] who uses a least
squares estimate on a discretised ODE as a basis for later estimating an ODE model.

The method used in Ranganathan et al. [94] can also be considered equivalent to doing
least squares regression on a discretised version of the system.

Estimation on equivalent discrete models

It is worth noting that, if the continuous system is a stochastic differential equation
(SDE), then the corresponding discretised system will be a discrete Markov process.
Consider an Itô form SDE

dx(t) = b(x, t)dt + s(x, t)dW (t).

A commonly used discretisation is the one proposed by Maruyama [77] (though suppos-
edly introduced by Bernstein) which is based on the standard Euler forward scheme for
ODEs. Using this discretisation, and presuming dW to be a standard brownian motion,
we get

xk+1 − xk = b(xk, tk)h + σ(xk, tk)
√

hεk,

where εk ∼ N(0, σ2) (so that
√

hεk produce the steps of a discrete brownian motion).
Maruyama finds that, given bounded Lipschitz b and σ, the discretisation is concistent,
that is, a function X̄(t) given by a linear interpolation of the sequence xk converges
pointwise to the continuous x(t) as h → 0 almost surely. This result has later been
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extended by e.g. Higham et al. [46] who show a first order mean square (MS) convergence,
that is

E[ sup
0<t<T 0

|X̄(t) − x(t)|2|x0] = O(h).

Note that some kind of bounding condition on b and σ is also required, so if the SDE is
ill-posed or the discretisation is not stable for the system, there is only a local convergence
result

E[sup
t

|X̄(tk) − x(tk)|2|xk−1] = O(h).

When trying to solve the problem of identifying some parameters of the continuous
dynamic from a set of measurements at discrete time points, it is worthwhile considering
the concistency of the discretisation. Due to this concistency, the regression problem
formulated as minimising the residuals of the discretisation on the data with respect
to the parameters should be consistent. This motivates using standard regression on
prediction or equation error models based on this simple discretisation.

Examples where the Maruyama discretisation has been used include Lysy and Pillai [74]
who do inference on a system with memory in the innovation process, and Klokov and
Veretennikov [60] who investigate mixing and convergence rates.

Kasonga [58] show that attempting to reconstruct the underlying continuous dynamic
using a discretised model is worthwhile. They give some regularity conditions, under
which they can show that the standard least squares estimate of the parameters with
respect to the squared error of the Euler-Maruyama discretisation is concistent (i.e. the
parameter estimates converge to the value of the parameter in the continuous system
almost surely as the number of sampling points goes to infinity). Another asymptotic
concistency result is given by Dacunha-Castelle et al. They claim that concistency for
the least squares parameter estimates with respect to the parameters of the continu-
ous system can only hold if the discrete time (e.g. product of number of samples and
discretisation step) goes to infinity. Concistency results for different discrete estimators
will be discussed further in section (3.2).

When applying these methods in practice, however, it is important to be aware that the
concistency results are only asymptotical. Timmer [109], for instance, shows that for
finite samples and insufficient sampling rates, least squares estimates of the parameters
are biased. The sampling rate required to avoid bias is also found to increase with the
degree of non-linearity of the system. Further, Voss et al.[114] note that in the context of
estimating derivatives from stepwise differences, one must beware of the known problem
that regression on differences of noisy data can cause extremely high variance of the
estimates.

Non-linearity in curvature causes systematic errors in steps as an approximation of
derivatives. Consider a deterministic dynamic and some noisy observations X of x(t+h)
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and x(t). We get for the estimate of the derivative

E(dx

dt
) = x(t + h) − x(t)

h
= x′(t) + R, where

R = x(t + h) − x(t)
h

− x′(t).

The inconcistency in the estimate can thus be quantified in terms of

R = 1
h

h∫
0

x′(t + s) ds − x′(t)

= 1
h

h∫
0

x′(t) + (x′(t + s) − x′(t)) ds − x′(t)

= 1
h

h∫
0

(x′(t + s) − x′(t)) ds

= 1
h

h∫
0

∆f ds

That is, the systematic error is proportional to the change in the evaluation function
over the interval. For the linear test-equation for instance, we get

R = 1
h

∫ h

0
ax0 exp(a(s + t)) ds − ax0 exp(at)

= a
x0 exp(at)

h

∫ h

0
exp(at) ds − ax0 exp(at)

= x0exp(at)
h

(exp(ah) − 1) − ax0exp(at)

= x0exp(at)((exp(ah) − exp(0))/h − a)

= x0exp(at)(a2 h

2 + a3h2

6 + O(h3))

= a2x0
2 exp(at)h + O(h2)

When considering continuous dynamics estimated by regression on discrete equivalents,
it is worth noting that even though such a dynamic will have time derivatives which are
(indirect) estimates of the underlying dynamic’s time derivatives, we can only expect
this to hold locally around the measurement points. What happens in the dynamic as a
trajectory leaves the neighbourhood of a measurement point will depend on which basis
functions were used in the regression. Note that the regression procedure will only take
the local curvature into account. Therefore, using for instance a polynomial basis, the
estimated dynamical system may be well-posed only on a limited time interval.
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Autoregressive Processes

Slightly rewriting Equation 3 (adding an appropriate linear term to fθ) changes the
problem to that of studying a difference equation

X(n)(tj) = fθ(X(n)(t(j−1))) + ε(n)(tj). (4)

In the vocabulary of time series analysis and econometrics the problem as posed for a
single series X(n) then corresponds to estimating the parameters of a (parametrically
linear) nonlinear (vector) autoregressive process with additative noise.

Whether presented in the form given in Equation 4 or that in Equation 3, independently
of the form of the function describing the recurrence, and with (more or less) any reason-
able dependence condition on the innovation and/or noise we call the discretised process
a (possibly non-stationary and nonlinear) (vector) first order autoregressive one. With-
out further assumptions this notion thus includes everything from independent noise
processes (in case the function is constant and the innovation independent) and random
walks (in case of the identity function and independent innovation) to significantly more
complex processes in case of non-linear functions and complicated dependence properties
on the innovations.

Time series models of this form seem by now firmly established, if only as approxima-
tions/discretisations of some harder to describe system (for a discussion see for example
the introductory chapter of Tong[112]). In particular the stationary linear variants hav-
ing been quite well understood since at least the initial publication of the first edition
of Box & Jenkins seminal work in 1970[9] if not since Yule[123].

There have been numerous suggestions on how to extend Box & Jenkins’ AR(I)MA-
type linear processes to account for different types of nonlinearity. These contain both
fairly direct and general generalisations were the dependence structure of the expec-
tation of a step in the time series on previous value(s) is taken from some general
class of approximators (of, say, smooth functions) to ones accounting for more special
kind of non-linearity. Important examples of the latter include, for example, different
kinds of threshold and smooth transition models such as Tong & Lim’s SETAR[111] and
Chan & Tong’s STAR[13].

The former type is the one of primary interest to us, that is to say we wish to con-
sider processes where the evolution of the process is given by some “nice” function of
its previous value and a (weakly dependent, or, preferably, even independent) stochas-
tic innovation component. The general idea of nonlinear models of this type predates
Box & Jenkins’ text, going back at least to the investigations of Wiener[120], though the
parameter estimation of the “Volterra expansion” this involves is generally unfeasible (see
for example the overview in Priestley[91] or background sections of Chen & Billings[14]).

The oldest serious investigations into variants like those proposed by Ranganathan et al.
appear to be those by Leontaritis & Billings[70, 68, 69] and Chen & Billings[14] into
what they dub NARMAX (Nonlinear ARMA with eXogenous inputs) in the context of
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systems identification, though Lu & Chon[73] suggest the idea was already present in
Haber & Keviczky[41]). Their variant shares, for example, the fact that the function is
assumed to be taken from a sufficiently general parametric family (e.g. initial terms from
some basis system). They discuss both polynomials and rational functions, motivating
them by invoking the Stone-Weierstrass theorem.

Use closer to the social sciences is not unheard of either. Escribano[27], for example,
investigates models similar to those of Leontaritis & Billings (calling them NVAR and
NVARMA for Nonlinear Vector Autoregressive/Moving Average) from an econometrics
perspective with a focus on error correction models and (nonlinear) cointegration rela-
tionships.

The use of parametrically linear polynomial models in nonlinear autoregression are
briefly critiqued in both Tong[112, Sections 3.2 and 3.3.2] and Tjøstheim[110] for their
obviously explosive behaviour, especially in the presence of noise processes with infinite
support. That being said, Tong suggests a censored variant (forcing the process to have
bounded support) and Tjøstheim suggests the model is useful for local approximation in
a spline-based estimator. Chen & Billings[14] defends the variant from similar critique
(in a response to Granger & Andersen[36] and Ozaki[87]) in a control systems context by
saying that such systems can show explosive behaviour when outside stability regions.

It is unclear whether a defense similar to that of Chen & Billings could be made for
socio-political systems. Such polynomial based model are retained here for the simple
and somewhat atheoretical reason that no other basis appears obvious when the resulting
models are to be easily interpreted and form a common basis for function approximation.

The idea of treating (especially nonlinear) time series analysis from a dynamical systems
perspective is itself not novel (cf. Tong[112]). An intriguing, and it would appear more
recent, development is the statistical analysis of “qualitative” properties of dynamical
systems using, for example, stochastic generalisations of Takens’ theorem (cf. Mees[80]).

While we will here ignore the issue of heteroscedasticity, that is to say unequal variance,
either “intrinsic” to the problem or, more relevant to our case, that introduced by the
discretisation (even if the diffusion term in the stochastic differential equation is con-
stant), there has also been extensive research into conditional heteroscedasticity models.
An interesting direction for further research would be to model this heteroscedasticity
using the the autoregressive conditional heteroscedastic (ARCH) models of Engle[25]
and their nonlinear extensions.

While an autoregressive model generalises quite naturally to panel data (cf. Holtz-
Eakin, Newey & Rosen[49]) working with panel/longitudinal data adds an additional
complexity to the problem. Perhaps most importantly, how to treat the “cross sec-
tional” dimension, that is to say how to relate the multiple time series to each other.
Since the operating assumption here is that observed series are related to each other
only by way of being governed by a common dynamics no cross individual peculiarities
are modeled (that is to say, data from multiple trajectories are pooled). Indeed, it seems
non-obvious how such differences between individuals should be modeled in a non-linear
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context, and the introduction of such terms even in the linear case can lead to com-
plexities relating to identifiability and which of the time and cross sectional dimensions
increase[1].

3.2. Least Squares Criterion and the Ordinary Least Squares Estimator

Having assumed a regression function fθ linear in θ in Equation 3 Ranganathan et al.
produce estimates of the parameter by minimising the usual least squares criterion

R(θ) =
N−1∑
n=1

T −1∑
k=1

|∆x
(n)
k − fθ(x(n)

k )|2

where x
(n)
k = (x(n)

1,k , . . . , x
(n)
d,k) and ∆x

(n)
k = x

(n)
k+1 −x

(n)
k , subject to the constraint ‖θ‖0 ≤ s

for a natural number “complexity parameter” s (discussed later) and ‖θ‖0 the number
of non-zero components of θ. That is to say an ordinary least squares estimate is taken
for some subset of the terms in fθ. Before discussing the behaviour of a (linear) least
squares estimator for autoregressive processes as discussed here we introduce some of
the issues that arise. One has thus, by discretising the problem, reformulated the issue
as one that can be interpreted as an issue of time series parameter estimation.

Leaving aside the selection of s and assuming a fixed and unconstrained parameter
θ (and assuming the required endogeneity properties) it is well known that the least
squares estimator is BLUE (Best Linear Unbiased Estimator) (at least) in case the errors
ε(n)(tk) have mean zero, known correlation structure (see the Gauss-Markov theorem,
e.g. Kariya & Kurata[56, Theorem 2.1]) and a maximum likelihood estimator in case of
equidistributed normal noise.

The above assumption(s) would (more or less) exclude a number of likely scenarios.
We cannot, for example, have correlated innovations ε(n), either between different n or
internally for different time points. Such structure might arise naturally due to, for
example, different cross sectional units not being independent (say, economies effecting
each other or people moving systematically between countries) or missing variables (for
example residuals might be largely explained by the level of some unobserved factor that
behaves as a random walk, whence, say, a large positive innovation indicates that also
the following innovation will be a large positive value).

In case fθ is badly specified in the sense of the optimal choice of θ deviating from an
“underlying” optimal function (not in {fθ | θ ∈ Θ}) in some systematic way, one could
run into a problematic dependence of ε(n)(tk) on X(n)(tk), since ε(n)(tk) would then
also contain the underlying approximation error. Indeed, unless there is a θ that makes
fθ equal to the optimal function on the observed points, one would have to have the
remaining variance exactly counteract the bias introduced by the approximation error,
something which clearly seems extremely unlikely, at least unless the family {fθ} is
explicitly chosen to exhibit such a behaviour.
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In the above example there is a clear reason to believe that at least the mean of the
residuals depend on the values of X(n)(tk). There are also natural situations where their
variances change, for example high values of some quantity (such as capital, population,
or similar) with an effect corresponding to a random proportion (for example, a random
proportion of the population might emigrate or produce offspring) would exhibit a higher
variance than a low value.

While the Gauss-Markov theorem no longer applies, the least squares estimate remains
a useful one even in presence of at least sufficiently weak deviations from the assump-
tions. For example, in presence of a correlation structure that is either known or can
be estimated sufficiently well the Generalised Least Squares (GLS) estimator with an
estimated covariance matrix has been widely used in order to get improved estimates.
Some corresponding generalisations of the Gauss-Markov Theorem exist for which the
reader is again referred to Kariya & Kurata[56]).

To limit the scope of the this investigation the use of generalised least squares meth-
ods are only mentioned as a possible takeoff point for further improvements, as proper
application would involve identifying when and how the covariance structure can be es-
timated and preferably do so while keeping the underlying diffusion process in mind.
Furthermore such methods would have to be integrated with the subset selection and
bootstrapping procedures discussed below.

Indeed, the goal of the methods proposed by Ranganathan et al. were never unbiased-
ness or efficiency, at least in any established sense of the word, as such goals, it would
seem, are entirely incompatible with the notion of producing easily described and simple
descriptions of the complex systems involved. Indeed, as is the lot of all very generic
data exploration proposals, this “issue” applies to all correctness results discussed here.
They should primarily be taken as indications of some situations where the results can
be expected to “work”, in a broad sense of giving some form of sensible and interpretable
results. The results do not mean any inference given by the methods should be taken
without a great deal of salt on the part of any practitioner using them. Obviously no
method can hope to cover all situations, though this would, or should, not stop any-
one from extending the range of situations where the methods are applicable or from
improving its performance in those situations where it is.

Perhaps the primary motivation, at least from a pragmatic viewpoint, for using the least
squares estimator in a (parametrically) linear situation (such as this) is given by the speed
and availability of implementations, even of specialised variants such as those discussed
below in the section on subset selection and regularisation, and, to a somewhat lesser
extent, their natural interpretation in terms of minimising the “spatial” size of residuals.

Conditional Least Squares and Markov Processes

Results for the least squares estimator for linear autoregressive processes have been quite
well understood for a long time. In one dimension and with sufficiently well behaved
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residuals is known to be consistent with known asymptotic distributions, but (possibly
severely) biased in small samples (see for example, Tiao & Tsay[106], Tanizaki[105], or
Le Breton & Tuan[66]). Though we do not develop this point any further here, we note
with some interest that while least squares methods are, in general, not consistent in
presence of a mixed autoregressive moving average process (e.g. in the presence of obser-
vation noise), an issue that becomes even more severe when using nonlinear models[73],
it can be consistent for the nonstationary parameters of at least linear such models[106]
(roughly speaking, therefore, the “long term” drift of such a process due to the autore-
gressive function is still reconstructed, while the observational noise obfuscates the short
term behaviour). The issue becomes more complicated in the (linear) multivariate case,
where it is known to be inconsistent at least in some explosive cases[86, 89].

In a more general parametric stochastic process estimation setting a least squares crite-
rion similar to the above was developed by Kimko & Nelson[59] who claim the methods
to have been implicit in earlier works of Mann & Wald[75] and Durbin[20]. Kimko & Nel-
son, based on work by Billingsley[8], derive consistency properties and asymptotic results
given that the square deviation loss is sufficiently well behaved in the case of stationary
and ergodic processes and extend, under a number of additonal assumptions, them to
more general ergodic and (time) homogeneous Markov processes.

Yao[121] applies the above Markov process perspective to Nonlinear (parametric) au-
toregressive processes similar to those discussed in Tong (and consequently including
those discussed here), developing sufficient conditions on the autoregression function of
the process for strong consistency and asymptotic normality. These results are similar
to earlier ones by Kasonga[58, 57] (who attributes the ideas to Le Breton[65] and Doro-
govcev[17]), who derives a similar least squares estimator, and consistency properties,
by discretising integrals in the likelihood function of a parametric diffusion process.

The explosive behaviour of polynomials bars direct application of Yao or Kasonga’s
criteria (at least unless one restricts oneself to a compact subset), and, indeed, getting
general consistency would be impossible, as the polynomial models include the linear
ones. In any case, as the polynomial basis is used simply as a basis expansion the more
relevant question would be to ask whether the Ergodicity (and additional) assumptions of
Yao (or more generally Kimko & Nelson) are sufficient to get consistency if, for example,
the number of terms of the expansion is increased with the sample size and assuming
the regression function is analytic. Even if such a modification were successful, one
would have to consider the issues introduced by discretisation, in case one wants to take
the diffusion process relation seriously. That being said the above mentioned results of
Kasonga (and from it derived research), might serve as a starting for such investigation,
as they work explicitly with the assumption of a sampled diffusion process.

The above results all rely on some form of stationarity or ergodicity of the process. While
markov chain theory (similar to the above) can be applied to establish the ergodicity
of a variety of solutions to stochastic differential equations and their discretisation, see
for example Mattingly, Stuart & Higham[78] for one such treatment of a reasonably
wide class of problems, there are diffusion processes that are not ergodic (take, for
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example, simply an explosive linear model). Non-ergodicity does not, in general, need
to make parameter estimation intractable (cf. Jacod[52]), and asymptotic behaviour of
estimation in the more general setting of martingale estimating function estimators has
been treated in a non-ergodic setting by Hwang, Basawa, Choi & Lee[51], though the
picture, arguably, gets rather more complicated than in the “classical” situation.

While the classical Box-Jenkins methodology generally relies on a multi step estimator,
producing stationary time series by way of a decomposition or by treating the (linear)
process as a random walk with stationary increments (or, more generally as a random
walk with random walk increments with . . . with random walk increments with stationary
increments), it is not obvious how such a methodology should be generalised to our
situation. It is obviously possible to consider ones observations as being taken from, say,
the integral of a solution to a diffusion process and using the increments, or the result
of some other “differencing” transformation such as the local polynomial drift estimate
discussed below, processes by appealing to the fundamental theorem of calculus. The
question is whether such processes are likely to capture useful structure in actual time
series, the way integrated ARMA processes do.

Similarly decomposing the time series into separate trend/season and “noise” compo-
nents seems somewhat hard to motivate. If one were to believe that things were governed
by a common deterministic behaviour with random deviations described by a diffusion
process it would appear that describing such a common determinstic behaviour essen-
tially just restates the problem Ranganathan et al. posed. Alternatively one could esti-
mate separate determinstic trends for each cross sectional unit in any of the traditional
ways, but this obviously changes the interpretation of the results to a degree where it,
arguably, answers rather different questions about ones data.

Another issue with these variants lies in that the proposed adjustments (e.g. estimating a
deterministic aspect by some form of smoothing) can introduce new issues. For example,
differencing a process with independent innovations will introduce a moving average
innovation and, in practice, the choice on whether to pass to the first differenced process
has to rely on either a subjective judgment or some form of unit-root pre-testing, leading
to complications in the interpretation of the results of any subsequent analysis (see for
example the discussion in Cochrane[15]).

Kernel/nearest neighbour methods and local regression

Kernel methods are a class of non-parametric procedures that, in general, add some
form of smoothness/variation assumption (see again any standard source for a more
serious discussion, e.g. Hastie et al.[44]). Roughly speaking, kernel methods reduce to
performing a weighted estimation procedure locally around each point of interest. The
“kernel” aspect of kernel methods consists in this weighting being given by some kernel
to a (dis)similarity/distance measure on the space of observations. One must, therefore,
adorn the space of observations with some form of (dis)similarity measure with respect
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to which to weight observations, and choose an appropriate kernel function. In short,
therefore, one weakens the assumptions of whatever model one is using to hold only
locally, in exchange for a, possibly very significant, reduction in the data available for
each, of the now multiple, estimates.

A particularly simple variant in a regression context is given by local average “smooth-
ing”, that is to say one estimates a function f : X → V (where X contains at least the
support of each Xi and V is a real vector space) in a regression problem Yi = f(Xi) + εi

(for some noise εi) given observations (y1, x1), . . . , (yn, xn) by the estimate

f̂r(x) = 1∑n
i=1 I(−r,r)(d(xi, x))

n∑
i=1

f(xi)I(−r,r)(d(xi, x))

where d is some distance measure on the (union of) support(s) of {Xi}, r is a “bandwidth”
or “smoothing” parameter defining how “local” the estimate is to be and I(−r,r) is the
indicator function of (−r, r).

Due to the indicator function I(−r,r) having bounded support the above estimate is only
defined for x sufficiently close to at least one observed point. The estimator can be
generalised be replacing I(−r,r) with some more general kernel function K defining what
“it means to be local”, that is to say

f̂r(x) = 1∑n
i=1 K(d(xi, x), r)

n∑
i=1

f(xi)K(d(xi, x), r).

The above still allows for a bandwidth parameter r that has to be chosen appropriately.2.

Taking a mean value can, trivially, be reformulated as fitting an intercept-only linear
model, with the above weighted average, from this point of view, corresponding to fitting
a weighted linear model, with the weight for observation (yi, xi) given by K(d(xi, x), r).
The idea now directly generalises (locally) fitting more general linear models.

Assuming f : X → V is sufficiently smooth with respect to some structure on X such
that Taylor’s theorem applies, for notational simplicity, say, X ⊂ R, it then makes
sense to speak of f as being locally approximated by a (low order) polynomial (low
order in the sense given by the remainder term of the corresponding Taylor expansion).
By estimating such polynomials around points of interest one also finds estimates of
derivatives at that point (given a sufficiently high order of the polynomial). The order
of the polynomial introduces another meta-parameter, which obviously must be put
in relation to the “size” of the neighbourhood on which they are to be estimated, as
one would expect larger neighbourhoods to, generally speaking, require higher order
polynomials in order to properly capture the curvature of the function being estimated.

The “size” of the neighbourhood is, here, used in a rather vague sense, interpreted
differently depending on the actual kernel used. In general, though, one would expect

2This kernel based regression estimator is due to Nadaraya[84] and Watson[115], and is to the authors’
knowledge what most people understand under “kernel regression” without any additional qualifiers.

18



the kernel to converge, as a measure, to a degenerate (dirac delta) distribution as the
“size” goes to zero, and, if not as an actual limit at least as far as its effect on the
weighting of the estimator, to some form of uniform distribution (i.e. Haar measure) as
the bandwidth goes to infinity.

In the context of diffusion processes the similar ideas appear to have been proposed nu-
merous times (cf. Prakasa Rao[90]) and Bandi & Phillips[3], who consider a Nadaraya-
Watson-type estimator, have developed asymptotic theory when both time length and
sampling density go to infinity for recurrent (though not necessarily stationary) pro-
cesses. A local linear procedure for nonparametric estimation of the infinitesimal gener-
ator (estimation of the drift being a special case) has been proposed by Fan & Zhang[30]
who develop the idea of using the non-parametric results as a model validation pro-
cedure much further and develop asymptotic behaviour (especially with respect to the
bias/variance trade off)

Choosing the bandwidth can be done either by any of the usual meta-parameter methods,
e.g. bootstrapping or (generalised) cross-validation on some data set, or by theoretical
considerations such as minimising the mean square error, with respect to some assumed
model, in the bias-variance trade-off problem it entails. It might be worth noting that
the latter option may still require some secondary procedure estimating unknown terms
in the minimisation problem.

Wanting to utilise the fact that we observe multiple trajectories we fit, for each point,
multiple local regression problems simultaneous by finding simultaneous fits around a
number of neighboring points. Note that the neighboring points are chosen with re-
spect to the state, not the time, at which we wish to estimate the drift. The hope is
that the drift should vary sufficiently slowly for the introduced bias to be small while
compensating for the error introduced by the innovation noise.

While it is true that local/kernel methods generally suffer from the so called “curse of
dimensionality” (see any standard reference, such as, again, Hastie, Tibshirani & Fried-
man[44]), due to their dependence on having multiple observations within some (prefer-
ably small) neighbourhood around each point, in our use below this dimension is given
by the number of factors introduced into the analysis, and is in no (direct) way related
to the complexity of the linear model used in the parametric estimate used in estimating
the recurrence in the autoregressive, discretised problem. Furthermore local methods of
the form discussed here have been shown (under appropriate conditions) to depend on
intrinsic dimensions of the observation space, rather than the (vector space/manifold)
dimension of the space in which they have been embedded for analysis[7].

Subset selection and regularised regression

Even if a linear regression model is well specified, both in the sense of having sufficient
covariates and in the sense of the residuals being sufficiently well behaved, it may exhibit
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an unbearably high variance, especially in case of a large number of parameters (relative
to the number of observations). The problem this entails takes on two obvious guises.

In the machine learning and artificial intelligence literature the phenomenon is known
as overfitting, as the excessive freedom the estimation procedure has in choosing the
parameters allows it to account for much or all of the random peculiarities of the observed
data set, instead of capturing only those relevant to the underlying distribution. One
is thus stuck with an estimation procedure that explains much of the variance in the
observed data set but is unlikely to fit well with out of sample data.

For someone interested in drawing theoretical conclusions from the estimated parameter
values it makes it harder to distinguish which covariates in the model have any significant
effect and the degree to which the model captures the behaviour of any underlying model.
Even worse, once the number of parameter exceeds the number of observations (or even
earlier in presence of multicolinearity) the estimator is no longer uniquely specified, and
additional requirements need to be added in order to get a unique value.

As seems so often to be the case, alleviating this problem involves the usual statistical
estimation issue of balancing bias and variance of ones estimators. The issue of inadmiss-
ability (i.e. the existence of a dominating estimator, in the mean square error sense) of
“standard” estimators in a Gaussian setting with least squares loss goes back at least to
the seminal article of Stein[103], and an early example of a biased dominating estimator
for the linear least squares problem existed at least as early as James & Stein[53].

In the case of (parameter) linear models this trade of tends to take the form of one or
both of the related notions of subset selection and parameter shrinkage. The former
involves identifying a submodel of the specified one, or, equivalently, forcing a certain
number of parameters of the model to be zero. Shrinkage on the other hand implies a
continuous easing of values towards some a priori specified form, applying some method
to penalise their deviation therefrom.

A traditional class of methods for of performing subset selection for linear regression
models has been to find good residual sum of squares parameters for each of a prespeci-
fied number of non-zero coefficients, yielding different models indexed by a natural com-
plexity parameter, the number of non-zero coefficients. A good value of this complexity
parameter can then be found by any of the usual ways of picking good such parame-
ters, such as (generalised) cross validation, bootstrapping, or by maximising/minimising
some form of information criterion such as the AIC(c) or BIC. Alternatively one can
use the produced models in a secondary model averaging procedure or evaluate the
produced models without explicitly relying on information about their corresponding
meta-parameter values.

Ranganathan et al. opted for identifying the least squares estimate subject to a specified
number of non-zero parameters, for each such restriction up to some upper limit. Selec-
tion was then based on a Bayesian posterior probability of the model as will be discussed
below.
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Identifying the subset of terms that produces the least squares estimates under the above
restrictions is a combinatorially hard problem[107], even though the brute force methods
can be improved upon using a branch and bound procedure by Furnival & Wilson[32].
Given the complexity (in terms of number of additonal terms introduced into the linear
model by each new measured factor introduced) this quickly yielded impractical compu-
tational cost, forcing them to adopt a more feasible variant where the sequence of models
were forced to be nested. That is to say, the higher complexity models were forced to
be extension of the already identified lower complexity ones.

Numerous variants of this idea have been previously proposed (see for example the
discussion in Chapter 3 of Hastie, Tibshirani & Friedman[44]), but are all known to suffer
from a number of issues. Primarily, in any case beyond the computational complexity
of the best subsets variant, the combinatorial nature of the problem leads to instability,
with small perturbations of data likely to significantly alter the estimates[10, 11, 29,
125, 126]. In the variants that enforce some form of nesting one is, for obvious reasons,
running the risk of introducing superfluous terms “early on” (that is to say in the low
complexity models) that are of no or little importance once subsets of the (unknown)
optimal size if achieved.

Apart from the above issues related to computational and statistical performance the
methods appear somewhat opaque to analysis, as witnessed by for example the inves-
tigation into their effective degrees of freedom[54, 108], hard to investigate sampling
properties[29], and the lack, as far as the authors are aware, of any knowledge of the
asymptotic properties of the estimators.

The full subset search variant above can be cast as one of a family of minimisation
based estimators that minimise a least squares penalty subject to a restriction on some
(semi)metric or (quasi)norm on the parameter(s). Limiting the L2 norm of the parameter
vector (known as ridge regression or Tikhonov regularisation) has a history both in
finding solutions to otherwise ill-posed problems (cf. [47]) and as a way to reduce the
mean square error of linear least squares estimators[10].

The least absolute shrinkage and selection operator (LASSO) of Tibshirani[107], and
elastic net of Zou & Hastie[126], regression are somewhat more recently proposed variants
of this principle to the problem of estimating the parameters of a linear model. LASSO
restricts the L1 norm of the parameter, and the elastic net procedure involves both an
L1 and an L2 constraint. Both estimators can be reformulated as minimising a penalised
sum of squares loss function, which in the case of LASSO is given by

θ̂LASSO = argminθ R(θ) + λ ‖θ‖1

where R is the usual residual sum of squares/mean square error penalty from before
and λ is the shrinkage (complexity) meta-parameter corresponding to the previous L1

constraint[107]. The elastic net version is similar, though involves two meta-parameters
(one for each of the two penalties) and a factor “compensating” for a double shrinkage
effect (see the original article by Zou & Hasie for the significance of this factor, and why
a direct extension of the LASSO form above with an extra L2 is not sufficient).
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The somewhat surprising effect of the L1 penalty in the LASSO’s loss function is that not
only does it stabilise the estimate (that is to say, reduce its variance, while introducing
bias), but it does so, at least partly, by making a number of parameters be exactly zero,
a property not shared by the ridge estimator[107], which is what makes it an alternative
to the previously discussed methods of subset selection as a method of eliminating (os-
tensibly) superfluous terms. The property is particularly easy to understand in the case
of an orthogonal design, where it is equivalent to translating the parameters towards
zero[107]. This subset selection property has been shown to be shared by a wider class
of estimators including also, among others, Lq quasinorm penalty ones for q ∈ (0, 1)[29].

The LASSO set of non-zero coefficients in the LASSO estimate changes only on a finite
and discrete set of value of λ, with both this set of values and the corresponding param-
eter estimates being computable in time proportional to that of a regular ordinary least
squares estimate[24]. This allows for for efficient computation of estimate for a large se-
quence of values of the meta-parameter making the problem of the choice of parameter
easily amenable to analysis by (generalised) cross validation or bootstrapping. A similar
procedure is available for the elastic net estimator[126].

The LASSO estimator has been shown to have a number of relevant oracle properties, in
the sense of Fan & Li[29], under certain conditions (see van de Geer & Bühlmann[33]).
That being said Kock[63] suggests these conditions of might be too restrictive for most
time series settings. Zou[125] proposes a closely related but alternative estimator that
generalises the Oracle property, dubbed the adaptive LASSO, by passing from the usual
L1 norm to a weighted one, with each coefficient weighted inversely proportional to its
OLS (or more generally any consistent) estimate. The estimator shares many relevant
properties of the original LASSO estimator (as the reweighting of the norm can easily be
achieved by transforming the dataset it is simply the regular LASSO estimate in combi-
nation with a linear, though non-isometric, isomorphism data dependent preprocessing
transformation of the data set).

It should be mentioned that these Oracle results should probably be taken with a grain
of salt. First of all it should seem unlikely that the ”true” data generating process is
perfectly captured by one of the distributions in the proposed model, even if one accepts
such a thing could be conceptually possible. The authors are unaware of any results on
the asymptotic behaviour of Oracle-like procedures when an exactly correct model is not
included (such as here, where regression is performed with respect to a truncated basis
expansion). Indeed even formulating what such an oracle property would translate to
seems non-obvious. Secondly Leeb & Plötscher[67] have noted that even if this were the
case, Oracle results in the above sense of Fan & Li[29] are of a pointwise (i.e. non-uniform)
nature, tending to say little of the finite sample properties of the estimator.

A, perhaps, even more fundamental problem is the fact that the number of polynomial
terms is a rather dubious complexity measure to begin with. That is to say, there seems
little reason to believe that any actual data is generated by a sparse polynomial (sparse
in the sense of including only a few monomial terms), especially since the number of
such terms is, trivially, not preserved under any transformations of interest (for exam-
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ple shifting a higher order monomial introduces a number of lower order terms). The
procedure must therefore be defended in terms of economy, in the sense of having the
estimator “do as much as possible with as little as possible”, which makes the utility of
the so called Oracle properties at best non-obvious.

While keeping these tings in mind, it would seem that one can still maintain that the
Oracle results are, if nothing else, a sanity check that the procedure actually does some-
thing relevant to the problem, which combined with empirical indications of successful
application at least warrants its further investigation. Furthermore, one should keep in
mind that the primary interest of Ranganathan et al. and, by extension, the present
study lies in the construction of estimates that satisfy the somewhat vague criterion of
“simple yet sufficiently interesting” and that the selected subset of parameters might,
in general, well be what is of interest, with the particular values of non-zero coefficient
estimates considered, primarily, as nuisance parameters.

It is worth noting that it has been suggested that the LASSO is well behaved, in the sense
of reducing mean square error, primarily when the underlying model actually is sparse.
Hansen[42], for example, suggests theoretically and observed in a simulation study that
the James-Stein or even the regular OLS estimator could have a lower mean square
error than (a naive application of) the LASSO (with appropriately chosen shrinkage
parameter) in non-favourable situations. Given the sparse selection behaviour of the
LASSO estimator this might be what one expected, indeed, Hansen suggests that the
James-Stein estimator has a lower risk when either all optimal coefficients are small or
all optimal coefficients are large. That being said, the primary interest for the problem
as posed by Ranganathan et al. is one of finding simple models, and as such one might
not expect a reduction in mean square error unless some simple model is actually close
to the optimal one.

Using the LASSO for autoregressive models is by no means unprecedented. Kukreja, Löf-
berg and Brenner[64] report some success in applying it to estimate the coefficients in a
polynomial NARMAX models in a systems identification setting. The subset selection
behaviour of the LASSO functioned as a simultaneous lag length selection. Unlike the
present study, they include moving average terms estimated estimated using residuals
from a prior estimate.

Hsu, Hung, & Chang[50] combine LASSO in combination with information criteria
for time series prediction with reassuring results. They also prove some asymptotic
properties of the LASSO-based estimator in a stationary situation, based on the work
of Knigt & Fu[61]. Their results where improved using the adaptive LASSO by
Ren & Zhang[95], who also proved selection consistency and asymptotic normality in
the stationary case, similar to the results of Zou[125].

Kock[63] proves interesting Oracle results for the adaptive LASSO for regular (i.e. lin-
ear and univariate) autoregressive processes in a Dickey-Fuller/error-correction form
analogous to the one used here. Results are shown to hold for both stationary and
non-stationary autoregressive processes, making it useful for unit root testing. Simu-
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lation studies suggested the procedure compared favourably to methods based on the
Bayes Information Criterion (BIC) and the Augmented Dickey-Fuller test. That being
said, they note that the Oracle property still falls within the above mentioned crique of
Leeb & Plötscher[67].

3.3. Bootstrapping

The term Bootstrapping was introduced by Efron in his seminal publication on the
subject[23], though he suggests special cases of the idea had been applied earlier. Having
since been developed in a number of directions, see the discussion below, the central
concern of any bootstrapping method is to get a grip on the sampling distribution of
some statistic from observed data, such as, in our case, the parameter estimates in
a linear model, by trying to estimate the distribution of the original sample. Given
a way to estimate or sample from such a sampling distribution of the statistic one
can construct, for example, confidence intervals and central moment estimates without
introducing additional assumptions (beyond those already required for accepting the
bootstrap estimate of the sampling distribution as reasonable).

Only a short discussion of the classical bootstrap and the general methodology will be
given here, for a better reference Efron’s original paper is thoroughly readable, and
overviews are available in standard references such as Hastie et al.[44].

The reason for introducing a bootstrapping step into the analysis is twofold. First of all
the methods of Ranganathan et al. produce little in the way of model fitness statistic.
Producing even a rough estimate of the uncertainty of the regression coefficients should,
if nothing else, suffice as a warning sign for unreliable results.

Secondly anecdotal evidence during the initial stages of the present work suggested
that while the LASSO estimator tended to include all relevant variables relatively early
on, it did have a tendency to first include a number of small and superfluous spurious
terms before reaching the full set of true non-zero parameters. We therefore wished to
investigate whether bootstrapping the estimator can help in eliminating such “noise”
terms.

Estimating distributions

In one of the classical examples one relies on the ostensibly simple idea that given some
i.i.d. sample (x1, . . . , xn) where xi are observations of some independent X ∼ F for some
unknown F one can approximate this unknown F by the empirical distribution of the
sample. That is to say one constructs a (non-parametric) estimate F̂ by the distribution
function

P
F̂

(x) = 1
n

n∑
i=1

I(−∞,x)(xi) = proportion of sample {xi} such that xi < x.
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One can then use this estimated distribution F̂ to perform numeric or analytic analysis
of the properties of some statistic, say, θ̂ : Rn → R by investigating θ̂(X∗

1 , . . . , X∗
n) where

X∗
1 , . . . , X∗

n are independent F̂ distributed random variabes.

Producing samples from this estimated distribution F̂ is particularly simple, it simply
reduces to resampling, with replacement, from the original observation, with i.i.d. tuples
of length n (i.e. in the format of the original sample) thus being readily constructible.
It thus makes is particularly simple to perform Monte Carlo-type procedures to analyse
the sampling behaviour of F̂ . That is to say one can estimate properties of its sampling
distribution by applying it to resampled tuples, as above, and treating the resulting
values as coming, approximately, from the distribution of θ̂(X1, . . . , Xn).

Consider for example a regression problem with, say, a sample of vectors S

(y(1), x
(1)
1 , . . . , x

(1)
n ) from (Y (1), X

(1)
1 , . . . , X

(1)
n )

(y(2), x
(2)
1 , . . . , x

(2)
n ) from (Y (2), X

(2)
1 , . . . , X

(2)
n )

...
...

(y(m), x
(m)
1 , . . . , x

(m)
n ) from (Y (m), X

(m)
1 , . . . , X

(m)
n )

assumed to be such that Y (i) are pairwise independent (at least conditionally on X(i) =
(X(i)

1 , . . . , X
(i)
n )), that

E(Y (i) | X
(i)
1 , . . . , X(i)

n ) = Aθ(X(i)) θ ∈ R

for some parameterised family of functions A, and that the vectors X(i) themselves
are independent and identically distributed (though with some unknown distribution).
Consider now some estimator θ̂ : Rn+nm → R of θ, such as, for example, a least squares
estimator

θ̂ls(Y (1), . . . , Y (m), X(1), . . . , X(m)) = argminθ

m∑
i=1

(
Y (i) − Aθ(X(i))

)2
(5)

for some unambiguous choice of the minimum. By resampling, with replacement, vectors

(v(1), w
(1)
1 , . . . , w

(1)
n )

(v(2), w
(2)
1 , . . . , w

(2)
n )

...
(v(m), w

(m)
1 , . . . , w

(m)
n )

from S and considering the corresponding “bootstrap estimate”

θ̂∗
ls = θ̂ls(v(1), . . . , v(m), w(1), . . . , w(m))

one treats θ̂∗
ls as a sample from the distribution of the least squares estimator in Equa-

tion 5. Doing many, independent, such resamplings now allows one to compute, for
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example, sample quantiles to produce a form of confidence interval, and sample mo-
ments approximating the moments of the estimator.

The simple empirical distribution function considered above is obviously not the only
possible estimator of the underlying distribution. As always the appropriate choice
of estimator depends on the available information one has on the distribution of ones
observations. For example, rather than taking the empirical distribution the tuples
(Y (1), X

(1)
1 , . . . , X

(1)
n ) above, one could estimate the distribution by first estimating the

conditional means mk = E(Yi | X(k) = x(k)), decomposing each y(k) into an (estimated)
expectation mk and a residual ek = y(k) − mk. Assuming equidistributed and (roughly)
independent residuals one can now estimate/approximate the underlying distribution
by Y (k) ≈ mk + εk where εk are independent random variables following the empirical
distribution given by e1, . . . , em.

Considering the dependence structure characteristic time series a direct application of
bootstrap resampling as in the classical i.i.d. bootstrap is obviously inappropriate. Given
that we have assumed the observed time series to be independent trajectories generated
by a common dynamic (with some shared initial distribution) we have an obvious alter-
native. One can take the empirical distribution of whole trajectories, that is to say, ones
applies Efron’s classical bootstrap to a sample of trajectories. We will use this approach
as a baseline to which we compare our other alternative.

The alternative bootstrapping method applied here is relies on the assumed Markov prop-
erty of the process and that the transition density varies sufficiently slowly over the state
space. We define a distribution on the space of length T sequences of dimension d letting
the (marginal) distribution of the initial value Z(t1) (of a time series (Z(t1), . . . , Z(tT )))
be given by empirical distribution of observed initial values {X(i)(t0)} in the (panel)
data set {X(i)} and define the conditional probability P(Z(tk) ∈ A | Z(tk−1) = z) (for
a measureable A) proportional to

p(A; z) =
n∑

i=1

∑
t∈{t1,...,tT −1}

K(d(X(n)
t , z))IA(z + ∆X

(n)
t ),

for some appropriate kernel K. When interpreted as a resampling scheme this corre-
sponds to resampling steps in a neighbourhood of the current point z, with the proba-
bility of transitioning according to the point X

(n)
t proportional to the kernel function K

applied to the distance to the current value (whence the resampling within a neighbor-
hood). It is clear that the resulting stochastic process once again has a Markov property
and that as the bandwidth of the kernel K goes to 0 or the distances d(X(n)

t , z) go to in-
finity the resulting bootstrap procedure will behave identically to the “whole trajectory
resampling” procedure from above.

Another way to visualise the procedure is that, once initial values are sampled, pro-
cesses will follow their original trajectories, but are likely to start running along another
trajectory at an (approximate) crossing point.
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Apart from resampling the actual transitions rather than the increments this type of
bootstrap estimate has previously been proposed by Paparoditis & Politis[88], who de-
rive convergence under relatively strong conditions (including geometric Ergodicity) and
various asymptotics for linear statistics. The resampling of actual transitions has the
advantage (and, arguably, at the same time, disadvantage) of the bootstrap data sets
being, as in the classical Efron-bootstrap, recombinatins of the original datasets, i.e. the
values attained by the resampled data series were all attained also in the original data
set. We will consider both variants in the simulation study.

While the application to Markov processes/(nonlinear) time series appears to be novel
in Paparoditis & Politis, largely, the same idea was applied to perform bootstrapping in
(non-time series) heteroscedastic regression problems by Shi[100]. The idea of bootstrap-
ping based on estimates of transition distributions in Markov processes has previously
been suggested by Rajarshi[93] who used kernel estimates of transition densities. The
idea of using “a bootstrap based on the Markov property” in the context of hard to
analyse non-linear time series estimators was also hinted at in Tjøstheim[110].

Note that Paparoditis & Politis propose different alternatives for how to select initial
values. In a panel data context where trajectories are assumed to be independent and
behave according to the same underlying dynamics this issue has a natural solution, we
simply use the empirical distribution of initial values (or use any other form bootstrap-
ping based tereon). If one wished to keep “the same” set of cross sectional entities the
above still makes sense if the initial values were fixed (rather than considered random
with their distribution estimated by the empirical one), but the asymptotic behaviour
as the bandwidth becomes small or distances become large (as will generally be the case
in high dimensional problems, by the curse of dimensionality) is that all randomness
disappears, unlike the random initial value situation which reduces to resampling whole
trajectories (with probability 1).

Model Selection

Apart from estimating variances of the parameter estimates our, arguably primary, in-
terest is, as noted previously, using bootstrapping replicates to estimate uncertainty in
the parameter selection of the (adaptive) LASSO procedure.

This idea has previously propsed for LASSO regression by Bach[2] (in the so called
BOLASSO) in a regular regression procedure using classical Efron-type bootstrapping
and selecting only those terms included in most, or all replicates. Bach proves it to
have more general selection consistency properties than the regular LASSO and shows
promising simulation results.

We adopt the stability selection approach of Meinshausen & Bühlman[82]. The idea is,
essentially, to use bootstrapping (in the case of Meinshausen & Bühlman subsampling)
to estimate the selection probability of each term. In the case of a LASSO estimator this
means, therefore, estimating for each coefficient the marginal probability being zero. The
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idea being that a reasonable subset selection procedure should be such that the selection
probability of a correct term going to one while the selection probability of other terms
not doing so (without necessarily going to zero).

By estimating such probabilities for a range of different complexity (i.e. in the case of the
LASSO, shrinkage) parameters one gets a “stability path” where, generally, one expects
the number of high probability terms to go to zero as the complexity penalty increases.
One can then extract a sequence of models either by fixing a selection probability and
considering the sequence of models indexed by the complexity parameter given by includ-
ing those terms with a selection probability above the fixed threshold at that parameter
value.

3.4. Synthetic datasets

It is of interest to test the dependence of our analysis method upon the various as-
sumptions which are required for concistency results concerning our different method
components. In order to systematically investigate the relation between how well these
components function and different types and properties of the system generating the
data, synthetically simulated systems will be studied. Using synthetic datasets allows
us to take multiple samples, whereby we can get for instance Monte Carlo estimates of
the properties of the estimators used.

In order to get a well defined comparison between the estimated and generating dynam-
ics, it is desirable for the synthetic systems to fit the (full) models used in the estimation.
This way, the additional error factor of miss-specification is avoided, and the model selec-
tion procedure can be evaluated by counting the number of correct and incorrect terms
which are included and excluded. Therefore, we want systems with (Laurent) polyno-
mial evaluation functions. Given such a system, it is possible to investigate the effect
of adding observation and process noise etc. and one could systematically test adding
terms which do not fit the model.

At the same time, we want the test results to be comparable in some context. Thus it
would be desirable to find benchmarking problems in system identification, to compare
the efficiency of our method to other methods.

Many systems have been proposed as dynamic system identification benchmarks, such
as the Wiener-Hammerstein system used by e.g. Nesic [85], some biochemical reaction
systems proposed by Gennemark & Wedelin [34] or the Silverbox problem described
by Marconato & Sjöberg [76]. However, none of these systems are representable as
(Laurent) polynomial dynamics (except the linear ones). One standard system identi-
fication benchmark, however, does match this property: the Lorenz system (originally
proposed by Lorenz 1963 in [72]), which is well studied and has later been used by e.g.
Guerra & Ceolho [39].

In addition, an investigation [102] by Spaiser, Ranganathan et al. suggests a model
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Table 1: Factor levels for Lorenz
factor h σ p

low 0.005 0.2 2
hight 0.04 0.8 6

relating human rights democracy, life expectancy, log GNI per capita, female education
and emancipative values. As this model was developed according to the procedure we
extend, it seems appropriate to try it as a reference system. This will be discussed
further in section 4.3.

The Lorenz system has a second order polynomial evaluation function and smooth but
interesting non-linear dynamics, as discussed by e.g. Viswanath [113]. It can be extended
to a stochastic variant given on Itô form in Equation 6.

dx = σ(y − x)dt + εx(t)dw(t)
dy = (rx − y − 20xz)dt + εy(t)dw(t)
dz = (5xy − bz)dt + εz(t)dw(t)

(6)

For the simulation study the parameter values σ = 16, r = 45.6 and b = 5 are used. 700
datasets are sampled at the process noise levels {0, 0.2, 0.5, 0.8}, each with 200 time series
instances and 240 time points at intervals of h = 0.005. The levels of process noise and
the time step are chosen manually by graphically investigating the behaviour of sample
trajectories. The highest process noise level is chosen to cause the trajectory to exhibit
a qualitatively different behaviour than at the lowest level, and the step length is chosen
to be sufficiently small such that, in the deterministic case, the forward differences are
reasonably good approximations of the derivatives. Figure 1 illustrates the step length
and highest noise level on a sample trajectory (here the trajecotry is projected on the
two dimensional plane of the second and third coordinates). Note that the simulation
step length is five times smaller than the sampling step length, to reduce the error level
of the simulation.

For convenience, we will speak of high/low levels of three parameters: step length h,
process noise σ and the order of the model function p. The values are listed in Table 1,
chosen after some initial testing to capture qualitative change in behaviour.

The system described by Spaiser et al. in [102] concists of five variables, according to
table 2. The variables are presumed to be scaled to the interval [0, 1]. Spaiser et al.
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Table 2: Variables in Spaiser’s system
variable description

D human rights democracy
L life expectancy
G log GNI per capita
F female education
E emancipative values

propose that the system dynamics are governed by the system of ODEs

dD

dt
= 0.11DFG − 0.1188D2 + 0.025G2

dL

dt
= 0.028E − 0.024836EL−1 + 0.004L−1

dG

dt
= 0.002GE−1

dE

dt
= 0.028DL − 0.01638D2

dF

dt
= 0.007EF −1.

This system can easily be extended to a system of SDEs by taking the sum of the
evaluation function of the ODE system and a Brownian motion. We get

dD(t) = (0.11DIG − 0.1188D2 + 0.025G2)dt + σdWD(t)
dL(t) = (0.028E − 0.024836EL−1 + 0.004L−1)dt + σdWL(t)
dG(t) = 0.002GE−1dt + σdWG(t)
dE(t) = (0.028DL − 0.01638D2)dt + σdWE(t)
dF (t) = 0.007EF −1dt + σdWF (t).

Using simulated datasets on the SDE version of Spaiser’s system, the performance of
our method can be compared in a straightforward manner to how it has performed on
the other synthetic systems. It is also reasonable to expect that the SDE version of the
system should behave similarly to the deterministic version, at least for small σ. We will
refer to this system as ”the Spaiser system”.

For the simulations, four levels of σ are chosen: {0, 0.02, 0.06, 0.1}, and the sampling step
length is set to 0.25 (the simulation step length is 0.05). These parameters are chosen
graphically, similarly to how the parameters were selected for the Lorenz dataset. Figure
2 shows the relation between the curvature, step length and maximum process noise level.

At each of these noise levels, 20 datasets are generated, each containing 200 trajectories
at 240 time steps.
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A couple of benchmarking systems for ODE system identification in bioinformatics are
suggested by Gennemark Wedelin [34]. One of their proposed systems has a linear
evaluation function. Testing our method on a simple linear system will on the one hand
give an initial indication as to whether the method is doing what we think it is doing,
and on the other hand hopefully show whether the procedure adds unnessecary complex
/ higher order components.

A 3-dimensional linear system is selected from some samples with N(0, 1) coefficients.
The selected coefficient matrix is−1.2491006 0.9971792 0.2449730

0.8465572 0.1850852 0.5061902
−0.3769468 −2.5390128 −0.7722474.


As with the other systems, configuration is done graphically; see Figure 3. The selected
process noise levels are {0, 0.2, 0.5, 0.8}, and the selected time step is h = 0.05 (with a
simulation time step of 0.01). At each noise level, 1000 datasets are generated, each with
200 trajectories of 240 time steps.

Randomly generated Laurent polynomial dynamical systems

Another approach is to attempt to randomly generate Laurent polynomial dynamical
systems. Such systems can be forced to be well-posed by adding higher order negative
feedback terms with small coefficients (which will not affect the system close to the
origin, but keep each variable from diverging), or, in the case of negative exponent
terms, adding greater negative order positive feedback terms with a small coefficients
(which will only affect the system close to the origin). Formally, let us start from a full
multivariate Laurent polynomial SDE model of some dimension d and set of orders P

dx(t) = fθ(x(t))dt + σdW (t), with

fi(x) =
max(P )∑

j1..d=min(P )
θi,j1..d

d∏
k=1

xjk
k , where

θi,j1..d
= 0∀j1..d :

d∑
k=1

|jk| /∈ P,

that is, a limit is imposed on the sum of the absolute orders of the factors in terms
in the system. Further, the θi,j1..d

are randomly selected as 0, with probability p, or
∼ N(0, 1), with probability 1 − p. The resulting system is forced to well-posedness while
preserving the behaviour in (hopefully) most of the domain, by (if P contains a positive
value) identifying the next odd power Phigh above max(P ) and adding to fi(x) the term
−cboundx

Phigh

i , and (if P contains a negative value) identifying the next odd power Plow

below min(P ) and adding to fi(x) the term cboundxPlow
i . If cbound is sufficiently small,

as long as xi is not very close to zero (in the case where P has a negative value) or very
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large (in the case where P has a positive value), the modified fi will be approximately
equal to the original. At the same time, if |xi| grows sufficiently large/small, the added
damping term will be greater in magnitude than any of the other terms (as it has a
higher/lower exponent), and thus force xi to diminish/grow. In other words, the norm
of trajectories of the modified system is bounded, so given a starting position, the SDE
system is well-posed.

This allows the construction of semi-general arbitrary dimension arbitrary order well-
posed Laurent polynomial dynamical systems, using e.g. a normal prior distribution on
the parameters. Such a system can be used as reference to test our system identification
method on, allowing us, for example, to investigate how our method works on a high
order high dimensional system (for which we have not found any standard benchmark
problems).

For the simulations study, the chosen system is of 5th order (only positive exponents)
and 5 dimensional. It uses a time step h = 0.05 (with a simulation step of 0.01) and
noise levels {0, 0.1, 0.3, 0.5}. The step length and noise level are illustrated in Figure 4.
400 datasets are generated at each noise level, each with 200 trajectories concisting of
240 time steps.

Stable implicit SDE simulator

Simulating non-linear SDEs in a stable manner is not trivial. As accuracy and speed are
not the important issues, and the generality of systems considered makes it difficult to
show any stability properties, the safer alternative of using an implicit solver is chosen.

According to Burrage & Tian[12], a combination of an implicit and a semi-implicit Euler
method can be used to get ”unconditional” stability. As it turns out, this method
concistently selects the implicit Euler method if the stochastic component of the system
is independent of the state (as in our case). Thus, we can use the simple discretisation
scheme

xk+1 = xk + hb(xk+1) + σ
√

hε(tk+1),

where σ
√

hε(tk+1) converges to the steps of a Brownian motion with variance σ2. This
scheme is implemented using the C++ library nlopt [55]. However it is difficult to deter-
mine whether the stability conditions apply to our highly non-linear systems. Therefore,
convergence properties are tested empirically on the Lorenz and random systems in terms
of the mean square convergence (as defined in section 3.1).

The expectency of the supremum squared error is estimated by the mean over 100
samples. Samples are taken at five levels of the number of time points at even powers
of two 28 through 212, and at two different randomly selected starting positions per
system (as the convergence property may be different in different areas). A time interval
is estimated graphically to contain a reasonable amount of curvature. To estimate the
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timewise errors of the trajectories, a reference solution with 215 time points is used, and
the maximal error is measured between the constant interpolations of the trajectory and
the reference. The results are shown in Table 3, where conv is defined as ∆ log MSSE

∆ log h and
MSSE is the mean supremum squared error.

Table 3: SDE solver convergence results
σ test h MSSE var conv

0.80 Lorenz 1 3.91e-04 1.87e-03 1.85e-07 1.16
0.80 Lorenz 1 1.95e-04 8.35e-04 1.70e-08 1.05
0.80 Lorenz 1 9.77e-05 4.05e-04 3.49e-09 0.95
0.80 Lorenz 1 4.88e-05 2.09e-04 1.11e-09 0.98
0.80 Lorenz 1 2.44e-05 1.06e-04 1.85e-10
0.80 Lorenz 2 3.91e-04 2.69e-03 2.58e-07 1.35
0.80 Lorenz 2 1.95e-04 1.06e-03 3.48e-08 1.17
0.80 Lorenz 2 9.77e-05 4.70e-04 6.23e-09 1.12
0.80 Lorenz 2 4.88e-05 2.16e-04 8.39e-10 1.00
0.80 Lorenz 2 2.44e-05 1.08e-04 2.20e-10
0.40 random 1 4.69e-02 3.88e+00 5.57e-02 1.58
0.40 random 1 2.34e-02 1.30e+00 2.86e-02 1.75
0.40 random 1 1.17e-02 3.85e-01 8.79e-04 2.08
0.40 random 1 5.86e-03 9.12e-02 2.27e-05 1.96
0.40 random 1 2.93e-03 2.34e-02 6.03e-06
0.40 random 2 4.69e-02 3.71e+01 2.19e+03 0.72
0.40 random 2 2.34e-02 2.25e+01 1.48e+03 2.72
0.40 random 2 1.17e-02 3.41e+00 1.12e+01 -0.21
0.40 random 2 5.86e-03 3.94e+00 2.26e+01 3.19
0.40 random 2 2.93e-03 4.30e-01 9.54e-02

The results indicate a clear first order convergence for the Lorenz system, and a less clear
but perhaps higher order convergence on the random system. Given that the simulation
uses locally concistent approximations of the differentials, it seems reasonable to argue
that when it converges to something, this must be the correct solution. Considering
the theoretical first order MS convergence results, the empirical results seem reasonable.
Thus, while noting that the high order random system simulations may be a bit un-
certain, one could hope that simulations can be run on our other test systems without
introducing to many systematic errors which could affect the data analysis.
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4. Results

In this section, simulation results are presented concerning the relation between the drift
function and the distribution of estimates thereof. We will look at how this translates
to stability selection, how well the bootstrap methods approximate the distributions of
estimates and how well the stability paths on bootstrapped estimates match the actual
stability paths.

4.1. The LASSO

We turn now to the behaviour of our estimators with respect to their ability to estimate
the drift fields at each point in the data set. As previously we have two different, though
not independent, sources of error of concern to the regression procedure as a way to
estimate the drift in a point. The first is given by the discretisation, that is to say
the use of an incorrectly specified model both in the dependent (the steps taken by the
process only approximate the drift) and the independent (even if the drift only depends
on some terms, the steps involve stochastic integrals of the drift) variables. The second is
given by the correctly specified increments of the Brownian motion (i.e. the error terms
of the linear model).

Roughly speaking one would expect the first type of error to be handled by the local
polynomial estimates, as they give, roughly speaking, higher order approximations of
the curvature at each point, utilising additional information not used by the single step
“Euler type” estimates used in the autoregressive discretised problem. Fitting, on the
other hand, a (approximately) correctly specified linear models to such steps, on the
other hand, will, obviously, compensate for the latter type error.

These effects can be seen in Figure 5 which gives Monte Carlo estimates of the distribu-
tions marginal L2 error along paths of different variants of the Lorentz system for the
following reference estimators:

Step is given simply by the observed forward steps taken by the process. Roughly
speaking this is the estimate we hope to improve.

Oracle is given by the fitted values with respect to a linear model containing only the
terms relevant to the drift function. That is to say, this is the estimate given by
an idealised variant of the estimator of Ranganathan et al. that always correctly
identified the terms relevant to the drift, without the model selection procedure
introducing any additional error.

Local is given by the slope of (naive) local second order polynomials fitted (simultane-
ously) at each point and its two closest neighbours (be they on the same or another
trajectory) on a symmetric time interval of five time steps in the fast sampled data
and three time steps in the slowly sampled data, without any form of weighting.
This illustrates what a simple “unreflected” use of a local estimator produces.
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Large LM is given by the fitted values of a full sixth order linear model. It thus serves
as a reference for whether or not the model selection procedure can improve the
drift estimates.

Note that a large number of data points are used in order to try to isolate the different
effects, reducing the influence of variance in the estimators.

Note in Figures 5c and 5a, the low diffusion parameter processes, that almost no obser-
vations of the Step or Oracle estimators are as low even as the median of the naive local
polynomial estimate. In the extreme case (Figure 5c) we see that roughly 75% of the
local polynomial errors are smaller than even the best 10% of the Step and Oracle ones,
which behave more or less identically as far as norm of the error goes.

Throughout the tests the full sixth degree linear model has a lower median error than
the oracle one. Tt does manage to compensate for some of the noise, presumably by
fitting the actual discrete transition steps more closely, but with significantly thicker
tails. The situation is thus as one would expect, that is to say, fitting the “correct” para-
metric discretised autoregressive model does not compensate for the error introduced by
the discretisation but compensates for the random increments of the Brownian motion.
Indeed, we see that the larger deviation of the step from the drift in Figure 5c results in
estimated derivatives that are generally worse than the simple step derivatives.

On the other hand Figure 5b illustrates the fact that the local estimator is much more
severely affected by noise, with the “global” linear models being largely unaffected, as
is to be expected given the relatively small number of data points in the local fit and
the large number of data points for the global linear model. While this is true the local
polynomial estimates are still a significant improvement on the plain forward difference
estimates.

When both the sampling rate is reduced and the noise ins increased (Figure 5d) the
errors are roughly equalised with the error of naive local polynomial estimates having
approximately the same size of errors as the global parametric fits. For reference Fig-
ure 6 gives the same fits while reducing the number of data points without reducing
the sampling rate, by removing one fourth of the trajectories. Note that the results are
essentially the same as those in Figures 5a and 5b, indicating the above effects are not
just due to reduced sample size but actual effects of the decreased sampling rates.

As noted previously the above applications of local regression were all “naive” in the
sense that they were given by, simply, picking a small neighbourhood size more or less
arbitrarily and applying no weighting to the least squares fit. While experiments indi-
cated that it was possible to get non-trivial reductions in error in all the data sets by
using larger neighbourhoods and introducing weights, none were large enough to make
give qualitative differences (in the sense of clearly changing the relationships of Fig-
ure 5). Using numerical search procedures on a small subset of a data set, and using
neighbourhood sizes ranging from 1 to 9 in the number of points around to fit, and sym-
metric intervals of lengths 3 to 19 suggested that the error could be reduced by about
a factor of three in all the data sets. The weighting scheme tested was given by weight-
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ing each regression equation proportional to a Gaussian kernel applied to the distance
to the neighbouring point and each point proportional to a Gaussian kernel applied to
the number of time steps to the centre point. By far the largest reduction appeared to
happen when passing from a single to including multiple regression equations, though it
is unclear whether this is simply due to an indirectly introduced shrinkage effect. Fur-
thermore it remains to see to what extent this extends to less friendly and idealised data
sets.

One can now use the above results as a benchmark against which to compare the values
fitted by the LASSO. We will see below that the regularisation parameters at which
incorrect (with respect to the drift function formula) terms are eliminated happen at
more or less the same fractions of the largest parameter in each of the three output
components. The (marginal) distribution of the drift L2 error for a sequence of fits
ranging from no (i.e. an ordinary least squares fit) to full shrinkage (i.e. just a mean
term) for a second order polynomial model fitted to the high sampling rate and high
noise process is given in Figures 7. The shrinkage values are given by applying an amount
of shrinkage corresponding, roughly, to a fraction of the active term changes throughout
the regularisation path having happened. Such shrinkage values were computed by
finding (using LARS) the set of such shrinkage change points for a large number of data
sets and computing the quantiles of these sets.

Unsurprisingly given the above results indicating the relatively good performance of
simply fitting a high order polynomial linear model the LASSO estimates for a full
second order model essentially dominate the simple step estimates in Figure 7b, for
all but the end of the regularisation path (which we will see below corresponds to the
region where the significant terms start being eliminated). Of more interest is the fact
seen in Figure 7c that the adaptive LASSO managed to reach levels equivalent and,
to some degree, even outperforming the Oracle procedure in the area wich, as we will
see, corresponds to the shrinkage region where the correct terms tend to be selected.
Presumably the reduced variance in this region is an effect of the regularisation induced
by the L1 shrinkage. Though it is probably unsurprising given the large data set, and
thus the relatively low variance of the OLS parameter estimate, Figure 7a indicates that
little if any additional error is introduced by the adaptive modification to the unmodified
LASSO. Furthermore it indicates that the reduction in error seen in the application of the
adaptive LASSO is indeed to correct term selection, and not simply due to shrinkage,
as the path of the unmodified LASSO, which as we will see will not have the same
propensity to select the correct variables, does not have a corresponding region of low
error.

For all the other data sets the LASSO paths show the same behaviour, relative of course
to the previous results in Figure 5. In Figure 8 one sees, for example, that the regu-
larisation is marginally worse than the Oracle in the low sampling rate, low innovation
process. Similarly the situation appears to be more or less the same when fitting a full
sixth degree model, as seen in Figure 9, the changes are smoothed out, but there is still
a clear dip before the effect of the shrinkage hits the primary terms, resulting in quickly
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increasing errors. Note again that these results are computed for shrinkage values as
discussed previously and that better results should be observable by choosing shrinkage
rates differently for each component.

One should note that the estimation of derivatives is not the primary concern here.
Nevertheless there does not appear to be any other clear, general, fitness criterion that
does not rely on a particular parametric form, unless one wishes to consider something
more like topological properties of the system. Doing the latter seems inappropraite
in light of the stability issues introduced in the parametric form (stability issues in
the sense that the dynamical system can behave very differently for a small change in
parameters). Furthermore it serves as a clear way to illustrate the errors introduced by
discretisation. Given the above results we therefore return to the question of whether
the local polynomial derivatives can be used to estimate the error in each point.

As there is a clear break in the error of the LASSO estimates of the derivatives at around
75% shrinkage we consider the situation separately for low shrinkage (below 75%) and
high shrinkage (75% to 95% shrinkage), given in Figures 10 and 12, respectively. The
only situation where the estimate seems to fail considerably is in the low shrinkage fits
on the high noise and high sampling rate data set in Figure 10b. This should hardly be
of any surprise, considering even the bad generally performance of the local polynomial
estimator relative to the autoregressive models for this data.

For the low shrinkage fits Figure 11 suggests that under/over estimation of the error
size for is relatively uncorrelated to that of the corresponding residuals of the full second
order fit. In the high shrinkage ones given in Figure 13 show a somewhat stronger
correlation.

The possible improvements given by the local polynomial estimates relative to the step
estimates, especially at lower sampling rates, observed above beg the question of whether
the estimators can be combined. Note that first estimating drifts via the local regression
procedure introduces complex dependencies between observations, ruining any indepen-
dence of residuals in the original problem. Nevertheless, the results in Figures 14b 15b
indicate that some of the effect of the higher noise on the local estimates can be re-
moved in a two stage estimator that applies the autoregressive estimator to the local
estimates, though. Unlike the previous case with the Oracle/adaptive LASSO in the
quickly sampled case the error level of the two stage estimator on the high noise data set
is not reduced to that of the local polynomial estimates in the corresponding low noise
one. It would be interesting to know whether this is due to the stirring of the residuals
or additonal misspecification introduced by the higher noise, though the fact that the
oracle estimator seems largely unaffected by the additional noise (cf. Figures 5c and 5d)
would suggest the former.

As one might expect the regression procedure appears to give little improvement on the
pure local estimator when the innovation noise is low, as seen in Figure 16b, and even has
a detrimental effect in Figure 17b. In any case the two stage estimator appears better
than the plain autoregressive adaptive LASSO, though interestingly the shrinkage seems
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to give little improvement, as far as median square error is concerned.

Having considered the LASSO’s ability to estimate the drift, we proceed to evaluate it in
terms of the stability paths introduced earlier. In order to more conveniently discuss the
relation between these stability paths, let us first introduce a couple of definitions. Note
that when speaking of a stability path, we actually mean a Monte Carlo estimate of the
stability path generated from a finite number of resamples. As mentioned previously,
selecting a probability level for the stability path gives one a sequence of models, as
does selecting a shrinkage level; selecting both gives exactly one model (concisting of
all the terms above the probability level at the specified shrinkage level). However,
as Meinshausen & Buhlmann [82] conclude, the selected models tend to be similar for
different ”reasonable” choices of these levels. A ”reasonable” choce of selection parameter
levels is in this context one which seperates stability paths which stand out from those
which don’t. Also, as mentioned earlier, we expect the probability level of the correct
terms should asymptotically approach one, while the levels for errenous terms should
fall as the shrinkage is increased. Hence, the good choices of selection parameter levels
should generally be closer to one than to zero.

Now, let us call two stability paths qualitatively similar if the set of terms which stand
out is similar, the degree to which they stand out is similar and which terms have an
overlap in the shrinkage region where they stand out is similar (excepting possibly the
interchanging of some incorrect terms). Equivalently, when refereing to the terms which
”would be selected” by a stability path, this is to be interprated as the terms in the
model that stand out in the stability path, or that would be selected by applying a
reasonable choice of selection parameter levels to the stability path.

Further, when illustrating a stability path, we will plot the probability levels of each
regression model term against the shrinkage value. The ”valid terms” (those terms which
were in the system which generated the data) will be coloured so that one can easily see
whether their probability levels stand out in relation to the probability levels of ”invalid”
terms. As our systems, and thus also regression problems, are multidimensional, the
figures will contain one stability path per dimension.

Before starting to run more sophisticated tests, it seems reasonable to try to confirm
that the method of stability selection actually does what we expect and/or that the
implementation is successfull. This is done by testing the procedure on the simple linear
system dataset samples, with ample number of samples, high sampling frequency and low
process noise, such that identifying the correct parameters should be straightforward.
The stability paths for the adaptive LASSO are shown in Figure 18 and indicate that
the estimator is indeed destinguishing between the correct and incorrect terms.

In addition to this, we wish to determine whether the adaptive LASSO performs better
than the ordinary LASSO on our problems, such as to chose one of the regression methods
to use in the tests. The non-adaptive LASSO is therefore tested on the Lorenz system
with high noise and low sample rate. The stability paths are shown in Figure 19, and
can be compared to the adaptive LASSO results for the corresponding configuration in
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Figure 22. It seems apparent that the ordinary LASSO is confounding the correct terms
much more than the adaptive variant. Thus, we will use the adaptive variant for the
main tests.

To get an initial overview of the behaviour of stability paths of the adaptive LASSO,
we consider the Lorenz dataset which is non-linear but only of second order, i.e. one
would expect the identification problem to be non-trivial but solvable. 100 levels of
the LASSO regularisation parameter λ are chosen based on a test estimation, at evenly
distributed quantiles between the highest and lowest parameter value which changed
the set of non-zero terms estimated in this test. For each of the eight combinations
of the parameter levels h, σ and p defined above, and each of the 100 levels of λ, the
adaptive LASSO estimator is evaluated on the 700 Lorenz datasets and their forward
difference derivative approximations (where subsets of the datasets are taken to get the
corresponding datasets with lower sampling requency). The estimates thus generated
are analysed in terms of their corresponding stability paths, shown in figures 20 through
27.

A distinct difference can be observed between the stability paths with high and low h. In
each of the cases with low h, the stability path can identify the correct terms, with the
exception of the term y in the second dimension of the model (that the method misses
this specific term is explained by that its coefficient in the generating dynamic is only
0.05 times the size of other coefficients in that dimension of the evaulation function).
However, when h is increased (i.e. the sampling rate is decreased) by a factor 8, the
stability paths tend to mix up a couple of incorrect terms with the correct ones, even
though most correct terms do remain among the ten percent or so which stand out. For
example, chosing the high noise high order paths, and selecting a probability threshold
of 0.8 and the 0.95th quantile of λ values, the selected model would be

dx = (a1y + a2xz)dt + σdWx

dy = (b1x + b2xz + b3x2yz)dt + σdWy

dz = (c1xy + c2x2z)dt + σdWz.

Such a result is expected since the forwards differences are only unbiased approximations
of the derivatives when h tends to zero. It is also concistent with e.g. Timmer’s results
[109] on parameter estimate bias for undersampled non-linear systems. The effects of
process noise seem to be almost insignificant at the level we chose, causing only a slight
decrease in the regularisation level at which the correct parameters are dropped. The
higher order model function seems to be handled well, that is, co-linearity between the
correct terms and some higher order interaction terms is not causing the estimator to
select these higher order terms sufficiently often to make them difficult to distinguish
from the correct ones.

Finally, we consider the effects of applying the stability path analysis to a more ”re-
alistically” dimensioned Lorenz dataset. Here we have selected the high process noise,
low sample rate and only one tenth of the trajectories. Stability paths are shown in
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Figure 28, and seem almost unaffected by thus reducing the number of trajectories (as
compared to Figure 27).

For comparison, stability paths for the two stage estimator proposed earlier are also
computed on this reduced dataset. The results are shown in Figure 29, where we see
that at the optimal regularisation level, the correct terms are almost unambiguosly
selected for all three models.

Having concluded that the stability selection procedure handles the relatively easy
Lorenz system acceptably well, we continue by investigating it’s application to a ran-
domly generated system of higher (fifth) order and dimension, as introduced in section
3.4. The setup for generating stability paths for the random system is similar to that for
the Lorenz system, except that only 400 datasets are used at each configuration (due to
lack of time/computing resources). This system, however, has 22 terms, and the model
function (all up to sixth order interactions) will contain 461 covariates. As can be seen
in Figure 30, the stability paths do not clearly distinguish the correct terms. However,
looking at which terms would be selected in a stability selection, it at least seems as
if the proportion of selected correct terms would be quite a bit larger than the overall
proportion of correct terms. In comparison, when sampling only each eighth time point,
we get the stability paths in Figure 31. Here, there appears to be no difference between
the treatment of correct and incorrect terms at all.

A reasonable explanation is that there are co-linearities between the valid terms and
many other terms in the model. Possibly, another casue could be that the system
does seem to contain some stable equilibrium points, causing some trajectories in the
simulations to get ”stuck” at an early time. This would cause the remainder of data
from this trajectory will only concist of random noise, which could affect the regression
in some way.

Note, also, that we are not sure the simulation of the random system is convergent (see
discussion in section 3.4), that is, even though the update steps are locally concistent,
the errors on a global time scale with respect to a specific theoretical path may be large.
It is possible that this could have caused some of the problems with the stability paths,
so we should not hold those results as conclusive.

4.2. Bootstrapping

We turn now to establishing some basic empirical foundations for motivating the different
proposed bootstrap methods by applying them to estimating the expected values and
(co)variances of the estimators. The former serves as a check that, at least for the
present model, none of the bootstrap methods introduce an additional bias, while the
latter serves as an initial indication of whether the bootstrap procedures are appropriate
for estimating the uncertainty of ones estimates.

Figures 32 and 33 give estimation paths for the parameters in the smaller linear model
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consisting of all second order terms for the two “extreme” cases given by low noise levels
at high sampling rates and high noise levels at low sampling rates, the other two cases
following the same patterns. As a reference the middle columns give estimation paths
estimated from simulation of the diffusion process.

In the quickly sampled model no obvious deviations from the estimated expectations is
found. Looking at Figure 34 we note that the local bootstrap appears to introduce a
slight systematic error not present in the simple i.i.d. one (see, especially the x and xz
terms in the x component and the y term in the z component), though both have a
tendency to somewhat overestimate the xz term in the y component. Interestingly the
error peculiar to the local bootstrap appears to be mostly eliminated as the noise level
is increased, as can be seen by comparing Figures 34 and 35, retaining a larger error
only in the shrinkage-less estimates. Presumably this is an effect of the effect of the
innovation noise dominating the effect of the smoothing of the drift function inherent
in the local bootstrap. The results appear to remain consistent as the sampling rate is
reduced, though the bias of the actual estimation procedure obviously still remains, as
illustrated in Figure 33.

Turning to variance estimation the situation is much the same. Figures 36 and 37 show
that the local bootstrap overestimates the variance in the low variance data set, an
effect which disappears in the high variance data set where both bootstrap variants
slightly overestimate the variance. Interestingly this effect does not appear to be present
in the slowly sampled data sets, as can be seen in Figures 38 and 39, where the only
major difference seems to be an underestimation of the variance of the y term in the z
component from the local bootstrap. It appears, therefore, that further inquiry into the
effect of the discretisation would be in order.

The results appear to be much the the same as the size of the models increase. Fig-
ures 40 and 41 suggest that the bias introduced by the local bootstrap becomes somewhat
more apparent, though still no large scale qualitative differences are introduced. In the
variance estimation the local bootstrap still overestimates the variance in the low noise
model in Figure 42, but shows, possibly, a slight improvement over the simple bootstrap
in Figure 43.

Turning to a smaller data set consisting of only one tenth of all trajectories (i.e. 20
trajectories per data set), the overall picture in the second order model is retained,
though obviously the quality of estimates are somewhat negatively affected overall. As
far as bootstrapping goes the situation in Figure 44 is almost identical to before while
Figure 45 suggests that the bias of the local method (keeping the neighbourhood size
fixed!) is more severely affected. The (strong) variance overestimation is still present in
the quickly sampled low noise model, though now isn’t entirely eliminated in the high
noise one (see Figures 46 and 47).

The situation becomes more interesting when considering the full sixth order model.
Figures 48 through 55 show that both methods start showing a much higher rate of
introduction of noise terms but that the local resampling method, while retaining its
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bias issues, appears to be less affected by an increase in noise. Note that the effect is
even more prevalent in the slowly sampled and arguably more realistically sized data
set containing only 30 time points, giving a total of 600 data points per set (meaning
the 83 term full sixth order model is large relative to the number of data points). The
picture is more or less repeated for the variance estimates, where the local bootstrap
again overestimates the variance much more severely than the simple bootstrap in the
low noise data sets (Figures 56 and 58), but now shows improvement in the high noise
sets, especially the slowly sampled one (Figures 57 and 59).

While the interaction between the performance of the local bootstrap and average num-
ber of times a resampled trajectory changes which of the original trajectories it resamples
from seems non-obvious, we note that the above improvements probably cannot be re-
duced to the local bootstrap getting closer to the simple bootstrap due to a change in the
number of expected close by points. That the relation is more complicated is suggested
both by observing an actual improvement, if only in one of the more extreme cases, and
by the fact that the average number of times a trajectory changed seems to have been
roughly constant at about two thirds of the transitions.

Using local resampling of transitions (as opposed resampling the increments) while re-
taining the neighbourhood size appears mostly to increase the above observed issued
with the local bootstrap, as can be seen in Figures 60 and 61, though the most severely
biased terms in the latter appear to change. The variance overestimation is retained in
even in the high noise data set (Figure 62) and shows a slight improvement in the low
variance one at low sampling rate (Figure 63). Note that we make no statement regard-
ing whether any of these are intrinsic differences between the methods or just an effect
of neighbourhood sizes not being directly comparable for the two methods, intuitively
one would, for example, expect equally (spatially) large neighbourhoods should result
in a higher variability for the local transition resampling bootstrap. Nothing about this
appears to change in the small data sets.

Having considered the basic performance of the bootstrap, we now turn to evaluating
whether the methods produce dataset resamples which are equivalent to the original
dataset distributions in terms of stability selection. The resources available for this
project are insufficient to do a proper estimation of the distribution of stability paths
produced by adaptive LASSO estimates on the bootstrapped sets of datasets. Instead,
stability paths will be generated on a small number of sets of bootstrapped datasets,
for each of a number of parameter configurations. From this, we will attempt to get an
overview of the effects of the bootstrap in terms of how it’s stability paths compare to
stability paths from true resamples of the datasets.

Again, the Lorenz system is used as the baseline test. Five different Lorenz datasets are
selected for each combination of the parameter configurations low and high level of both
noise and sampling rate. The ”simple” and ”local step” bootstrap methods are used to
generate 200 bootstrapped datasets at each parameter configuration. Then, adaptive
LASSO estimates are computed for all the batches of 200 bootstrapped datasets, once
using a second order model function and once using a sixth order model function, and
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stability paths are computed for each such set of estimates. Now, the effect of the
bootstrap can be evaluated by comparing these bootstrap based stability paths to the
corresponding stability paths generated from true resamples at the same parameter
configuration.

We begin by looking at bootstraps generated from all time points in the datasets. In
these cases, the ”resample steps” method seems to give stability paths more or less
equivalent to those based on the true resamples. Figure 64 shows stability paths for
the high order model function estimates applied to the bootstrapped data from the high
noise system data. Here most correct terms stand out. These paths are qualitatively
similar to the Monte Carlo sampled paths in Figure 23, which use the same parameter
settings. They both have prolems with the noted small y term in the second model, and
an errenous term in the first model getting almost the same probability scores as the
correct ones. The latter is more severe on the bootstrap based stability paths, but still
mostly correct terms would be selected. This good quality turns out to hold also for
lower levels of noise and model function order, see for example Figure 65.

As it turns out, the results when using the simple bootstrap are almost identical; see
figures 66 and 67. Here the same model functions and noise levels were used as with the
local steps bootstrapped stability paths in figures 65 and 64.

Let us now investigate what happens when applying the bootstrap methods to less
frequently sampled data. Reasonably, the simple bootstrap method should be unaffected
by how frequently sampled the data is, as it does not use any concerned information.
The local step bootstrap method, on the other hand, depends on the steps in the data,
and may become less accurate when the steps are longer or the points are more sparse.
Consider the stability paths for the simple bootstrap method shown in figures 68 and
69. They are qualitatively similar to the stability paths for the Monte Carlo estimates
on the same datasets and model functions (figures 24 and 27 respectively). As it turns
out, the stability paths for the local step bootstrap method at the same configurations,
shown in figures 70 and 71 are almost of better quality. Hence, at least down to the
sampling rate we have investigated, this bootstrap method does not seem to be impaired
by any error caused by the long steps.

Finally, we investigate how the stability selection fares on datasets bootstrapped from a
more realistically dimensioned Lorenz dataset (using the high noise and including only
each eighth time point and each tenth trajectory). Here the local step bootstrap is used,
and it’s stability paths are shown in figures 72 and 73 (for high and low order model
function, respectively). Surprisingly, the bootstrapping method seems almost unaffected
by the reduced number of data points. All in all, even on this reduced dataset, the
local step bootstrap thus seems to give results that are, in terms of the stability path
quality, almost equivalent to those given by resampling from the actual distribution.
Furthermore, the combination of bootstrapping and stability path analysis appear to be
able to identify almost all the correct terms (and only a few incorrect terms) on a poorly
sampled Lorenz dataset.
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4.3. Case Study

Having confirmed that our presumptions concerning a continuous underlying dynamic
(and a sufficiently smooth curvature) may indeed be sufficient for our bootstrapped
stability selection method to identify the underlying system, we now wish to observe
how the procedure fares on real world data. Considering that Spaiser et al. obtained
some system identificaiton results from a real world dataset (mentioned in section 3.4),
we chose to use the same dataset. This allows us to compare our results to those obtained
by the original method which we are trying to improve.

Before we compare our results to those obtained by Spaiser et al, it is of interest to see
whether the adaptive LASSO (which we use) and the all subsets regression (which they
used) behave similarly in terms of inferred stability paths. Therefore, reference stability
paths on the Lorenz system are computed using the all subsets regression. Figure 74
shows that the all subsets regression gives qualitatively similar results to the adaptive
LASSO on a well sampled dataset, and Figure 75 indicates that it also faces the same
problems when the sampling rate is reduced.

Thus we conclude that the two regression methods behave similarly, at least on the
Lorenz system and measured in terms of qualitative properties of the stability paths.
We now hope to compare our approach combining bootstrap and stability selection to
the approach employed by Spaiser et al, where they manually/graphically select lower-
dimensional sub problems to be able to run an exhaustive subset selection and then
choose between selected models using the Bayes’ factor.

To begin with, let us look at stability paths for the empirical data. Using the local step
and simple bootstrap methods, we produce two sets of 200 resamples of the dataset.
Stability paths from the local step bootstraps are shown in Figure 76 (for the adaptive
LASSO estimator) and Figure 77 (for the two stage estimator), and for the simple
bootstrap in Figure 78 (for the adaptive LASSO estimator). In order to make comparison
easier, in these figures we have indicated those terms which Spaiser et al. suggested as
the valid terms for each model.

On the local step bootstrapped stability path, only one of the proposed terms stands
out: the D2 term, which is included in the models for dD and dE. Apart from this, ther
is no indication that the proposed terms should be more relevant for the behaviour of
the models than other terms. The stability path of the simple bootstrap does not even
show this term.

A possible explenation to why our identification method does not identify the same
terms as Spaiser et al. on the data could be that it is not able to cope with the type
of system they suggest. Therefore, we will now look at data from a synthetical system
using the estimated differential relations that Spaiser et al. proposed, plus some process
noise, as introduced in section 3.4. If our procedure can identify the valid terms on the
synthetic data (which follows the presumptions), it should be safe to presume that, if
the presumptions made by Spaiser et al. are correct concerning the empirical data, then
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our procedure should also identify these terms on this data.

An initial attempt to generate stability paths for the synthetic data is shown in Figure
79, where we see that only a couple of the valid terms stand out. After looking at how
the trajectories in the dataset tend to behave, we find that the cause is that a small part
(about one in ten) of trajectories of this system tend to grow to a couple of hundred
times the magnitude of the other trajectories. This behaviour should reasonably cause
a very unfair weighting in the regression, so we re-run the analysis including only those
trajectories which do not grow to much. The results, shown in Figure 80, are much more
satisfactory; only one valid term is not standing out, and only a small number of invalid
terms are mixed with the valid ones.

Even though we have noted several problems with the application of the stability analysis
to the empirical data under consideration, it may still be of interest to look at which
model terms are actually suggested by the stability paths. The top couple of terms
for the local step bootstrap for each dimension are identified by chosing a probability
threshold of 0.75 and fixing a shrinkage value to the 0.95 quantile of the full shrinkage
range. This gives us the following models:
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Note that even though the model complexity has been chosen manually, all less complex
models which would be selected on the stability paths are probably submodels to these.
Comparing to the model estimates proposed by Spaiser et al:
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,

we see that few terms agree. However, we also note that there is only small agreement
between the stability paths for the local step and simple bootstraps. The same selection

45



of models for the simple bootstrap

dD =
(
a11D2F −1

)
dt + σdWD

dL =
(
a21L + a22L−1F −1E

)
dt + σdWL

dG =
(
a31DG−1F −1 + a32L−1G + a33LG2 + a34L−1G−1 + a35L−1FE−1

)
dt + σdWG

dE = σdWE

dF =
(
a51DL−1G−1

)
dt + σdWF

contains few terms common with those suggested by the local step bootstrapped paths.
Here, the dE terms appear at lower shrinkage values; the top dE terms are D2F , DF 2

and L−1G−1.

We have observed that the stability selection method can more or less identify the
correct terms of the Spaiser system, but also that a correct subselection of the data was
required for this to work. When looking at the empirical data, we see little indication
that the suggested terms should be better models for these relationships than other
Laurent polynomial terms (except one of the terms which actually does stand out in the
local step bootstrapped stability paths). On the other hand, the two applied bootstrap
methods give very different stability paths. This indicates that at least one of them is
not identifying the correct terms.

5. Some conclusions

In summary we have thus proposed a theoretical framework which allowed us not only
to formulate some rudimentary justifications of the methods of Ranganathan et al. [94],
but also to assess the method and a number of proposed modifications on simulated data
sets.

When looking at such simulated data sets we saw concrete examples illustrating the
previously discussed issued and ideas. The sampling speed has a clear effect on the
discretised model, an effect which cannot, generally, be compensated for by simply iden-
tifying a “correct” form of the drift function. Identifying such a form can, on the other
hand, improve estimates, when sampling is sufficiently fast and there is sufficiently large
innovation noise in the process. The issues with too low sampling rate can be counter-
acted by using drift estimates, such as the local polynomial ones considered here, that
take additional information into account. Furthermore the application of the local poly-
nomial estimates appear relatively insensitive to weighting scheme and neighbourhood
size.

Even if one is not interested in improving the actual local drift estimates themselves,
we saw that they can, at least in some circumstances, serve as a rough fitness test or,
it would appear, be used as actual plug in estimates of the drift, to be used in the least
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squares regression procedure. In the latter situation we saw that the correct drift terms
could, at least in the data set under question, be more clearly distinguished with fewer
introduced noise terms than in the “Euler autoregressive” least squares estimate.

Concerning the subset selection procedure itself we saw that at least for the smaller
test problem the “best subset” selection procedure does not appear to produce a better
sequence of estimates compared to the adaptive LASSO, though it has to be noted that
the computational complexity of the former makes any larger empirical inquiry hard.
Also, it makes it mostly unfeasible to perform bootstrap estimation of term selection
probability or parameter estimator uncertainty, an issue which may, for example, hide
highly selection of very unstable models in the absence of other fitness criteria.

While we have not investigated the possibility of using the proposed bootstrap methods
for detection of misspecification any deeper, we did see that the bootstrap method(s) did
appear able to estimate the selection probabilities sufficiently well, at least, to distinguish
relevant terms from the majority of noise ones. Thus could then be used either to
generate a sequence of models of different sizes (similar to the “best subset” selection
procedure) or use the associated “selection paths” directly as a foundation for domain
knowledge based selection of terms.

Finally the local bootstrapping procedure did appear to work quite well in estimating
parameter variance, though it appears, unlike the local polynomial estimates, to be
much more sensitive to neighbourhood size selection, with the degenerate bootstrap
(resampling series as a whole) giving better estimates than the one with the chosen
neighbourhood size, in all but the “least favourable” data sets (little data and much
noise).

If one trusts a straight forward application of the methodology and that the stability se-
lection procedure based on bootstrapping combined with the adaptive LASSO improves,
or at least behaves approximately equivalently to, the one of Ranganathan et al. these
results cast some doubt on their results in the later paper[102]. While their model can
(up to a point and with some minor modifications) be reconstructed from simulated data
using the Stability Selection with adaptive LASSO procedure, our conclusions on their
empirical data are rather different. Whether this is due to error introduced on their
part by way of “computational shortcuts” due to the complexity of the “best subset”
procedure, or naivete on our part through a too direct and unreflected application of the
methods we cannot answer, but further investigation seems warranted, if for no other
reason than to consider whether the methods can modified in order to incorporate the
additional information introduced.

All procedures required to perform the above analysis have been encapsulated in a num-
ber of packages written in and for the open source R statistical computing language[92].

As the underlying framework a panel data representation on top of the data.table li-
brary by Dowle et al[18] was constructed. This definition together with basic oper-
ations on panel data (such as lagging and differencing) is collected in the timetablr
package, with the source code available under a permissive BSD3 license at https:
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//gitorious.org/timetablr/timetablr. While there are various well developed time
series respresenations for R (e.g. zoo/xtz[124, 97]) and some for panel data (e.g. the
pdata.frame of from the plm package[16] used by Ranganathan et al.), none were deemed
sufficiently flexible with respect to, for example, inclusion of auxiliary information.

Since both the local bootstrap and the local regression procedure depend on fast nearest
neighbour lookups a wrapper library around the C++ (approximate) nearest neighbour
lookup library nanoflann, based on Muja & Lowe’s FLANN[83], was written. The R
bindings rely on Eddelbuettel & Francois’ Rcpp[21] framework, and its source code is
available under a BSD3 license from https://gitorious.org/flanner/flanner. The
authors are unaware of any other R nearest neighbour lookup package that allows for
precomputing (and storing) of lookup structures.

The regression procedures (including drift estimators) are collected in a separate pack-
age available at https://gitorious.org/dynpan/dynpan. The underlying LARS and
best subset regression implementations are given by Hastie & Efron’s (eponymous) R
library[43] and the LEAPS package by Lumley & Miller[31], respectively. Similarly
the bootstrapping procedures are collected in a separate package which can be found
at https://gitorious.org/bootpan/bootpan. Both libraries are permissively licensed
under the BSD3 license.

The SimpleSDESampler package for R was developed to generate the various synthetic
datasets analysed in the simlulation study. The implementation can sample trajectories
of SDEs specified by drift and noise coefficient functions. These functions can either be
arbitrary R functions or specifications of Laurent polynomials (in which case a faster
internal C++ implementation is used). In both cases, trajectories are computed in C++
using an implicit solver with the nlopt library, as discussed in section 3.4. Data is
represented in the time.table format as by the package timetablr. The package can be
found at https://gitorious.org/simplesdesampler/simplesdesampler.

Additionally, functions to compute term probabilities for our estimators from dataset
samples and generate stability path diagrams were developed. These will hopefully be
distributed in some package shortly.

For all the above we are indebted to Hadley Wickham for his various auxiliary libraries
that make software development in R (just about) bearable, including plyr [118], re-
shape(2)[117], ggplot2[116], and devtools[119] (in collaboration with Winston Chang).
Any of our libraries can easily be installed using the install_gitorious call in dev-
tools.

6. Discussion and Suggestions for Further Research

Given the authors’ seperate backgrounds, the discussion is divided into two seperate
sections, one from a computational science and one from a statisticians perspective.
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6.1. Computational science perspective

One of the most interesting results of this investigation is that the use of state space
local polynomial estimates of gradients as responses in the regression allowed success-
full identification of the correct model from data sampled at a low sample rate, where
regression on the Euler discretisation could not identify the correct model. As noted by
Timmer [109], the Euler discretisation causes biased estimates of parameters when data
is undersampled, even when regression is performed on a correctly specified model. Our
results indicate a more thorough investigation of performing regression on more accurate
approximations of derivatives would be warranted. For instance, one might consider es-
timating parameters by regression on a higher order discretisation scheme for an SDE,
such that the regression problem was higher order consistent.

Concerning the stability paths generated by bootstrapping the empirical data, one must
consider that the method is sensitive to the quality, selection and scale of the data. Mea-
suring quantities such as democracy or education is not trivial; of 13632 measurements
of the five variables we look at in the data, only 2051 actually contain a value for all
the variables. The missing values are not distributed randomly throughout the data,
rather systematic chunks of countries and time periods are missing. Further, there is
no apparent choice of scale to measure these quantities in. The data we have looked
at have first been measured in different scales and then rescaled linearly to lie in the
interval [0, 1]. It is difficult to tell what effect such a scaling may have on how well our
different model terms fit the rates of change in the data. Thus, it seems not unreasonable
that the two bootstrap methods may have been affected differently by these problems in
the data. The local step bootstrap, for instance, generates imuptations of all the data,
while the simple bootstrap does not. With all these considerations, it seems difficult
to say conclusively whether either of our tests could be expected to reveal the mecha-
nisms of a possible underlying dynamical system. This also means we have no evidence
contradicting the results of Spaiser et al.

A problem which we have not handled in this project is that the distribution of the
dataset may be some type of mixture model. This would be the case if, for instance,
the different time series instances are in fact governed by different dynamics, or if some
factor relevant to the dynamic is not included in the model. A similar problem could
arise simply because we are projecting the dynamic onto a lower order function space.
Among those functions which are close to the correct dynamic, it is not impossible that
some are far from each other in the parameter space (though close to each other in some
function norm). Thus, it seems not unreasonable that estimating parameters from a set
of bootstrapped datasets could give estimates that vary between a couple of ”clusters”.

If such a distribution of estimates was observed, it may make more sense to try to identify
the models associated to each of these clusters seperately, rather than identifying some
kind of combined model. This could perhaps be achieved by clustering the estimates
with respect to some norm on their parameter vector. Another issue with the approach
employed in this project is that even if we can produce models which are concistent
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estimates of an underlying Laurent polynomial dynamic (or of the projection of an
underlying dynamic on the space of Laurent polynomial dynamics of some order), there
is no guarantee that such an estimated dynamic is well posed on a global time scale. That
is, our estimated models can hopefully be reasonable descriptions of the curvature in the
area where there are measurement points, but trajectories of the estimated dynamics
will not nessecarily be similar to those of the underlying dynamic for more than a very
limited time span.

If one is interested in estimating dynamics which have a correct long term behaviour,
approaches along the lines of Timmer [109] may be more relevant, the basic idea being
to maximise the likelihood of the whole data with respect to the model, rather than
minimising the pointwise step error. Alternatively, one could attempt to minimise the L2
or supremum error of complete trajectories of a system with respect to the data. This has,
according to Young [122], been the most common approach for estimating parameters
of continuous time systems; an example is Mehra & Gupta [40], who employ some
classic non-linear programming algorithms to solve the maximum likelihood problem.
However, these types of optimisations are quite computationally heavy and thus may
not be able to handle such high dimensional model selection problems as the ones we
have applied stability selection to. Perhaps it could be worthwhile investigating the use
of these techniques to find parameter estimates for the stability selected models which
give global time convergence.

We have suggested that, having estimated an SDE system, it could be validated against
the data by pointwise comparing the predicted (expected) gradient to local polynomial
estimates of the gradient from the data. However, it would also be possible to analyse the
prediction errors of the system. This could be done by selecting starting points among
the data and sampling SDE trajectories starting at these points, using the distribution
of errors at later points to estimate statistics. Note, here, that we only expect the
Laurent polynomial models discussed in this project to be locally well-posed, so one
can only expect to be able to compute prediction errors for a short time period. Also,
when measuring such prediction errors, one will have to simulate trajectories to the
SDE, thus introducing a discretisation error. Hence, the approach is only meaningful
for sufficiently smooth systems that an SDE simulator gives small errors in practice and
within reasonable time.

An alternative is suggested by Mc Sharry & Smith in [79], where they suggest the concept
of consistent non-linear dynamics (CND). The idea is to confirm whether a dynamic could
reasonably have generated a set of data. Given some presumed (or measured) level of
observation noise ε, they define a ball of radius ε around each measurement point, and
say the dynamics are consistent with the data if for each measurement point, it is not
unlikely or impossible for a trajectory starting within the ball of this measurement point
to pass into the ball of the next measurement point. Such a validation could be used to
confirm that e.g. stability selected estimated models are not unreasonable in terms of
the data, while it should avoid any risk of falsely rejecting a correct model.

Note also that any of the suggested validation procedures could also be used to measure
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how well the estimated dynamic generalises, simply by removing a subset of the data
before the identification procedure is run, and then performing the validation on this
removed subset.

On the other hand, if bias or inconsistency in the model estimates is caused by insufficient
quality or sampling of the data, it would be preferable detect this prior to running the
whole identification procedure. One approach for detecting undersampling would be
look at a discrete time frequency decomposition of the data. If most of the frequency
representation lies well below the Nyquist frequency, one could hope that the data is
sufficiently sampled. However, spectral analysis is not trivial if we have e.g. non-linear
trends in the data. Perhaps a more stable approach would be to use some complexity
measure for time series, such as the very general permutation entropy introduced by
Bandt & Pompe [4]. An investigation comparing post identification validation measures
to such a complexity measure may yield insight into what degree of complexity can be
handled by different estimators, such that later data analysis could use the complexity
measure to detect insufficient sampling prior to running the identification procedure.

By introducing the regularised regression as a replacement for the all subsets regression
used by Ranganathan et al. for model selection, we substantially reduced the compu-
tational time required to perform the selection and estimation. This has allowed us to
analyse models of higher order and dimension, as well as run the large numbers of esti-
mates required for Monte Carlo studies. However, one should note that even though the
computational time only grows quadratically with the number of covariates (if the num-
ber of measurements is greater than the number of covariates, see Efron et al. efron:lars),
our implementation in the R programming language may well take a day to bootstrap
the data and then generate the adaptive LASSO estimates, if there are, say, more than
100 covariates. Substantial speedup could probably be achieved by writing a more op-
timised implementation in a compiled language. Worth noting is also that quite a lot
of memory is required; for instance, the Laurent polynomial model of all interactions
of order −1 to 3 applied to 200 botstraps of our empirical five dimensional data for
each of 100 shrinkage values ends up needing almost 50 gigabytes of (primary) memory.
This could of course be solved by caching the results on secondary memory during the
process, or such like. An advantage is that the problem is perfectly parallelisable, as the
pairs of bootstrap and LASSO are independent of each other.

One should also note that even though a large number of bootstraps may be required
to get a good estimation of the distribution of regression estimates, we have found that
often 30 or so bootstraps is sufficient to capture the qualitative properties of, for instance,
the stability path. Thus, preliminary results can be obtained in shorter time.

Many of our results depend on the simulation of trajectories of SDEs. To avoid any
convergence issues, we have elected to use an implicit SDE solver which is supposed to
have good convergence poperties (see section 3.4). A small convergence study was also
made, indicating that the convergence applies at our discretisation granularity in the
case of the Lorenz system but may not always do so in the case of the higher order
randomly constructed system. However, having an idea of the order of convergence does

51



not nessecarily allow one to predict the magnitude of the errors.

6.2. Statistical Perspective

While we have tried to strike a balance between, ostensibly, theoretical and practical
considerations, arguably the most pressing lack of the present project is its lack of for-
mal depth, both with respect to the generality in which the methods are applicable
(i.e. “When will we get something other than nonsense?”) and concerning the interac-
tion between the different things involved (i.e. “Does it really make sense to combine
these different things?”). While we have given some relevant previous results where we
have been able to find them such results are generally for special cases (assuming lin-
earity, stationarity, e.t.c.) even though we have not explicitly formulated any specific
assumptions about our underlying process (beyond its basic form). Furthermore our own
contributions in this are, beyond delineating a field of relevant theory and proposing a
framework, are mostly anecdotal and rely on a somewhat limit simulation study.

For example, previous results concerning both the least squares estimator (whether stud-
ied as a conditional least squares estimator for a discrete process or as an estimator for a
continuous process based on discrete observations) and the local bootstrap generally rely
on some form of ergodicity of the underlying process. While this is, arguably, a somewhat
weaker assumption in the nonlinear autoregressive compared to the linear autoregressive
case, where standard results say that, roughly speaking, things either explode, behave
like a random walk or are stationary depending on the roots of the characteristic poly-
nomial, it still excludes direct application to situations where, for example, some factor
systematically, though not explosively, goes to infinity, or has multiple stable attractors.

The issues involved are quite multifaceted. From a practitioners point of view one would
have to consider what kinds of systems are likely to arise in the kinds of situations
when is interested in studying and how possible deviations from, say, stationarity or
ergodicity affect the procedure. Such investigations could proceed by studying properties
of previously proposed models in the domains of interest, or performing deeper and more
systematic studies of “real world” data sets by way of, for example, statistical testing
procedures relevant for the properties of importance.

From a statistical perspective there appear to be two immediate directions to follow. On
the one hand one could consider more general situations in which the procedures have
relevant consistency properties and on the other hand one could consider modifications
to the procedure that extent their applicability. The former could be either by way
of a “brute force” extension by applying more sophisticated theoretical tools (cf. the
previously mentioned asymptotics of Hwang et al.[51]) or by considering more specific
forms of non-stationarity/ergodicity arising in particular domains.

An interesting avenue the latter might take would be to consider the notion of non-
stationary cointegrated processes introduced for linear processes by Granger[35]. A (lin-
early) cointegration relationship on a multivariate time series {Xt,i} is a nontrivial linear
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functional A : Rd → R such that Yt = A(Xt,1, . . . , Xt,d) is a (weakly) stationary pro-
cess. Roughly speaking a number of components of a process are (linearly) cointegrated
if they have a fixed (linear) stable “long term” relationship from which they “temporar-
ily” stray in a non-deterministic manner. In general multiple linear independent such
functionals can exist for any given process, with each one usually being identified with
their corresponding “Riesz theorem” vectors3.

Engle & Granger[26, 38] show a relation between existence of such cointegration rela-
tionships and representations of the process in terms of so called error correction models,
similar to the autoregressive model with increments on the left hand side as in Equa-
tion (3) (assuming fθ is linear), the parameters of which can be estimated by a consistent,
though not efficient, linear least squares procedure[104].

Nonlinear generalisations of such error correction models have been considered, with
Granger[37, p.469] ascribing their introduction to Escribano[27]. Granger lamented the
lack of formal investigation of these methods, though suggesting they had shown promise
in practice. They have since seen some development perhaps most notably by Escrib-
ano & Mira[28], who developed appropriate generalisations of (linear) cointegration in
terms of the α-mixing and Near Epoch Dependence (NED). Cointegration relationship
appear to have a natural interpretation in a dynamical systems contexts in terms of
attractors of the dynamics. A starting point for such an analysis can be found in
Dufrénot & Mignon[19], which also includes an extensive bibliography on the subject
of non-linear cointegration.

Starting points for broadening the applicability of the model could, for example, be given
by noting that some inconsistency cases such as the linear vector autoregressive model
with higher multiplicity explosive roots[86] can be analysed in terms of an introduced
endogeneity and can be solved by an instrumental variable procedure[89].

Other issues related to the least squares estimator and autoregressive model we have
barely touched on issues of identifiability of the underlying process at a specified sampling
rate (and related so called aliasing issues), problems related to basis regression and the
particular choice of (Laurent) polynomial basis, or their interaction. For example, what
happens to asymptotic results if the degree of the polynomial is increased with sample
size and what affect does the regularisation have? While the question of regularised
regression with an increasing model has been treated by Zou & Zhang[127], it does not
seem obvious how even to formulate a reasonable formal asymptotic criterion for the
informal notion of a “parsimonious” basis expansion.

While simulation experiments suggested that that local polynomial drift estimate was
relatively robust to choice of bandwidth for our particular data set, it seems unlikely
that this should hold more generally for processes that are less spatially concentrated
(i.e. where neighbours are further away from each other). Before applying such methods
in (more) generality one would, therefore, have to take the discussion on bandwidth

3That is to say, the linear functional A is identified with the vector v such that A(x) = 〈v, x〉 =∑d

i=1 vixi
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selection in the previously mentioned results of Prakasa Rao[90], Bandi & Phillips[3],
and Fan & Zhang[30] more seriously.

Much the same is true for the local/Markov bootstrap, though here even some of the less
friendly variants of our simulated data set indicated sensitivity to choice of neighbour-
hood size and bandwidth of the resampling kernel. Furthermore, the variant primarily
proposed here, that is to say the one where we locally resample increments, lacks, as
far as we know, any formal foundation beyond a, possibly superficial, similarity to the
one proposed by Paparoditis & Politis[88]. Beyond the question of when, if ever, our
bootstrap method is consistent, it would be interesting to establish the ways in which it
differs from the local transition resampling. For example, Paparoditis & Politis establish
ergodicity for the resampled process, something which clearly cannot generally be the
case when resampling transitions (just consider a data set consisting of only one non-
trivial transition, the resulting resampled process will simply wander off to infinity in a
determinstic manner, while Paparoditis & Politis’ variant just gets stuck in a point). We
are unaware of any research into the behaviour of these or similar bootstrap procedures
in general non-ergodic/stationary situations.

There are also numerous other extensions one could make to the overall method, that
is to say extensions not purely related to achiving consistency (or some weaker form
of “correctness”) under certain deviations from ergodicity/stationarity. While keeping
the linear least squares procedure, one could try applying various kinds of generalised
least squares procedures. The possible applications are numerious. One might, for
example, wish to try to compensate for heteroscedasticity and correlation of residuals
introduced by either (or, indeed, both) the discretisation of the diffusion process and
the local regression (in case the two stage estimator is used). Alternatively, one might
wish to allow for diffusion processes with non-independent Brownian motions, either by
replacing the real valued constant diffusion term by a (still constant) covariance matrix,
or by allowing for dependence between the Brownian motions driving separate cross
sectional units (giving rise of a Seemingly Unrelated Regression-type scenario).

Alternatively there are a number of interesting alternative routes one could take in-
stead of motivating the procedure in terms diffusion processes discretised as nonlinear
autoregressive processes with additative noise. Continuous ARX (Autoregressive with
eXogenous inputs) processes (Y (t), U(t)) assumed to satisfy an equation

n∑
i=0

aid
iY (t) =

n−1∑
i=0

bid
iU(t) + ε(t),

(where di denotes the i:th order differentiation operator) for an uncorrelated noise pro-
cess ε, were studied using a least squares approach, using a Levinson algorithm, by
Söderström, Fan, Carlsson & Bigi[101]. Perhaps the most important difference here
is that the process is actually assumed to be differentiable (rather than having an in-
finitesimal generator). The increments of the process can then be thought of as actual
derivative estimates, though Söderström et al. note that when a (linear) least squares
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estimator is used the form of the derivative estimate is of central importance, with the
use of ”standard approximations” not yielding satisfactory results. Such theory might be
a viable starting point for motiving the use of local polynomial (now actual derivative)
estimates together with the least squares procedure.

Yet another way to improve things could, posisble, be found by taking a dynamical
systems view. For example, might delay reconstructions such as given by by Takens’
theorem be used to improve, or indeed make at all possible, estimation when the dy-
namical system is taken as being only partially observed (as would arguably be the case
with any realistic data)? Such ideas are not at all developed here, and the interested
reader is referred to for example Mees[80, e.g. chapter 4] as a relevant starting point.

There are a large number of other interesting directions one could take things, that we
have barely if at all touched on. Multiple aspects of previous research we have men-
tioned worked with noisy observations (giving mixed AR MA models in the linear case),
an issue which might be solved, for example, by introducing a Kalman-type filtering
procedure. We have, here, not considered the introduction of lagged variables into the
model, something which could be motivated either by simply considering some compo-
nents of ones observations as being shifted in time, or by replacing the diffusion process
by a solution to a delay stochastic differential eqution.

There is certainly also a lot that could be done on the software side of things. While
we have developed a basic set of libraries for doing simple manipulation of panel data
and performing the methods discussed here much could be improved both by formulate
an easier to use API or graphical user interface and, perhaps more importantly, by
thinking of better ways of visualising and presenting the results. While stability paths
gives one “something to look at” when selecting terms, there is certainly more one could
do. For example one might imagine visualising situations where the models seem to
systematically break, based on local polynomial estimates (if not used as input for the
regression).

As a final note on further work that needs to be done there is the somewhat unglamour
work of more systematically validating the methods in finite samples. Either by further
simualtion studies (with different appropriately unfavourable simulated data sets) or
by considering “real world data” and comparing results with previous results from the
relevant fields.

Finally one might wonder what happened to the Bayesian in Ranganathan et al.’s
“Bayesian Dynamical Systems Modelling”. Arguably the Bayesian aspect was not very
central to begin with, being, as far as we can tell, related only to a certain model rank-
ing principle based on the Bayes factor. Multiple of the changes introduced here, on
the other hand, have Bayesian interpetations. The LASSO estimate can be formulated
by as a Bayes posterior mode with a double exponential prior[107], Hastie et al.[44]
briefly discuss a Bayesian interpretation of the simple (Efron type) bootstrap, in a sim-
ple case, saying it “represents an (approximate) nonparametric, noninformative posterior
distribution for our parametr”, a connection that has been developed further elsewhere
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(e.g. Rubin[96] or Efron[22]), and Meinshausen & Buhlmann[82] suggest similarity of
Stability Selection to a number of Bayesian model selection approaches.
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A. Distribution of Labour

In order to satisfy the syllabus, this section reports which parts of the project were done
by whom.

Ross Linscott

• theory: estimating derivatives in con-
tinuous processes

• theory: discretisation of SDEs

• theory: stability of SDE discretisa-
tions

• implementation: SDE solver

• implementation: stability path visu-
alisation

• implementation: local approxima-
tions

• software/hardware maintainance

• configuration and running of simula-
tions

• analysis: stability selection

• analysis: case study

• report: sec. 1, 3.1, 3.4, 4, (5), 6.1

Tilo Wiklund

• theory: autoregressive time series

• theory: regularised regression

• theory: bootstrapping

• theory: local gradient approxima-
tions

• implementation: time series repre-
sentation

• implementation: regression

• implementation: bootstrap

• implementation: local approxima-
tions

• analysis: estimator distributions

• report: sec. 1, 2, 3.1.2, 3.2, 3.3, 4.1,
4.2, 5, 6.2
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Figure 1: Sample trajectory of Lorenz system, comparing low and high process noise.
The high sample rate step length is indicated.

67



0.90

0.95

1.00

1.05

0.75 0.80 0.85 0.90
G

L

Process noise
high
low

Ranganathan system simulation configuration

Figure 2: Sample trajectory of Spaiser system, comparing low and high process noise.
The high sample rate step length is indicated.
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Figure 3: Sample trajectory of linear system, comparing low and high process noise.
The high sample rate step length is indicated.
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Figure 4: Sample trajectory of random system, comparing low and high process noise.
The high sample rate step length is indicated.
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(d) High noise low sampling rate

Figure 5: Quantiles of (marginal) reference L2 errors, in logarithmic scale, for: “euler”
derivatives (Step), oracle linear model (Oracle), naive local polynomials (Lo-
cal), and full linear model (Large LM). The points correspond to the 5% to
95% quantiles (in steps of 5%) of the distribution, with the centremost point
thus giving the median value. Estimates are based on 30 data sets with the
full set of 200 trajectories each. The high sampling rate cases contain all 240
time points, while the low sampling rate cases contain only each fourth point,
giving a total count of 48200 and 12200 datapoints for each set. Noise levels
are discussed in the introduction of this section.
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Figure 6: Fits with only one fourth of trajectories at high sampling rate.
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Figure 7: Quantiles of (marginal) reference L2 errors, in logarithmic scale, for full fourth
degree polynomial adaptive LASSO fits with shrinkage levels corresponding
to fraction of active set changes (see Section 4.1), applied to high sampling
rate high noise data set. Dashed red background lines correspond to errors of
reference estimates.
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Figure 8: Quantiles of (marginal) reference L2 errors, in logarithmic scale, for full fourth
degree polynomial adaptive LASSO fits with shrinkage levels corresponding to
fraction of active set changes (see Section 4.1), applied to low sampling rate low
noise data set. Dashed red background lines correspond to errors of reference
estimates.
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Figure 9: Quantiles of (marginal) reference L2 errors, in logarithmic scale, for full sixth
degree polynomial adaptive LASSO fits with shrinkage levels corresponding
to fraction of active set changes (see Section 4.1), applied to high sampling
rate high noise data set. Dashed red background lines correspond to errors of
reference estimates. No discernible difference for shrinkage fractions below the
included 75% limit.
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Figure 10: Relation between real error and error estimated by comparison to local poly-
nomial estimates illustrated by sampling 200 data points each for regulari-
sation levels below 75% in Figure 7. Residuals given for comparison. For
visual purposes the 0.5% most extreme values are not included and a green
Demming regression line is fitted to the included values as a visual aid.
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Figure 11: Relation between over/under estimation of error sizes by residual and local
polynomial estimates for shrinkage fractions up to 75% as in Figure 10. For
visual purposes values corresponding to 0.5% most extreme ones in each co-
ordinate are not included and a green Demming regression line is fitted to
the included values as a visual aid.
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Figure 12: Relation between real error and error estimated by comparison to local poly-
nomial estimates illustrated by sampling 200 data points each for regularisa-
tion levels between 70% and 95% in Figure 7. Residuals given for comparison.
For visual purposes the 0.5% most extreme values are not included and a green
Demming regression line is fitted to the included values as a visual aid.
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Figure 13: Relation between over/under estimation of error sizes by residual and local
polynomial estimates for shrinkage fractions between 75% and 95% as in
Figure 12. For visual purposes values corresponding to 0.5% most extreme
ones in each coordinate are not included and a green Demming regression line
is fitted to the included values as a visual aid.
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Figure 14: Quantiles of (marginal) reference L2 errors, in logarithmic scale, for full fourth
degree polynomial adaptive LASSO fits with shrinkage levels corresponding
to fraction of active set changes (see Section 4.1), applied to low sampling
rate high noise data set. Dashed red background lines correspond to errors
of reference estimates.
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Figure 15: Quantiles of (marginal) reference L2 errors, in logarithmic scale, for full fourth
degree polynomial adaptive LASSO fits with shrinkage levels corresponding
to fraction of active set changes (see Section 4.1), applied to low sampling
rate high noise data set. Dashed red background lines correspond to errors
of reference estimates.
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Figure 16: Quantiles of (marginal) reference L2 errors, in logarithmic scale, for full fourth
degree polynomial adaptive LASSO fits with shrinkage levels corresponding
to fraction of active set changes (see Section 4.1), applied to high sampling
rate low noise data set. Dashed red background lines correspond to errors of
reference estimates.
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Figure 17: Quantiles of (marginal) reference L2 errors, in logarithmic scale, for full fourth
degree polynomial adaptive LASSO fits with shrinkage levels corresponding
to fraction of active set changes (see Section 4.1), applied to low sampling
rate low noise data set. Dashed red background lines correspond to errors of
reference estimates.
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Figure 18: Stability paths for the linear system. high sampling rate, low noise and low
order model.
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Figure 19: Stability paths using the original (non-adaptive) LASSO for the Lorenz sys-
tem. high sampling rate, high noise and low order model.
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Figure 20: Stability paths for the Lorenz system. high sampling rate, low noise and low
order model.
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Figure 21: Stability paths for the Lorenz system. high sampling rate, low noise and high
order model.
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Figure 22: Stability paths for the Lorenz system. high sampling rate, high noise and
low order model.
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Figure 23: Stability paths for the Lorenz system. high sampling rate, high noise and
high order model.
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Figure 24: Stability paths for the Lorenz system. low sampling rate, low noise and low
order model.
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Figure 25: Stability paths for the Lorenz system. low sampling rate, low noise and high
order model.
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Figure 26: Stability paths for the Lorenz system. low sampling rate, high noise and low
order model.
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Figure 27: Stability paths for the Lorenz system. low sampling rate, high noise and high
order model.
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Figure 28: Stability paths for the Lorenz system, when including only one in ten tra-
jectories. low sampling rate, high noise and high order model.
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Figure 29: Stability paths for the Lorenz system, when including only one in ten trajec-
tories, but applying the regression to local polynomial estimates (using three
neighbours). low sampling rate, high noise and high order model.
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Figure 30: Stability paths for the random system. high sampling rate, low noise and
high order model.

94



0.00
0.25
0.50
0.75
1.00

0.00
0.25
0.50
0.75
1.00

0.00
0.25
0.50
0.75
1.00

0.00
0.25
0.50
0.75
1.00

0.00
0.25
0.50
0.75
1.00

u.1
u.2

u.3
u.4

u.5

1e-02 1e+00 1e+02
λ

u.22u.3u.42 u.24u.4 u.1u.54 u.1u.4u.53 u.1u.42u.52 u.1u.2u.53 u.1u.2u.43 u.1u.2u.3u.52

Figure 31: Stability paths for the random system. low sampling rate, low noise and high
order model.
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Figure 32: Estimated expected adaptive LASSO parameter estimates at fixed fractions
of shrinkage for low noise high sampling rate data sets with the full second
order model. Reference values are computed based on 200 datasets, of the
same form as in the previous sections, i.e. 240 time points and 200 independent
trajectories. Bootstrap replicates are generated for 5 different data sets, using
200 bootstrap-replicate sets each. Terms appearing in the actual drift function
have been annotated.
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Figure 33: Estimated expected adaptive LASSO parameter estimates at fixed fractions
of shrinkage for large noise (very) low sampling rate data sets (containing one
eighth of the full set) with the full second order model. Reference values are
computed based on 200 datasets, of the same form as in the previous sections,
i.e. 30 time points and 200 independent trajectories. Bootstrap replicates are
generated for 5 different data sets, using 200 bootstrap-replicate sets each.
Terms appearing in the actual drift function have been annotated.
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Figure 34: Errors in adaptive LASSO parameter estimates at fixed fractions of shrinkage
for low noise high sampling rate data sets with the full second order model.
Terms appearing in the actual drift function have been annotated.
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Figure 35: Errors in adaptive LASSO parameter estimates at fixed fractions of shrinkage
for large noise high sampling rate data sets with the full second order model.
Terms appearing in the actual drift function have been annotated.
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Figure 36: Estimated adaptive LASSO parameter (marginal) variances at fixed fractions
of shrinkage for low noise high sampling rate data sets with the full second
order model. Bootstrap replicates are generated for 5 different data sets,
using 200 bootstrap-replicate sets each. Terms appearing in the actual drift
function have been annotated. Note square root scale (i.e. plotted values
correspond to standard deviations).
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Figure 37: Estimated adaptive LASSO parameter (marginal) variances at fixed fractions
of shrinkage for large noise high sampling rate data sets with the full second
order model. Bootstrap replicates are generated for 5 different data sets,
using 200 bootstrap-replicate sets each. Terms appearing in the actual drift
function have been annotated. Note square root scale (i.e. plotted values
correspond to standard deviations).
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Figure 38: Estimated adaptive LASSO parameter (marginal) variances at fixed fractions
of shrinkage for low noise (very) low sampling rate data sets (containing one
eighth of the full set) with the full second order model. Bootstrap replicates
are generated for 5 different data sets, using 200 bootstrap-replicate sets each.
Terms appearing in the actual drift function have been annotated. Note
square root scale (i.e. plotted values correspond to standard deviations).
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Figure 39: Estimated adaptive LASSO parameter (marginal) variances at fixed fractions
of shrinkage for large noise (very) low sampling rate data sets (containing one
eighth of the full set) with the full second order model. Bootstrap replicates
are generated for 5 different data sets, using 200 bootstrap-replicate sets each.
Terms appearing in the actual drift function have been annotated. Note
square root scale (i.e. plotted values correspond to standard deviations).
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Figure 40: Estimated expected adaptive LASSO parameter estimates at fixed fractions
of shrinkage for low noise high sampling rate data sets with the full sixth
order model. Reference values are computed based on 200 datasets, of the
same form as in the previous sections, i.e. 240 time points and 200 independent
trajectories. Bootstrap replicates are generated for 5 different data sets, using
200 bootstrap-replicate sets each. Terms appearing in the actual drift function
have been annotated.
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Figure 41: Estimated expected adaptive LASSO parameter estimates at fixed fractions
of shrinkage for large noise (very) low sampling rate data sets (containing one
eighth of the full set) with the full sixth order model. Reference values are
computed based on 200 datasets, of the same form as in the previous sections,
i.e. 30 time points and 200 independent trajectories. Bootstrap replicates are
generated for 5 different data sets, using 200 bootstrap-replicate sets each.
Terms appearing in the actual drift function have been annotated.
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Figure 42: Errors in estimated adaptive LASSO parameter (marginal) variances at fixed
fractions of shrinkage for low noise (very) low sampling rate data sets (con-
taining one eighth of the full set) with the full sixth order model. Bootstrap
replicates are generated for 5 different data sets, using 200 bootstrap-replicate
sets each. Terms appearing in the actual drift function have been annotated.
Note square root scale (i.e. plotted values correspond to standard deviations).
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Figure 43: Errors in estimated adaptive LASSO parameter (marginal) variances at fixed
fractions of shrinkage for large noise (very) low sampling rate data sets (con-
taining one eighth of the full set) with the full sixth order model. Bootstrap
replicates are generated for 5 different data sets, using 200 bootstrap-replicate
sets each. Terms appearing in the actual drift function have been annotated.
Note square root scale (i.e. plotted values correspond to standard deviations).
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Figure 44: Estimated expected adaptive LASSO parameter estimates at fixed fractions
of shrinkage for low noise high sampling rate data sets with the full second
order model with only one tenth of trajectories included. Reference values are
computed based on 200 datasets, of the same form as in the previous sections,
i.e. 240 time points and 20 independent trajectories. Bootstrap replicates are
generated for 5 different data sets, using 200 bootstrap-replicate sets each.
Terms appearing in the actual drift function have been annotated.
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Figure 45: Estimated expected adaptive LASSO parameter estimates at fixed fractions
of shrinkage for large noise (very) low sampling rate data sets (containing
one eighth of the full set) with the full second order model with only one
tenth of trajectories included. Reference values are computed based on 200
datasets, of the same form as in the previous sections, i.e. 30 time points and
20 independent trajectories. Bootstrap replicates are generated for 5 different
data sets, using 200 bootstrap-replicate sets each. Terms appearing in the
actual drift function have been annotated.

109



Local Step Simple Boot.

0e+00

1e-05

2e-05

3e-05

4e-05

0e+00

5e-05

1e-04

-2.5e-06

0.0e+00

2.5e-06

5.0e-06

x
y

z

1% 10% 100%1% 10% 100%
λ (fraction)

Er
ro

r

x xz xy y z

Figure 46: Errors in estimated adaptive LASSO parameter (marginal) variances at fixed
fractions of shrinkage for low noise high sampling rate data sets with the full
second order model with only one tenth of trajectories included. Bootstrap
replicates are generated for 5 different data sets, using 200 bootstrap-replicate
sets each. Terms appearing in the actual drift function have been annotated.
Note square root scale (i.e. plotted values correspond to standard deviations).
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Local Step Simple Boot.
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Figure 47: Errors in estimated adaptive LASSO parameter (marginal) variances at fixed
fractions of shrinkage for large noise high sampling rate data sets with the full
second order model with only one tenth of trajectories included. Bootstrap
replicates are generated for 5 different data sets, using 200 bootstrap-replicate
sets each. Terms appearing in the actual drift function have been annotated.
Note square root scale (i.e. plotted values correspond to standard deviations).
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Local Step MC Estimate Simple Boot.
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Figure 48: Estimated expected adaptive LASSO parameter estimates at fixed fractions
of shrinkage for low noise high sampling rate data sets with the full sixth
order model with only one tenth of trajectories included. Reference values are
computed based on 200 datasets, of the same form as in the previous sections,
i.e. 240 time points and 20 independent trajectories. Bootstrap replicates are
generated for 5 different data sets, using 200 bootstrap-replicate sets each.
Terms appearing in the actual drift function have been annotated.
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Local Step MC Estimate Simple Boot.
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Figure 49: Estimated expected adaptive LASSO parameter estimates at fixed fractions
of shrinkage for large noise high sampling rate data sets with the full sixth
order model with only one tenth of trajectories included. Reference values are
computed based on 200 datasets, of the same form as in the previous sections,
i.e. 240 time points and 20 independent trajectories. Bootstrap replicates are
generated for 5 different data sets, using 200 bootstrap-replicate sets each.
Terms appearing in the actual drift function have been annotated.
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Local Step MC Estimate Simple Boot.

-0.050

-0.025

0.000

0.025

0.050

0.075

-0.1

0.0

0.1

0.2

-0.02

0.00

0.02

x
y

z

1% 10% 100%1% 10% 100%1% 10% 100%
λ (fraction)

x xz xy y z

Figure 50: Estimated expected adaptive LASSO parameter estimates at fixed fractions
of shrinkage for low noise (very) low sampling rate data sets (containing
one eighth of the full set) with the full sixth order model with only one
tenth of trajectories included. Reference values are computed based on 200
datasets, of the same form as in the previous sections, i.e. 30 time points and
20 independent trajectories. Bootstrap replicates are generated for 5 different
data sets, using 200 bootstrap-replicate sets each. Terms appearing in the
actual drift function have been annotated.
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Local Step MC Estimate Simple Boot.
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Figure 51: Estimated expected adaptive LASSO parameter estimates at fixed fractions
of shrinkage for large noise (very) low sampling rate data sets (containing
one eighth of the full set) with the full sixth order model with only one
tenth of trajectories included. Reference values are computed based on 200
datasets, of the same form as in the previous sections, i.e. 30 time points and
20 independent trajectories. Bootstrap replicates are generated for 5 different
data sets, using 200 bootstrap-replicate sets each. Terms appearing in the
actual drift function have been annotated.
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Local Step Simple Boot.
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Figure 52: Errors in adaptive LASSO parameter estimates at fixed fractions of shrinkage
for low noise high sampling rate data sets with the full sixth order model with
only one tenth of trajectories. Terms appearing in the actual drift function
have been annotated.
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Local Step Simple Boot.
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Figure 53: Errors in adaptive LASSO parameter estimates at fixed fractions of shrinkage
for large noise high sampling rate data sets with the full sixth order model
with only one tenth of trajectories. Terms appearing in the actual drift func-
tion have been annotated.
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Local Step Simple Boot.
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Figure 54: Errors in adaptive LASSO parameter estimates at fixed fractions of shrinkage
for low noise (very) low sampling rate data sets (containing one eighth of the
full set) with the full sixth order model with only one tenth of trajectories.
Terms appearing in the actual drift function have been annotated.
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Local Step Simple Boot.
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Figure 55: Errors in adaptive LASSO parameter estimates at fixed fractions of shrinkage
for large noise (very) low sampling rate data sets (containing one eighth of the
full set) with the full sixth order model with only one tenth of trajectories.
Terms appearing in the actual drift function have been annotated.
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Local Step Simple Boot.
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Figure 56: Errors in estimated adaptive LASSO parameter (marginal) variances at fixed
fractions of shrinkage for low noise high sampling rate data sets with the full
sixth order model with only one tenth of trajectories. Bootstrap replicates are
generated for 5 different data sets, using 200 bootstrap-replicate sets each.
Terms appearing in the actual drift function have been annotated. Note
square root scale (i.e. plotted values correspond to standard deviations).
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Local Step Simple Boot.
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Figure 57: Errors in estimated adaptive LASSO parameter (marginal) variances at fixed
fractions of shrinkage for large noise high sampling rate data sets with the full
sixth order model with only one tenth of trajectories. Bootstrap replicates are
generated for 5 different data sets, using 200 bootstrap-replicate sets each.
Terms appearing in the actual drift function have been annotated. Note
square root scale (i.e. plotted values correspond to standard deviations).
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Local Step Simple Boot.
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Figure 58: Errors in estimated adaptive LASSO parameter (marginal) variances at fixed
fractions of shrinkage for low noise (very) low sampling rate data sets (con-
taining one eighth of the full set) with the full sixth order model with only
one tenth of trajectories. Bootstrap replicates are generated for 5 different
data sets, using 200 bootstrap-replicate sets each. Terms appearing in the
actual drift function have been annotated. Note square root scale (i.e. plotted
values correspond to standard deviations).
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Local Step Simple Boot.
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Figure 59: Errors in estimated adaptive LASSO parameter (marginal) variances at fixed
fractions of shrinkage for large noise (very) low sampling rate data sets (con-
taining one eighth of the full set) with the full sixth order model with only
one tenth of trajectories. Bootstrap replicates are generated for 5 different
data sets, using 200 bootstrap-replicate sets each. Terms appearing in the
actual drift function have been annotated. Note square root scale (i.e. plotted
values correspond to standard deviations).
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Local Step Simple Boot.
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Figure 60: Errors in adaptive LASSO parameter estimates at fixed fractions of shrinkage
for low noise high sampling rate data sets with the full second order model.
Terms appearing in the actual drift function have been annotated.
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Local Step Simple Boot.
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Figure 61: Errors in adaptive LASSO parameter estimates at fixed fractions of shrinkage
for large noise (very) low sampling rate data sets (containing one eighth of
the full set) with the full second order model. Terms appearing in the actual
drift function have been annotated.
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Local Step MC Estimate Simple Boot.
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Figure 62: Estimated adaptive LASSO parameter (marginal) variances at fixed fractions
of shrinkage for large noise high sampling rate data sets with the full second
order model. Bootstrap replicates are generated for 5 different data sets,
using 200 bootstrap-replicate sets each. Terms appearing in the actual drift
function have been annotated. Note square root scale (i.e. plotted values
correspond to standard deviations).
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Local Step MC Estimate Simple Boot.
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Figure 63: Estimated adaptive LASSO parameter (marginal) variances at fixed fractions
of shrinkage for low noise (very) low sampling rate data sets (containing one
eighth of the full set) with the full second order model. Bootstrap replicates
are generated for 5 different data sets, using 200 bootstrap-replicate sets each.
Terms appearing in the actual drift function have been annotated. Note
square root scale (i.e. plotted values correspond to standard deviations).
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Figure 64: Stability paths for the Lorenz system, using the local step bootstrap on all
time points (200 bootstrapped datasets). high noise and high order model.
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Figure 65: Stability paths for the Lorenz system, using the local step bootstrap on all
time points (200 bootstrapped datasets). low noise and low order model.
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Figure 66: Stability paths for the Lorenz system, using the simple bootstrap on all time
points (200 bootstrapped datasets). high noise and high order model.
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Figure 67: Stability paths for the Lorenz system, using the simple bootstrap on all time
points (200 bootstrapped datasets). low noise and low order model.
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Figure 68: Stability paths for the Lorenz system, using the simple bootstrap on each
eighth time point (200 bootstrapped datasets). low noise and low order
model.
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Figure 69: Stability paths for the Lorenz system, using the simple bootstrap on each
eighth time point (200 bootstrapped datasets). high noise and high order
model.
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Figure 70: Stability paths for the Lorenz system, using the local step bootstrap on
each eighth time point (200 bootstrapped datasets). low noise and low order
model.
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Figure 71: Stability paths for the Lorenz system, using the local step bootstrap on each
eighth time point (200 bootstrapped datasets). high noise and high order
model.
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Figure 72: Stability paths for the Lorenz system, using the local step bootstrap on each
eighth time point and each tenth trajectory (200 bootstrapped datasets). high
noise and high order model.
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Figure 73: Stability paths for the Lorenz system, using the local step bootstrap on each
eighth time point and each tenth trajectory (200 bootstrapped datasets). high
noise and low order model.
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Figure 74: Stability paths using the all subsets regression for the Lorenz system. high
sampling rate, high noise and low order model.
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Figure 75: Stability paths using the all subsets regression for the Lorenz system. low
sampling rate, high noise and low order model.
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Figure 76: Stability path, adaptive LASSO on local step bootstrapped empirical data
(200 bootstrapped datasets).
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Figure 77: Stability paths, two stage estimator on local step bootstrapped empirical
data. 200 bootstrapped datasets, polynomial approximaitons using five neigh-
bours.
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Figure 78: Stability path, adaptive LASSO on simple bootstrapped empirical data (200
bootstrapped datasets).
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Figure 79: Stability path, synthetical Ranganathan’s system. high sample rate and low
process noise.
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Figure 80: Stability path, synthetical Ranganathan’s system, high sample rate and low
process noise: behaving subset of trajectories.
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