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Abstract

Simulation model to evaluate control of balance in
humanoid robots

Aidin Dadashzadeh

This thesis focuses on implementing a program, using Python and the
symbolic package SymPy, to evaluate balancing of a humanoid robot modelled
as inverted pendulums. The balancing algorithm used to evaluate the
program is the feedback controller LQR. The program has successfully implemented
a working LQR algorithm together with features such as underactuation
and a tilting plane as disturbance.
We have shown that the energy is conserved for the falling pendulums
and that it is possible to predict the behavior for certain parameter values of
the pendulums, thus confirming that the program is working correctly. Furthermore
we have shown that a fully-actuated system is more controllable
than an under-actuated system, and for each actuator that is removed, the
system becomes less controllable. Finally we discuss the program performance
where some concern is given toward the seemingly poor execution
time of the program.
The program has been tested for up to five pendulums with successful
results. Most of the results however, are revolving around three pendulum
systems.
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Populärvetenskaplig sammanfattning

En humanoid robot är en robot som har kroppsliga likheter med människan och
utgör ett mycket spännande forskningsområde. Förhoppningarna med humanoida
robotar är att de i framtiden ska kunna hjälpa, och även ersätta människan för vissa
arbetsuppgifter. För att robotar och människor ska kunna existera i samma miljö
krävs att robotarna har utomordentlig balans. Inte bara så att de ska kunna sköta
sina arbetsuppgifter men även så att de inte faller över en människa.

I denna studie bygger vi ett datorprogram som ska simulera en humanoid robot
efter användarens specifikationer. Programmet ska också kunna jämföra olika bal-
anseringsmetoder och avgöra vilken som bäst passar för den tänkta applikationen.
Modellen som används för studien baseras på att använda inverterade pendlar för
att beskriva den människoliknande hållningen hos roboten. Användaren ska då
kunna mata in antalet pendlar som ska utgöra modellen och programmet ska au-
tomatiskt räkna ut all nödvändig information. I Figur 1 ser vi ett exempel på hur
olika antal pendlar kan tolkas och relateras till en människa. Varje del som i fig-
uren beskrivs som en mänsklig led är i roboten en motor som kan rotera robotens
hållning, detta illustreras i Figur 2. Det är dessa motorer som används för att kunna
balansera roboten om den tappar balansen vid till exempel en knuff eller skiftning
i marken.

Axel
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Knä

Fotled
Figur 1: Inverterade pendlar beskrivande den humanoida modellen som används
i programmet. Olika antal pendlar kan beskriva olika former av den mänskliga
kroppen.

När väl modellen är uppbyggd och alla nödvändiga ekvationer är uppställda
automatiskt kan användaren se i en simulering hur roboten i fråga påverkas av yttre
påverkan och balanserar sig. Simuleringen är till för att ge en intuitiv och snabb
överblick av händelseförloppet. För mer informativ data finns diverse plottar och
värden tillgängliga som utgör det verkliga resultatet.

Programmet har utökad funktionalitet där användaren har möjlighet att använda
sig av en så kallad underaktuerad modell. Det innebär att användaren kan välja
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Figur 2: Visar exempel på hur motorerna kan röra sig och dess inverkan på roboten.

att slå av vissa motorer och låta de återstående motorerna kompensera för att få
roboten att balansera. Detta kan liknas vid att till exempel knäleden på roboten går
sönder och fotleden måste göra extra arbete för att få balans på roboten. Slutligen
ger programmet även användaren möjligheten att lägga in ett störmoment i form
av att marken som roben står på kan luta. Hur detta kan tolkas visas i Figur 3.
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Figur 3: Den lutande marken och hur man kan föreställa sig modellen.

Vi har kunnat visa att programmet fungerar genom att bland annat analysera
och bekräfta att energin ligger på rätt nivå. Vidare kan vi konstatera att programmet
har det beteende vi förväntar oss efter att ha granskat våra resultat och även jämfört
med liknande program.
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1 Introduction

The field of robotics is a hot topic and is researched extensively. Robots are used
in a large variety of fields and come in all shapes and forms depending on the
application. Robots with animal-like features, bio-inspired robotics, are just a small
research area, but indeed a very interesting one.

Depending on the application and environment, certain animals may be more
suitable than others. A large sub-category to bio-mechanics is the purpose to un-
derstand and recreate a property, see [1, 2, 3] for examples. Since there is a need to
observe and study the animal in order to recreate an animal ability, we learn a lot
about the animal. But also when we have built the animal-inspired robot, we can
use it to learn even more about the animal, human-inspired robots are no exception.

For this study we choose to concentrate on humanoid robots, and more specif-
ically, the balance of humanoid robots. The human balance is very responsive and
designed to maintain a reasonable posture for doing work, even while on unstable
ground. For certain environments and job specifications a human-like balance is
essential. The ultimate goal of a humanoid robot is to assist and replace humans
in complex environments [4]. Hence, research in balancing humanoid robots is
important in reaching this goal.

The initial aim of humanoid robots was to research and find better prosthesis
and improve exoskeleton usage, such as replacing a lost limb or the strengthening
of a muscle. However, according to Ting et al. [5] humanoid robots have proven
suitable to perform human tasks and assist humans in their work or life. Assisting
in healthcare, used in education or performing dangerous tasks are all well suited
for a humanoid robot. In some of these cases a human shaped robot is not nec-
essary; however, humans may appreciate the familiar shape of a human and the
challenge of building such a robot.

Humanoid robots are shaped based on the human anatomy and depend on two
feet to support the whole body. The more popular models for a humanoid robot
to compensate for external disturbances are by using inverted pendulum models to
describe the joints. Some strategies using this concept are the ankle strategy, the hip
strategy, a squat strategy and an arm swinging strategy, see Figure 1. Depending
on the external forces the demands are different, but generally speaking, for large
external forces more joints are better [6, 4, 7].

Since we are basing our model on an n-linked inverted pendulum model, these
strategies applies to us, where each link can be considered a joint. Below is a short
description of previously mentioned strategies.

• Ankle strategy: A simple inverted pendulum used for small forces. The
Segway PT is based on this model.

• Hip strategy: A two-linked inverted pendulum with actuators placed on the
ankle and hip joint for when the external forces increases.

• Squat strategy: A three-linked inverted pendulum where a knee actuator is
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Figure 1: A simple visualization of the four joint strategies commonly used. From
left to right: Ankle strategy, Hip strategy, Squat strategy and Arm-swinging strat-
egy. Each joint is an actuator.

added for a squatting like motion in order to lower the center of mass (CoM).
Used for larger external forces.

• Arm swinging strategy: A four-linked inverted pendulum with shoulder joints
attached to arms to improve balance for large external forces.

For applied evaluations of the different strategies mentioned above, read [6,
4, 7]. In case the above mentioned strategies are not enough, more joints can be
added, or other functionality such as a stepping action, where the robot takes a step
in order to balance [7].

1.1 Purpose and goals

This thesis aims to implement a simulation model with movement in one plane
only, where we can test the balancing for various forms of a humanoid robot under
the influence of external disturbances. That means that the focus of this thesis is
not evaluation of the balance controller, but to implement a program where addi-
tional functionality can be added easily and that metrics exist for evaluation and
performance comparison between different functionalities.

The main disturbance to concentrate on for this thesis is a tilt in the plane on
which the robot stands. The simulation should implement an n-linked inverted
pendulum model and give the option to use state feedback control algorithms such
as linear-quadratic regulator (LQR).

Feedback controller is the process in which information from the system output
is used to influence the system input. LQR is an algorithm giving the solution to a
system described by a set of linear differential equations. In simple terms, LQR is
one of different techniques that find an appropriate state feedback controller auto-
matically. It is however held back by the difficulties in finding the right weighting
factors.
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Currently, a simulation model of a double-linked inverted pendulum is already
implemented in the programming language Python. The implementation allows
for different parameter inputs such as mass, length, CoM etcetera of the pendu-
lums. We need to extend this code by adding functionality for an n-linked inverted
pendulum problem, adding a tilting plane option as well as implement the state
feedback control.

The goal of this thesis is that the implementation should be able to evaluate
different state feedback control systems on different forms of a humanoid robot.
The code should be written in such a way that allows for additional functionality to
be added easily. The mathematical algorithms should be formulated and coded in a
generic manner such that the code can be used as basis for a future implementation
on an actual robot.

1.2 Related research

Since the goal with humanoid robots are to ultimately be able to replace a human
doing tasks, there is a good amount of research going on in the field. There is
research on areas where balancing is not the main objective, for instance moving
and rotating, grabbing and placing objects and so on. However, most of the robots
tasks depend heavily on it being able to balance itself. For walking and rotating the
robot need to keep its balance even though it gains a velocity as well as lifting a
leg. For lifting and placing objects, the robot changes its CoM by adding the object
to its own weight, and need to be able to maintain a stable posture in order to place
the object down again.

A lot of humanoid robots are to assist and work alongside humans. For this
to be possible, safety is a very important property and need to be guaranteed. To
guarantee safety, we need to ensure a working balance. In a real human environ-
ment, moving and lifting objects are not the only things affecting balance. There
may be irregular ground, there may be collisions, both with static object as well as
with other humans, and there may be both impulsive as well as constant perturba-
tions such as wind which can vary both in force and direction. To cope with every
single aspect is very hard and usually a study tries to concentrate on one case and
optimizing the balance for just that.

Stephens and Atkeson [8] presents a paper based on a model called Dynamic
Balance Force Control (DBFC). In their experiments they are mainly testing the
standing balance while pushing the robot or adding weight to it by letting it carry
something. They present good results; however, they mention that the model does
not match the robot. Because of this the actual robot may behave differently, espe-
cially for dynamic motions. They mention that a simple method to remove some
of the modelling issues is to add a state feedback controller such as LQR.

Xing and Liu [7] mentions that most research focuses on instantaneous per-
turbations, while in reality there are constant perturbations which vary in size and
direction. Xing and Liu study the standing balance under both instantaneous and
constant perturbation. They evaluate tests made on the four strategies mentioned in
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the previous section using an LQR feedback controller as well as a proposed opti-
mized controller. They confirm that for each additional joint, the robot can handle
a larger force, both instantaneous and constant, while able to maintain balance and
come to equilibrium.

Furthermore, Xing and Liu use the hip strategy to compare their proposed con-
troller to the LQR controller and conclude that for small perturbations the behavior
is very similar, while for larger perturbations they behave more differently. For
large perturbations their proposed controller moves the robot in the opposite direc-
tion making use of the large hip flexing. Finally they conclude that their proposed
controller can handle larger perturbations than the LQR controller.

Additionally, Dallali et al. [9] is comparing the proportional-integral-derivative
(PID) controller with the LQR controller for bipedal walking of a humanoid robot.
The conclusion is that a multivariable controller such as LQR is needed since there
are significant interactions between the robot links. It is concluded that the LQR is
more robust as well as more energy efficient than the PID controller.

On the other hand, according to Wang et al. [4], the zero moment point (ZMP)
controller is the primary control method used for stable walking of a bipedal robot.
They also mention that the ZMP is widely used for static tasks such as pushing.

From the research articles we have seen, the majority are testing the balance
while either walking or by subjecting the robot to external forces. Most research
articles compare the different strategies and also compare different state feedback
control systems. On the other hand, Runge et al. [6] uses human subjects to study
balance behavior when manipulating the ground on which the subject stand. Giving
the subjects constraints and measuring muscle activation. This research is more
related to what we will study in this thesis since our main objective is to balance
while tilting the ground.

Runge et al. determines that a human subject uses mixed strategies in order to
keep balance, where the ankles are always activate, as has been closely predicted
by models used for robots. This research offers verification that a multiple-linked
model is used as default by humans for better performance if possible and that even
if not entirely accurate, there are models predicting the human behavior.

In short we can conclude that the inverted pendulum model is commonly used
and that generally, a larger amount of joints can handle larger external forces. Our
implementation should be able to confirm this for even larger amounts of joints.
Additionally it seems that even though there seem to be more optimized state feed-
back controllers, the LQR, as we will use, is commonly used with good results. A
good alternative to LQR seems to be the ZMP model which also is widely used and
may be of interest to further evaluate.

Aside from the inverted pendulum model there do exist more complex research
trying to apply neurobiology and sensory feedback aspects into a robot. In such
research, the goal is often to make an ideal representation of a desired animal func-
tion [10]. These models are going beyond only using actuators in order to change
the direction and momentum of the robot, here springs and other forms of impact
related apparatus are essential. A term describing such a model is systems with
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impacts [11] and can be seen as a hybrid using both a controller input as well as a
direct input signal generated by the impacts. The impact generated signal is then a
low energy feedback signal capable of recreating the desired animal functionality
such as high speed, terrain flexibility or good balance efficiently even in hard to
control system [12].

2 Theory

This section is dedicated to explaining the theory relevant for a humanoid robot of
pendulum type. We start by describing our model in Section 2.1 in order to identify
each individual part and describe it using equations. In Section 2.2 we start by
explaining the most simple pendulum case and then move toward a model more
relevant to our case, coupled pendula. In Section 2.3 we show that the inverted
pendulum is very similar to the hanging pendulum and move towards deriving
equations for a pendulum with an arbitrary amount of links. In Section 2.4 we
describe the theory behind a state-feedback controller as well as describing the
commonly used LQR controller and how to obtain the linearized form required to
use LQR. Finally, in Section 2.5, we describe an under-actuated system and how
to add a tilting plane to the equations.

2.1 Model description

This thesis compiles a set of equations and programs in preparation for a future
implementation on an actual humanoid robot. To be able to implement our program
and get realistic output, we need to make sure our model is applicable on the robot.
Hence, this section aims to explain the features of the robot.

The robot is presumably a three-linked inverted pendulum type robot with two
legs. Each joint is comprised of an actuator meant for a rotational motion of the
corresponding upper body part. The ankle joint is connected to the feet which are
fixed in the spatial plane. This means that as opposed to a Segway, our robot can
only move by lifting a leg and taking a step.

As we mentioned before, this thesis focuses on the balancing of a standing
robot, i.e. the step movement of the robot is outside the scope of this thesis. Fur-
thermore, to simplify the equations, we will simplify the model into a one-legged
robot.

2.2 Hanging pendulum

The pendulum is a simple model and yet it can be used to describe the dynamics
of a humanoid robot. A pendulum type humanoid robot is after all basically an
arbitrary amount of coupled pendula. We start with the pendulum model because
it is a basic model that introduces the nonlinear dynamic concepts needed.
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Figure 2: Showing a simple pendulum with length l and point mass m.

A hanging pendulum has a stable equilibrium position at angle θ = 0. If
the pendulum is displaced, the gravitational force will act as a restoring force and
accelerate the pendulum back toward the equilibrium position.

2.2.1 Simple pendulum

We start with the simple pendulum model, see Figure 2. The simple pendulum is a
simplified model of a “real pendulum” with a few assumptions:

• The rod or cord on which the weight swings is massless, non-elastic and
always taut.

• The weight is a point mass.

• Motions occurs only in one spatial plane.

• The motion does not lose energy.

We use the Lagrangian to find the equation of motion (EoM), Euler-Lagrange
equations

d

dt

∂L

∂θ̇
− ∂L

∂θ
= 0, (1)

where the dot notation means the time derivative. The Lagrangian is defined as the
kinetic energy subtracted with the potential energy, L = T − V . For the simple
pendulum the Lagrangian is

6



mg
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Figure 3: Showing a compound pendulum with length l, mass m and a center of
mass (CoM) positioned at l/2.

L =
I θ̇

2

2
+mgl cos(θ), (2)

where I is the moment of inertia and I = ml
2 for a simple pendulum. We use

Eq. (2) to get the EoM

I θ̈ +mgl sin(θ) = 0. (3)

Eq. (3) is a nonlinear differential equation which cannot be solved analytically.
We can however linearize the equation by restricting the angle θ to small angles,
θ � 1. For small angles sin(θ) ≈ θ, and we get the following linear equation
instead

I θ̈ +mglθ = 0. (4)

Eq. (4) can be solved more easily and given the initial conditions θ(0) = θ0 and
θ̇(0) = 0 the equation have the solution

θ(t) = θ0 cos

��
g

l
t

�
. (5)

2.2.2 Compound pendulum

A compound pendulum is a more realistic pendulum model where the rod is not
massless, see Figure 3. Following the same steps as for the simple pendulum we
can derive the equations of motion.

For a rod with a rigid body the moment of inertia is I = ml2

12 around its mid-
point, the position of CoM. This gives us the Lagrangian

7



L =
mv

2

2
+

I θ̇
2

2
+

mgl

2
cos(θ), (6)

where v is the speed of the CoM and have the following relations

s =
l

2
θ, (7)

v =
l

2
θ̇, (8)

v
2 = ẋ

2 + ẏ
2
, (9)

and where x and y is the distance from origin to the position of CoM for corre-
sponding axis and pendulum. Using the relations in Eq. (7) through Eq. (9) we can
express v in terms of θ̇ and simplify, which gives us

L = 2I θ̇2 +
mgl

2
cos(θ). (10)

From this we can derive the EoM

4I θ̈ +
mgl

2
sin(θ) = 0, (11)

which given initial conditions can be solved using Runge-Kutta or some other
ODE-solver.

2.2.3 Two-linked pendulum

Let us now handle a case of coupled pendula, the two-linked pendulum, see Figure
4. We start by expressing the Lagrangian once again,

L =
m1v

2
1

2
+

m2v
2
2

2
+

I1θ̇
2
1

2
+

I2θ̇
2
2

2
−m1gy1 −m2y2. (12)

Since the velocity v and the vertical displacement y is relevant for the CoM we
need to find the position of the CoM. Assuming that the pendulum is hanging from
origin and each pendulum has its CoM at l

2 we can express the position of each
CoM with

x1 =
l1

2
sin(θ1), (13)

y1 = − l1

2
cos(θ1), (14)

x2 = l1 sin(θ1) +
l2

2
sin(θ2), (15)

y2 = −l1 cos(θ1)−
l2

2
cos(θ2). (16)
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m1g

CoM1

CoM2

m2g

l1

l2

Figure 4: Showing a two-linked pendulum where each pendulum have individual
length, mass, angle and position of CoM.

Since we know the relations in Eq. (7) through Eq. (9) we can rewrite and simplify
our Lagrangian into the still somewhat tedious form

L =
m1l

2
1

6
θ̇
2
1 +

m2l
2
2

6
θ̇
2
2 (17)

+
m2l1

2

�
l1θ̇

2
1 + l2θ̇1θ̇2 cos(θ1 − θ2) + 2g cos(θ1)

�

+
m1gl1

2
cos(θ1) +

m2gl2

2
cos(θ2).

For this two-linked pendulum we have two equations of motion, each describing
one of the pendulums

d

dt

∂L

∂θ̇1

− ∂L

∂θ1
= 0, (18)

d

dt

∂L

∂θ̇2

− ∂L

∂θ2
= 0. (19)

The equations of motion finally become

0 =
�
m1

3
+m2

�
l
2
1θ̈1 +

�
m1

2
+m2

�
gl1 sin(θ1) (20)

+
m2l1l2

2

�
θ̈2 cos(θ1 − θ2) + θ̇

2
2 sin(θ1 − θ2)

�
,

9



0 =
m2l

2
2

3
θ̈2 +

m2gl2

2
sin(θ2) (21)

+
m2l1l2

2

�
θ̈1 cos(θ1 − θ2)− θ̇

2
1 sin(θ1 − θ2)

�
,

for pendulum one and two respectively. We notice that these two equations are
coupled. To simplify computations as well as giving a better visualization we can
instead write this in matrix form using a mass-matrix M and a forcing-matrix F .
We then get

Mq̈ = F, (22)

where

M =

� �
m1
3 +m2

�
l
2
1

m2l1l2
2 cos(x1 − y1)

m2l1l2
2 cos(x1 − y1)

m2l22
3

�
, (23)

F =

�−m2l1l2
2 sin(x1 − y1)y22 −

�
m1
2 +m2

�
gl1sin(x1)

m2l1l2
2 sin(x1 − y1)x22 − m2gl2

2 sin(y1)

�
, (24)

q̈ =

�
θ̈1

θ̈2

�
. (25)

Finally, inverting matrix M decouples the θ̈ variables from the two equations.

2.3 Inverted pendulum

The inverted pendulum is a model better describing our humanoid robot as it is a
standing model rather than a hanging model. As opposed to the hanging pendulum
though, the inverted pendulum has an unstable equilibrium position. If the pendu-
lum is displaced, the gravitational force will accelerate the pendulum further away
from the equilibrium position in the direction initially displaced. Because of this,
robots based on the inverted pendulum model need an added force in order to main-
tain a standing position, in our case this added force come from actuators located
at the joints. Each joint actuator acts on the corresponding upper body part. We
can see in Figure 5 how the actuator acts on each body part and what directional
movement of the joint this would result in, assuming the bottom joint is not fixed
to the plane.

As we will see in our equations, the inverted pendulum is identical to the hang-
ing model. However, for practical reasons, the angles are defined differently which
results in the sign before the potential energy being inverted. We will start again
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Figure 5: For a two-linked inverted pendulum with two joint actuators we can see
what rotational movement from the actuator results in what linear movement of
the corresponding joint, assuming that the bottom joint is not fixed to the ground.
Clockwise rotational movement of the joint give rise to a force moving the joint in
negative x direction and vice versa.

from the beginning with a one-linked pendulum and work our way to a arbitrary
amount of linked pendulums. We will however skip the simple pendulum model
and only consider compound pendulums.

2.3.1 Single-link pendulum

For a single-link inverted pendulum with CoM located at l
2 , see Figure 6, the La-

grangian is

L =
mv

2

2
+

I θ̇
2

2
− mgl

2
cos(θ). (26)

Notice here that the potential energy is of opposite sign compared to the hanging
pendulum case. Simplifying gives us

L = 2I θ̇2 − mgl

2
cos(θ). (27)

And the EoM

4I θ̈ − mgl

2
sin(θ) = 0. (28)

2.3.2 Two-linked pendulum

Here we use the same model as in Section 2.2.3, only instead of hanging it is now
standing. We start with the expression for the Lagrangian

L =
m1v

2
1

2
+

m2v
2
2

2
+

I1θ̇
2
1

2
+

I2θ̇
2
2

2
−m1gy1 −m1gy2. (29)
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l

CoM

Figure 6: A single-link inverted compound pendulum of length l, mass m and CoM
positioned at l

2 .

To simplify the Lagrangian we need the positions of the two pendulas CoM. These
are given by

x1 =
l1

2
sin(θ1), (30)

y1 =
l1

2
cos(θ1), (31)

x2 = l1 sin(θ1) +
l2

2
sin(θ2), (32)

y2 = l1 cos(θ1) +
l2

2
cos(θ2). (33)

The Lagrangian then become

L =
m1l

2
1

6
θ̇
2
1 +

m2l
2
2

6
θ̇
2
2 (34)

+
m2l1

2

�
l1θ̇

2
1 + l2θ̇1θ̇2 cos(θ1 − θ2)− 2g cos(θ1)

�

− m1gl1

2
cos(θ1)−

m2gl2

2
cos(θ2).

And the two equations of motion are

0 =
�
m1

3
+m2

�
l
2
1θ̈1 −

�
m1

2
+m2

�
gl1 sin(θ1) (35)

+
m2l1l2

2

�
θ̈2 cos(θ1 − θ2) + θ̇

2
2 sin(θ1 − θ2)

�
,
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0 =
m2l

2
2

3
θ̈2 −

m2gl2

2
sin(θ2) (36)

+
m2l1l2

2

�
θ̈1 cos(θ1 − θ2)− θ̇

2
1 sin(θ1 − θ2)

�
.

2.3.3 n-linked pendulum

As we have seen previously, for each added link on the compound pendulum prob-
lem, we get a total of three additional terms to our Lagrangian, two terms for the
kinetic energy and one term to the potential energy. Thus we can express the La-
grangian as

L =
n�

i=1

�
mil

2
i

2
+

Iiθ̇
2
i

2
−migyi

�
. (37)

Knowing this relation there is little point in keep doing the calulations by hand
and getting longer and longer equations. Instead, we can automate the assembly
of the Lagrangian and the equations of motion using a programming language and
preferably a symbolic package. We have chosen to code this automation using
Python and the symbolic package SymPy.

We let the user input relevant data such as amount of links n, lengths, masses
etc. and insert into numerical arrays. For each variable we assemble an array
where each element corresponds to information about a particular link. We then
have arrays on the form variable = [element0, element1...elementn−1], where
variable could be for instance the masses or the lengths and elementi is that
corresponding variable value for the i+ 1 linked pendula.

We do the same for the unknowns θ and θ̇, these are however inserted as sym-
bolic arrays. We can now use these arrays to assemble the Lagrangian since we
know what terms are included. The symbolic package offers a wide range of math-
ematical functionality, as such it is not hard to find the equations of motion using
the Lagrangian. Finally we use the equations of motion to extract a mass- and
forcing-matrix.

Our matrices are now of the symbolic type, to be able to do calculations on
them we need to first cast them to numerical types. This is done by using the com-
mand lambdify. Once of numerical types, we can solve the system by providing
initial conditions and using an ODE-solver.

2.4 Control theory

In this section we will introduce the terms control theory and feedback as well as
describing the basics around these terms. We will then go on and explain LQR,
which is a widely used state controller. The theory about control engineering is
described in many books and thus we will only provide a brief introduction to

13



u(t)

d(t)

Y(t)S

Figure 7: A simple system with one user input, one output and a disturbance input.

Controller System
Reference Output

System  
input

Figure 8: Open-loop controller describing the flow from input through controller
and to output.

the subject. For more extensive information the reader is encouraged to read for
instance [13].

Control theory is the theory of influencing the behavior of a dynamic system
in order to get a desired output at a minimum cost. It is used in a variety of fields
and one simple example is the cruise control for automatic regulation of a vehicles
throttle in order to maintain a constant speed. A basic system can be described
with two inputs and one output, see Figure 7. Here the input u(t) is the time-
dependent variable manipulated in order to influence on the system behavior. d(t)
is an external disturbance for which u(t) is regulated and y(t) is the output variable
we want regulated. In the cruise control analogy, y(t) would be the speed, u(t)
would be the throttle and d(t) would be the ground going uphill or downhill and the
wind friction for instance.

There are two types of controllers, an open-loop controller, see Figure 8, and a
closed-loop controller, see Figure 9. If we remove d(t), the cruise control example
can be described as an open-loop controller. Doing this, the car cruise problem
would be primitive, since we now do not regulate, instead we only keep a constant
throttle u(t) and not necessarily a constant speed y(t). In a closed-loop controller
we would instead use the information from y(t) and d(t) to regulate the input u(t) in
cases where the speed y(t) is not the desired speed. Using the output information
and sending it back to regulate the input is called feedback.

The cruise-control problem is relatively easy and falls into the category of a
linear control theory and is described by a linear differential equation. The balanc-
ing n-pendulum problem on the other hand is described by a multiple of nonlinear
differential equations and falls into the nonlinear control theory category which is
more complex and covers a wider class of systems and applies to more real-world
systems. We can however linearize the pendulum equations by restricting the angle
θ to small angles and thus move our problem into domain of linear control theory.

Since the n-pendulum problem potentially may have more than one link, each
link need to gather information from all other links and use feedback in order to
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Figure 9: Closed-loop controller showing how the input is regulated by the output
using feedback.

actuate each link correctly to keep a balancing posture. We will thus be using a
closed-loop controller with feedback for our problem.

2.4.1 Linear-quadratic regulator (LQR)

LQR is one of many linear controllers, describing a closed-loop controller. It is es-
sentially an automated way of finding an appropriate feedback controller. LQR can
be applied on a system described by a set of linear differential equations, Eq. (38),
where the solution is given to minimize a quadratic cost function, Eq. (39). The
continuous LQR cost function look like Eq. (39), in our case though, to get a nu-
meric value for cost, we use a discretized form.

ẋ = Ax+Bu, (38)

J =

� ∞

0

�
x
T
Qx+ u

T
Ru

�
dt. (39)

Here Q and R are weighting factors given by the user in order to find the optimal
controller for their particular model. Finding appropriate Q and R is the biggest
challenge of LQR and need to be tweaked in an iteration of tests to verify the best
results. u is described as Eq. (40) and is the factor that minimizes the LQR cost,

u = −Kx, (40)

where K is given by

K = R
−1

B
T
P (t), (41)

and P is found by solving the differential equation Eq. (42), called continuous time
Riccati differential equation [14]
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A
T
P (t) + P (t)A− P (t)BR

−1
B

T
P (t) +Q = −Ṗ (t), (42)

using the boundary condition

P (t1) = F (t1). (43)

As we said before, choosing Q and R is the hard part of using LQR efficiently.
However, in order to get a well-defined J , we need to choose Q to be symmetric
and positive semi-definite, Q = Q

T ≥ 0, and choose R to be symmetric and
positive definite, R = R

T
> 0. This will lead to x

T
Qx ≥ 0 and u

T
Ru to always

be positive. This translates to choosing Q and R such that the eigenvalues are non-
negative and positive respectively. An easy way, and very intuitive for the problem,
to choose such values is to set Q and R to be diagonal. In this case all the diagonal
elements need to be non-negative and positive for Q and R respectively.

If we concentrate on Q for a moment and consider the system

x = [θ1, θ2, θ̇1, θ̇2]
T
. (44)

With x as described above, we know that Q = 4 × 4 matrix and we can divide it
into four domains

Q =

�
Q1 Q2

Q3 Q4

�
, (45)

(46)

where each domain is a 2 × 2 matrix. Let us now set Q1 = Q4 = I2 and Q2 =
Q3 = 0, this will result in

x
T
Qx = θ

2
1 + θ

2
2 + θ̇

2
1 + θ̇

2
2. (47)

This feels very intuitive, for large angles θ, or large angle velocities θ̇ we get a large
cost, so in order to minimize cost we need to minimize the angles, thus we will be
balancing the system. On the other hand, if we choose Q2 and Q3 �= 0, we get
mixed terms, such as for example θ1θ̇1. What this means in relation to balancing
is no longer intuitive, and probably not a desired behavior. However, as long as we
can guarantee that xTQx ≥ 0, J is still well-defined.

For the sake of intuition, we will restrict our Q and R as diagonal matrices for
all of our tests and evaluations.
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2.4.2 Linearization

As we mentioned in Section 2.4, our pendulum problem is described by nonlin-
ear differential equations and we want to linearize these in order to implement the
linear feedback controller. To linearize the nonlinear terms we use a linearization
algorithm that approximates trigonometric terms using a small angle approxima-
tion, stating that for small angles

sin(θ) = θ, (48)
cos(θ) = 1, (49)

θ << 1. (50)

In order to achieve the correct linearization it is important to linearize the cor-
rect equation, namely the EoM. Doing the linearization earlier does not guarantee
that new nonlinear terms will not be created. And linearizing at a later time is not
possible since the EoM is our final equation for the pendulum. To linearize an
equation f(x, y, z) = g(x)y − h(z) = 0 around the points (x0, y0, z0) we use the
linearization algorithm

f̂(x, y, z) = f(x0, y0, z0) +
∂f

dx
|x0,y0,z0(x− x0) +

+
∂f

dy
|x0,y0,z0(y − y0) +

∂f

dz
|x0,y0,z0(z − z0), (51)

where f̂ is the linearized approximation of f .
As an example, consider the hanging simple pendulum. The corresponding

EoM as described in Eq. (3) is

I θ̈ +mgl sin(θ) = 0.

This equation is on the form f(θ, θ̈) = 0. Applying Eq. (51) gives us

f̂(θ, θ̈) = 0 +mgl cos(θ0)(θ − θ0) + I(θ̈ − θ̈0). (52)

Evaluating around the points (0, 0) gives us

f̂(θ, θ̈) = mglθ + I θ̈, (53)

as was also shown in Eq. (4).
The linked pendulum is however a little more difficult to linearize. Consider a

system described by f(q), where
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f =

�
f1

f2

�
, q =

�
q1

q2

�
.

Here the linearization algorithm need to be applied on matrices. How this is done
is shown in the following steps for

f̂(q) = f(q0) +
∂f

dq
|q0 (q − q0) . (54)

Writing this in matrix form yields

�
f̂1(q)

f̂2(q)

�
=

�
f1(q0)

f2(q0)

�
+

�∂f1
dq1

|(q1,0),(q2,0)
∂f1
dq2

|(q1,0),(q2,0)
∂f2
dq1

|(q1,0),(q2,0)
∂f2
dq2

|(q1,0),(q2,0)

��
q1 − q1,0

q2 − q2,0

�
, (55)

Doing the matrix operations we can verify how to translate Eq. (54),

f̂(q) =

�
f̂1(q1, q2)

f̂2(q1, q2)

�
=

=

�
f1(q1,0, q2,0) +

∂f1
dq1

|(q1,0),(q2,0) (q1 − q1,0) +
∂f1
dq2

|(q1,0),(q2,0) (q2 − q2,0)

f2(q1,0, q2,0) +
∂f2
dq1

|(q1,0),(q2,0) (q1 − q1,0) +
∂f2
dq2

|(q1,0),(q2,0) (q2 − q2,0)

�
.(56)

2.4.3 Manipulator equation

The equation for the EoM has the form of the standard manipulator equation [15],

H(q)q̈ + C(q, q̇)q̇ +G(q) = D(q)u, (57)

where u = [τ1...τn]T is the output received from the feedback controller. For
our case, D is set as a diagonal matrix of ones. Setting D = In, the identity
matrix, gives us a fully-actuated system, which means that each pendulum can be
commanded an angle acceleration. D is the easiest way of “turning” a specific
actuator on or off in order to achieve an under-actuated system. For instance, if
we do not have an actuator operating on the first pendulum, we can scale the first
column in the D matrix while also removing the first element in the u vector. We
are now not able to accelerate the first pendulum, thus having an under-actuated
system. Eq. (58) describes this for a three linked pendulum,

Du =




1 0 0
0 1 0
0 0 1








u0

u1

u2



 ⇒ Du =




0 0
1 0
0 1




�
u1

u2

�
=




0
u1

u2



 . (58)
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Expressing the EoM using the manipulator form offers a more intuitive feel
about the content, in relation to Eq. (22), as well as helps with the linearization as
we will see. We have previously seen that in order to use LQR, we need to express
our equation on the form of Eq. (38). We see that this form is linear, while our
current equation is nonlinear. We thus need to linearize our equation. If we move
all terms of Eq. (57) to one side and call it f we get

f(q, q̇, q̈, u) = H(q)q̈ + C(q, q̇)q̇ +G(q)−D(q)u = 0. (59)

To simplify further writings we introduce the following relations

(qu0) = (q0, q̇0, q̈0, u0), fq =
∂f

∂q
|(qu0),

p = q − q0, fq̇ =
∂f

∂q̇
|(qu0),

ṗ = q̇ − q̇0, fq̈ =
∂f

∂q̈
|(qu0),

p̈ = q̈ − q̈0, fu =
∂f

∂u
|(qu0).

up = u− u0,

Now applying the linearization algorithm, Eq. (51), on it and using the above rela-
tions we get

f̂(q, q̇, q̈, u) = fqp+ fq̇ṗ+ fq̈p̈+ fuup = 0. (60)

And finally, moving p̈ to the other side we get

p̈ = f
−1
p̈ (−fqp− fq̇ṗ− fuup) . (61)

For the final step we need to add the definitions

x = p,

y = ṗ,

ẋ = y.

And from the definitions we can write our equation as

�
ẋ

ẏ

�
=

�
0n,n In

−f
−1
p̈ fq −f

−1
p̈ fq̇

� �
x

y

�
+

�
0n,n

−f
−1
p̈ fu

� �
up

�
, (62)

described as block matrices. Notice now that our equation is on the desired form
ẋ = Ax + Bu and can now be used with LQR. Here, the matrix corresponding
to A is 2n × 2n and the matrix corresponding to B is 2n × n, while the x and u

matrices are 2n× 1 and n× 1 respectively.
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2.5 Under-actuated system

Consider our pendulum problem, an under-actuated system is a system where at
least one of the joints is not represented by an actuator. This means that, as opposed
to a fully-actuated system, we cannot instantly rotate an arbitrary pendulum, thus
under-actuated systems are harder to control. Being able to represent an under-
actuated system is desirable in robotics. Take a fully-actuated humanoid robot as
an example. If one of the actuators break, we do not want the robot to immediately
fall over, instead, we want the other working actuators to compensate for the broken
one and still maintain a balance.

In Eq. (57) we mentioned that the D matrix acts as an on/off matrix for the
actuators in response to the input. In other words, removing a column in D as well
as removing the corresponding element in u we have changed our system into an
under-actuated system, Eq. (58).

2.5.1 Tilting plane

The tilting plane is meant as a disturbing force, forcing the balanced pendulum out
of its upright position. Using a disturbing force such as impulses or constant forces
simulating for instance the wind is widely used by other researchers. We on the
other hand, will use a tilting plane.

The plane is defined as the ground on which the pendulum stands on. The
tilting plane has its rotational axis slightly below the rotational axis of the first
pendulum, see Figure10. If the rotational axis would be the same, a friction would
need to be introduced between the pendulum and the tilting plane. Otherwise these
two would not affect each other. This model on the other hand is more realistic,
since the elevation can be considered a foot and the rotational axis the ankle, as
well as overrides the need for a friction.

As the plane rotates, so does the pendulum. In essence, the plane can be de-
scribed as an additional actuator working on the first pendulum. As such, we can
describe the tilting plane as an additional pendulum with a large mass and a short
length. So when we build the pendulum system, we can now let the first pendulum
represent the plane, or more specific, the normal of the plane. However, we do not
want the plane actuator to be influenced by the feedback controller, and thus we can
say that the system including the tilting plane is a special case of under-actuation.

Since we want an under-actuated system we need to remove the first column
from D and the first element in u, as was described in the previous section. How-
ever, since we do not want LQR to be influenced by the plane, we need to also
remove the cost dependency by scaling the A and Q matrix as well. A is scaled by
removing the first row and the first column while Q is scaled by removing both the
first and n:th row as well as the first and n:th column.

We now have a tilting plane whose angle is set as an initial condition and with
no dependency on LQR. However, it would be desirable to be able to manipulate
the plane angle during run time. This can be achieved by adding Ev as a term to
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Figure 10: A pendulum on a tilting plane. Notice that the rotational axis of the
pendulum is slightly above the rotational axis of the plane. This can be compared a
foot where the foot is fixed to the plane and can only rotate around the ankle which
is slightly elevated from the ground.

Eq. (57),

H(q)q̈ + C(q, q̇)q̇ +G(q) = D(q)u+ Ev. (63)

The added term Ev will serve as an input to the system only manipulating the
plane. In this case, E is a value and v is a vector with its first element being a
time dependent variable, or a variable manually inputted by the user during run
time, and the rest elements set to zeros. This corresponds to only acting on the
first actuator. Setting v[0] = f(t) we have a pendulum system with a tilting plane
whose angle acceleration varies with f(t) during run time.

3 Program

This section is dedicated to explaining why we chose to write the software in
Python as well as the system requirements and inputs and outputs of the software
that has been written and used to gather results. We will start by describing a few
choices of environments on which we could have made our program and explain
why we chose Python. We then move on to describe what systems the software
has been tested on and what additional software is required in order to run the pro-
gram. In Section 3.3 we will explain the required inputs to run the program and the
outputs received.
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3.1 Choice of environment

There are a multiple of environments on which this program could have been im-
plemented. The different environments can be divided into two separate groups, a
simulation environment and a coding environment.

A simulation environment is defined as an environment where basically all
modules are ready and you can choose from menus what you want to use and
you insert mathematical expressions rather than code. Mathematica and Simulink
falls under this category. A coding environment on the other hand is defined as a
programming language, an environment where you control almost everything by
writing code. As we said, programming languages falls under this category. How-
ever, some programming languages are more suitable than others for computational
purposes. The ones we will discuss in this section is Python, C/C++, Fortran and
Matlab.

3.1.1 Simulation environments

A simulation environment offers a vast amount of modules ready to be used and can
be considered user-friendly since it removes the obstacle of having to learn how to
code and instead rely on mathematics. Such an environment offers means to adjust
the mathematical model as well as tweaking the parameters. Furthermore, the pop-
ular simulation environments also let the user take advantage of high-performance
tools such as profilers or parallelizing over the CPU or GPU.

However, being such a handy tool it comes with some restrictions and draw-
backs. The more popular tools such as Simulink and SystemModeler, based on
Mathematica, cost a great deal for a license. There are free alternatives, however,
these tend to not be as extensive. Another major draw-back is its lack of porta-
bility. First of all, they are not always supported on all operating systems, and
furthermore, a program made on one PC often requires specific versions of the en-
vironment to be able to run on another PC. This makes a simulation environment
hard to use over a longer time since modules will become deprecated and also in
larger groups when sharing is important.

Additionally, flexibility may also be an issue in simulation environments, not
only because most modules will be fixed and not offer modulation of the function-
ality but also because most modules will be proprietary and the user is forced to
trust that the module do what it claims.

In this project we chose not to use a simulation environment because of the
cost issue as well as the need to have flexibility and portability. Also, coding was
part of the project objectives and as such a coding environment was chosen.

3.1.2 Coding environment

A coding environment, i.e. a programming language, most often offers a lot more
flexibility and portability. On the other hand, the user must know how to write a
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program using code. There exist a vast amount of programming languages, how-
ever, not all are suited for computational purposes. In this section we will only
concentrate on a few popular choices within the computational sciences program-
ming community, Python, C/C++, Fortran and Matlab.

We will start with Matlab since this is a special case. Matlab is a very pop-
ular tool for programming towards computational sciences and is a package deal
including the entire IDE (integrated development environment). Matlab is focused
on matrix and linear algebra operations and have many ready to use modules and
functions. In the Matlab IDE there is also a very handy workspace that is great for
tracking the values during debugging.

Matlabs popularity is mainly because of its ease of use. The interface is very
user-friendly and the scripting syntax is fairly easy and intuitive. It also offers
simple tools for simulation and visualization which in many other programming
languages may be hard to use.

On the down-side, Matlab is fairly expensive per license and its modules are
proprietary, making up two of the three major flaws. The third major flaw is that
Matlab is considered slow compared to other programming languages. Matlab is
an interpreted programming language meaning that the code is translated during
run time as the program is running through it and is one of the reasons it is slow.
On the other hand, Matlab offer means of calling functions written in other pro-
gramming languages and thus makes up for its lack of speed while at the same
time emphasizing its interface functionality. Doing the GUI (graphical user inter-
face) and visualizations in Matlab while using for instance C programming to do
the calculations is a commonly used method which enhances the speed greatly.

C, C++ and Fortran are widely used for scientific computing as they are all
considered very fast and are free. C++ and Fortran both offers object oriented
programming which may be handy in some applications. Notice that C only offers
functional programming and structs. The three languages are very similar and they
are all relatively low-level programming, compared to Matlab and Python, which
makes them much more complex to use. On the other hand, the user can freely
control the memory allocations making these the clear choice when working with
performance and memory restricted applications.

Like Matlab, there are ready to use modules for C, C++ and Fortran as well,
these however need to be downloaded and included separately into the program.
All modules are open-source and the user can freely verify and make changes to
suit its particular application.

As we said, C, C++ and Fortran are more low-level than Matlab and Python
and thus much harder to learn and implement. Also, using graphical tools for
visualization of results is much harder and often users use a second environment
such as Matlab to do this. They are also highly portable as they can be run on all
platforms and PC’s as long as they are compiled on that particular PC. Finally, they
all offer powerful profilers and parallelization tools to improve performance.

Python is, like Matlab, a scripting and interpreted language. It is fairly high-
level making it rather easy to understand. It was designed with readability as a
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focus. Like Matlab, memory management is handled automatically which is a
reason it is easier to use. On the other hand, this is also the reason why it is slower
than C, C++ and Fortran.

Python is a free programming language with a vast amount of open-source
packages to be downloaded and used freely. Python is very similar to Matlab except
that it lacks the complete IDE of Matlab. However, compared to Matlab, Python is
fast. A lot of the modules made for Python is written in C and Fortran code which
is a reason for it being fast. Also, like Matlab, it is easy to create GUI and visualize
results in graphical components.

Furthermore, the user can use special packages such as Cython which allows
for manual handling of the memory allocation for critical parts. Cython translates
the Python code into C code which makes the code run faster.

For this project Python has been chosen as the coding environment because the
already existing program was written in Python. Also, Python being free compared
to Matlab while it is still easy to visualize results and is highly flexible are the main
reasons we chose Python. Lastly, Python has a powerful symbolic package SymPy
which have been used extensively. SymPy includes already made functions for
many of the common operations in scientific computation.

3.2 System requirements

The program has been tested on two systems with Python version 2.7.8:

System 1

• Windows 7

• Intel i5 3570K, 3.4 GHz quad-core

• 8 GB DDR3 RAM

System 2

• Ubuntu 14.04

• AMD Turion II Neo K685, 1.8 GHz dual-core

• 4 GB DDR3 RAM

Packages required to run the program are:

• SymPy - Version 0.7.5 (version 0.7.4.1 has been confirmed as not working
with this program)

• NumPy - Version 1.8.1

• SciPy - Version 0.14.0
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• control - Version 0.6.6

• slycot - Version 0.1.1

• matplotlib - Version 1.3.1

Furthermore, in order to save an animation of the simulation, it is required that
FFmpeg or similar is installed on the computer.

3.3 Code

The program requires various input parameters. At the moment these are given by
changing the code, however, for future use, the user is encouraged to either add a
GUI for parameter input or read inputs from a text file.

The inputs required are:

• int timeStop - How long to run the calculations for.

• int timeSteps - How many time steps to use in the simulation (dt = timeStop/timeSteps).

• boolean hasTiltingPlane - Use a tilting plane or not.

• boolean hasTiltingPlaneLQR - Specifies if LQR knows about the tilting
plane or not.

• boolean doLinearize - To linearize or not. Automatically set to True if
doLQR == True.

• boolean doLQR - Use LQR or not.

• boolean doPlotEnergy - Plot the energy over time or not.

• boolean doCalculateInput - Calculate and plot the controller input over
time for each pendulum or not.

• boolean doCalculateCost - Calculate and plot the controller cost over time
or not.

• boolean doPlotAngles - Plot the angles over time for each pendulum or not.

• boolean doSimulate - Show a simulation of the calculations or not.

• boolean doAnimate - Save an animation of the simulation in .mp4 format
in current folder or not.

• boolean hasActuator - Do the pendulum have an actuator joint? Used to
assemble the D matrix (notice, each pendulum requires separate hasActuator
boolean).
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• int n - Amount pendulums (notice, if hasTiltingPlane == True, then n =
n+ 1. The tilting plane is represented by the first pendulum.

• float l - Length of pendulum (notice, each pendulum requires separate length).

• float m - Mass of pendulum (notice, each pendulum requires separate mass).

• float CoM - Position for center of mass (notice, each pendulum requires
separate CoM). Remark: This value should be set to 0.5 for a correct physical
behavior for compound pendulums.

• float initTheta - Initial angle position (notice, each pendulum requires sep-
arate initial angle position).

• float initThetap - Initial angle velocity (notice, each pendulum requires sep-
arate angle velocity).

• float point - Working angle for which to linearize (notice, each pendulum
requires separate working angle).

• float dampingCoeff - The damping coefficient for each pendulum (notice,
each pendulum requires separate damping coefficient).

• Q - The Q weighting matrix for LQR.

• R - The R weighting matrix for LQR.

The output from the program is the angles, θ, and velocities, θ̇, for each pendu-
lum at each time step. Furthermore, if chosen, additional data such as LQR cost, J ,
and controller input, u, is also available as output as well as an animation in .mp4
format.

4 Results

The results are divided into four parts. First we try to verify our program for the
case of falling pendulums. Here we show that the energy is conservative in cases
with no friction and show that the pendulum behaves as expected for different
lengths and masses. Secondly we show that the implementation of LQR works
and that the pendulums are balancing properly. We show different behaviors by
changing the cost matrices Q and R and explain the results. Afterwards we add the
tilting plane and show that it has the expected effect on the pendulums. Finally we
do a brief performance analysis of the program based on the execution time.
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Figure 11: Showing the energy for a single falling pendulum started at 0.1 radians
with no friction. We can see that the fluctuation is very small and the energy can
be considered conserved. Tolerance rtol = atol = 10−5 is used here.

4.1 Falling pendulum

Here we show that our model and program code is working in the case of the falling
pendulum, i.e. no LQR or tilting plane. Since we do not have any external forces
working on our system we expect it to be a conservative system, meaning that the
system energy should be constant. The energy is calculated as the kinetic energy
and the potential energy added together,
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2
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Plotting the energy over time for a single pendulum, see Figure 11, shows that the
energy is almost constant. It is fluctuating, whereas the difference between the
maximum and minimum energy is very small. This is because of calculations done
with float variables which are rounded and also because of the tolerance set on the
ODE solver odeint. The tolerance of odeint may be set using rtol and atol which
corresponds to real and absolute tolerances and is the tolerance for which the solver
performs an error control. When we say tolerance, we are referring to both atol and
rtol being used with the same value.

To verify that the energy is conserved and that the fluctuations are originating
from accuracy issues, we can plot the difference between the maximum energy
and the minimum energy over a timeframe and compare to the same plot using
a smaller tolerance, see Figure 12. From this figure we can see that the energy
difference decreases as we decrease the tolerance. This gives us a good indicative
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Figure 12: Showing the difference between the maximum energy and minimum
energy for different tolerances of odeint. We see that for a smaller tolerance the
energy difference decreases. Both the y-axis and the x-axis are shown as logarith-
mic.

that the system energy really is conserved. From now on, all experiments will be
done using a tolerance of 10−5 unless otherwise stated.

Plotting the angles for the falling pendulum we expect to see a periodic sinus
curve with the same amplitude at each turn. Figure 13 shows exactly this. We can
see that the pendulum starts at 2 radians and turns at around 4.25 radians (4.28
radians to be exact). Notice that 4.28 radians corresponds to −2 radians.
However, decreasing the tolerance to 10−3 and releasing the pendulum at 0.1 ra-
dians, starting in a clockwise direction, we can see in Figure 14 that there is an
abnormality occurring. The figure is showing that instead of turning, once back
at 0.1 radians, the pendulum instead seems to have gained energy and is pushing
past 0.1 radians and even past the 0 radians mark and thus continuing to rotate
counterclockwise. Reducing the tolerance to 10−4 removes this abnormality and
the system returns to being periodic. Reducing the tolerance further to 10−5 shows
that there is no big changes in the resulting angles. Because of this, higher toler-
ances than 10−4 are not recommended since they do not guarantee high enough
accuracy and a correct behavior, and therefore, as earlier stated, all the coming
experiments will be done using tolerance 10−5 if not otherwise stated.

For the last experiments on falling pendulums we use a case with three pen-
dulums. All pendulums start at the same initial angle of 2 radians. In Figure 15
all pendulums have the same mass and length. For this model, it is hard to predict
what a plot of the angles should look like. Figure 15 shows a somewhat periodic
curve of three pendulums with some fluctuations due to the impact on each other.
This is not at all unexpected behavior but cannot easily be verified as correct.

In Figure 16 we test a model where we are better able to predict the outcome.
Here the two innermost pendulums have the same lengths and are much longer
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Figure 13: The periodic angles of a single falling pendulum starting at 2 radians
and turning at −2 radians.

Figure 14: The figure is showing that using tolerance 10−3 and initial angle 0.1
radians, giving the pendulum an initial rotation in clockwise direction, disrupts the
expected behavior. Instead of the periodic behavior, the pendulum seem to gain
energy and keep rotating counterclockwise. Lowering the tolerance to 10−4 fixes
this issue and hence higher tolerances are not recommended.
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Figure 15: Three pendulums with the same masses and lengths and initial angle 2
radians.

than the outermost, third, pendulum. The third pendulum instead have a much
larger mass than the two innermost. We expect this system to behave as a sim-
ple pendulum system with only one pendulum, which is visualized as one periodic
curve. Figure 16 shows that for this case, all the pendulums become more synchro-
nized and acts as if only one, exactly what was expected. Increasing the mass of the
third pendulum or decreasing its length relative to the two inner pendulums would
show as the three curves being even more overlapped with smaller fluctuations.

4.2 LQR

In this section we try to show that the LQR implementation is working properly.
Notice though that the objective is not to find the optimal values for the weighting
matrices Q and R and thus we just use some different values to illustrate the effects.
We will use Q = I2n and R = Iact as default values in these experiments unless
we tell differently. Here act is the amount of actuated pendulums. Additionally,
we set a limiter on the actuators, limiting the controller input, to a default value of
±150Nm per actuator.

We divide this section into two parts, the first showing results for the fully-
actuated system and the second for an under-actuated system. In all coming ex-
amples, all the pendulums will have the same masses and lengths if not otherwise
stated.

4.2.1 Fully-actuated

The system is fully-actuated when all pendulums have an actuator attached to it so
that it may change its angle. We start with a simple system of only one actuated
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Figure 16: Three pendulums where the outermost, third, pendulum is much heavier
and much shorter in relation to the two innermost pendulums. All pendulums have
the initial angle 2 radians. The fluctuations are small and it reminds of a simple
pendulum with a massless rod and a point mass.

pendulum starting at angle 0.5 radians, Figure 17. We use this example to illustrate
the expected behavior. As is seen in Figure 17, the pendulum starts at an angle 0.5
radians and is slowly moving towards 0 radians, where it later stabilizes.

In Figure 18 we show another simple example where we have a single pen-
dulum starting at 0 radians but with an initial angle velocity of 2 radians/second.
Again we see the expected behavior where the initial angle velocity pushes the pen-
dulum away from the balancing equilibrium and the actuator is working to move
the pendulum back.

Let us now move on to a more complex case where we rerun the last example
but for three pendulums. We let all the pendulums start at 0 radians where each
have an initial angle velocity of 2 radians/second. In Figure 19 we show how the
pendulums are being pushed away from the balancing equilibrium and where the
actuators are working to move them back. Notice how the third pendulum is be-
ing pushed the farthest. This is expected, partly because when the first pendulum
moves it drags the second pendulum which in turn drags the third pendulum result-
ing in an additional accumulated velocity. And secondly, to minimize the system
cost, LQR applies the least torque on the outer pendulums as is also described
below.

Additionally, in Figure 20 we show how the actuators are working for each
pendulum. Notice that the actuator of the first pendulum is generating the largest
torque. This is due to the first pendulum having to consider the weight of all pen-
dulums. Also, the outer pendulums actuator has a negative impact on the inner
pendulums as was explained in Figure 5.

Finally for this example we show the system cost given from Eq. (39). We see
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Figure 17: A single pendulum starting at an angle 0.5 radians and slowly moving
towards balancing at 0 radians.

Figure 18: A single pendulum starting at an angle 0 radians with an initial angle
velocity of 2 radians/second.
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Figure 19: Showing three pendulums with the initial angle 0 radians and an initial
velocity of 2 radians/second for each pendulum. The further away a pendulum is
from origin, the more is the added effect to the angle displacement.

Figure 20: Showing the controller input on the actuators for each of the pendulums.
The closer to the origin a pendulum is, the more the controller is affected by the
pendulums above it resulting in a higher torque.
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Figure 21: Showing the system cost using matrices Q and R. As the pendulums
are getting closer to a balancing pose, the cost is converging to zero.

that as the pendulums are balanced, the cost is decreasing, as is what should be
expected.

We conclude this section with one last example showing three pendulums start-
ing upright at 0 radians, each with an initial angle velocity of 2 radians/second
again. However, this time we change the cost matrix Q from I2n into

Q =





1 0 0 0 0 0
0 1 0 0 0 0
0 0 1 0 0 0
0 0 0 100 0 0
0 0 0 0 100 0
0 0 0 0 0 100




. (65)

This means that the cost for high angle velocities are much higher and the system
should avoid it. In Figure 22 we see that the angle displacements are much smaller
compared to Figure 19, but the balancing takes much longer anyway. The reason
it takes longer to balance is because the actuators do not want to work too hard
because that would mean greater angle velocities. And the reason for the smaller
angle displacement is because as we can see in Figure 23, the controller input
on each pendulum is higher initially compared to Figure 20. This means that the
actuators are working much harder now initially in order to decrease the initial
angle velocity faster.

4.2.2 Under-actuated

In this section we show how the pendulum system acts when not all of the pen-
dulums are actuated. For each actuator that is removed, the system become less
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Figure 22: Compared to Figure 19, the angle displacements are smaller now and
the time it takes to balance is longer. The system tries to avoid high angle velocities.

Figure 23: Compared to Figure 20, the controller input is larger now in order to
reduce the initial angle velocities fast.
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Figure 24: The angles are oscillating between positive and negative angles in order
to balance the under-actuated pendulum.

controllable, and removing all actuators, would naturally mean that the pendulum
system act just as the falling pendulum case.

In our first example we use three pendulums and remove the actuator on the
third pendulum. Letting the initial angle of all pendulums be upright and an initial
angle velocity of 0.4 radians/second. This system is controllable for an angle ve-
locity of somewhere between |0.4| and |0.5| radians/second. Any higher velocities
result in a chaotic system. In Figure 24 we see how the pendulums are moving in
order to balance. Notice how the pendulums now are oscillating between positive
and negative angles. This is necessary in order to control the under-actuated pen-
dulum. In Figure 25 we can first notice that there is no input applied on pendulum
three, which is expected as it is not actuated. Furthermore, we can see that the
input magnitudes are higher now than in the fully actuated version with respect to
the initial angle velocity. This is again because the pendulum need to move faster
in order to compensate for the under-actuation.

Removing the actuator on the second pendulum as well, we can notice that as
we said, the system is less controllable. An initial angle velocity of 0.4 radians/sec-
ond now results in an uncontrollable system, and instead we need to decrease the
velocity to somewhere between |0.2| and |0.3| radians/second. We can see in Fig-
ure 26 and 27 how the first pendulum need to oscillate its input in order to balance
all three pendulums by itself. From Figure 26 it is noticeable that the first pen-
dulum first balances the under-actuated pendulums and lastly balances itself while
maintaining a balanced posture on the rest. Notice again that the controller input is
larger than before with respect to initial angle velocity.

As we said previously, removing an actuator makes the system less control-
lable, however, the controllability is hugely depending on which actuator is re-
moved as well. Removing an actuator on a pendulum further away from origin is
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Figure 25: Pendulum three has no input as it is under-actuated. Furthermore, the
actuated pendulums are moving faster, which can be seen from the input magni-
tude, than before in order to compensate for the under-actuated pendulum.

Figure 26: The first pendulum is responsible for balancing all pendulums.
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Figure 27: Pendulum two and three has no input as they are under-actuated. Fur-
thermore, the actuated pendulum is moving faster, which can be seen from the input
magnitude, than before in order to compensate for the under-actuated pendulums.

generally more controllable than removing an actuator close to origin. We can see
this by redoing the last example but instead of removing the actuator on the third
pendulum, we remove it on the first pendulum. Doing this we have gotten a very
unstable system which is uncontrollable for the current initial angle velocity of 0.2
radians/second. In fact, to get a controllable system now, we need to decrease the
angle velocity all the way down to around |0.07| radians/second. Notice in Figure
28 how much the third pendulum need to displace itself in comparison to the other
two pendulums in order to balance. Also, notice in Figure 29 that the controller in-
put now is not greater with respect to the initial velocity as have been seen before.
This is because, as opposed to before, the third pendulum do not need to balance
the weight of any pendulums other than itself.

This concludes the under-actuation and LQR oriented results.

4.3 Tilting plane

This section aim to show how the tilting plane is implemented and what the effects
of it is. As we discussed in Section 2.5.1 the plane is modelled as an additional
pendulum rotating around its midpoint. For simplicity we call this additional pen-
dulum the plane pendulum. The plane pendulum should be thought of as the normal
of the plane and can be considered the foot of a human.

To visualize what it looks like during runtime, Figure 30 shows a screenshot of
the simulation available from the program output. To the left we have the original
plot where we have marked the pendulums. To the right we have zoomed in on the
plane and described how to interpret it. The orange line has been added to represent
where the plane would be in this particular figure.
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Figure 28: The last pendulum is responsible for balancing all pendulums. Very un-
stable system which may be seen from the large angle displacements of pendulum
three, in relation to the two other pendulums, in order to balance the rest.

Figure 29: Pendulum one and two has no input as they are under-actuated. The
actuated pendulum has in this case no added weight above that it needs to balance,
and as such, the controller input do not increase as much as before.
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Figure 30: Showing a screenshot of the simulation available in the program. The
left figure shows the original plot where the pendulums are marked as they would
be in the legend. To the right we zoom in on the circle added to the original plot.
The orange line is added to represent the plane.

To demonstrate the plane we will show two experiments, in both experiments
the plane pendulum is 106 times heavier than a regular pendulum and 0.1 the length
of a regular pendulum giving the plane a large moment of inertia. This means that
the pendulums will not affect the plane. Furthermore, the pendulums are all starting
at 0 radians with no initial angle velocity. Only the plane will be given a constant
angle velocity of 1 radians/second. Both examples visualize an under-actuated
system, the first example show a system with only the first pendulum (Pendulum
2) being actuated and in the second example only the third pendulum (Pendulum
4) is actuated.

Figure 31 shows the angle of all pendulums including the plane pendulum (Pen-
dulum 1). Notice that the plane pendulum is rotating and the angles has been con-
verted to periodic, [−π,π]. Also notice that the plane pendulum angles are showing
the angles of the plane normal, not the plane itself. We can see in this figure, even
though very small, that the pendulums are slightly displaced. This is very impor-
tant since it confirms that the plane pendulum is in fact having an effect on the
other pendulums.

In Figure 32 we see how the controller input is acting like a sinus curve since
the plane pendulum is having a constant rotation. And finally in Figure 33 we see
how the cost is also oscillating like a sinus curve. The cost follows the angles, and
we see that each time the cost equals to 0, the angles are also 0, i.e. it is a balanced
posture.

Figures 34 through 36 show pretty much the same behavior as before, only
with higher amplitudes in accordance to what was shown in the previous section.
These figures show the same system but with only the third pendulum (Pendulum
4) as actuated. This is the same behavior as was shown in the previous section.

With this we have shown that the plane is working and resulting in the expected
behavior. As the length of the plane pendulum is reduced, the impact on the pen-
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Figure 31: Showing the angles of all pendulums including the plane pendulum
(Pendulum 1). The plane pendulum is rotating. Angles are periodic to [−π,π].
Plane pendulum shows the angle of the plane normal, not the plane.

Figure 32: The periodic controller input because the plane has a constant rotation.
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Figure 33: The periodic cost with its zeros synced to when the angles are at zero
angle.

Figure 34: Showing the angles of all pendulums including the plane pendulum
(Pendulum 1). The plane pendulum is rotating. Angles are periodic to [−π,π].
Plane pendulum shows the angle of the plane normal, not the plane.
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Figure 35: The periodic controller input because the plane has a constant rotation.

Figure 36: The periodic cost with its zeros synced to when the angles are at zero
angle.
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dulums will be smaller. Additionally, beware that if the moment of inertia of the
plane pendulum is decreased, i.e. the mass or length is reduced, the pendulums
will start to have an impact on the plane.

4.4 Performance analysis

In this section we will evaluate the program performance based on the execution
time of the program. All the tests will be made on System 1 as described in Section
3.2. The tests will be performed first on a system with falling pendulums, and later
on a system with LQR. This is to see what impact the LQR implementation will
have on the ODE solver. The program has been divided into four parts, a part for
preparing the symbolic equations, a part for linearization of the equations, a part
for calculating LQR and finally a part where the equations are solved using odeint.
In the case of falling pendulums, only the first and last part are used.

To measure the time we have used the clock() function from the time library.
We use a time from 0 to 5 seconds with a total of 51 time steps. All pendulums
have length 1 m and mass 1 kg and start at the initial angle 0.5 radians with no
initial angle velocity. The tolerance of the ODE solver is set to 10−5. We will use
a fully actuated system and use the cost matrices Q = I2n and R = In.

The purpose is to see how well the program performs when we add additional
pendulums. Thus we will start at one pendulum and add more, up to a total of five,
to see the time scale. Figure 37 shows how the time scales as we add pendulums
when we only have falling pendulums. We see that the times for the two parts
are quite similar for up to four pendulums. At additional pendulums though, the
ODE solver takes a very long time. Comparing to Figure 38 we see the same trend,
however, the ODE solver is much faster. This is not at all unexpected, since for
the falling pendulums the pendulums are moving much faster resulting in the ODE
solver needing to decrease its time step to find an accurate enough solution.

In Figure 39 and Figure 40 we have compared the times for each part when
using five pendulums. From Figure 39 we see that the ODE solver is the main time
consuming part of the program. And from Figure 40 we can confirm that this is
also the case when using LQR. While for the case of LQR the linearization and
LQR calculation parts are trivial to the time.

With this we conclude the results section and move on to the next section where
we discuss some of the results presented here and suggest some improvements.

5 Discussion and conclusions

As we could see in the previous section, the program seem to behave as it should
and all results are expected. When testing the falling pendulums we could show that
by changing the pendulums masses and lengths, we could simulate the same be-
havior as a simple pendulum, using our compound pendulums. This indicates that
the equations are all working properly and the program is executing as it should.
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Figure 37: Shows the time for the two program parts as well as the total time when
simulating falling pendulums while adding additional pendulums.

Figure 38: Shows the time for the four program parts as well as the total time when
simulating LQR while adding additional pendulums.
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Figure 39: The relative time spent in each part when simulating five falling pendu-
lums.

Beware though that setting a to low tolerance for the ODE solver may result in
unexpected behavior as we showed in Figure 14 for tolerance 10−3.

Later we introduced the results when balancing a fully-actuated system using
the LQR algorithm. Here we saw that the system is indeed balancing, and changing
the relation between the Q and R matrix have an intuitive impact on the system
behavior. This was shown by increasing the cost for high angle velocities and
we could then see how the torque was high initially to stop the pendulum motion
and then decreased as the pendulums where balanced in order to maintain a slow
enough angle velocity.

While showing that the fully-actuated system is stable and very controllable,
we could also show that the under-actuated system is much harder to control. Initial
angles and angle velocities had to dramatically decrease each time an actuator was
removed. We also showed that, generally, the system become more uncontrollable
as an actuator closer to the ground is removed as opposed to further away.

Consider a system of two pendulums and only the first pendulum being actu-
ated. In order to balance the system, the first pendulum need to first get the second
pendulum into a balancing posture and then start balancing itself slowly enough
not to disrupt the balance again. The first pendulum has now very good control of
the second pendulum. On the other hand, if only the second pendulum is actuated,
it has to first get the first pendulum into an angle that is on the other side of the

46



Figure 40: The relative time spent in each part when simulating five pendulums
balancing using LQR.

0 angle. Because when the second pendulum then starts to balance itself it will
at the same time push the first pendulum in the opposite direction, see Figure 5.
Basically, it can be said that a lower pendulum exercises more change on an upper
pendulum than the upper pendulum exercises on the lower.

Lastly we analyzed how the program performance measured in time varied
while adding additional pendulums to the system. Here we could notice that the
program is running slower when using falling pendulums rather than LQR. This
may first be surprising since we need to make more calculations in the LQR case
and end up with more complex equations for the ODE solver to solve. However, we
can realize that since the ODE solver adapts its time step it is greatly dependent on
how fast the system is moving. A faster moving system results in the ODE solver
needing to decrease its time step in order to achieve a result within the tolerance
limit. And a smaller time step naturally means longer time to execute. In the case
of falling pendulums, they are moving much faster than the pendulums do when
using LQR.

In the performance analysis we can see that the part that assembles the sym-
bolic equations and the ODE solver are the most time consuming parts. Further-
more, after four pendulums, the ODE solver starts to take significantly more time
than the other parts of the program. In fact, we see that the parts that linearize
and calculates the LQR feedback controller are insignificant parts time wise. In
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order to improve performance, we need to focus mainly on improving the perfor-
mance of the ODE solver. How this is done in the best way is subject for future
investigations.

As we have used a timer to measure the execution time we have gained very
basic information about the performance load on the different parts of the program.
To gain additional information and pinpoint slow functions, we recommend using
a profiling tool instead.

Considering the execution time of the program, especially for ≥ 3 pendulums,
and comparing to the complexity of the system equations. We feel that the program
is performing poorly. However, since we have no other software to compare to, this
is not a fact.

5.1 Suggestions for improvement

For future revisions of the program there are a lot of improvements that can be
implemented. We have discussed a few previously such as investigating how to
improve the performance of the ODE solver. A few suggestions would be to either
trying to simplify the equation system. However, this may prove futile since the
equations already are rather simple. Alternatively, and more importantly, investi-
gate on the optional parameters available in odeint. Changing odeint to another
ODE solver is also worth considering. Changing the ODE solver to a solver of a
lower order may prove to be beneficial to the performance, as lower order may be
better for a system such as ours.

To improve the performance of the symbolic part, we suggest an implementa-
tion that saves the final equation system. Each time the program is run with new
variable combinations it should save the specific input variables along with the final
equations. And every time we rerun the program we should first look in the library
of saved equations to see if there is a match. Only if there is no match we do the
calculations. As the poor performance may be a result of bad coding or inefficient
memory management, the user is recommended to analyze the code and perform
changes wherever applicable.

Further improvement of the performance is possible by changing the entire
program or parts of it into another programing language. Python is an interpreted
language and may be slow since it does not compile the code. Changing into a
programing language that does compile, such as C, C++ or Fortran would probably
improve the performance.

Another very helpful implementation would be a GUI for the user to input data.
As it is now, the code need to be changed directly which is not recommended for a
future and final product.

As the code has been implemented such that new features should be relatively
easy, we suggest the implementation of additional balancing algorithms. The ZMP
method which, as we could see in Section 1.2, is a widely used balance algorithm
for similar purposes.
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