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performance improvement. Results show that the previous parallelization scheme is
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Popular Scientific Summary in Swedish

Det har alltid varit sv̊art att studera vad som sker inuti levande celler, men vissa typer av celler är enklare

att studera än andra. Bakterieceller saknar cellkärna och många andra av de inre delar som finns i mer

komplicerade celler, exempelvis de som människokroppen best̊ar av. Tyvärr är det inte helt lätt att studera

bakterieceller heller.

En cell best̊ar av många olika kemiska substanser och det är koncentrationen av dem, tillsammans med

de kemiska reaktioner de skapar, som är best̊andsdelarna i vad som kallas ”liv”. Tyvärr är dessa molekyler

och proteiner oerhört små och samtidigt oerhört många, vilket gör det sv̊art att med mikroskop kunna se

och först̊a vad som händer. Länge trodde man det till och med var omöjligt att använda vanliga mikroskop

för att kunna observera s̊a små föremål.

År 2014 fick Eric Betzig, Stefan Hell och William Moerner nobelpriset i kemi för att ha utvecklat en

metod för att fästa självlysande molekyler p̊a valfria andra molekyler. Med hjälp av mycket högupplösta

mikroskop g̊ar det därmed att ”följa” till exempel ett protein p̊a sin väg runt i cellen.

Men att följa en individuell molekyl ger inte särskilt mycket information, precis som att en opinionsun-

dersökning inte ger n̊agon information om bara en person blir tillfr̊agad. Istället måste många proteiner

observeras och slutsatser dras fr̊an alla deras reaktioner tillsammans. Dessvärre är svaren inte lika tydliga

som i en opinionsundersökning, det enda proteinerna har att berätta är deras position vid olika tidpunkter.

Tusentals proteiners rörelse under tusentals tidssteg blir tillsammans stora mängder sv̊artolkade data.

Vad vi människor behöver är en matematisk modell som beskriver ett proteins roll med matematiska termer.

En typ av matematisk modell kallas Markovmodell, där kemiska reaktioner vid en viss tid bara anses bero

p̊a nuet, inte p̊a vad som hänt förut i tiden. Ett exempel är förflyttningen av en pjäs p̊a ett spelbräde, som

oftast endast beror p̊a var pjäsen st̊ar precis nu (och vad tärningen visar). Att pjäsen stod p̊a Norrmalmstorg

och inte Odenplan för tio rundor sedan spelar ingen roll nu.

Ibland kan vi inte direkt observera vad som händer i Markovmodellen. Vi kan ”räkna ut” att den person

som blir glad vid pokerbordet förmodligen har vunnit utan att veta vilka kort som respektive spelare har,

trots att det är korten som avgör vem som vinner. Detta kallas för en Dold Markovmodell - vi kan inte mäta

n̊agot exakt, men vi kan mäta n̊agot annat som p̊averkas av det vi är intresserade av.

L̊atsas att vi vill veta hur vädret var förra sommaren, men den enda data vi har tillg̊ang till är antalet

glassar som s̊aldes. Vi kan säga n̊agot om sannolikhetsförh̊allandet mellan väder och glassar - är det varmt

är det mer sannolikt att många glassar blir s̊alda, är det kallt är det mer sannolikt att f̊a glassar blir s̊alda.

Vi kan göra detsamma för vädret fr̊an dag till dag - är det en varm dag är det 65 % chans att nästa ocks̊a

blir varm, men är det en kall dag är det bara 40 % chans att nästa blir varm, eller n̊agot i den stilen.

Utifr̊an dessa sannolikheter och antalet glassar som s̊aldes kan vi räkna ut det mest sannolika vädret varje

dag under sommaren som gav upphov till de försäljningar vi känner till! När det gäller en typ av protein är
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det dess nuvarande arbetsuppgift vi vill räkna ut, och den data vi har tillg̊ang till handlar inte om glass utan

om var n̊agonstans den befann sig. Notera att vi i väderexemplet bara hade tv̊a möjliga tillst̊and (varmt och

kallt väder), medan vi i cellproblemet ibland inte ens vet hur många tillst̊and som är rimligt.

Att omsätta all data om proteinernas rörelser till en fungerande modell är därför sv̊art, delvis för att

mängden data är s̊a stor. Ett datorprogram avsett för att kunna hantera denna data och skapa en först̊aelig

modell kallas vbSPT. Det utvecklades ursprungligen vid Uppsala universitet och den information som pro-

grammet kunde ge ang̊aende ett speciellt protein (kallat Hfq) publicerades i en artikel i tidsskriften Nature

Methods år 2013.

Just eftersom det handlar om många avancerade beräkningar och mycket data är det viktigt att program-

met är s̊a snabbt som möjligt. Att köra programmet kan idag ta upp till ett dygn även p̊a en riktigt kraftfull

dator och ett framtidsmål är att kunna köra dessa analyser i realtid. För att kunna optimera programmet

till att fungera snabbare måste tv̊a olika, men besläktade, saker undersökas:

• Vad gör programmet? Vilka typer av uträkningar gör den? Kan de genomföras p̊a ett smartare sätt

eller i en annan ordning? Sv̊ara problem kan oftast lösas p̊a flera olika sätt. Finns det andra formler

som ger samma svar men är enklare att använda?

• Hur gör programmet? Hur hanterar datorn de uträkningar som den ska göra? Kan datorns resurser

utnyttjas mer effektivt? Räknas samma sak ut flera g̊anger i onödan?

Det här projektet har försökt besvara dessa fr̊agor och genomfört en mindre hastighetsförbättring. Kort-

fattat visar resultaten att programmet vbSPT, s̊asom det är utformat idag, visar potential för att optimeras

men inte p̊a det vis det är programmerat idag.

Flera saker måste förändras kring hur programmet är tillverkat, till exempel valet av programmer-

ingsspr̊ak, och hur programmet delas upp p̊a flera processorer när en stor dator används. Det är ocks̊a flera

saker som måste förändras kring vad programmet gör, närmare bestämt vilka metoder som används för att

göra beräkningarna.

N̊agra av förändringarna har delvis testats. Till exempel s̊a kan information fr̊an flera proteiner grupperas

ihop istället för att bara användas en och en. Ytterligare idéer har beskrivits s̊a att framtida forskning kan

dra nytta av resultaten här.
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1. Introduction

Living cells are complicated, and studying chemical reactions within living cells especially so. In 2014, the

Nobel Prize in chemistry was awarded jointly to Eric Betzig, Stefan W. Hell and William E. Moerner for

”the development of super-resolved fluorescence microscopy”. In short, this method allows for attaching

a fluorescent molecule to a specific protein, and tracking it over a period of time using high-resolution

microscopes.

While this technique is extremely useful for tracking proteins and other molecules inside living cells, it also

generates large amounts of data. This data is often noisy, due to a combination of technical difficulties, as well

as the stochastic nature of Brownian motion and small number statistics. The necessary software is complex

and performance is a critical issue. All of these factors pose challenging algorithmic and computational

problems.

In this work we will look at one program designed to process this data, called vbSPT (see Figure 1.1).

Section 2 explains the use of this software, and Section 3 continues with more technical details and a complete

outline of the algorithm. More specific details and motivations can be found elsewhere, for example in [?].

Information about the software, its pseudocode implementation and profiling results are given in Section

4. Section 5 describes the actual choice of optimizations implemented in this project, and Section 6 contains

a deeper analysis of the method and ideas for large-scale improvements outside the direct scope for this

project. Sections 7 and 8 end this report with results and conclusions, respectively.

The reader is expected to have at least basic knowledge of probability theory, Markov chains, Bayesian

statistics, and some familiarity with the MATLAB and C programming languages. Expertise within the field

of molecular cell biology is not necessary.

Figure 1.1: Example of experiment set-up using a microfluidic chip and photoconvertible proteins to track
proteins in living E. coli bacteria cells, and then using vbSPT to create a model from the tracking data[19].
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2. Background

An overview of the program, as well as an explanation of its usefulness and prior use, are given in this

chapter. The next chapter gives a more detailed technical description.

Most knowledge about the chemical reactions (kinetics) of intracellular processes is based on observed

responses to perturbations, which is a severely limited strategy. Single molecule experiments, using fluo-

rescence microscopy, open up a new window for studying biomolecular processes in unprecedented detail.

Since the resulting data may be very noisy, the extraction of meaningful quantitative information becomes

a challenging statistical and computational problem.

A normal approach for modeling intracellular reactions is to use the Chemical Master Equation. The

CME assumes that all modeled substances are well-mixed, meaning homogeneously distributed, and so the

probability of any chemical reaction occurring is equal over the entire cell volume. This is an approximation

which becomes less precise when certain substances are of much lesser proportion or when homogeneity

cannot be assumed.

Tracking individual particles using photoactivatable fluorescent proteins (spt-PALM) makes it possible to

follow the movements of individual protein molecules on cell membranes1 and in the cytoplasm2 of living cells.

It is also possible to classify individual trajectories into coarsely predefined states of diffusion corresponding,

for example, to different states of binding, through the size dependence of the diffusion constant.

This suggests that it should be possible to determine intracellular state transition rates under steady-state

conditions simply by determining the average time an individual molecule spends in one diffusion state before

changing to another (see Figure 2.1). In this way, spt-PALM makes it possible to overcome the averaging

that normally masks all information about transition rates in a steady-state ensemble.

Two major challenges have to be overcome to enable the studying of kinetics by tracking individual

cytoplasmic proteins. First, there has been no objective way to determine the number of diffusive states

on the basis of experimental data alone. Instead, it is commonly assumed that there exist two states of

diffusion, bound and free, and then the data are simply fitted under these assumptions. Second, intracellular

single-molecule diffusion trajectories from fluorescent fusion proteins are typically very short in contrast

to trajectories from membrane proteins that can be extracellularly labelled with photostable dyes. The

challenge is to correctly combine the information from thousands of short trajectories.

With a recently developed Bayesian analysis method for single-particle tracking data based on Hidden

Markov Models (HMMs), it is possible to extract information about chemical binding reactions from changes

in the diffusion constant of fluorescently labeled proteins. The major advantage of this Bayesian approach

1The cell membrane isolates the interior of the cell from the outside world.
2The cytoplasm contains the internal sub-structures of a cell. For prokaryotic organisms (such as bacteria), the cytoplasm

is the entire inside of the cell.
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Figure 2.1: The basic set-up of single molecule inference. A molecule in a bound state diffuses slower than in
an unbound state. The expected lifetimes of the states are also estimated by the algorithm. Adapted from
[16].

Figure 2.2: Top: An observed cell, using fluorescence microscopy, at a single timestep. Bottom: Rendering
of trajectories over several timesteps from data generated by the spt-PALM method. This is the data that
vbSPT uses. [1]
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compared to conventional maximum likelihood methods is the ability to infer the number of hidden states,

not only the model parameters, and hence it can be applied also to systems that are not well characterized.

In summary, based on tracking data, the algorithm can provide the most likely number of states and

the most likely transition probabilities between them. This can then be used both to learn more about the

intracellular reactions and for improving future computational models in systems biology. Simulations are

needed to understand dynamic models of cells and to test analysis methods.

Figure 2.3: Interaction map for the Hfq protein, as

modeled by vbSPT[1] using the method described

in this report.

The method described above has been successfully

implemented into the Variational Bayes for Single Par-

ticle Tracking (vbSPT) program. Using fluorescence mi-

croscopy to track individual molecules in living cells,

then storing the individual trajectories (see Figure 2.2),

vbSPT can use this data to create diffusion-based mod-

els.

This program was used to create an objective interac-

tion map for Hfq, a protein that mediates interactions be-

tween small regulatory RNAs and their messenger RNA

targets[1] (see Figure 2.3). RNA, DNA, proteins and

carbohydrates constitute the major groups of macro-

molecules essential to all known forms of life. In various

forms, RNA is involved in many biological events inside

living cells. Genetic information is for example conveyed

using messenger RNA.

More advanced and ambitious analysis methods will

certainly increase the computational demands further,

thus requiring a better implementation that takes ad-

vantage of modern parallel computer architectures. A

first step is to profile and optimize the software in its current form. Efforts in that area constitute the main

topic of this report.

Another related program, currently under development, is called ”Variational Bayes for Tethered Particle

Motion (vbTPM ). The program uses the same approach for Hidden Markov Models as vbSPT does. On

the project website at Sourceforge [17] it is stated that vbTPM is ...aimed at analyzing time series from

a single molecule technique called tethered particle motion, which are common for in vitro investigations of

protein-nucleic acid interactions. This program is mentioned here because it is also very similar in design,

it is a MATLAB+C implementation, and hence a lot of the conclusions drawn in this report are valid for it

as well.

A more complete description of the underlying theory for vbSPT follows in the next section.
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3. Inference in Hidden Markov Models using the Vari-

ational Bayes Algorithm

Following the biological viewpoint described in the previous section, this chapter contains a more mathe-

matical framework to explain the underlying approach implemented in vbSPT, and then the computational

efforts needed to actually use it. Most of the content in Section 3.1-3.7 is adapted from [1].

3.1 Mathematical prerequisites

As we will need two theorems in the following sections, they are for convenience included here without proof.

Theorem 3.1.1 (Bayes’ theorem) For disjunct events A1, . . . , An such that their union equals the entire

event space, A1 ∪ · · · ∪An = Ω, we have:

P (Ai|B) =
P (Ai)P (B|Ai)�n

j=1 P (Aj)P (B|Aj)
.

For the special case when n = 1 we have:

P (A|B) =
P (A)P (B|A)

P (B)
,

for independent events A,B.

Theorem 3.1.2 (Jensen’s inequality) For a real convex function f and a non-negative Lebesgue-integrable

function g(x):

f

�� b

a
g(x)dx

�
≤ 1

b− a

� b

a
f((b− a)g(x))dx.

Adapted in a probabilistic setting for a random variable X, this becomes

f(E[X]) ≤ E[f(X)],

where E[X] denotes the expected value of X.

Bayesian statistics is of course much more than just Bayes’ theorem, and has a much wider philosophical

base which contrasts the frequentist view of statistics [11, 12, 13]. While a frequentist statistician considers

parameters to be fixed (and to be determined from data), the Bayesian view is that data are fixed. Parameters
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are instead unknown and can only be described probabilistically. This means we need a prior distribution

from which the parameters are drawn.

We now proceed to describe the problem in mathematical terms, and also the mathematical tools needed

to solve it.

3.2 Hidden Markov Models

Figure 3.1: A Markov Model describing a very simpli-

fied view of the relationship between different financial

market states [28].

The future is independent of the past, given the

present. Such is the rather elegant formulation of

the (first-order)1 Markov property. A Markov model

is a model where this property holds (Figure 3.1).

A Bayesian network is a type of statistical

model that represents a set of random variables and

their conditional dependencies via a directed acyclic

graph (Figure 3.3). In relation to this, a Hidden

Markov Model (HMM) is a statistical model for rep-

resenting probability distributions over sequences of

observations, where the Markov chain itself cannot

be directly observed (Figure 3.2).

Latent (hidden) variables can significantly re-

duce the number of parameters required to specify a

Bayesian network, but they complicate the learning

problem.

Figure 3.2: For the state xi of a Hidden Markov Model,

there is an observation yi [29].

If transition and sensor models are not known,

they can be learned from observations as a by-

product of inference. Inference provides estima-

tion of what transitions actually occurred and which

states generated sensor readings. These estimates

update the model. The updated model provides

new estimates, and this process iterates until con-

vergence. This is the E-M algorithm further detailed

in Section 3.5.

Hidden Markov Models are used in many different cases including speech recognition and synthesis,

cryptanalysis, time series data and here to locate patterns in intracellular reactions.

Assume that we, at each time t, can make some observation Yt. This observation depends on a Markov

process whose state St is unknown, or hidden. The joint distribution of a sequence of states S1, . . . , ST and

observations Y1, . . . , YT can be factored in the following way:

P (S1, . . . , ST |Y1, . . . , YT ) = P (S1)P (Y1|S1)
T�

t=2

P (St|St−1)P (Yt|St). (3.1)

1The n:th order Markov property can be roughly stated as: The future is independent of the past, given the present and
the (n− 1) latest time steps.

14



Figure 3.3: Bayesian Network describing the (in)-

dependence between different stochastic variables [30].

Equation (3.1) can be drawn graphically in the

form of a Bayesian Network, which are more general

forms of HMMs. An example is given in Figure 3.3.

While filtering (or state estimation) may be

used to compute the posterior distribution over

the most recent state, P (Xt|e1, . . . , et), it is not

the best approach. Instead, smoothing, calculating

P (Xk|e1, . . . , et) for 1 ≤ k < t can be used. It is bet-

ter than filtering because more data (or evidence) is

available at each time step.

For more details on both HMMs and Bayesian

Networks, the reader should consult some introduc-

tion to these topics, for example [3].

3.3 Modelling the problem

How do we actually construct a Hidden Markov Model with the particle trajectory data, satisfying (3.1)?

Given a model with a set of diffusion states, which will be denoted N , along with some parameter values θ,

we can specify the probability of obtaining the observed data x and hidden states s as:

P (x, s|θ, N). (3.2)

But since we a priori do not know either the model (the number of states and transitions) or its param-

eters, we instead want to find the probability of a model N given the observed data, meaning P (N |x). This
is done by first marginalizing over the possible hidden states:

P (x|θ, N) =
�

s

P (x, s|θ, N). (3.3)

Bayes rule (Theorem 3.1.1) then gives us

P (θ, N |x) = P (x|θ, N)P (θ, N)

p(x)
, (3.4)

where p(x) is a normalization constant independent of θ and N

p(x) =
�

N �

�
dθ

�
P (x|θ�, N �)P (θ�|N �)P (N �). (3.5)

We can again use the marginalizing technique over all possible parameters θ to obtain

P (N |x) = 1

p(x)

�
P (x|θ, N)P (θ, N)dθ. (3.6)

In terms of the original expression (3.2) we can express (3.6) as

P (N |x) = 1

p(x)

�
dθ

�

s

P (x, s|θ, N)P (θ|N)P (N), (3.7)
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and the best model NME is the one which maximizes this expression. Because p(x) is independent of

both θ and N , and assuming all models are equally probable a priori, the best model NME is the one which

maximizes the expression

�
dθ

�

s

P (x, s|θ, N)P (θ|N), (3.8)

known as the evidence. The ”ME” of NME stands for ”maximal evidence” and should not be confused

with the ”E-M” algorithm which is used to attain it.

3.4 The model as a computational problem

The integrals and sums given in the previous section are intractable for almost all practical cases. The

developers of vbSPT opted for the variational, or ensemble learning approach, which means to seek a

separable approximation to the posterior distribution over parameters and hidden states:

P (s, θ|x,N) =
P (x, s|θ, N)P (θ|N)

P (x|N)
≈ q(s)q(θ) (3.9)

As for the particles, assume we can track them in d dimensions (usually, although cells are of course

three-dimensional, d = 2) and xt is the position at time t. The movement is modeled by simple diffusion

xt+1 = xt +
�

2Dst∆twt (3.10)

where wt are independent d-dimensional Gaussian variables (i.e. stochastic variables from a normal

distribution) with uncorrelated components of zero mean and unit variance, and Dst is a diffusion constant

used to model binding and unbinding events.

Typical data2 from SPT experiments contain trajectories with less than 20 consecutive positions and less

than 3 transitions. Considered in isolation they are not very informative and difficult to identify accurately.

To extract meaningful information we need to pool many trajectories. The simplest way to do that is to

assume that they are statistically independent and governed by the same model and parameters, for all time

steps. In that case, the probability distribution for a set of M trajectories is a product of single-trajectory

densities governed by the same model. To handle this large set of computations, we use the two algorithms

described below.

3.5 The Expectation-Maximization and Forward-Backward algo-

rithms

With a set x of independent and identically distributed observations of particle trajectories x = {x(1)
, . . . , x

(n)},
the likelihood of the data set is a function of the parameters of the model N :

P (x|N, θ) =
n�

i=1

P (x(i)|θ, N). (3.11)

2For this project, more than 97 % of trajectories consisted of less than 20 steps.
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The ML parameters θ are obtained by maximizing the likelihood (or as in this case the log likelihood):

L(θ) =
n�

i=1

log
�
P (x(i)|θ)

�
. (3.12)

With the hidden variables s we get:

L(θ) =
n�

i=1

log
�

s

�
P (x(i)

, s|θ)
�
. (3.13)

We now drop the superscript (i) by evaluating the expression for a single observation, for notational

convenience. Any distribution Q(X) will define a lower bound on L:

log
�

x

P (x, s|θ) = log
�

x

Q(x)
P (x, s|θ)
Q(x)

. (3.14)

Because the log-function is convex, we can use Jensen’s inequality (Theorem 3.1.2) and the laws of

logarithms to get:

(3.14) ≥
�

x

Q(x) log
P (x, s|θ)
Q(x)

(3.15)

=
�

x

Q(x) logP (x, s|θ)−
�

x

Q(x) logQ(x), (3.16)

which we will denote by F (Q, θ). The second term is called the entropy. To maximize the value of F and

thereby the maximum log likelihood L, vbSPT uses the Expectation-Maximization (E-M) algorithm in the

form of the Baum-Welch algorithm. This method [2] was originally published in 1977 and has since been

further analyzed and developed for other fields, including Hidden Markov Models.

Starting from some initial parameters θ0, the E step involves finding Q so that F (Q, θ0) is maximized.

The M step then finds the maximum θ so that F (Q, θ) is maximized, using the Q found in the previous

E step. Now using the θ found in this M step, the E and M steps are repeated, again and again, until

convergence.

Because the entropy does not depend on θ, the M step at iteration k is:

θk+1 ← argmax
θ

F (Qk+1, θ) = argmax
θ

�

x

P (s|x, θk) logP (s, x|θ). (3.17)

Finding this maximizing value θk+1 can be done in many different ways, neither of which we will detail

here. The end of the section will list some suggestions for further information, should the reader be interested.

For the expectation step, one can use the Forward-backward algorithm, a special instance of the polytree

propagation algorithm. It recursively computes two things. First, αt, the joint probability of st and the

sequence of observations x1, . . . , xt - the forward step. Afterwards, βt, the conditional probability of the

observations xt+1, . . . , xT given st - the backward step. Written in mathematical notation (still without the

(i) superscript) the ”forward step”:

αt = P (st, x1, . . . , xt) (3.18)
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=




�

st−1

P (st−1, x1, . . . , xt−1)P (st|st−1)



P (xt|st) (3.19)

=




�

st−1

αt−1P (st|st−1)



P (xt|st), (3.20)

and the ”backward step”:

βt = P (xt+1, . . . , xT |st) (3.21)

=
�

st+1

P (xt+2, . . . , xT |st+1)P (st+1|st)P (xt+1|st+1) (3.22)

=
�

st+1

βt+1P (st+1|st)P (xt+1|st+1). (3.23)

Assembling equations (3.18)-(3.20) and (3.21)-(3.23) as the FORWARD and BACKWARD algorithms, respec-

tively, using temporary vectors fv and bv for forward and backward data, we can finally construct the main

component in Algorithm 1.

Algorithm 1: The Forward-Backward algorithm pseudocode used here as it is presented in [7]. Returns

a vector sv with probability distributions.

fv[0] = prior;

for i=1 to t do

fv[i] = FORWARD(fv[i-1], ei);

end

for i=t to 1 do

sv[i] = NORMALIZE(fv[i] × b);

b = BACKWARD(b, ei) ;

end

Using the values of αt and βt it is easy to compute the expectations needed for the E-M algorithm. A

detailed example is given in Sections 4.3-4.4 of [3].

With complete data, learning parameters is very fast. This involves just extracting conditional frequencies

from the data set. With hidden variables, as we have here, this may involve many E-M iterations, each

involving calculating posteriors in a Bayes net. In the general case, this is itself an NP-hard problem. The

Forward-Backward algorithm is anyway constant in space, which means it has good potential to be optimized

by precalculating common values as the current memory usage is low.
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3.6 Properties of the vbSPT method

Bayesian learning penalizes complexity, which means this is remindful of the concept of Occam’s razor3.

Models with more states and parameters can generally achieve a better fit to the data, but these models also

have a broader descriptive repertoire spread out over a larger parameter space. Put in other terms, ‘simple’

data are less likely to originate from a complex model. Another way to look at this is that there is some

factor which grows with complex models and thus penalizes them, called the Occam factor in [11].

Because we compute more than one trajectory (typically several thousands, from different experiments),

we assume each trajectory is statistically independent and governed by the same model and parameter set.

For a set of M statistically independent trajectories, we get

P

��
x
i
1,...,T , s

i
1,...,T−1

�M

i=1
|D,A,π, N

�
=

M�

i=1

P (xi
1,...,T , s

i
1,...,T−1|D,A,π, N), (3.24)

for a model N , diffusion constants D, transition matrix A, and initial state probabilities π. The reason

one must use many trajectories is that short trajectories individually provide very little or no information.

3.7 Bootstrapping

Available as an optional computational step, bootstrapping4 is a resampling technique used for estimating

statistical quantities[14] such as bias, variance, confidence intervals, prediction error, and others. This can be

done by sampling from an approximating distribution. One standard choice for an approximating distribution

is the empirical distribution function F̂n of the observed data x1, . . . , xn:

F̂n(t) =
1

n

n�

i=1

{xi ≤ t}, (3.25)

where is the indicator function. If bootstrapping is enabled, vbSPT returns (besides the other results)

a MATLAB structure containing the bootstrapping result for the best global model, and if full bootstrapping

is enabled also the best model for each model size. Best, in this case, means the most probable model given

the observed data. This structure contains all the individual bootstraps, their mean value and standard

deviation. If the full bootstrapping is performed, this is included for all tested models.

While the posterior distributions could supply estimates of standard deviation, the variational approxi-

mation tends to underestimate the width of the posterior distributions [11]. Instead, the bootstrap method

can be used for this purpose, with bootstrap sets from a random selection (with replacement) of individual

trajectories, as was done in [1].

3This problem-solving principle may be characterized as ”among competing hypotheses, the one with the fewest assumptions,
i.e. the simplest correct model, should be selected.”

4The term bootstrapping might originate from the phrase ”pull oneself over a fence by one’s bootstraps”, to mean an utterly
impossible action. Fortunately, bootstrapping (as it refers to statistics) is not only possible, but highly valuable.

19





4. Overview of Software

Figure 4.1: Setting up an analysis using the

Graphical User Interface (GUI) of vbSPT.

This section describes two things. First, the overall struc-

ture of the software using the source code available on

Github [18] last updated November 2014. Second, results

from profiling the MATLAB and C code files, which are

intertwined with discussions on causes and potential so-

lutions to various bottlenecks.

For this report, all C-code was compiled using the

GNU Compiler Collection1 (GCC) version 4.7.32 and

the program was run on MATLAB R2014b running on

Linux Mint 17.1. Mathworks released the updated ver-

sion R2015a during this project which may or may not

improve performance, but it has not been tested. The

hardware used consists of the 4-core Intel Core 2 Quad

Q9550. Each core is equipped with 64 KB L1 cache and

6 MB L2 cache. Total available memory is 4 GB DDR3

RAM clocked at 1333 MHz.3

4.1 Original structure

The original source code available on Github in January

2015 [18] consists of approximately 8.5% C code and

91.5% MATLAB code, not counting the LaTeX documen-

tation. The MATLAB part also has a Graphical User In-

terface (GUI) for easier configuration and execution, see

Figure 4.1. The GUI has not been a target of this op-

timization project and will thus not be described in any

further detail.

The complete data set of particle trajectories is stored in a mat-file and computational options can be

set either via the aforementioned GUI or specified through an m-file, here called a ”runinput” file. This

1The original full name was ”GNU C Compiler”, but since the compiler nowadays supports several languages, its name has
changed.

2Although gcc 4.8.x is available at the time of writing, MATLAB currently does not support this version for MEX compilation.
3Using the MATLAB ”bench” command the following timings were acheived. LU: 0.5817 s, FFT: 0.1864 s, ODE: 0.2111 s,

Sparse: 0.2445 s, 2-D: 1.2631 s, 3-D: 2.7130 s. Graphics were rendered in software due to lacking driver compatibility.
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file holds all the starting parameters, specifies where input data is located, where results are to be saved, if

bootstrapping should be performed, the maximum number of hidden states to consider, and so on.

The program can then be executed (if not using the GUI) with a MATLAB call to the main function

VB3_HMManalysis which takes the runinput file as an argument. The initial part involves loading the data

through a single call to VB3_preprocess. Afterwards, the actual computation takes place, using the Viterbi

Expectation-Maximization algorithm, in a number of calls to VB3_VBEMiterator. Once convergence has

been reached, optional bootstrapping takes over with a call to VB3_bsResult, after which the computation

is finished and the result is output to the user. The results are stored in a MATLAB struct and consist of

fields such as number of states in the best model and its transition matrix.

The VB3_VBEMiterator is the most costly part of the program in terms of execution time. It han-

dles the M-step (3.17) in MATLAB, but the more costly E-step is offloaded to a MEX-function named

HMM_multiForwardBackward. More details on test runs, execution times and profiling data follows in Sec-

tion 4.2. It is not clear why just this part is written in C and nothing else. Programming in MATLAB

certainly reduces development time but comes at the expense of execution time.

4.2 General profiling results

Although the project does come with two test cases they are both rather small and not very informative.

Instead, three load cases were obtained directly from the developers - here referred to as Small, Medium, and

Large. The two latter ones are useful for evaluating optimization efforts, and the small load case is useful

for ensuring that changes have not introduced bugs which affect the result. Only the largest test case uses

bootstrapping.

The original code has not undergone any major optimization efforts. The program website [19] notes

only one optimization update - a reorganization of the data representation. Other than that, the code is

parallelized with three MATLAB parfor loops, but as they complicate the profiling endeavor4 and because

they probably are not the most efficient approach, they were rewritten into completely serial for loops. Also,

since MATLAB has an upper limit on 8 or 12 workers (depending on your version), this puts an upper limit

on the number of cores vbSPT can utilize. Hopefully, more general parallellization schemes can remove this

limit. They are discussed later.

The difference between serial and parallel is not always clear when it comes to MATLAB programs,

because certain functions such as bsxfun and linear algebra operations are implicitly threaded[8]. Some

functions are run in parallel if the size of input data is large enough. This is especially true for matrix-

matrix operations, and so having a lot of data and running parfor-loops may well hinder performance which

only much larger performance tests may show.

Comparative timings, and relative speedup, are shown in Table 4.1. Similar timings were achieved on the

same hardware setup under Windows 7, albeit slightly slower. This resulted in a similarly slight improved

speedup in Windows (2.93x over 2.78x) for the largest load case. Most of the variations are likely due to

performance fluctuations and implementation differences of MATLAB and the Java Runtime Environment.

The remaining text will only discuss Linux timings.

4The MATLAB profiler only measures instructions run on one (the main) worker and not at all what happens on the others,
which skewes results.
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Serial Parallell Speedup
Small 1.20 min 0.94 min 1.27x
Medium 3.02 min 1.68 min 1.80x
Large 187 min 67.3 min 2.78x

Serial Parallell Speedup
Small 1.16 min 0.95 min 1.22x
Medium 3.34 min 1.84 min 1.82x
Large 220 min 75.0 min 2.93x

Table 4.1: Timings measured (with no profiling) for the three test cases in vbSPT running on (a) Linux
and (b) Windows 7, both in the original parallel version and a completely serial version. Four cores were
available for the parallel pool.

The largest load case contains approximately 10 000 trajectories, and also does 100 bootstrapping iter-

ations which take up about 35% of the serial runtime and 32% of the parallel runtime. The largest linear

algebra operations involve matrices on the order of 105 × 102 elements, the equivalent of 10-100 MB.

The two smaller load cases include no bootstrapping iterations. Note that, although there are four cores

available to MATLAB, the maximal speedup was below 2.8x and a lot less for smaller data sets. A slight

overhead to starting and stopping the parallel pool was noted, which is most noticeable for the small and

medium cases. Since the parallellization is mostly communication-intensive, using up to 2 × 6 cores would

achieve an even worse speedup when using the parfor-scheme. This kind of setup was used in [1] and it

would have been beneficial to test on such a system, but it was not available for this thesis.

Bootstrapping in the parallel case took 22 minutes, and in the serial case took 65 minutes, meaning a

speedup of 2.95x. This is comparable to the maximum achieved speedup of 2.78x for the full program run,

see Table 4.1.

For the serial runs, the original initialization and end calls to matlabpool5 were removed as these incur

a significant performance penalty even if nothing parallel is performed. This is a penalty which a wall-time

measurement will find, but is easily missed because the standard MATLAB prof call measures CPU-time

(on only one thread).

4.3 MATLAB profiling

As a major part of vbSPT is implemented in MATLAB code, the MATLAB profiler tool becomes very

useful. This tool was run with full call history and memory logging. Running the profiler tool suspends all

MATLAB optimization efforts, which means real runtimes may differ. The exact command looks like this:

1 p r o f i l e −h i s t o r y −memory −d e t a i l b u i l t i n

The results made five things very clear:

1. By far, the most time (around 70 %) of the total time is spent inside VB3_VBEMiterator where the E-M

algorithm is executed. Nearly half of its time is spent calling HMM_multiForwardBackward where the

Forward-Backward algorithm is executed. Improving these two functions is the key to get substantial

improvement of the software.

2. The built-in function in MATLAB which is called the most, besides functions such as minus which

5This command is actually deprecated and even removed as of R2015a. It should be changed to parpool in order to be
compatible with future versions of MATLAB.
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cannot be optimized, is the psi6 function, followed by the gammaln function. Although they in recent

MATLAB version have become built-in (compiled) functions, they may be further optimized, as is

often the case [8]. Although the functions are defined for almost all complex numbers, each input

argument is for this project a positive real number. The same is true for the

3. While the software is computationally heavy, the peak memory usage is rather small: around 20 MB

for the large load case, and around 15 MB for the medium one. As one might assume at least 100x

more memory available on a typical computer, caching certain often-made calculations in persistent or

static variables might provide a significant performance increase.

4. Although an almost equal amount of CPU time is spent in VB3_VBEMiterator and HMM_multiForwardBackward,

the latter is called 150-200 times more often and allocates and de-allocates memory on each call, which

might amount to a significant memory allocation overhead relative to the total vbSPT memory usage.

5. While the bootstrapping process in VB3_bootstrap also has a long execution (wall) time, it has a very

small self-time and is mostly reliant on the VB3_VBEMiterator function and so contributes to Item 1.

Step Line(s) Time (% of total)
call HMM multiForwardBackward (Algorithm 3) 242 48.9 %
setup H matrix 229-240 26.1 %
compute transition counts 249-257 8.4 %
setup Q matrix - trial emission probabilities 199-214 4.2 %
calculate jump probabilities 294-310 3.7 %
check for convergence 358-408 2.6 %

Table 4.2: Summary of timing results of the Expectation-Maximization algorithm implementation, as spec-
ified by the MATLAB profiler tool, for the large test case. Only parts which take more than one percent of
runtime are included.

All calculations are being done in double precision, with corresponding use of memory and computational

resources. Although it is clear that memory usage is very low, switching to single-precision calculation could

provide a potential speedup. Note that as of MATLAB version 2012a, the drawbacks of double precision

are far smaller. Among functions that support multiple numeric data types, some functions are faster for

double precision numbers while others may be faster for single precision. This may depend on the internal

implementation, the size of the data, whether or not JIT is being used, the operating system, and the CPU[8].

All the caveats mean it has not been pursued, but is interesting to remember if, in the future, larger parts

of the program would be re-written in C for increased performance. Note that single-precision calculation of

course leads to less accuracy, but it has not determined whether the accuracy of the data actually warrants

data in double precision to begin with. The accuracy may or may not influence the stability of the E-M

algorithm. More on this in Section 6.

Parts of the algorithm taking up more than one percent of runtime are detailed with further information

in Table 4.2.

6The psi (or digamma) function calculates the logarithmic derivative of the gamma function, i.e. ψ(x) = Γ�(x)
Γ(x) , where

Γ(x) =
�∞
0 tx−1e−tdt and x is a non-negative integer. Many numerical methods for evaluating its value exist.
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Algorithm 2: The original vbSPT implementation of the Expectation-Maximization algorithm.

allocate memory and prepare data;

while another iteration do

/* M-step */

setup transitions and initial conditions;

calculate emission statistics in all states;

/* E-step */

calculate coupling matrix;

setup Q matrix - trial emission probabilities;

setup H matrix;

set initial state probabilitiy;

call HMM multiForwardBackward (Algorithm 3);

/* Remaining */

compute transition counts;

assemble free energy;

calculate jump probabilities;

calculate KL divergence of initial state probability and emission parameters;

check for convergence;

end

calculate light-weight estimates, emission parameters;

if explicitly specified then

extract trajectory estimates and the viterbi path;

end

For the largest data set, the time spent on loading and preprocessing the data before doing any compu-

tations becomes rather substantial. This takes place in the VB3_preprocess function and can be around

20% of total runtime. While out of scope for this project, a future study might look at how the data is

compressed and stored before it is loaded into vbSPT.

As of now, the data is stored in a MATLAB struct where each trajectory is an individual matrix of point

coordinates. There are 1, 2 or 3 columns depending on the dimensionality D of the data. The number of

rows correspond to the total number of steps. The preprocessing calculates the distance between each pair

of consecutive points xi, xi+1:

||xi − xi+1||22 =
D�

j=1

((xi+1)j − (xi)j)
2
. (4.1)

Equation (4.1) shows how the distances are calculated, using the square of the traditional Euclidean

norm. Because we only care about relative differences, the usual square root is unnecessary. This calculation

is done for each trajectory, and all the data is stored consecutively in one long MATLAB array. In the large

case, this amounts to approximately 20 000 elements.

All in all, the MATLAB profiler tool proved very useful and simple to use.
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4.4 MEX profiling

Profiling a MEX function is not as easy as profiling a regular C program, mainly because MEX is a shared

library, but also because the input and output data of the function relies on MATLAB data types. One

solution is to construct a ”wrapper function” which initializes a MATLAB engine instance, loads data through

it, and calls the MEX function. This entire program can then be profiled. The data used is stored from an

actual iteration of vbSPT using MATLAB.

The profiling tool gprof offers little information. For newer versions of GCC it provides run-time infor-

mation function-by-function instead of line-by-line [20], and the MEX file is but a single function. The gcov

tool is instead recommended, but it only lists the number of times each line of code is executed, not its

actual execution time.7

The callgrind and cachegrind tools, both a part of the Valgrind profiling suite, were used to measure cache

misses, branch mispredictions, instruction reads, and data reads/writes on a line-by-line basis. A summary

of this data is available in Table 4.3. The number of mispredictions is high due to the large number of loops,

the performance of which could not be improved by loop unrolling.

In order to measure execution time per line, an older version of GCC (4.3) was installed. Because gprof

does not handle programs that use shared libraries (such as MEX and also ”matrix.h”, supplied through

MATLAB), a more clever approach had to be taken. The data extracted from MATLAB was recast into

normal text form, easily read by the file IO routines in C. Then, all the memory handling using the mxArray

class was rewritten to use the calloc function. Note that it is calloc and not malloc, because each element

must always be initialized to zero, as is standard in Java/MATLAB. Afterwards, the computational part

remains intact and the MEX function is compliant with gprof.

Because all matrices are of the same type (double) this conversion can be easily automated. All variables

of type mxArray are changed to be of type double*. Then, it is a matter of changing the mxCreateArray

and mxDestroyArray to using the standard C memory functions malloc (or calloc, if you depend on the

initial data being 0, as is the case in MATLAB) and free. Because we no longer use anything related to

”matrix.h”, the mxGetPr-function becomes unnecessary.

An example of this approach will be helpful. Consider the code below for creating a matrix, getting a

pointer to it, and afterwards freeing it.

1 // Or i g i na l approach :

mxArray ∗mx alpha ;

3 double ∗ alpha ;

mx alpha=mxCreateDoubleMatrix (T, N, mxREAL) ;

5 alpha=mxGetPr(mx alpha ) ;

// . . .

7 mxDestroyArray (mx alpha ) ;

7The Linux tool ”perf” with argument ”annotate” seems to do what we originally wanted, but this was unfortunately
discovered at the very end of the project. The time-exhausting rewrite of all calls to the MEX library would still have to have
been made, but it might have avoided the use of an older GCC version.
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I refs I1 misses I1 miss rate
1,394,074,031 50,569 0.00 %

D refs D1 misses D1 miss rate
643,963,252 31,566,625 4.9 %
Branches Mispredicts Mispredict rate

177,067,802 13,306,493 7.5 %

Table 4.3: Summary of results from Cachegrind running one instance of the MEX file. I and D stand for
instructions and data, respectively.

Without using the ”matrix.h” library, it can be done in this way:

1 // Modif ied approach :

double ∗ alpha ;

3 alpha=c a l l o c (T∗N∗ s izeof (double ) ) ;

// . . .

5 f r e e ( alpha ) ;

Afterwards, all calculations using the alpha array will behave just as they would have originally. Instead

of re-writing the source code (which takes time if the function is large) we can automate this change by

adding the following C preprocessor directives:

1 #define mxCreateArray (x , y , mxReal ) (double∗) c a l l o c ( ( x ) ∗( y ) , s izeof (double ) )

#define mxDestroyArray (x ) f r e e ( x )

3 #define mxGetPtr ( x ) ( x )

With this snippet, if you comment out the inclusion of ”matrix.h” (and ”mex.h”), the mex file becomes

a function that can be profiled using any standard C profiler tool.

Certain special functions, such as mxGetM() which return the number of rows in a matrix, must still be

replaced manually by the variable or constant size used to create it. There is no macro-like way to fix this

without a more complicated ”matrix.h”-replacement wrapper8. Still, this approach might still be very useful

for future profilings of this (and any other) MEX files.

The only MEX-related function call was mexErrMsgTxt(), and another common function might be

mexPrintf(). These were avoided by two more directives:

1 #define mexErrMsgTxt p r i n t f

#define mexPrintf p r i n t f

The MATLAB profiler tool for the large test case shows that, during the 134116 calls to HMM_multiForwardBackward,

a total of 542.3 GB of memory is allocated and deallocated, for an average of 4.15 MB per call. This amount

accounts for the mx_alpha, mx_beta and mx_P matrices, of which the first two are the largest. Because it

is very easy to predict an upper bound for the size of these matrices, this is an easily avoidable overhead.

The structure of the MEX-file is quite straight-forward and all memory allocations take place at the start

(mostly using the MEX library) and are subsequently deallocated at the end. This is probably a minimal

overhead, but was still examined.

8This would be a very useful thing and an interested reader should look into the feasibility of this approach.
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The algorithm as a whole consists of several vector-vector and matrix-vector multiplications implemented

in the straight-forward way using for-loops. The largest operations involve matrices on the order of 104×102

elements. A more efficient way would be to use the Basic Linear Algebra Subprograms (BLAS) package.

From the website [23], it is stated:

The BLAS (Basic Linear Algebra Subprograms) are routines that provide standard building blocks for

performing basic vector and matrix operations. The Level 1 BLAS perform scalar, vector and vector-vector

operations, the Level 2 BLAS perform matrix-vector operations, and the Level 3 BLAS perform matrix-matrix

operations [...] the BLAS are efficient, portable, and widely available[.]

Although BLAS has implicit parallellization built-in, this functionality can be turned off if needed, for

example if it conflicts with parallellization in a larger scope. To use one of the BLAS functions, the mex files

must be compiled using the -largeArrayDims flag, meaning the program uses 64-bit integers. For UNIX

platforms, the -lmwblas flag is also necessary. Complete details of the BLAS replacement is given in Section

5.

Profiler data shows there are four parts of the code, all triply-nested for-loops, that are the by-far most

computationally intensive lines. Three of them each take up 6.3 % of the total instruction read count,

and one uses 3.8 %. The proportion of data reads is approximately the same, although there are very few

cache misses (< 0.01%) in these loops. All these loops are standard implementations of matrix-vector and

vector-vector multiplications and, as the previous paragraph implies, might be replaced by BLAS routines.

The gprof data indicate that the three largest loops differ slightly in execution time, but this is most likely

attributed to the limitations of sampling as done by gprof.

For profiling, GCC version 4.3 was used, whereas for the optimization measurements version 4.7 was

used. Although these were released three years apart, the computer that was used is likely too old for the

difference to be substantial. When it comes to compiler flags, the ”standard” ones as set by MATLAB were

used for the MEX compiler. The optimization flags originally used were -O and -DNDEBUG.

The MEX file performs the computations specified in equations (3.18)-(3.23). Pseudocode of the imple-

mentation follows below. This paper will use ⊙ to denote the Hadamard (or Schur) product9. Pseudocode

for the algorithm is shown in Algorithm 3.

In the forward sweep, the αt = (αt−1 ·Q)⊙Ht computation requires about 25% of the total runtime.

Likewise, in the backward sweep, the βt = (βt+1⊙Ht+1) ·QT computation requires about 25% of the total

runtime. Gprof specifies that another 45% of execution time is spent computing the transition counts10.

Since these are all linear algebra operations, they can be optimized using BLAS-routines, with the notable

exception of Hadamard products. This drawback is extensively discussed in Section 5. More on this will

follow in the next section. Note that the transpose of the αt−1 vector is mathematically correct notation,

but it does not affect computations because data is still stored sequentially in the same way in memory.

9Just as the name of this operator has not reached consensus, neither has its notation. The operator is in any case element-
wise matrix (or vector) multiplication: (x1, x2, x3)⊙ (y1, y2, y3) = (x1y1, x2y2, x3y3).

10Beware that these measurements are done using gprof meaning they are not to be taken as exact timings. Most other lines
execute faster than gprof’s sample rate, meaning they are listed at exactly 0.00% although they of course in reality have some
execution time.
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Algorithm 3: The original vbSPT implementation of the Forward-Backward algorithm. Here, αt, βt,

Ht denote the t:th row of each respective matrix.

allocate temporary matrices α, β, P ;

for each trajectory do

/* forward sweep (3.18)-(3.20) */

Initialize α0;

lnZ = lnZ + log(sum(α0));

for every step t do

αt = (αt−1 ·Q)⊙Ht;

αt = αt/sum(αt);

lnZ = lnZ + log(sum(αt));

end

/* backward sweep (3.21)-(3.23) */

Initialize βT ;

for every step t, from last to first do

βt = (βt+1 ⊙Ht+1) ·QT ;

βt = βt/sum(βt);

end

/* transition counts */

for every step t do

P = Q⊙ (αT
t−1 · (Ht−1 ⊙ βt));

ZW = sum(P);

wA = wA + P/ZW;

end

end

Normalize each row of pst = α⊙ β;

Deallocate α, β, P ;

Return lnZ, wA, pst;

The remaining lines thus take up about 15% of total runtime, meaning in particular that the calculation

and row normalization of pst = α⊙β is relatively fast enough and would not benefit from using parts of the

BLAS.

Because the forward-backward algorithm works recursively, there are no parts within it which can be

parallellized. However, the algorithm is perfectly parallel over different trajectories, meaning the outer-most

loop can be parallelized. One way is to use a parallelization framework such as OpenMP, an API for shared-

memory multi-processing for C/C++ and Fortran for many different platforms such as Windows, Mac OS

X and Linux.

An alternative to OpenMP would for example be pthreads, which is also multi-platform and works with

shared memory. Explicitly dividing work up between threads is a more time-consuming effort than entering

a few lines of OpenMP code and it is unclear whether there is any advantage to the pthreads approach.
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5. Optimizations

After profiling, a number of serial optimizations and parallellization strategies using OpenMP were selected.

These are detailed in this section, together with some comments and results. By the assumption that the

original program produces accurate results, the updated program output is compared to the original to make

sure no errors are introduced.

The complete source code changes have been uploaded to a new Github repository [26] and all files are

available under the same license as the original code. Only relevant excerpts are included here. A more

shortened summary of the results can be found in Section 7.

5.1 Forward-Backward implementation

As in Section 4, ”the MEX file” refers to the HMM_multiForwardBackward.c file. Because thise function is

called so often, even small changes might have significant impact. To start with, the file was cleaned up1 so

that it was easier to read.

The original MEX file, performing the Forward-Backward algorithm, allocates three temporary matrices

(see Algorithm 3) for its computations. Because the file had to be rewritten to be profiled, the effect of

this allocation/deallocation is difficult to measure. However, because the sizes of these matrices have a very

trivial upper limit, this is an overhead that can be avoided.

A new MEX file was written that allocates the same amount of data and performs some calculations,

and was compared to another MEX file that uses persistent memory from MATLAB (and so only allocates

memory once) and performs the same calculations. Averaging over 100 calls, the timings show only a very

small difference in time, less than 0.001 seconds. For the 134 116 calls that are performed for the large

test case, this amounts to between one and two minutes of runtime. Because the α and β matrices must

be initialized to zero at each call, the actual gain would be even less. Since it also introduces additional

complexity into the implementation, it was not pursued. The full serial runtime was 222 minutes. The MEX

compiler is, as standard, set to use the -O optimization flag, which was changed to -O3.

Two error checks are always made, making sure that Q is an n× n-matrix and that iEnds is an 1× n- or

n× 1-vector. Since this can be guaranteed by the calling code in vbSPT, this was removed. Likewise, there

is code that checks the number of input arguments and does different calculations accordingly. This check

can be performed in a more efficient way, and regardless, the number of input arguments is always three.

The variables that change because of this, doBackward and doOccProb, changed type from unsigned int

to const bool.

1No offense to the original author, but the code was not easy to follow.
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In addition, a number of small changes, with the intention of simplifying the job of the compiler (hopefully

gaining some speedup there) and decreasing computational costs, are listed here:

• Temporary variables such as i,j,k,tStart,tEnd and others, that are needed in each loop, can be

declared as static and so do not need to be allocated and deallocated for each call. Instead, their

lifetime is the full lifetime of the vbSPT program. This might not have any speedup or might even be

a net loss due to the very small memory size needed and the cost of referencing the static variables at

each call. The final version does not make use of the static keyword.

• Most pointers (and variables that do not change) can be declared as const, as they will not change

during the function call. Note that the constant is the pointer address, while the data it points to is

not constant. This is the difference between double * const P (memory address is constant) versus

const double * P (data is constant).

• Additionally, since the pointers all point to unique memory adresses (and do not change during the call)

they should also utilize the keyword restrict. Unfortunately, this does not seem to be compatible

with the MEX compiler, just as standard C++ comments (starting with //) are not.

As an example, the accurate way of defining pointers should be done in this way:

// New way

2 mxArray ∗ const mx P = mxCreateDoubleMatrix (N, N, mxREAL) ;

double ∗ const P = mxGetPr(mx P) ;

The matrix P is an N ×N -matrix used for calculations associated with transition counts. Because the

first iteration tries to model the system using an HMM of the maximal size N , one could save the three

necessary arrays throughout all function calls. We are still forced to allocate the memory on the heap2 and

change the existing code in the following way:

1 // New way

stat ic mxArray ∗ mx P = NULL;

3 stat ic double ∗ P = NULL;

i f ( ! mx P && !P) {

5 mx P = mxCreateDoubleMatrix (N, N, mxREAL) ;

P = mxGetPr(mx P) ;

7 }

But this was shown not to work because the allocation overhead is just too small. The memory size is

large relative to total memory used by vbSPT, but in general small.

5.2 Forward-Backward implementation using OpenMP

Because the forward-backward algorithm works recursively, there are no parts which can be parallellized.

However, the algorithm is perfectly parallel over different trajectories, meaning the outer-most loop can be

parallelized using OpenMP. This can be done with the following OpenMP directive:
2The fastest way to allocate the memory would be on the stack, since this is an O(1) operation. Unfortunately VLAs

(Variable Length Arrays), although mandatory in the C99 standard, have become optional in the newer C11 standard. To
avoid compiler problems (especially in the future), we stick to the heap.
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1 #pragma omp p a r a l l e l for schedu le ( stat ic ) p r i va t e (Za , Zb , j , k , t ,ZW, tStar t , tEnd , n , id ) shared (H,

Q, iEnd ) reduct i on (+: lnztemp )

Some changes need to be made to allow this loop to perform well in parallel. Check the updated source code

for more details.

• The two variables tStart and tEnd which keep track of where in memory the current trajectory starts

and ends can no longer iteratively increase, but instead be set explicitly based on the current iteration

number.

1 i f (n==0)

tS ta r t =0;

3 else

tS t a r t=( int ) ( iEnd [ n−1]) ;

5

tEnd=( int ) ( iEnd [ n ] ) ;

By augmenting the iEnd vector with an initial zero, this if-statement could be avoided and a slightly

quicker execution speed would be the result.

• The N × N -matrices wA and P need to be private for each thread. Since OpenMP does not handle

private variables declared on the heap, this was instead solved by creating four (or however many are

required) matrices, one for each thread, and assigning them by thread id. An example follows below.

// o r i g i n a l : P [ j+k∗N]=alpha [ ( t−1)+j ∗T]∗Q[ j+k∗N]∗H[ t+k∗T]∗ beta [ t+k∗T ] ;

2 int id = omp get thread num ( ) ;

P [ id ∗N∗N+j+k∗N]=alpha [ ( t−1)+j ∗T]∗Q[ j+k∗N]∗H[ t+k∗T]∗ beta [ t+k∗T ] ;

• While the above OpenMP directive should handle sum reduction of the lnztemp automatically, it can

also be done explicitly by declaring an lnztemp array, one element for each thread (just as for the P -

and wA-matrices) and after the loop do the following:

1 for ( j =0; j<threads ; j++) lnZ [ 0 ] += lnztemp [ j ] ;

A change of scheduling system from static to dynamic was also tested. With the former, the chunks

can be pre-computed and scheduled to threads during compilation itself. With the latter, chunks are divided

between threads during run-time, which involves more complex mechanisms such as deadlock handling

and load balancing. Hence, the dynamic scheduler comes with a larger overhead, but potentially better

load balancing. No real difference in time was measured between the two, suggesting that the OpenMP

initialization and synchronization cost is very small.

Using MATLAB, the new file can then be compiled using:

1 mex HMM multiForwardBackward omp . c CFLAGS=”\$CFLAGS −fopenmp” LDFLAGS=”\$LDFLAGS −fopenmp”
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The runtime results of the OpenMP approach follow at the end of this chapter. The authors of [10]

state that fine-grained use of OpenMP rarely works well ”because of overhead such as thread creation and

scheduling” and instead suggests working OpenMP into more coarser-grained sections of the code. An

alternative using this approach might be to rewrite the entire main loop from VBEMiterator into the MEX

file, but this would be a large project. It might also lead to loss of flexibility, as the current MEX-file

works independently of the probabilistic model and can thus be used for different HMM models without

modification, a setback suggested by one of the vbSPT authors. Nevertheless, this is likely the performance-

wise better approach.

Another idea was to divide the list of indices into n slices, either completely ”random” or with some

functionality trying to manually balance the workload between n threads. This is in contrast to the above

OpenMP idea which distributes workload at the loop at run-time. Unfortunately, the speed gain is minimal

in comparison with the OpenMP overhead.

5.3 Forward-Backward implementation using BLAS

Implementing BLAS routines was not as straight-forward as first assumed. This is mainly because of the

frequent use of element-wise (Hadamard) products. MATLAB is built on top of the Basic Linear Algebra

Subroutines (BLAS) package, and since 2000 also incorporates the Linear Algebra Package LAPACK. Many

operations are Hadamard products, which are not a part of BLAS.

The two parts that could be rewritten are shown below, in C and equivalent MATLAB and mathematical

notation, marked as BLAS item 1 and 2. Matrices alpha, beta, H are of size T ×N , the matrix Q is of size

N ×N , and qst is a 1×N -vector.

• BLAS item 1, The forward step: ∀t : αt = (αt−1 ·Q)⊙ qstt

1 for ( t=tS ta r t +1; t<tEnd ; t++) {

// alpha ( t , : ) = ( alpha ( t −1 , : ) ∗ Q) .∗ qst ( t , : ) ;

3 for ( j =0; j<N; j++) {

for ( k=0;k<N; k++) {

5 alpha [ t+j ∗T]=alpha [ t+j ∗T]+alpha [ t−1+k∗T]∗Q[ k+j ∗N]∗H[ t+j ∗T ] ;

}

7 }

}

• BLAS item 2, The backward step: ∀t : βt = (βt+1 ⊙Ht+1) ·QT

for ( t=tEnd−2; t>=tSta r t ; t−−) {

2 // beta ( t , : ) = ( beta ( t +1 , : ) .∗ H( t +1 , : ) ) ∗ Q ’ ;

for ( j =0; j<N; j++) {

4 for ( k=0;k<N; k++) {

beta [ t+j ∗T]=beta [ t+j ∗T]+beta [ t+1+k∗T]∗H[ t+1+k∗T]∗Q[ j+k∗N] ;

6 }

}

8 }
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Missing from the above equations are the normalization steps, which are carried out at every time step t

for numerical stability. This is not a costly step in terms of computational power, but interferes with possible

optimization efforts with BLAS. An idea was that maybe only doing this step every two or every three time

steps would retain stability and allow for better optimization, but this has not been pursued.

The above two equations are the only ones that allow for BLAS rewriting. The transition counts step

will not work as it results in a product of an N × 1-vector with a 1×N -vector:

P = Q⊙ (αT
t−1����

N×1

· (Ht−1 ⊙ βt)� �� �
1×N

) (5.1)

for ( j =0; j<N; j++) {

2 for ( k=0;k<N; k++) {

P[ j+k∗N]=alpha [ ( t−1)+j ∗T]∗Q[ j+k∗N]∗H[ t+k∗T]∗ beta [ t+k∗T ] ;

4 ZW=ZW+P[ j+k∗N] ;

}

6 }

Despite the long text about BLAS above, it became clear that, because of the Hadamard products, BLAS

could not be introduced in the code in its current structure. Instead, an idea of reorganizing data for better

throughput was tested. More about this in Section 5.6.

This section will end with a clarification about Hadamard products. It has been consistently said through-

out this report that the element-wise Hadamard product is incompatible with BLAS routines. In a strict

sense this is true, but they can be calculated using the following trick. The Hadamard product of two vectors
�A and �B, �C = �A⊙ �B = (a1 · b1, a2 · b2, . . . , an · bn), can be calculated using the sparse matrix-vector routine

(dsbmv3):

stat ic const int k = 0 ;

2 stat ic const double alpha = 1 . 0 ;

stat ic const int lda = 1 ;

4 stat ic const int incx = 1 ;

stat ic const double beta = 0 . 0 ;

6 stat ic const int incy = 1 ;

dsbmv ( ”L” , &n , &k , &alpha , A, &lda , B, &incx , &beta , C, &incy ) ;

This will treat the vector �A as a sparse matrix with entries a1, . . . , an along the main diagonal. This

means that

�A⊙ �B = A · �B =





a1 0 0 . . . 0

0 a2 0 . . . 0

0 0 a3 . . . 0
...

...
...

. . . 0

0 0 0 . . . an









b1

b2

b3

...

bn





= (a1b1, a2b2, a3b3, . . . , anbn) = �C.

3On UNIX systems the function (and all other BLAS functions) has an underscore at the end which is the reason why it is
written like that in the code example.
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The vector �C is exactly of the desired form. The technique for Hadamard products of matrices is

analogous. Although both are quite trivial to implement, it may not be the best approach because it adds

the extra unnecessary step of matching column and row indices in both matrices. Because of this it has not

been tested.

Another alternative, which is probably more efficient, is to switch from C to C++ and thus unlock the

ability to use libraries such as Eigen, Armadillo or the Intel MKL which all feature support for assembler-

level optimized Hadamard products. A specific option is OptiVec [31] which features optimized versions of

element-wise multiplication, true matrix-matrix multiplication, and the outer vector-vector product which

is also used in vbSPT.

5.4 Expectation-Maximization implementation

The E-M algorithm implementation does not contain any large bottlenecks, but instead suffers from perfor-

mance drawbacks in many places that were easily remedied. Note that some changes are very minor.

A C-implementation of the psi-function was shown to perform a full order of magnitude faster than the

built-in MATLAB function for small-sized arrays, and still noticeably faster up to 10 000 elements, see Figure

5.1. Because Mathworks (the company behind MATLAB) do not release the source code to its compiled

functions there is no way of knowing why the benefit is so large. One suggestion, given in [8], is that the

MATLAB functions extensively check the input data so that it is of the right type. If we can guarantee this,

however, bypassing these checks enhances performance.

Unfortunately, the psi- and gammaln functions are the only built-in functions used often enough (and

complicated enough) to warrant this special implementation. The new implementation for calculating p =

ψ(x), for x ∈ R≥0 (which is all we need for vbSPT), looks like this [22]:

1 i f (x<10) {

i n c=10− f l o o r ( x ) ;

3 x+=inc ;

}

5 else i n c =0;

p=1.0/(x∗x ) ;

7 p=((((((−8.33333333333333333333 e−2∗p \

+2.10927960927960927961 e−2)∗p \

9 −7.57575757575757575758 e−3)∗p \

+4.16666666666666666667 e−3)∗p \

11 −3.96825396825396825397 e−3)∗p \

+8.33333333333333333333 e−3)∗p \

13 −8.33333333333333333333 e−2)∗p ;

p+=log (x )−0.5/x ;

15 for ( ; inc >0; inc−−) p−=1/(x−i n c ) ;

While no documentation to the above code has been found it is evident that it uses some kind of approx-

imation based on a 7th degree polynomial, a Horner scheme, possibly based on Stirling’s approximation. An

extensive comparison of calculated values to results of MATLAB’s psi-function seem to suggest it gives a cor-

rect result in double precision, meaning just as good as MATLAB. The above psi-function was implemented

as psib.c into the HMMcore directory.
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Figure 5.1: Comparison of the built-in psi-function (dashed line) versus a new MEX implementation (full
line).

Although psi and gammaln are compiled functions, there are much more efficient versions. The Lightspeed

package [21] offers a substantial improvement in performance of these functions. The drawback of using an

external package is that the performance of MATLAB changes with each iteration. As an example, the

repmat function was much better in Lightspeed compared to MATLAB’s version, while it was still imple-

mented as an m-file. When Mathworks changed this to a compiled version some years ago, the performance

got on par with the Lightspeed version, and so rendered the external package’s repmat function obsolete [8].

Because of this constant change, and because of questions regarding whether its license is compatible with

the GNU Public License (GPL) of vbSPT4 the Lightspeed functions have not been tested.

Regardless of implementation, several calls to the psi and gammaln functions are redundant and can be

altered for a slight improvement. Other slight improvements are the removal of calls to the find function.

Instead, logical indexing can be used. One should ”avoid using find unless you actually need the numerical

position values of the indices” [8]. Using logical indexing reduces the computational time as well as memory

usage (1 byte per index instead of 8). The only correct (motivated) use of this function is on line 329.

One should avoid loops in MATLAB as much as possible [8] and instead optimize using vector operations.

This process is called vectorization. For calculating the point-wise emission contribution (here known as the

H-matrix), the original code looked like this:

1 H=zeros ( length ( dat . dx2 ) ,N) ;

for j =1:N

3 H( : , j )=exp( lnH ( : , j )−lnHMax) ;

end

4The combination GPL+MATLAB may also have some problems, since MATLAB is proprietary software and some of its
libraries (for example the parallel toolbox) are used[25].
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Figure 5.2: Results from two different ways of creating the H matrix, for the old (dashed) line and new (full)
line.

The new vectorized approach looks like this:

tmp = ( bsxfun (@minus , lnH , lnHMax) ) ;

2 H = exp(tmp) ;

A MEX version was also tried, but actually performed even worse. The MATLAB change was however

implemented. A comparison between the original and the new vectorized approach can be seen in Figure

5.2 to be in the order of milliseconds (on average). Because this operation is performed several hundred

thousand times, for large data sets, this change is on the blurry between significant and minor change.

The change that yielded the percentually largest speedup was the initial setup of the Q matrix:

lnQ=zeros (W.N,W.N) ;

2 wB0=sum(W.M.wB, 2 ) ;

wa0=sum(W.M.wa , 2 ) ;

4 for i =1:W.N

lnQ( i , i )=p s i (W.M.wa( i , 2 ) )−p s i (wa0( i ) ) ;

6 for j = [1 : ( i −1) ( i +1) :W.N]

lnQ ( i , j )=ps i (W.M.wa( i , 1 ) )−p s i (wa0( i ) ) . . .

8 +ps i (W.M.wB( i , j ) )−p s i (wB0( i ) ) ;

end

10 end
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The above code originally took 2344 seconds to run in the large test case. Through a smarter use of the

psi function and order of calculations, this was changed to:

lnQ=zeros (W.N,W.N) ;

2 wB0=sum(W.M.wB, 2 ) ;

wa0=sum(W.M.wa , 2 ) ;

4 psiwa0 = ps i (wa0) ;

psiwB0 = ps i (wB0) ;

6 psiwB = ps i (W.M.wB) ;

psiwa1 = ps i (W.M.wa ( : , 1 ) ) ;

8 psiwa2 = ps i (W.M.wa ( : , 2 ) ) ;

for i =1:N

10 lnQ ( i , : ) = psiwa1 ( i ) + psiwB ( i , : ) − psiwB0 ( i ) − psiwa0 ( i ) ;

lnQ ( i , i ) = psiwa2 ( i ) − psiwa0 ( i ) ;

12 end

The new version, for the same data, took 578 seconds to run, which is less than 25% of the original.

This was accomplished mainly through the vectorization of the j-loop and the calculation of all psi-values in

advance. Note that this is without the improved MEX-based psi function. Although lnQ(i,i) is calculated

twice, the speed gain from vectorization is simply much better. Additionally, psi(W.M.n) was calculated

twice but was changed to be calculated just once.

A few lines down the following code was found:

wa0=sum(W.M.wa , 2 ) ;

2 ua0=sum(W.PM.wa , 2 ) ;

KL a=gammaln(wa0)−gammaln( ua0 ) . . .

4 −(wa0−ua0 ) .∗ p s i (wa0) − ( . . .

gammaln(W.M.wa ( : , 1 ) )−gammaln(W.PM.wa ( : , 1 ) ) . . .

6 −(W.M.wa ( : , 1 )−W.PM.wa ( : , 1 ) ) .∗ p s i (W.M.wa ( : , 1 ) ) . . .

+gammaln(W.M.wa ( : , 2 ) )−gammaln(W.PM.wa ( : , 2 ) ) . . .

8 −(W.M.wa ( : , 2 )−W.PM.wa ( : , 2 ) ) .∗ p s i (W.M.wa ( : , 2 ) ) ) ;

Using the pre-calculated data described above, this snippet of code could be changed to:

%wa0=sum(W.M.wa , 2 ) ; ( unnecessary )

2 ua0=sum(W.PM.wa , 2 ) ;

KL a=gammaln(wa0)−gammaln( ua0 ) . . .

4 −(wa0−ua0 ) .∗ psiwa0 − ( . . . % ( modi f i ed )

gammaln(W.M.wa ( : , 1 ) )−gammaln(W.PM.wa ( : , 1 ) ) . . .

6 −(W.M.wa ( : , 1 )−W.PM.wa ( : , 1 ) ) .∗ psiwa1 . . . % ( modi f i ed )

+gammaln(W.M.wa ( : , 2 ) )−gammaln(W.PM.wa ( : , 2 ) ) . . .

8 −(W.M.wa ( : , 2 )−W.PM.wa ( : , 2 ) ) .∗ psiwa2 ) ; % ( modi f i ed )

Having fewer things to calculate, it also executed faster.
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Line Old code New code
161 Wm3=[];Wm2=[];Wm1=[] Wm1=[];
170 Wm3=Wm2;Wm2=Wm1;Wm1=W; Wm1=W;
185 ind=find(a==W.M.SA); ind=(a==W.M.SA);
190 clear wB (removed)
211 Q=exp(lnQ-lnQmax)+0*(eps); Q=exp(lnQ-lnQmax);
216 lnH1=psi(W.M.wPi)-psi(sum(W.M.wPi)); (removed)
217 T=W.T;N=W.N;dim=W.dim; N=W.N;dim=W.dim
277 wa0=sum(W.M.wa,2); (removed)
292 clear wa0 ua0; (removed)
298 ind=find(W.PM.wB(k,:)>0); ind=(W.PM.wB(k,:)>0);
311 clear wA0 uA0 ind; (removed)
329 ind=find(Pnew~=0); ind=(Pnew~=0);
434 clear wB0 eyeB B2 wa0 (removed)
471 clear Wviterbi WsMaxP (removed)

Table 5.1: Complete list of one-line-changes in the VB3 VBEMiterator.m file. Line numbers correspond to
original line numbers. Larger changes are detailed in the text.

Moving on, one of the quantities necessary for the M-step is calculated as follows:

E. c=zeros (1 ,N) ;

2 for j =1:N

E. c ( j )=sum( pst ( : , j ) .∗ dat . dx2 ) ;

4 end

For a rectangular matrix pst and a vector dat.dx2. A way to do this in a much more direct way was

found:

E. c=dat . dx2 ’ ∗ pst ;

This approach avoids the initial allocation and the loop over each column and does the usual inner matrix-

vector product instead of element-wise multiplication. The drawback is the need to transpose dat.dx2 but

because it is a vector, this is an operation which costs nothing in terms of performance because it requires

no memory reorganization.

Besides the major changes, a few more smaller changes were tested. The original code saves the latest

four iterations of the current converging model. However, only the latest two are ever used, meaning the

extra copies of the (rather large) MATLAB structure are copied twice for no reason. The profiler shows a

small overhead, but because MATLAB uses the copy-on-write5 method, the effects of this may be ”hidden”

in later lines of code. Additionally, there are several calls to clear which are completely unnecessary, as the

variables are not used afterwards in the same loop iteration6. It is preferable to let MATLAB’s (or rather

Java’s) internal Garbage Collector handle this.

5The copy-on-write method means that an assignment such as A = B will mean that both A and B refer to the same
location in memory until either variable is written to. Not until then will the memory actually be copied, and A and B will
refer to different memory locations.

6Calling clear on variables that are not part of a loop might be motivated, to let the Garbage Collector know that this
memory can be freed for other purposes. But this was not the case here.
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Lines 277 and 295 both check if W.N > 1, but nothing changes in between, meaning the two checks are

unnecessary. These if-statements were merged into one. See Table 5.4 for a complete list of one-line changes.

When all iterations are performed, the function computes global light-weight estimates, emission param-

eters, and other information. This was first done with an if-statement inside the loop checking whether this

iteration is the last:

1 while ( runmore )

% . . .

3 i f (˜ runmore )

%. . .

5 end

end

But this is an unnecessary and inexplicable step. The simpler approach is to move the code outside and

right after the loop, which was done. Another if-statement in every iteration of the loop is on line 358 to

check for convergence:

i f ( i s f i e l d (Wm1, ’F ’ ) )

Where Wm1 is a MATLAB struct. An original presumption was that this statement was always true, but

unfortunately there are a few iterations (out of several thousands) where the statement is false. Hopefully

the program can be restructured slightly in order to remove this if-statement. An example would be to add

pseudodata before initializing the loop, or running one iteration of the loop outside the loop, making sure

there always exists an F field.

5.5 Data preprocessing optimizations

The only computationally intensive code outside of the two above mentioned files takes place in VB3_preprocess,

where data is (not surprisingly) preprocessed from its input state into a more easily managed format. The

main preprocessing originally takes place in the following piece of code.

1 dat . dx2=zeros (sum(T−1) ,1 ) ;

t r j s t a r t s=zeros (1 , length (X) , ’ double ’ ) ;

3 dat . end =zeros (1 , length (X) , ’ double ’ ) ;

5 ind=1;

for k=1: length (X)

7 dx2= sum( d i f f (X{k } ( : , 1 : dim) ,1 , 1 ) . ˆ 2 , 2 ) ;

t r j s t a r t s ( k )=ind ;

9 dat . end( k ) =ind+length ( dx2 )−1;

ind=ind+length ( dx2 ) ;

11 dat . dx2 ( t r j s t a r t s ( k ) : dat .end( k ) )=dx2 ;

end

The structure X contains the input data, a coordinate for each dimension in each timestep, for each

trajectory. Each distance is stored in sequence in dat.dx2. The starting index and ending index of each
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trajectory is stored in the temporary array trjstarts and the array dat.end, respectively. The problem

with the above code is its inefficiency and the inability to parallellize it. It was changed to the following:

% Determine l im i t s f i r s t

2 xlen = length (X) ;

t r j s t a r t s=ones (1 , x len+1) ;

4 for k=1: x len

t r j s t a r t s ( k+1) = t r j s t a r t s ( k ) + s ize (X{k } ( : , 1 : dim) ,1 ) − 1 ;

6 end

8 % We do not need separa te c a l c u l a t i o n s f o r t h i s array

dat . end = [ t r j s t a r t s ( 2 : x len+1) ] − 1 ;

10

% This code can now be p a r a l l e l l i z e d ( pa r f o r )

12 for k=1: x len

dat . dx2 ( t r j s t a r t s ( k ) : ( t r j s t a r t s ( k+1)−1) ) = sum( d i f f (X{k } ( : , 1 : dim) , 1 , 1 ) . ˆ 2 , 2 ) ;

14 end

A problem for MATLAB is that it does not understand that the current indexing scheme is perfectly

parallelizable. With a C/OpenMP implementation this would not be a problem. There are ways of getting

around this utilizing MATLAB’s copy-on-write or cells functionality [24], but they have not been tested.

The results of this reorganization follow in Section 5.7. Before that, let us examine an even more intricate

way of using VB3_preprocess.

5.6 Data reorganization

As stated previously, the current data order is slow and incompatible with BLAS routines. This section will

attempt to explain how this can be re-done, and later show preliminary timings on the effectiveness on this

new strategy.

Most trajectories are quite short. A study of the provided test cases showed 90 % are shorter than 10

timesteps and 97 % are shorter than 20 timesteps. This means that there are many trajectories that are of

the same length. Instead of performing calculations in the MEX-file on one trajectory vi of length n at a

time:

�wi = �vi ·Hi1 ·Q ·Hi2 ·Q · · · · ·Hin ·Q ·�1, (5.2)

we can assemble a temporary matrix V where each row is a trajectory of the same length. The result of

the corresponding matrix multiplication

W = V ·Hi1 ·Q ·Hi2 ·Q · · · · ·Hin ·Q ·�1, (5.3)

will have the corresponding vector wi at row i of the matrix W . Since the matrix-matrix multiplication

can be much more efficient than repeated vector-matrix multiplications, this is an avenue worth exploring.

The VB3_preprocess function exists only for efficiency reasons. As the SPT technology keeps improving,

trajectories will on average start to get longer and longer, as tracking functions get improved and techniques
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which track membrane proteins outside cells can use better colours than the fluorescent proteins7. One

should beware of optimizing for small trajectories too much if this reduces efficiency of longer trajectories.

Nevertheless, this approach has been studied using the available data, and future studies of other data sets

will have to determine if this is a feasible approach going forward.

The above reordering is inefficient because of the large number of vectors (trajectories) of the same length!

Instead, this can be grouped together as rows in a matrix, and the rows of the resulting matrix would be

the resulting product of each individual vector. The order of the trajectories do not matter, as we assume

the trajectories are all statistically independent (and because multiplication is a commutative operator), as

we saw earlier in (3.24). The speedup of a BLAS3-routine can be quite large compared to the näıve for-loop

implementation, and this approach would reduce the strain on the memory bus substantially.

Unfortunately, this reordering goes against other computations performed in MATLAB (in the VB3_VBEMiter-

file) and rewriting everything to test this would take unnecessarily long time. Instead, to test, the long vector

containing trajectory data is permuted before the call to MEX, and then the resulting vector is permuted

back. Fortunately, calculating an inverse permutation in MATLAB is very easy. For a permutation vector

PERM, the inverse permutation INVPERM is:

INVPERM(PERM) = 1 : length (PERM) ;

Although it is simple to do, permuting the data twice per VB3_VBEMiterator iteration is very costly.

The time to perform this permutation was measured using the tic/toc functions in MATLAB, and then

removed from the runtime measurements afterwards.

The scheme in Algorithm 4 was found to be the most efficient way of implementing BLAS routines. The

Hadamard products are still problematic, but executing calculations for several trajectories per sweep, we

can make the best of it (under the current algorithm).

The only BLAS routine needed and the only one applicable is the ”BLAS level 3” matrix-matrix multi-

plication routine dgemm, used for BLAS items 1 and 2. The function is called dgemm_ (underscore) on UNIX

systems, but the file contains a macro which handles both cases automatically. This function performs the

calculation

C = α ·A ·B + β · C, (5.4)

for matrices A,B,C and scalars α,β. In this case α = 1 and β = 0, corresponding to (5.3). The function

also allows for A and/or B to be transposed. Full documentation of dgemm is available at [27].

The new MEX file can be linked to the BLAS library and compiled using the following MATLAB

command on UNIX:

1 mex −v −largeArrayDims HMM multiForwardBackward . c −lmwblas

Compiling under Windows is slightly more complicated and not covered here. The actual pseudocode for

the new MEX-file is shown in Algorithm 4.

7This information comes from Martin Lindén, one of the authors of vbSPT.
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Algorithm 4: The updated implementation of the Forward-Backward algorithm, using the new data

ordering scheme. Here, αt, βt, Ht denote the t:th row of each matrix.

allocate temporary matrices α, β, P ;

get index of sizes size;

index = 0;

for each size n do

Calculate number of trajectories m = (size(n+ 1)− size(n))/n;

Initialize α0;

Initialize βT ;

for each timestep t = 1, . . . , n do

index = index + m · n;
/* forward sweep of timestep t for ALL trajectories of length n */

lnZ = lnZ + log(sum(α0));

αt = (αt−1 ·Q)⊙Ht;

αt = αt/sum(αt);

lnZ = lnZ + log(sum(αt));

/* backward sweep of timestep t for all trajectories of length n */

βt = (βt+1 ⊙Ht+1) ·QT ;

βt = βt/sum(βt);

/* transition counts of timestep t for all trajectories of length n */

P = Q⊙ (αT
t−1 · (Ht−1 ⊙ βt));

ZW = sum(P );

wA = wA+ P/ZW ;

end

end

Normalize each row of pst = α⊙ β;

Deallocate α, β, P ;

Return lnZ, wA, pst;

The next section will describe what timings the experiments provided, and Section 6 goes into more

detail on whether or not this is a viable option for future improvement. Refer to the source file available at

[26] for the complete implementation.

5.7 Optimization summary

The program has proved quite difficult to optimize in the current implementation. Part of the reasons for

the bad results in Table 5.2 can be attributed to a disparity between profiler data and actual runtime. The

MATLAB profiler tool suspends the JIT optimizing tools which could interpret the older code in a better

way than the new code. Updated timings are shown in Table 5.2. The parallelization is the same as in the

original code, two parfor-loops. Measured times are the minimum of a total of 10 runs.

Minor adjustments have been made to both the MATLAB and C code. The parallel speedup is almost

exactly as large as the serial speedup. An unexpected observation is that the average runtime is much closer
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Serial Speedup
Small 0.93 min 1.29x
Medium 2.69 min 1.12x
Large 176 min 1.11x

Parallel Speedup
Small 0.82 min 1.15x
Medium 1.63 min 1.03x
Large 62 min 1.08x

Table 5.2: Updated timings and speedup for all the optimizations described in this section, apart from the
BLAS data reordering scheme. Speedup in this case is a comparison of the original serial and parallel times.

Original OpenMP Total speedup MEX speedup Best MATLAB parallel speedup
187 min 126 min 1.48x 2.87x 2.78x

Table 5.3: A comparison of OpenMP experiment results. As can be seen, the speedup in the MEX file (using
OpenMP) is better than the general speedup using MATLAB parallelization techniques.

to the minimal runtime, the large case results changed from about 8% variance to a 3% variance. The reason

is unknown.

Unfortunately, the psi-function and the updated calculation of the H-matrix, which both performed so

well in the artificial tests, both worsened performance in vbSPT in all three test cases. It is unclear why,

but these ideas should nevertheless be examined for larger datasets and workstations with a larger number

of cores.

Results from the OpenMP parallelization were at first very poor, but were after a bit of work surprisingly

good. The large test case shows a 2.87x speedup for the parallel version, which might be as good as it

gets considering that not the entire MEX file can be parallelized. This speedup surpasses the original 2.78x

speedup accomplished by the MATLAB parfor scheme. This suggests that parallelizing using OpenMP

would scale much better to an increased number of cores, especially if a larger portion of the program is

written in C.

The updated preprocessing script in VB3_preprocess.m shows an almost identical execution speed to

that of the original. While this is not impressive, the new version is (with a few MATLAB tricks) perfectly

parallelizable, although that has not been implemented here. Because the large test case involves bootstrap-

ping, it involves many (501) calls to the bootstrap function. If no bootstrapping is done, as in the small

and medium cases, only one call is made. Hence the gain is much larger if bootstrapping is enabled and

minuscule otherwise.

The 501 calls in the large test case amount to approximately 25% of total runtime (55 minutes) which

hopefully could be reduced to a third (18 minutes). The reason for parallelization not being tested is that

the current MATLAB parallelization scheme is inefficient as is, and a better method is to implement in C

and parallelize using OpenMP or even doing this preprocessing before data reaches vbSPT.

Because there were originally no real changes with the MEX file other than small cosmetic changes, there

is no new profiling data. There are substantial differences with the data reorganization and BLAS routines,

but since BLAS is a shared library, we unfortunately run into the same problems with profiling as with the

original file. Therefore, no new performance data on the MEX file is presented, other than the amount of

time spent in this function as measured by MATLAB.

Further optimizations will need to be performed at a higher level. One aspect of this, the data reorgani-

zation scheme for BLAS, has been tested here. Other future work is described at some length in Section 6.
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BLAS could only be implemented partially in two very specific pieces of the MEX file. Combined with the

cost of reorganizing data and the penalty for having the reorganized data in other parts of the code, using

BLAS is not a viable option.

The complete changes to VB3_VBEMiterator.m, HMM_multiForwardBackward.c (all three versions) and

VB3_preprocess.m have been uploaded to [26] and are available under the same license as the original code.

All the experiments mentioned in the previous sections, as well as the permutation calculations, are also

available there for reproducibility. The altered files are completely compatible with the old code and provide

the same results for the same input data, this was confirmed by comparing dF/F numbers for model sizes

n = 2, . . . , 10.

The more large-scale improvements that may yield a greater performance boost but are too large for this

project are detailed in the next section, before proceeding to a summary of final results and conclusions.
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6. Future model and implementation improvements

Actual improvements done during this project have been detailed in the previous section. Through discussion,

experiments and theoretical studies during the writing of this thesis, other improvements too demanding for

this project have been found. These are described here and might hopefully benefit future work.

6.1 Ideas for model improvements

The Forward-Backward, or Baum-Welch, algorithm used here also has a complete parallel version[5]. It

comes with some disadvantages compared to the serial version, but should in theory outperform the latter

at least on massively parallel systems. Since the current target system is high-end desktop computers, this

has not been examined more closely, but the parallel algorithm has been implemented in recent years, for

example in a similar setting of belief propagation over Markov Random Fields[6].

The Viterbi algorithm to find the optimal path of latent variables in the HMM is similarly non-trivially

parallelizable, but there exists a parallel version[9]. That implementation, as a so-called Viterbi decoder, was

shown to have a linear speedup in throughput rate. This may be of use since this algorithm is involved in

the most computationally intensive part of the program.

When there are hidden variables, the inner loop may involve many iterations of EM and each iteration

involves the calculation of posteriors in a Bayes net, which in the general case is itself an NP-hard problem.

To date, this approach has proved impractical for learning complex models. One possible improvement is

the so-called structural E-M algorithm, which operates in much the same way as ordinary (parametric) EM

except that the algorithm can update the structure as well as the parameters.

Just as ordinary EM uses the current parameters to compute the expected counts in the E-step and then

applies those counts in the M-step to choose new parameters, structural EM uses the current structure co

compute expected counts and then applies those counts in the M-step to evaluate the likelihood for potential

new structures[7]. In this way, structural EM may make several structural alterations of the network without

once recomputing the expected counts, and is capable of learning non-trivial Bayes net structures. While the

structures analyzed using this tool are simple, such as in [1], there might still be large performance benefits

thanks to the reduced computational cost.

The current choice of utilizing the Expectation-Maximization algorithm comes with the method’s own

flaws. These include getting stuck in local optima, and that there is generally no bound on global convergence.

Algorithms with guarantees for learning can be derived for Hidden Markov models[15]. For these so-called

spectral methods, there are no problems with local optima and the true parameters can be consistently

estimated under some regularity conditions. The authors of [15] conclude that they perform better and
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”because of its simplicity, it offers a viable alternative to EM for practical deployment”. Whether or not it

still is a viable alternative for vbSPT remains to be seen and must be studied in more detail.

6.2 Ideas for implementation improvements

As was stated in Section 4, all calculations are being done in double precision, which means increased use

of memory and computational resources. Although it is clear that memory usage is very low, switching to

single-precision calculation only provides a general speedup for MATLAB versions 2012a and earlier [8] and

can actually be worse in newer versions. If, in the future, larger parts of the program would be re-written

in C for increased performance, this might be more interesting1. The VB3_VBEMiterator function would

benefit the most, as might also the preprocessing in VB3_preprocess.

Note that single-precision calculation of course leads to less accuracy, but it is unclear whether the

accuracy of the data actually warrants data in double precision to begin with. Floating-point errors may

start to affect the convergence of the algorithm, something more likely for single- than double precision

because of the less number of bits. No studies on the precision requirements of the E-M algorithm has been

found. Due to the constant need of renormalizing the transition probabilities this might be a real concern

here but has never been ruled out.

During the preprocessing that takes place in VB3_preprocess, structuring the data so that the trajectories

are stored in order from smallest to largest may still be a viable option. Because most trajectories are very

small (< 20) these size groups will get quite large, and it may be possible to handle all trajectories in one

group by using BLAS.

This was tested for this project, but other parts of the code must also be adapted for the actual perfor-

mance gain to be visible. The process and its current limitations are discussed in further detail in Section

5.4. Furthermore, the renewed preprocessing (with or without the new data order) can more easily be par-

allelized, especially if rewritten in C and using OpenMP. As repeatedly stated, this ”translation” is a good

idea for many (or all) parts of the code.

The C language is not the only option. Another alternative is to switch from C to C++ and thus unlock

the ability to use libraries such as Eigen, Armadillo or the Intel MKL which have support for assembler-level

optimized Hadamard products, which are extensively used in the vbSPT program. Of course, rewriting the

implementation to avoid these (if possible) might be even better.

1Although this might depend on both hardware (using SSE instructions), compiler and OS. This report will not go into the
details here.
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7. Summary of results and conclusions

This section will attempt to summarize the changes of vbSPT that have been tested and the final optimization

results.

7.1 Results

In short, the program has proved more difficult to optimize than was originally assumed, although minor

adjustments have been made to both the MATLAB and C code. Reasons for such bad results may be

caused by a disparity between profiler data and actual runtime. The MATLAB profiler tool suspends the

JIT optimizing tools which perhaps interprets the older code in a better way than the new code. A complete

list of changes in MATLAB are listed in Table 7.1 and in Section 5.2. These are directly applicable to the

current vbSPT implementation.

Two changes that did not provide any speedup were a vectorization of the point-wise emission contribution

calculation (the H-matrix ) as well as a specialized ψ-function written in MEX. These changes are documented

in Section 5.2. It remains unclear why they do not work as well in vbSPT as they did in experiments.

Profiling the MEX code was done using an older version of GCC (4.3 instead of 4.7), released about three

years earlier. Because the computer is quite old (and results agree with manual inspection), the version

difference probably did not have a major impact. Small differences between the old and new MEX-file

include mostly declaring certain pointers with const and a general syntax clean-up. This new MEX file can

also directly be made part of the current vbSPT implementation.

Results from the OpenMP parallelization shows a 2.87x speedup for the large case, which might be as

good as it gets considering that not the entire MEX file can be parallelized. This speedup surpasses the

original 2.78x speedup accomplished by the MATLAB parfor scheme and shows that the performance is

better. Because of the more fine-tuned control over what memory is shared and private, and the reduced

overhead1, the OpenMP alternative should also scale much better. The total runtime is still longer than

with parfor because the MEX file takes up less than 50 % of total time (and about 10 % of source code),

but this would change if a larger portion of the program is written in C.

Attempts to utilize BLAS in the main MEX file have proven unfeasible. BLAS can only be partially

implemented because of a large use of Hadamard products. This partial implementation requires a reorga-

nization of the input data. That reorganization was tested but requires more work to be efficient and may

not even be a good approach.

1Using a command like parfor requires starting and stopping several instances of the MATLAB engine (workers) and copying
the entire workspace.
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Serial Speedup
Small 0.93 min 1.29x
Medium 2.69 min 1.12x
Large 176 min 1.11x

Parallel Speedup
Small 0.82 min 1.15x
Medium 1.63 min 1.03x
Large 62 min 1.08x

Table 7.1: Updated timings and speedup for all the optimizations described in this section, apart from the
BLAS data reordering scheme. Speedup in this case is a comparison of the original serial and parallel times.
Times are the minimum of 10 program runs of each type.

Line Old code New code
161 Wm3=[];Wm2=[];Wm1=[] Wm1=[];
170 Wm3=Wm2;Wm2=Wm1;Wm1=W; Wm1=W;
185 ind=find(a==W.M.SA); ind=(a==W.M.SA);
190 clear wB (removed)
211 Q=exp(lnQ-lnQmax)+0*(eps); Q=exp(lnQ-lnQmax);
216 lnH1=psi(W.M.wPi)-psi(sum(W.M.wPi)); (removed)
217 T=W.T;N=W.N;dim=W.dim; N=W.N;dim=W.dim
277 wa0=sum(W.M.wa,2); (removed)
292 clear wa0 ua0; (removed)
298 ind=find(W.PM.wB(k,:)>0); ind=(W.PM.wB(k,:)>0);
311 clear wA0 uA0 ind; (removed)
329 ind=find(Pnew~=0); ind=(Pnew~=0);
434 clear wB0 eyeB B2 wa0 (removed)
471 clear Wviterbi WsMaxP (removed)

Table 7.2: Complete list of one-line-changes in the VB3 VBEMiterator.m file. Line numbers correspond to
original line numbers. Larger changes are detailed in Chapter 5.

Changes to the data preprocessing show an almost identical execution speed, but the new approach

contains a loop which is perfectly parallel and thus lends itself better to parallel optimization, which can be

accomplished by some MATLAB tricks or by re-writing in C and using OpenMP. This is not included in

the final code. Experiments point to a net speedup of 1.11x in the serial case and 1.08x in the parallel case.

Final times for the three load cases in both serial and parallel versions are shown in Table 7.1.

The fact that the relative parallel speedup is worse than before should not come as a surprise as some of

the improvements are using MATLAB’s built-in implicit parallelism, which conflicts with the parfor-loops

currently in use. A large or complete rewrite of the MATLAB code into C code is recommended.

The complete changes to VB3_VBEMiterator.m, HMM_multiForwardBackward.c and

VB3_preprocess.m have been uploaded to a new Github repository at [26]. The files are all available under

the same license as the original code.

7.2 Conclusions

Attempts to improve performance of existing MATLAB and C code has only given a slightly, but not

substantially, better result. The serial runtime was shortened by 11 % at best. In [1], experiments were run

with more data, higher demands of accuracy, and using two 6-core Intel Xeon processors. Only a quad-core

computer has been available for this project and the relative parallel speedup may be even worse on such a
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multi-core machine. Using OpenMP provides a better speedup than the original MATLAB parfor scheme.

This further motivates the rewrite of MATLAB code into C as it most likely would scale much better to an

increased number of cores.

The amount of data does not warrant adapting the computations to use a GPU or other large com-

putational clusters (i.e. supercomputers) but rather high-end desktop computers. The total runtime with

OpenMP is still longer than with parfor because the MEX file takes up only 50 % of total time, but this

would change if a larger portion of the program is written in C and thus can use OpenMP.

Other future optimizations of this software might include implementing the parallel algorithms of the

Forward-Backward and Viterbi algorithms, or switching to the structured E-M algorithm. These suggestions

and more are detailed in Section 6.

All in all, optimizing vbSPT has proven to be much harder than originally believed. Implementing a

larger portion of code in C instead of MATLAB would solve most problems and move the runtime closer to

the ultimate goal of near-real-time analysis. The better performance of C over MATLAB is a well-known

fact, and the OpenMP parallelization has been shown to perform better than the original MATLAB parfor

version.

Many of the conclusions drawn in this report might also be valid for the vbTPM program[17] because

of its algorithmic similarity (Variational Bayes approach for Hidden Markov Models) and because of its

implementation in MATLAB and C. Hopefully the ideas of this report might benefit research there as well.

This report concludes that vbSPT still has great optimization potential, although the key is rewriting larger

parts in C, optimizing the input data and algorithm at a higher level, and continuing work on optimizing

the implementation for higher-end desktop systems.
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