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Abstract

Simplifying Functional Test Automation For
Electronic Trading Platforms at Nasdaq

Tomas Sundvall

Noways the majority of all trading with financial assets are committed via electronic
trading platforms (ETP). Nasdaq is a major ETP provider and powers over 100
markets worldwide. Because operational disruptions and software bugs can cause
significant economic losses, software testing is a key part of Nasdaqs operations. The
first part of this project was to analyze how Nasdaq works with software testing of its
ETP called Genium Inet Trading. Based on this analysis a system aimed at simplifying
and streamlining the process of automating functional tests was developed. Functional
tests are a vital part of Nasdaqs quality assurance efforts.

The project resulted in a overall conceptual model and a ”proof of concept”
implementation called Scenario Runner. The conceptual model describes how
functional tests specifications can be represented in an abstract level that is
independent of which techniques that are used for implementation. Scenario Runner
was developed as a plugin to Nasdaqs internal ETP testing software called NeXT
Workstation and uses MS Excel as input format for the functional test specifications.
Scenario Runner reads and executes tests in the MS Excel document and presents the
results both in the NeXT Workstation GUI and as an output MS Excel file. The
project was successful and Scenario Runner can be used to run simple functional
tests, but more importantly, to demonstrate how the conceptual model can be used
for automating functional tests in practice.
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Sammanfattning

Idag sker majoriteten av all börshandel genom elektroniska börssystem. Nas-
daq är en av världens största leverantörer av börssystem och över 100 börser
världen över använder Nasdaqs system. Eftersom driftstörningar och andra
mjukvarufel i elektroniska börssystem kan leda till stora ekonomiska förluster
är mjukvarutestning en central del i Nasdaqs verksamhet. Den första delen i
det här projektet har varit att analysera hur Nasdaq arbetar med mjukvarutest
av sitt börssystem Genium Inet Trading. Baserat på den analysen utvecklades
sedan ett system för att underlätta och e�ektivisera automatiseringen av funk-
tionella tester, som är en viktig del av kvalitétssäkringsprocessen.

Resultatet blev ett system bestående av en övergripande konceptuell modell
samt en "proof of concept" implementation kallad Scenario Runner. Den kon-
ceptuella modellen beskriver hur funktionella test speci�kationer kan represen-
teras på en abstrakt nivå som är oberoende av vilka tekniker som används för
implementation. Scenario Runner utvecklades som en plugin till Nasdaqs in-
terna testmjukvara NeXT Workstation och använder MS Excel som format för
att skriva de funktionella test speci�kationerna. Scenario Runner läser och ex-
ekverar testerna ur MS Excel dokumentet och presenterar resultatet både i en
Excel �l samt i NeXT Workstations GUI. Projektet blev lyckat och Scenario
Runner kan användas för att köra enklare funktionella testfall, men framförallt,
demonstrera hur den konceptuella modellen kan användas för att automatisera
funktionella tester i praktiken.
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1 Introduction

This master thesis project is part of the Master of Science in Engineering Physics
Programme at Uppsala University and has been conducted in collaboration with
Nasdaq.

1.1 Background

In the past, �nancial securities such as stocks and bonds where traded at special
venues called trading �oors. This method of exchanging securities is called �oor
trading and has now been almost completely replaced by electronic trading. The
bene�ts of electronic trading over �oor trading are numerous, and two of the
most distinctive advantages are that it is less error prone and reduces transac-
tion costs by being more e�cient. The fact that no direct human interaction
is needed opens up a vast number of possibilities regarding how trading can
be performed. All electronic trading is fundamentally based on communicating
with a Electronic Trading Platform (ETP). The users who intend to buy or
sell securities can submit their orders to the ETP that provides, among other
things, matching and market information to the users. Exchanges are at the
heart of �nancial markets and all of the major ETPs are handling huge amounts
of transactions. This places high demands on the provider of the ETPs when
it comes to system reliability, and software bugs which result in downtime are
associated with signi�cant economic losses. Throughout software testing is thus
of great importance for any ETP provider since delivering well tested, failsafe
systems are part of their core business.

Many people know Nasdaq simply as a stock exchange, not knowing that the
actual Nasdaq exchange located in New York is only one of 26 markets operated
by Nasdaq worldwide. In addition to running their own markets, Nasdaq is a
major provider of ETPs, powering more than 100 marketplaces in 50 countries.
One in ten of the world's securities transactions is powered by Nasdaq technol-
ogy [11]. This makes software testing an essential part of Nasdaq's operations,
and something that is being constantly examined to �nd improvements and
more e�cient procedures. ETPs are both large and complex systems, making
quality assurance challenging. Before new upgrades are put into operation, the
functionality being introduced or updated must undergo strict testing. All the
tests that are carried out are described in a test speci�cation that is designed
to cover the entire functionality. Apart from being tested manually, applicable
test speci�cations are then automated and put in a regression test batch that
runs nightly. The nightly test batches will then detect if any bugs arise in the
covered functionality when updates are done in other parts of the system. This
is something that can not be detected with manual testing, since it would be
impossible to test all functionality for every new change made to the system.

The problem with automated tests is that they require programming skills for
implementation. Some tests simply have to be implemented by manual pro-
gramming due to their complex nature, but most tests could potentially be
automated without programming if the necessary tools were in place.
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1.2 Aim of Thesis

The aim of this thesis is to develop a tool that enables manual testers and
non programmers at Nasdaq to create automated test cases. Because there are
numerous �nancial protocols and transactions, the development of the tool is
divided into two parts. The �rst part is to develop a general purpose conceptual
model that is abstracted to a transaction independent level. The conceptual
model will then serve as a blueprint during the second part that consists of
implementing a proof of concept solution. The requirements of the tools are
listed below:

• Simple method to input test cases.

• Easy-to-read test speci�cations.

• Platform independence.

• Customer independence.

• Protocol independence.

The �rst two requirements are associated with the proof of concept implemen-
tation, and the rest are associated with the conceptual model. It is important
that the method for input of the test cases is intuitive and easy to use in order to
keep the learning curve low. Apart from that, the test speci�cations must also
be in a format that is easy to read. By simply looking at the test speci�cation,
it must be easy to understand what is going on in the test cases. The customer
independence requirement means that the system must be applicable for any
of Nasdaqs ETP products. Nasdaq has two main ETPs, Xtream Trading and
Genium Inet Trading, but apart from this, di�erent customers on the same plat-
form use di�erent versions of that platform. It is thus of great importance that
the system is generic and easy to port between di�erent customers. This also
includes both the platform independence requirement and the protocol inde-
pendence requirement. Besides using di�erent protocols for the communication
with the ETP, customers also use di�erent implementations of the protocols.
Making the system generic enough to support such a wide range of variations
is thus one of the main challenges of the thesis.

1.3 Delimitations

The most major limitation of the project is the relatively short development time
given within the context of a master thesis project. Furthermore, the chosen
method utilizes a new software called Next Workstation that is currently being
developed by Nasdaq. Next Workstation is built to be both platform, customer
and protocol independent, but at present, only the Boerse Stuttgart customer
at the Genium Inet Trading platform is su�ciently implemented to be used
during this thesis. This means that the implementation phase of the project
will be focused on the Genium Inet platform and the Boerse Stuttgart customer.
This is why only the �rst two stated requirements applies to both parts of the
thesis, while the rest is only associated with the development of the conceptual
model.
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2 Electronic Trading

Since the introduction of electronic trading, the barriers for starting new ex-
changes has been reduced substantially and today there exists a wide range of
exchanges in the world, o�ering di�erent specializations and focus. Electronic
trading is a broad term to describe trading that takes place via an Electronic
Trading Platform (ETP) instead of at the old trading �oors. Electronic trading
o�ers signi�cant advantages over the old �oor trading regarding, among other
things, speed and e�ciency. Thirty years ago, executing orders was a slow and
often manual process where brokers had a great opportunity to in�uence the
price of customer orders, where customers could get prices far worse than the
market price, to the advantage of the brokers [5, p. 36]. Today, this has changed
with the introduction of electronic trading and increased competition. This has
also led to signi�cantly lower commission fees. In the late 1980s, commission
fees was about $45 on average, but could range up to hundreds or thousands
depending on the size of the trade. In 2014 commission fees have been reduced
to as little as $7 a trade and there has never been as much cheap or free infor-
mation available to the public [20]. The �rst electronic exchange was invented
by Nasdaq in 1971, but then it was merely a quoting system [12]. Since then
the development has gone quickly and todays ETPs is something completely
di�erent.

2.1 Simpli�ed Electronic Trading Model

Electronic trading and ETPs are both broad and complex when one looks into
the details. Fortunately, when testing ETPs, the inner workings of the system
can be overlooked since the only thing that is interesting from a testing per-
spective is if the system behaves as expected or not. In a simpli�ed model, an

Electronic Trading Platform
Electronic Trading Platform

User 1 User 2

Collect transactions

Matching and Execution

Send transactions

User 3 User n

Figure 1: Simple model of an Electronic Trading Platform. User 1 and User 2 are
both sending and receiving transactions from the ETP while User 3 to User n merely
collect market information.
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ETP can, from a traders point of view be described as a black box that accepts
orders and other transactions from its users, takes care of order matching and
broadcasts market information about trades, prices etc. back to the users. All
users that are interacting with the ETP must belong to a member of the ex-
change in question. These members are referred to as participants. This means
that all investors, no matter if they are big or small, need to use a participant
as intermediary in order to trade. All users that are mentioned in this thesis
can thus be assumed to belong to a participant. A participant can in turn have
multiple users with di�erent roles and permissions.

Because of the broad range of the electronic trading concept, di�erent ETPs
can function quite di�erently when trying to satisfy the demands of the ex-
changes, and one of the great challenges of the ETP providers is to o�er a high
�exibility combined with high speed and high performance. In this thesis, the
simpli�ed electronic trading model described in Figure 1 is su�cient to describe
how the ETPs works. As can be seen in Figure 1, the users of the ETP can be
either active in the sense that they are both sending transactions to the ETP
and receiving responses, or passive, meaning they merely listen to transaction
broadcaster from the ETP. Which transactions that are sent and broadcast to
the di�erent users depend on the role and con�guration of the user. For example,
when a trade occurs, the users participating in the trade will receive di�erent
transactions than those that are broadcast to the passive users.

2.2 Order Matching And The Order Book

The most fundamental part of any ETP is the order book and the matching of
orders. There are several di�erent types of orders that can be entered to the
ETP, but the most common ones are the limit order and the market order. A
limit order contains information about the side, quantity and price. If the order
is intended for buying, it is on the bid side, and if it is intended for selling, it
is on the ask side. The example order book in Figure 2 is made up by �ve

Bid Ask
100@99.20 100@99.30
50@99.20 150@99.30
75@99.15

Figure 2: Example of an order book with a total quantity of 150 at the best price on
the bid side, and 250 at the best price on the ask side. The spread is 0.10.

separate limit orders. Three limit orders have been entered on the bid side,
the �rst one with a quantity of 100 and a price of 99.20, the second one with
a quantity of 50 and a price of 99.20 and the third one a quantity of 75 and a
price of 99.15. Thus there are two so called price levels on the bid side, the �rst
at the price of 99.20 and with a total quantity of 150, and the second one at the
price 99.15 with quantity 75. The ask side is made up of two limit orders, one
with the quantity of 100 and a price of 99.30, the second one with a quantity of
150 and also a price of 99.30. Thus, there is only one price level on the ask side
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at the price 99.30 and a total quantity of 250. The order book in Figure 2 is
in equilibrium, and if no new orders are entered, it will not change. The price
di�erence between the best price on the bid and ask side respectively are called
the spread of the order book.

If a new limit order was entered on the bid side, with a price of 99.30, it would
match the best order on the ask side and a trade would take place. Matching
the best price on the other side of the order book is called crossing the spread.
This means that trading in an order book is associated with both the brokerage
cost and the cost of crossing the spread. The cost of crossing the spread is also
commonly referred to as a �nancial friction cost. A market order, in contrast
to a regular limit order, has no speci�ed price and will thus always cross the
spread. There exists other order types than market orders and limit orders, but
these two are the most common ones.

Another interesting aspect of the order book in Figure 2 is the priority of the
orders. The higher up an order is in the order book, the more likely it is to be
executed. There are no �xed rules for how to prioritize the orders, but the most
common way is to rank the orders is to prioritize them �rst by the price and
then by the time they where entered. But in the end, it is up to the exchange
that runs the ETP to decide. Some might for example prioritize orders with a
large quantity etc.

2.3 Genium INET Trading

The Genium INET Trading (GIT) platform is a major ETP provided by Nasdaq
that is used by 17 exchanges globally. In 2014, GIT won the title "Trading
Technology of the Year" at Risk Magazines 2014 Risk Awards [14]. The GIT
platform is being developed, maintained and tested at Nasdaqs Stockholm o�ce,
and has thus been the ETP used for testing the software and concept developed
in this project. The GIT platform is highly �exible and was designed to be one
of the fastest and most functionally-complete multi-asset trading platform on
the market [8].

Genium INET
Trading Core

Genium
INET Trading
Customer 1

Genium
INET Trading
Customer n

Figure 3: The project structure of the Genium INET Trading Platform. Each customer
has its own code track that inherits core functionallity from the core project.
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Although the GIT platform is highly customizable, the often very speci�c needs
of the customers require specialised versions. The customers are exchanges and
can be both internal (operated by Nasdaq) or external. For example, some cus-
tomers have their own speci�c protocols for interaction with the users which
need to be implemented. Because of this, there exist several custom speci�c
sub projects to the GIT core project. The core project consists of the parts
that are common to all the sub projects. An illustration of how the projects are
organized can be seen in Figure 3.

From a quality assurance perspective, this means that each customer basically
has its own ETP, which has to be tested separately. Even though multiple
customers might have the same piece of functionality, and even if that partic-
ular piece has been merged from one customer to the other, it still has to be
tested separately for each customer. It cannot simply be assumed to function
as expected just because it does for another customer. In this context thus,
customer independent testing means testing that is not bound to one particular
customer.

2.4 Standardized Communication

In order to keep ETPs rapid, having e�cient information dissemination is of
great importance [10, p. 10]. It is also important to have a standardized method
for third party application developers to communicate with the ETP when build-
ing various types of trading software. Because of this, it is standard practice to
implement one or many well de�ned communication protocols for sending and
receiving transactions. The GIT platforms supports several di�erent protocols,
including:

• OMnet

• LogB

• (FIX) Financial Information eXchange

• OUCH

• ITCH

• AMD

There are more protocols employed for information exchange with ETPs than
those mentioned above, partly because many exchanges use their own, inter-
nally developed protocols. Some of the protocols have speci�c purposes while
others basically o�er the same function, overlapping each other. For example,
the OUCH protocol only allows a user to enter orders, replace orders, cancel
orders and receive executions [13, p. 1]. ITCH and AMD on the other hand are
only used to receive market data [9], while OMnet and FIX have full coverage.

The multi-protocol support of GIT yields an additional dimension that has to
be tested. When testing a certain piece of functionality, it has to be veri�ed not
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only that it behaves as expected, but also that the behaviour is consistent for
all supported protocols. Most applications that are built to communicate with
ETPs have abstracted away the communication on protocol level from the user
in order to simplify usage. This can be likened to internet browsers, where the
communication via the HTTP protocol is hidden from the users, and informa-
tion is both sent and received in a more high level format. In most cases, this is
a sound approach since the users are not interested in such details. When using
the applications for test purposes however it might be problematic since most
applications are based upon a certain protocol, requiring the testers to use many
di�erent applications. Besides that there are multiple protocols that have to be
tested, those protocols come in di�erent versions. Di�erent customers use di�er-
ent versions of the protocols and they often want to make slight modi�cations to
the standard protocol de�nition, further increasing the testing complexity. This
makes protocol independent testing both challenging and important.

2.5 The Financial Information eXchange Protocol

For the implementation part of this project, it was due to time limitation only
possible to implement support for a few transactions to serve as a proof of con-
cept. Because of its widespread use and the fact that it is a non-proprietary,
free and open standard [1], the Financial eXchange Protocol (FIX) was selected
for the implementation part of the project and will thus be described in greater
detail.

At its core, a FIX message is a text string containing pairs of keys and val-
ues, delimited by the ASCII SOH character, often characterised by a vertical
bar (|). The keys are referred to as tags. There are many di�erent FIX messages
serving di�erent purposes such as pre trade, trade, post trade and infrastruc-
ture. Some messages are more common and more important than others and
for the implementation phase of this projects, the following �ve FIX messages
have been used:

• NewOrderSingle

• ExecutionReport

• OrderCancelRequest

• OrderCancelReplaceRequest

• OrderCancelReject

Because FIX is merely a standard and not something that the exchanges have to
implement along the o�cial standards in every detail, there are many small de-
viations between di�erent customers ETPs. The implementation in this project
has been based on the customer Boerse Stuttgarts version of the o�cial FIX 4.2
protocol speci�cation. The NewOrderSingle message is maybe the most fun-
damental FIX message because it is used to enter new orders into the ETP.
Depending on the values of some key �elds of the NewOrderSingle, it can rep-
resent both a limit order, market order and other order types. Tag 40, called
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OrdType, is the tag that keeps the information about the order type in the
NewOrderSingle message. The ExecutionReport message is used for several
purposes such as to con�rm the receipt of an order, to con�rm changes of an
existing order, to relay �ll information as orders are processed, to reject or-
ders and to report miscellaneous fees calculations associated with a trade [3].
The OrderCancelReplaceRequest message is used to alter orders that are al-
ready on the book, and the OrderCancelRequest is used to cancel orders. If
a OrderCancelReplaceRequest or OrderCancelRequest message is rejected, a
OrderCancelReject message is received, otherwise, if it was accepted, an Exe-
cutionReport is received. The FIX messages above are su�cient for executing
most trading scenarios.

3 Software Quality Assurance

Achieving satisfactory quality assurance for complex software systems such as
GIT is a di�cult task that requires both well elaborated test procedures and
highly skilled quality assurance testers. The quality assurance of software dif-
fers from quality assurance of conventional products in several aspects. Software
products are in general more complex, allowing for many operational options,
while the degree of complexity in conventional products is lower [4, p. 6]. The
area of software quality assurance is broad and because software can have almost
in�nitely many di�erent purposes, specializations and scope, it is important for
all software providers to �nd appropriate test procedures for their software.

For any software that is not very simple, it is not possible to have a full test
coverage. One of the most important aspects of software testing is thus to con-
sider how crucial certain types of bugs are and therefore how much e�orts it is
worth spending tracking them down. For example, a minor bug in a trading
GUI might not matter except for being annoying, but if there instead was a bug
regarding pricing of orders, it might have devastating e�ects.

3.1 Functional And Structural Testing

There are many di�erent types of software testing techniques with di�erent
objectives. Two of the most fundamental subdivisions are functional testing
and structural testing. The di�erence between functional and structural testing
is that structural testing is intended to verify that the source code behaves as
intended, while functional testing overlooks all implementation aspects and only
focuses on if the system behaves as expected based on the software speci�cations
[2]. It could be argued that with a full functional test coverage, structural testing
would be unnecessary, because from a users point of view, the only thing that
matters is if the software meets the set requirements, not how the source code
is implemented to meet these demands. Figure 4 illustrates a simple functional
test model.
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Software
Input Output

Figure 4: Simple functional test model.

When designing functional tests, the software itself can be regarded as a black
box. The test consists of a given input and an expected result that is to be ver-
i�ed. The format of the input and the output depends entirely on the software
that is being tested. For a web system a typical input can be a http request
triggered by a button or a form, and the output a http response, parsed by the
browser. For ETPs, the input and the output consist of messages through one
or more of the �nancial protocols.

In contrast to functional tests, structural tests are often referred to as white
box testing. In many cases it is simply impossible to cover all possible inputs
with functional tests. This is illustrated by the class below:

c l a s s Roots {

// Solve ax2 + bx+ c
pub l i c r oo t s ( double a , double b , double c )
{

. . .
}

// Result : va lue s f o r x
double root_one , root_2

}

The constructor of the Roots class have, assuming that a, b and c are 32-bit
integers (232)3 ≈ 1028 legal inputs [21]. It would not be possible to write func-
tional tests that would cover each legal input, and in order to test the class
e�ciently the source code, or structure, would have to be taken into account.
This type of testing is called structural testing. In order to test the outcome
of the function in the code above, a structural test would be the only suitable
alternative.

There are strengths and weaknesses with both functional and structural testing,
and in most cases a mix of both methods is preferable. One of the major bene-
�ts with structural testing is that all tests by nature are automated. Functional
tests can also be automated, but it is in general more di�cult because user
input has to be generated and outputs collected and veri�ed. What those tasks
really mean depends entirely on the software being tested and how it accepts
user input. For instance, command line application that accepts user input in
text format is probably easier to automate in most cases compared with GUI
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applications from a functional testing perspective. At Nasdaq where functional
tests are of major importance, a framework called OMexus have been developed
to facilitate automation of functional tests for the GIT platform.

3.2 Non-Functional Testing

Common to both functional testing and structural testing is that an expected
output is veri�ed against a given input. Some aspects of software are however
not applicable for this kind of testing. Non-functional tests are based on the
non-functional requirements of the software, that are concerned with how the
software operates rather than how it behaves. Below follows some examples of
non-functional tests:

• Stress tests: Intended to test the robustness, availability and error han-
dling given a heavy load [6].

• Load tests: Intended to measure system responses during di�erent load
levels, from normal load to peak load, in order to determine maximum
operating capacity and control how the system functions when running
under real operating conditions [15].

• Performance tests: Intended to measure system performance, often in terms
of speed and e�ectiveness [16]. Which metrics to use is entirely depending
on the context.

• Recovery tests: Intended to test how fast and smoothly the system can
recover after a crash or hardware failure [19].

There exist several other non-functional tests than those listed above. Non-
functional tests are not as distinct as functional tests and some might overlap
each other. The importance of certain non-functional tests depends on the
context and circumstances under which the software is operated.

3.3 Multi Protocol ETP Testing

ETPs are often highly integrated with other systems, and even though struc-
tural testing might be used to some extent, a high coverage of functional tests
that can ensure the system requirements works as desired. All communication
with ETPs occurs by sending and receiving messages in the form of �nancial
protocols, and thus, those are the inputs and outputs in the functional tests.
Many ETPs, including GIT, have multi-protocol support, meaning that a cer-
tain action can be executed via several di�erent protocols.

The di�erence between writing protocol dependent and protocol independent
functional tests is the chosen level of abstraction. All protocols that are sup-
ported for order handling must hold the necessary information for executing
orders, altering orders and canceling orders and the di�erence lies in how this
information is encoded. Users are in general only interested in what they want
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to do, e.g. entering orders, and not how it is done, e.g. with which protocol the
order were sent. This is what is meant by users acting on a higher abstraction
level than the testers. Certain protocols might o�er extra functionality beyond
the basic operations, but that is not within the scope of multi protocol testing.

Functional tests are usually written at the same abstraction level that is rel-
evant to users. For instance, a simple functional test could be the following:

1. Action: Enter limit order bid 90@99.20 by user A in instrument ERIC B.

2. Result: Verify order on book.

3. Action: Enter limit order ask 50@99.20 by user B in instrument ERIC B.

4. Result: Verify that the �rst order was partially �lled by the second order.
A quantity of 50 was traded at the price 99.20.

If the same test case was authored at a lower level, for instance speci�ed for the
FIX protocol, the corresponding actions would be:

1. Action: Let user A enter a NewOrderSingle with order type limit, side
bid, quantity 90, price 99.20 in instrument ERIC B.

2. Result: Verify that an ExecutionReport is received by user A con�rming
that the order is on the book.

3. Action: Let user B enter a NewOrderSingle with order type limit, side
ask, quantity 50, price 99.20 in instrument ERIC B.

4. Result: Verify that an ExecutionReport is received by user B con�rming
that the order is on the book.

5. Result: Verify that user A receives one ExecutionReport which states that
the order entered in step one has been partially �lled.

6. Result: Verify that user B receives one ExecutionReport which states that
the order entered in step two has been �lled.

The transactions described in this example are only supposed to illustrate an
example and the transactions keep a lot more information that can be veri�ed.
The only real di�erence between the two examples is that the latter takes into
account that the FIX protocols are to be used for the communication with the
ETP. From a multi-protocol testing point of view, this means that the functional
test descriptions have to be tested for each protocol, in order to ensure quality for
the given functionality. This easily becomes very resource-intensive if the given
functionality is sensitive to updates in the system, and the system is updated
frequently. This is strengthening the case for automating functional tests as
these can be run automatically and only have to be updated if the expected
behaviour of the system changes.
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4 Boerse Stuttgart

As mentioned before, GIT is a highly customizable platform and in addition
to this, all customers have their own variant of the system. Boerse Stuttgart,
referred to as BSAG, is one of Nasdaqs customers that uses the GIT platform
and the implementation phase of this thesis will be developed for the BSAG
platform. BSAG has a long history and was founded as early as 1860 [18] and
today it is the European market leader for trading in securitised derivatives
[17].

4.1 Alternative Matching Logic

The matching logic may be the most fundamental part of every ETP because
that is the logic that determines what orders are traded against each other. The
most common matching logic is continuous trading that was described in the
electronic trading chapter. There are however alternatives and BSAG is one of
the exchanges that does not employ continuous trading. BSAG instead uses a
system where they themselves trigger the trades when they �nd suitable matches
in the order book. This is done via a special kind of users called QLP users.
The QLP users have the ability to freeze order books, unfreeze order books and
to execute so called price determinations. It is the price determinations that
triggers order matching.

4.2 The X-BCI protocol

Alongside FIX and OMnet, BSAG also employs, amongs others, their own pro-
tocol called X-BCI. It is the X-BCI protocol that are used for freezing the order
book, unfreezing the order book and to execute price determinations. Figure
5 contains a short summary of the X-BCI transactions used in this thesis and
their purposes.

Transaction Purpose
RqStartPricingRid Freeze order book
RqCancelPricingRid Unfreeze order book
RqEnterPricePlusRid Price determination

Figure 5: X-BCI transactions for freezing order books, unfreezing order books and
executing price determinations.

When a QLP user freezes the order book, it will not accept any new orders. If
an order is entered to an order book that is frozen, it becomes pending and will
not be executed until the order book has become unfrozen. An order book is
automatically unfrozen when a price determination is executed, but it can also
be unfrozen via the unfreeze transaction.
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5 Software Testing Tools Employed by Nasdaq

Nasdaq uses a variety of di�erent tools for testing their ETPs, ranging from
complex internally developed GUIs to open source tools and simple scripts.
Di�erent tools are used for di�erent kinds of tests, but di�erent customers also,
in many cases, require di�erent testing tools.

5.1 OMnet testing tools

The OMnet protocol is a bit special since it was developed for the predecessor
to the GIT platform and is thus the protocol that has been supported for the
longest time. As a consequence of this, Nasdaq both has its own fully featured
trading GUI called Trading Workstation that is provided as a separate product
to the customers based on the OMnet protocol, and internal testing tools de-
veloped speci�cally for OMnet. This makes OMnet the best supported protocol
from a testing point of view. Two of the most important testing tools developed
for OMnet are the OMnetSni�er and TxBcTester which is part of the OMexus
framework. The OMnetSni�er functions as an intermediary, that for example
can be con�gured to sni� on all transactions being sent to and from the GIT
platform via Trading Workstation. This provides the tester with full details
about all the OMnet transactions. Using the TxBcTester, OMnet transactions
can be sent directly to GIT, providing the tester with full control of the in-
formation that is sent in the transaction. When using GUIs such as Trading
Workstation, information on the transaction level is abstracted away because
it is distracting from a user perspective, but it is crucial for a tester, making
TxBcTester an important OMnet testing tool.

5.2 FIX Testing Tools

At present, Nasdaq have only had internally developed GUI tools for OMnet and
the LogB protocol. Because of this, manual testers are using an external FIX
GUI called Mini-FIX that is distributed under the BSD license for testing FIX.
Mini-FIX is a light weight Windows based client/server application that o�ers
a high degree of freedom for the user and is well suited for testing other FIX
applications [7]. Mini-FIX is quite powerful and supports both manual entry
of FIX transactions and the ability to play and verify simple prede�ned FIX
scenarios. Mini-FIX does however have some major drawbacks as well. It does
not have a good support for using several sessions at the time, making anything
but very simple scenarios hard to run. It can neither be used to automate tests
and it is often perceived as tedious for many tasks because it operates on such
a low level. Another tool that is used for FIX testing is NTest. NTest is an
internally developed tool that is very simplistic. NTest only works with strings,
and even though it can be used to create test batches it is to cumbersome to
operate in many cases. The tools available for FIX testing is thus lacking an
easy-to-use high level GUI at present.
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5.3 The OMexus Framework

The OMexus framework is an internal java framework developed by Nasdaq,
mainly to facilitate the development of automated regression tests to ensure
the quality. At present, there are over 25000 automated tests implemented via
OMexus. The OMexus framework contains a wide range of utilities and func-
tions to support test implementation and all protocols used by ETPs provided
by Nasdaq are supported. This makes OMexus an important part of Nasdaqs
quality assurance e�orts and apart from being used internally, OMexus is also
sold to customers. As for now, OMexus is tightly connected to the GIT plat-
form, but a lot of the functionality and utilities could be used for other platforms
as well. Just as for the GIT platform, OMexus comes with a separate version for
each customer. OMexus consists of several java packages but it is only the pack-
age speci�c for the customer that di�ers between the di�erent versions. Figure
6 gives an overview of how test classes are implemented via OMexus.

OMexus

Test Class

Results

Genium
Inet Trading

Ingoing transactions

Outgoing transactions

Figure 6: Model of how test classes are implemented via OMexus.

Test cases implemented via OMexus are implemented as test methods in test
classes, that basically are java classes that inherit from a base class in OMexus.
What is important when writing test cases is to send transactions, collect the re-
sponses and verify them. Connecting a session to an ETP, building transactions,
collecting responses etc. are however somewhat complex tasks and facilitating
this base functionality is what OMexus is there for. With OMexus, the auto
tester implementing the tests can access utilities for connecting sessions to GIT
for the various protocols, build transactions, collect responses, verify some stan-
dard responses etc. Implemented test classes can be run both in a GUI called
Batch Runner and put in the online regression batch called Batch Online.

OMexus is a very powerful tool for implementing test cases. It can be used
for all customers and for all di�erent protocols and is at present the only way
of implementing automated functional regression tests. The drawback with
OMexus is that it requires programming skills to use. This limits the number of
testers that can use it and complicates the allocation of test resources.
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5.4 NExT Workstation

Manual testers work in a completely di�erent way compared to auto testers who
implement their test speci�cations using OMexus. In order to execute their tests
they need speci�c software from where they can send orders and instructions to
the ETP. The NExT Workstation is a new GUI application being developed to
equip manual testers with a multi-protocol tool as well. Apart from enabling
testers to test all protocols from a single platform, NExT Workstation will also
contain a number of functions that will facilitate manual testing. The tester
will be able to work on a high level in NExT Workstation, but still have access
to information at the protocol level when necessary.

Two of the testing tools implemented in NExT Workstation is the message
log and the trace viewer. The message log is simply a log containing the details
of all information that has been sent and received from the ETP. This is the
same functionality that is o�ered by the OMnetSni�er, except that it will work
for all protocols instead of just OMnet. The trace viewer contains the same
information as the message log, but it is presented in an easy-to-read graphical
view with the messages represented as arrows starting from the sending party
and pointing towards the receiving party. With the trace viewer it is easy to
get an overview of the communication with the ETP and by clicking the arrow,
the detailed information of the transaction is displayed. Figure 7 illustrates the
layer structure of the NExT Workstation.

Core layer

Product layer

Customer layer

Figure 7: The basic structure of NExT Workstation.

In order to make NExT Workstation both platform and customer independent
it is built upon three distinct layers. The core layer will always be the same,
no matter of platform or customer. This means that the core layer will contain
all functionality that can be abstracted away from both the platform and the
customer. For instance, the GUI components and the basis of the software is
entirely independent of platform and customer and can thus be placed in the
core layer. The product layer consists of all functionality that can be abstracted
away from the speci�c customer, but still is product dependent. Consequently,
the customer layer is composed of all functionality that is speci�c for the given
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customer. For instance, the utilities constructed for the X-BCI protocol is only
relevant for the BSAG customer, and will thus be found in the BSAG customer
layer. Apart from providing a brand new GUI, NExT Workstation also in-
corporates the entire OMexus framework and can thus take advantage of the
functionality that comes with OMexus.

NExT Workstation will be used both internally at Nasdaq for testing purposes,
but it will also be sold to the exchanges that use Nasdaq ETPs. The devel-
opment of NExT Workstation started in December of 2014 and has not been
released to any customer yet. The �rst customer layer that is developed is for
the BSAG customer, and thus, the current version of NExT workstation that
is being developed can only be run against BSAG, simply because there are no
other customer layers available yet.

6 Requirement Analysis

Nasdaq is working actively to develop new methods and tools to improve and
streamline its quality assurance e�orts. The �rst part of this master thesis
project was to examine the current process for testing new functionality and by
that determine on what part of the test process to put the main e�ort of the
project.

6.1 Software Development Phases

The task of introducing new software follows a set of prede�ned steps and rou-
tines called the Software Development Phases (SDP). The SDP is composed of
�ve di�erent phases. These phases are in sequential order Requirements, Design,
Functional Test, System Test and Delivery. Before a new phase begins there
is a review to make sure that the process is ready to move forward. The four
di�erent reviews that come between the pases are the Design Readiness Review
(DRR), the Functional Test Readiness Review (FTRR), the System Test Readi-
ness Review (STRR) and the Delivery Acceptance Readiness Review (DARR).

The �rst step when a customer decides to introduce new functionality to its
systems, called a change request, is that a business analyst, in close cooperation
with the customer, writes a document called Functional Description (FD) that
contains all details about the new functionality. This is part of the requirements
phase. The FD is then used in the design phase both by the developer when
implementing the new functionality and by the tester when writing the Func-
tional Test Speci�cation (FTS). The FTS is a document containing instructions
for a number of test cases that cover the functionality described in the FD. It
is the testers job to develop the FTS, but it is carried out in close cooperation
with the developer and the business analysis, utilizing the specialized compe-
tence of the three parties. As a part of the design phase, it is also decided if the
functional tests are to be performed manually or implemented as auto tests in
OMexus. FTSs written by manual testers at Nasdaq are inputed into the HP
Quality Center (QC) which is a test speci�cation database system. Auto testers
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usually write their test speci�cations as javadoc format, that can be used to
generate easy-to-read speci�cations, and customers usually use MS Word to au-
thor their Acceptance Test Speci�cations (ATS). Common to all three methods
is that they are in, or have the ability to generate, easy-to-read formats. Figure
8 below illustrates the SDP.

Requirements

DRR

Design

FTRR

Functional Test

STRR

System Test

DARR

Delivery

Figure 8: The Software Development Phases (SDP). After the requirements phase,
a Design Readiness Review (DRR) is done before the design phase is initiated. The
functional test phase and the system test phases are started when a Functional Test
Readiness Review (FTRR) and a System Test Readiness Review (STRR) have been
carried out respectivly. The last review that is done before the delivery phase is the
Delivery Acceptance Readiness Review (DARR).

When both functional tests and system test phases are done and reviewed,
the recently incorporated system updates are ready for delivery. The delivery
Phase consists of writing release notes, review the release notes, deliver the re-
lease notes to the customer and then deliver the software. When the delivery
phase is �nished, the internal SDP process is done. This does however not mean
that the project is �nished and can move into the maintenance phase. Before
the delivery is accepted, the customer authors a Acceptance Test Speci�cation
(ATS) that has to be reviewed before the delivery can be regarded as complete.
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The acceptance tests also play an important role in the contract between Nas-
daq and its customers regarding when the initial payment for the software is to
be transferred.

The functional test phase consists, as described, of functional testing of the
introduced or updated parts of the software. The system test phase is instead
focused on testing from an overall perspective, including testing of integrated
functionality and non-functional tests. Structural testing is also used, but be-
cause of the tight connection to the code itself, those tests are implemented
by the developers, and rather functions as a means to minimize the number
of bugs found by the testers in the quality assurance process, rather than be-
ing an integrated part of the quality assurance process. This thesis focuses on
the functional testing, mainly because that is where the greatest improvement
potential rests when it comes to streamlining the test process.

6.2 The Gap Between Manual And Automated Testing

As mentioned previously, it is during the design phase decided if the functional
tests are to be performed manually or implemented as auto tests in OMexus.
There are several factors that come into play in the decision, but ceteris paribus,
automated tests are always preferable instead of manual tests because they can
be put in the nightly regression batch. The major drawback with automated
testing is that it generally takes longer time to implement automated tests than
to manually execute the tests. The most important factors that control the
decision whether to automate or not are the following:

• Automation suitability: How suitable is the given functionality for imple-
mentation as auto test in OMexus?

• Sensitivity to change: How sensitive is the given functionality for system
changes?

• Customer delivery frequency: How often does the customer request new
functionality or changes?

• Available resources: What resources are available regarding manual and
auto testers?

Whether a certain piece of functionality is particularly well suited for man-
ual or automated testing depends on several aspects. Test cases that require
many sequential steps and a high level of details are for example less suitable
for manual testing because they can require long time to execute and are error
prone. The second factor, sensitivity to change, means that the more sensitive
the given functionality is to changes in the system, the more important it is to
put the tests in a regression batch, thus favouring automating tests. Likewise,
if the customer in question has a high frequency of change requests leading to
frequent deliveries, there are many updates of the systems which increase the
importance of a comprehensive regression test batch. Thus, a high customer
delivery frequency also makes automating the tests more appealing. However,
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one aspect that cannot be overlooked is the available resources. Simply put, if
there are not enough auto testers available for the time being, the tests have to
be carried out manually.

One major advantage with the OMexus framework is that it provides very high
�exibility, enabling auto testers to control the smallest details how the tests are
executed. The downside that comes with this, however, is that it requires both
programming skills and knowledge about how to use OMexus, hence limiting the
number of testers that can implement auto tests. Many test scenarios however
do not require this immense �exibility, opening the possibility for more easily
implemented automated tests.

6.3 Easy-to-use Automation Tool

When analyzing the software development phases, it appeared clear that from
a quality assurance perspective, the process of automating tests o�ered the
greatest opportunity for improvement. Enabling all testers to automate tests
via an easy-to-use automation tool would yield several bene�ts, among other:

• Easier to create automated tests.

• Time saving.

• Easier allocation of test resources.

• Improved capability to keep a high regression test batch coverage.

• The opportunity to sell the tool.

Based on this, it was decided that the thesis would focus on trying to explore
the possibilities to create such a tool, and how it could be integrated with the
present tools available. It is important to note that the objective is not no
replace either manual tests or automated tests implemented in OMexus. Both
of these methods comes with their own bene�ts and the target is rather to bridge
the gap between manual and automated testing. This means that some FTSs
are better suited for regular OMexus implementation because they require a
higher degree of �exibility than what can be o�ered by a high level tool and
other FTSs might require to be executed manually. The aim of the tool is thus
to develop it in such a way that as many FTSs as possible are implementable,
but not necessarily all of them.

6.4 Stipulated Requirements

After the conclusion that an easy-to-use test automation tool was the most
promising improvement opportunity, the requirements were stipulated. Usabil-
ity and an easy-to-understand user interface was stressed as the most important
feature of the tool. It was also stressed as important that the test speci�cations
that are automated must be formated in a highly readable format. The fun-
damental idea with the tool is thus that users in an easy way should be able

19



to create test speci�cations that are easily read and also possible to execute
automatically. The requirements that where set for the tool are the following:

• Easy for the users to input the test speci�cations.

• Easy-to-read executable test speci�cations.

• Utilize the tools that already exist as much as possible.

• Protocol independent.

• Platform independent.

• Customer independent.

To utilize the tools that are present today has the bene�ts of both making
the implementation more rapid, but also to facilitate the maintainability of the
tool. One of the advantages with being a major ETP provider serving many
customers on several platforms, is the opportunity to create common tools and
processes that can serve many customers, which provide an economy-of-scale
advantage. It is slightly more complex to develop generic tools, but that is
an extra cost with a rapid payback. Another advantage is that there is only
one tool that has to be maintained, instead of one for each customer. To put
protocol independence on the requirement list goes without saying since that is
one of the main advantages of automating the FTSs.

7 Software Design Analysis

There are several important aspects that have to be taken into account when
designing software. Due to the nature of this project, designing a solid con-
ceptual model providing good extensibility for the system was one of the key
objectives. Another important aspect was to determine which tools, techniques,
frameworks etc. to use for the implementation phase. There is no point in rein-
venting the wheel, therefore making a sound research of which utilities that are
available is important. The third key aspect of this thesis was to determine how
and by which format the users are supposed to input the test speci�cations. The
tool was named Scenario Runner because the users are supposed to write test
speci�cations, i.e. scenarios, that are loaded into the software and run, after
which the result is presented. This model is illustrated in Figure 9.

Because the ultimate goal of the thesis is to enable automaton of FTSs via
an easy-to-use method, making the executable test speci�cations both easy to
author and easy to read is crucial. The model presented in Figure 9 is both
very simple and very general. However, it is still important to illustrate that
the executable test speci�cations are to be treated as detached objects that can
be written and read independently from Scenario Runner.
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Figure 9: Simple Scenario Runner model. Test speci�cations in a format supported
by Scenario Runner are loaded, executed and the results of the execution is presented
to the user.

The di�erence between the test speci�cations created for Scenario Runner and
those in javadoc, QC or Word format is simply that the format can be parsed
and executed by Scenario Runner.

7.1 The Conceptual Model

In order to support the requirements of platform, customer and protocol inde-
pendence, the conceptual model must be abstracted to such a level that it is
relevant to all platforms, customers and protocols. No details that are speci�-
cally associated with any platform, customer or protocol can thus be included in
the model. Because functional that are being modeled, the ETP itself is mod-
eled as a black box that accepts and sends out transactions. In order for users
to communicate with the ETP, a session must be established between the user
and the ETP. Each session is associated with a certain protocol, and typically
each user only communicates via one session. Because the actual communica-
tion occurs via the session and the ETP, it is the sessions that are modeled as
the counter party to the ETP.

Session 1

Session n

Electronic
Trading
Platform

Ingoing transaction

Response 1

Response n

Response 1

Response n

Figure 10: Conceptual model of an action.

The basis of the conceptual model is thus a number of sessions and an ETP,
communicating with each other on a protocol independent level. Which proto-
col that is used in the communication depends on the session. To enable the
forming of test cases, the communication is divided into entities called actions.
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An action is made up of one ingoing transaction from one speci�c session, and
0 to n responses from 0 to n di�erent sessions. The advantage of dividing the
communication into actions is that each action can be veri�ed independently.
All responses that are being received after entering a certain transaction can
then be used as basis for veri�cation of the action. However, it is important
to note that it is the veri�cation that can be carried out independently, what
responses are triggered by a certain action is closely dependent on the previ-
ous actions taken. The conceptual model of an action is illustrated in Figure 10.

Given the de�nition of an action, a test case simply consists of an ordered list
of actions and a descriptive name. Test cases are entirely independent of each
other, and the order in which separate test cases are run does not matter. Thus,
a test speci�cation is basically an unordered list of test cases and a descriptive
name. It can however, during implementation, be convenient to somehow keep
the order of the test cases for presentation reasons. The conceptual model of
the test speci�cation is illustrated in Figure 11.

Test Speci�cation

Test Case 1

Action 1

Action n

Test Case n

Action 1

Action n

Figure 11: Conceptual model of a test speci�cation.

Based on this conceptual model, any functional test can be modeled. One of the
characteristics of the model that makes it �exible is that it does not impose all
responses to a given aggressive transaction to be part of the associated action.
This means that the designer of the test case can determine what responses,
if any, to verify a given action. The model itself allows implementation of all
kinds of di�erent veri�ers. Veri�ers can be implemented both on a high level, i.e.
to verify that expected trades occurs, or on a low level, verifying the responses
�eld by �eld on the transaction level. The veri�ers are divided into the following
three distinct groups:

• Acknowledgment veri�ers

• Response bundle veri�ers

• Independent veri�ers

The acknowledgment veri�ers distinguishes themselves in the sense that they
are tightly connected to the ingoing transaction. For many transactions such
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as entering orders, altering orders and cancelling orders, a response regarding
the outcome of the transaction is sent back to the user. There are two main
characteristics that makes the veri�cation of the acknowledgment special. First
of all, the acknowledgment does not require a lot of data to be veri�ed, and
can thus be placed on the same MS Excel row as the associated ingoing trans-
action. This makes the test speci�cation both more compact and more readable.

A typical acknowledgment veri�er could for example accept two di�erent key-
words, "VerifyOrderInserted" to verify that an inserted order was placed on the
book, or "VerifyOrderRejected" to verify that an inserted order was rejected,
if that is the expected outcome. Second, the acknowledgment is in some cases
connected to the ingoing order in the sense that they keep information that is
associated with the ingoing transaction. For instance, when entering an order,
the assigned order id is kept in the acknowledgment that informs the user that
the order was placed on the book. This order id must be known by the insert
order action if it for example is to be modi�ed by another action later in the
test execution. This is a major di�erence compared to the other veri�ers that
are only responsible for veri�cation and not transmitting any data back to the
action.

The response bundle veri�er is any kind of veri�er that veri�es expected data
parsed from the MS Excel sheet against responses coming back from the ETP.
This includes for instance all types of trade veri�ers, both on high and low level.
The independent veri�er is a somewhat special case. There may be situations
where the state of the ETP is to be veri�ed independently. From a user per-
spective, the ETP can only be accessed via transactions, but Scenario Runner
has the possibility to send commands directly to the backend of the system.
This could for example be useful for verifying the status of an order book in-
dependently. This could also be achieved by sending for example an OMnet
transaction as a regular user would have done, but that would introduce an ad-
ditional source of error. If the objective is to only verify that the order book is in
an expected state, it could be preferable to use an independent veri�er.

7.2 Utilization of Existing Tools

Communicating with ETPs via a variety of di�erent protocols is a complex
task and without utilizing the vast resources already present, implementing the
conceptual model would have been an extensive task, way beyond the scope of
this project. Regarding the method with which the users are supposed to write
the test speci�cations, Excel was decided to be used as the basis. Because the
test speci�cation demanded both the input method to be easy-to-use and the
authored test speci�cations to be in an easy-to-read format, Excel was the best
alternative because it is well known, highly �exible, comes with an easy-to-use
and easy-to-read interface. Another requirement that is met by Excel is that
the format is accessible for read and write in Java.

The implementation of the conceptual model was decided to be developed as a
plugin to the NeXt Workstation. Implementation via NeXt Workstation comes
with a number of advantages. Because NeXt Workstation is built for multi-
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protocol support it contains a lot of utilities and structures for dealing with
multi-protocol models. NeXt Workstation, with its three layer model, also facil-
itates breaking down the customer and platform independent conceptual model
into components according to their level of abstraction. Furthermore, NeXt
Workstation comes with an easy expandable GUI which enables a graphical in-
terface from where the test speci�cations can be run, and where results can be
presented. However, because NeXt Workstation is still under development, it
comes with some di�culties as well. For instance, the only customer layer that
is implemented yet is for the BSAG customer and thus, the proof of concept
implementation of the conceptual model could only be made for BSAG.

7.3 User Input Method For Executable Test Speci�ca-

tions

Each sheet in an MS Excel workbook is made up of rows and columns, making
it easy to represent data in a structured way. Each row-column coordinate pair
forms a cell, and it is the cells that contains the data. The Excel user interface
is thus basically a set of rules determining which data to put in which cells in
order for Scenario Runner to parse it. The most challenging part of designing
the excel interface was to represent the possible input data in an easy-to-read
manner, without loosing to much �exibility. Figure 12 below summarizes the
most important �elds concerning order handling.

Field Description
Instrument ID Identi�er of the instrument traded.
Entry ID Identi�er of the entry.
Order Type The given order type.
Time Validity Time validity of the order.
Time Validity Until Date for certain time validities.
Bid Total Quantity Total bid quantity.
Bid Quantity Bid quantity.
Bid Price Bid price.
Ask Price Ask price.
Ask Quantity Ask quantity.
Ask Total Quantity Ask total quantity.

Figure 12: Fields displayed in the compact view.

This problem was approached by dividing the given �elds into groups depending
on how important and how common they are. These groups where then used
to create three views in Excel called the compact view, the detailed view and
the all �elds view. The views are selected by clicking on a button in the Excel
interface, and for instance, when the compact view is selected, all columns that
does not belong to the compact view are hidden.
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8 Implementation of Scenario Runner

Because of the limited time frame of the thesis, it was not possible to imple-
ment the entire conceptual model. Just to compile all the transactions from
the di�erent protocols would be a major task. Therefore, the implementation
was focused on the FIX transactions necessary to enter, alter and cancel orders.
Because the customer implementation of NeXT Workstation has progressed fur-
thest for the BSAG customer, Scenario Runner was also implemented for the
BSAG customer. Because of this, the XBCI transactions for freezing the order
book and execute price determination was also implemented to enable order
matching. Three acknowledgment veri�ers were implemented to verify the ac-
knowledgments of the ingoing FIX transactions, and one bundle veri�er was
implemented to verify the FIX transactions output in conjunction with order
matching.

8.1 Overall Design

Because Scenario Runner is built as a plugin to the NeXT Workstation, it starts
when the Scenario Runner button is clicked in the GUI instead of through the
Java main method. Scenario Runner consists basically of the following four
sequential steps:

1. Load given Excel �le.

2. Parse the Excel �le and build the test speci�cation model.

3. Execute the test cases in the model.

4. Generate result Excel �le.

For reading and writing MS Excel �les, the Apache POI API have been used.
The user selects a MS Excel �le by a standard Java swing �le browser control,
and the path to the selected �le is used to instantiate a standard Java �le object
that is provided as input argument when instantiating a XSSFWorkbook object,
that is the Apache POI representation of an Excel Workbook. Thus the �rst
step is almost entirely performed by the Apache POI API.

The second step, that is to parse and build a test speci�cation model, is carried
out via a class called the ExecutionalWorkbook. When instantiated, the Execu-
tionalWorkbook takes the XSSFWorkbook object as input parameter and builds
an internal representation of the test speci�cation. This internal representation
is then used both as an input parameter to the Executor class that is responsible
for executing the test speci�cation, and print back results that will be used to
generate the result MS Excel �le. The third step uses the ExecutionalWorkbook
to execute and verify the actions. The fourth step consists of creating a new MS
Excel �le containing the results from executing the input MS Excel �le.
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8.2 MS Excel Parsing And Data Binding in The Execu-

tionalWorkbook Class

An MS Excel workbook consists of a number of sheets and each sheet is made
up of cells in which data is stored. These entities are represented by the classes
XSSFWorkbook, XSSFSheet and XSSFCell respectively by Apache POI. The
MS Excel �le consists of three worksheets that are identi�ed and retrieved as
XSSFSheet objects by their name and parsed one by one. Those are the Sum-
mary sheet, the Setup sheet and the TestSpec sheet. The Summary sheet only
contains meta data such as name, author and abstract for the given test spec-
i�cation. Because this information is not utilized in this implementation, the
Summary sheet will not be considered any further. The setup sheet contains
information about all the sessions that are used in the test speci�cation. Apart
from the information needed to establish the connection, each session is also
assigned with an identi�er that is used as a reference to the given session from
the TestSpec sheet. Each session already has a name that is unique and thus
could be used as reference, but that name is not set by the author of the test
speci�cation and may be inappropriate from a readability perspective.

The TestSpec sheet is somewhat more complex from a parsing perspective. The
TestSpec sheet is basically made up of a number of test cases, which are in turn,
made up of a number of entries. The entries can be either of the type action
or of the type result. An action entry marks the beginning of a new action,
and a result entry can be either a bundle veri�er or an independent veri�er that
belongs to the previous action. The sheet is parsed sequentially from top to
bottom, and thus, all parsed entries belong to the most recently parsed test
case. The �rst task when parsing the sheet is thus to determine when a new
test case is encountered. Test cases are entered with the test case number in
the second column and the test case name in the third column. The test case
number is entered with an integer followed by a dot, for instance, test case one
would have "1." entered in the second column. All entries stores an integer
representing the entry status in the second column, and thus, by identifying an
integer followed by a dot in the second column, it can be determined that the
row is the beginning of a new test case, and that the third column of the same
row will contain the name of the given test case.

Thus, when a test case row has been encountered, all the following entries are
added to that test case until a new test case row is encountered or the end of
the document is reached. When parsing entries, the third column contains a key
that has either the value "action" or the value "result", determining if the row
is to be parsed as a new action or a result, belonging to the preceding action.
Just as for test cases, an action must have been parsed before any results can
be parsed. The �fth column is central for both action and results because that
is where the key to speci�c actions and results are stored.

All action and results are represented by a class, and given the information
about which session is used and the key in column �ve, the ActionFactory and
ResultFactory respectively can identify and return the action or result that is
associated with the given row. Each result and veri�er class knows which data
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it expects and can thus parse it. All entries also keep track of their given posi-
tion in the sheet, which is important when results are to be written back to the
document.

Actions and results are associated in two ways. First of all, they both are
entries, which is basically something that is to be executed within the context
of a test case. Second, results are members of actions since each result must
belong to an action. Because of this, both the Result and Action class inherits
from the Entry class which keeps their common states and behaviour. For in-
stance, the �eld keeping the number of the �rst and last row of the entry are
stored in the Entry class. Actions can only consist of one row however, and thus
the Result constructor only takes one row number as input parameter and sets
it to both the beginning and end �elds. The relationship between Action class,
the Result class and the Entry class is illustrated in Figure 13.

0...*

Entry

Action Result

Figure 13: Class hirearchy of the Action class, the Result class and the Entry class.

The Action class is abstract and contains the public abstract methods parse()
and execute(). Regarding the model, speci�c transaction classes might inherit
directly form the Action class. That would be perfectly valid. In many cases
however, it is convenient to implement an intermediate protocol independent
layer. For instance, order entries are very similar regarding what data is needed,
no matter which protocol and transaction it is going to be sent with. Thus, an
intermediate class dealing with parsing common data facilitates the avoidance
of redundant methods. The relasionship between the Action class and the more
speci�c InsertOrder, AlterOrder and DeleteOrder classes are illustrated in Fig-
ure 14.

Action

InsertOrder AlterOrder DeleteOrder

Figure 14: The Action inheritance chain.
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The last level in the hierarchy, where all abstract methods are implemented are
the transactions that are actually mapped from the MS Excel sheet. Each trans-
action inherits from either the Action class or one of the intermediary classes.
Each transaction object contains the key that is mapped to the �fth column in
the MS Excel sheet.

In the proof of concept implementation there are three di�erent ingoing FIX
transactions implemented. Those are the NewOrderSingleAction class that in-
herits the InsertOrder class, the OrderCancelReplaceRequestAction class that
inherits the AlterOrder class and the OrderCancelRequestAction class that in-
herits the DeleteOrder class. The RqStartPricingRidAction class and the RqEn-
terPricePlusRidAction class inherits directly from the Action class. The imple-
mented execute method of those classes have two responsibilities. The �rst one
is to build and execute the given transaction, and the second one is to collect
the responses and distribute them among all the results that are associated with
the action.

Apart from these two abstract methods, the Action class also contains an imple-
mented method called verify(). Each action keep its associated results in a list,
and the verify() method iterates over that list and invokes each results internal
verify() method. As described in the conceptual model chapter, the results are
independent of each other. The inheritance hierarchy of the Result types are
illustrated in �gure 15.

Result

AckResult ResponseBundleResult IndependentResult

Figure 15: Class hirearchy of the Result class, AckResult class, ResponseBundleResult
class and the IndependentResult class.

As apparent from �gure 15, the acknowledgment veri�ers inherits form the
AckResult class, while the response bundle veri�er inherits from the Repon-
seBundleResult class. The tasks that are common to all results are to parse
data from the MS Excel sheet just as for actions, to verify the outcome, to print
back results to the MS Excel sheet and also to provide actions with the number
of expected responses each result expects. This must be known to the actions
in order to determine how many responses are expected from a given ingoing
transaction, and of what type they are.
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8.3 Executing The Test Speci�cation Via The Execution

Class

Executing the tests in the ExecutionalWorkbook is a fairly simple task com-
pared to building the ExecutionalWorkbook as was described in the previous
section. The Executor class has two main objectives. The �rst one is to exe-
cute the test cases in the ExecutionalWorkbook and handle the results, and the
second one is to print the status for the actions and the test cases back to the
NeXT Workstation GUI where it will be printed as an execution log.

When executing a test case, the Executor class basically iterates over an or-
dered list of the actions, invoking the execute() method for each action. If an
action fails, which means that some of its results have failed, it will throw a
TestActionFailedException, and if it cannot be executed for some reason, it will
throw a TestActionNotExecutableException. A test case that contains a failed
action is de�ned as failed as well. Thus, there is no point in executing the rest of
a test case if a failed action is encountered. The execution methods are called in
a try catch block, and if a TestActionFailedException is catched, the execution
of the test case is terminated. The result of each action is also written back
in log format to the NeXT Workstation GUI, giving the user a live feed of the
outcome of the test speci�cation. When all test cases have been executed, the
results are printed back to the MS Excel �le that will be written as a result
log.

9 Discussion

The most challenging part of the project was to come up with a solution that
was both easy-to-use, �exible and extensible. As mentioned previously, Nasdaq
have a wide range of exchanges as customer, all with di�erent specialisations.
Trying to compile and evaluate which functional tests are used and which might
be of interest in the future would be impossible, and all e�orts when designing
the conceptual model was therefore put into �exibility and extensibility. The
conceptual model that was derived during the thesis is thus very general. The
advantage of this is that it provides a solid foundation that does not have to
change each time a new type of functionality is introduced. The disadvantage
however is that a more specialised conceptual model would provide more details
during the implementation phase.

The implementation phase of the thesis was successful, although it was com-
plicated to some extent by the fact that the NeXT Workstation was in a early
development stage. Thanks to great assistance and cooperation with the NeXT
developers, the impact of this hindrance could be minimized. However, since
only the BSAG customer had enough features when the implementation phase
begun, the implementation is bound to BSAG. During the implementation,
e�ort was taken to minimize the BSAG dependency, but a quite through refac-
toring of the project must be carried out before Scenario Runner can be imple-
mented for other customers as well.
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Because one of the main advantages with Scenario Runner is that functionality
can be shared among customers, a refactoring of the code base is an important
step to take in order to transform the proof of concept implementation to a
commercial solution. In order to commercialise Scenario Runner the system
must also be tested thoroughly.

The most important contribution to Nasdaqs functional test e�orts by this the-
sis has been the overlap between manual and automated tests. Having the proof
of concept implementation of Scenario Runner in place that serves as a basis
that can be demonstrated makes it easier to come up with new ideas about how
to further improve the concept.

10 Example

In order to further clarify and visualise how Scenario Runner works an example
of a simple test case is presented below. To make the MS Excel test speci�cation
�t into this report it had to be split into several images.

Figure 16: The �rst �ve MS Excel test speci�cation columns.

Figure 16 above displays the �rst four columns in the MS Excel test speci�-
cation. The �rst seven actions only have an acknowledgement veri�ers while
the eighth action have both a RqEnterPricePlusRid acknowledgment veri�er
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and two VerifyTradeDetails response bundle veri�ers attached to it. The �rst
column that contains the gray circles will in the output MS Excel �le get dif-
ferent colors depending on the outcome of that particular action or result. If
successful, the circle becomes green, if unsuccessful the circle becomes red and
if the given entry could not be executed the circle becomes yellow. The second
column determines if the given entry is the beginning of a new action or if it is
a result that are associated with the most recently speci�ed action. The third
column speci�es the session that are sending the action or receiving the response.

The meaning of the fourth column is context dependent. For action entries
the fourth column is used to specify the transaction being sent, and for result
entries it is used to specify the veri�er used to validate the responses. Further-
more, in the context of a VerifyTradeDetails response bundle veri�er, the fourth
column is used to specify the speci�c transactions that are to be veri�ed. The
entries containing the keyword Response in the fourth column are rows that are
reserved for presenting results in the output MS Excel �le. The �fth column
are used to specify acknowledgment veri�ers for actions.

Figure 17: The sixth to eleventh MS Excel test speci�cation columns.

The sixth to ninth column in Figure 17 above is the same for both action and
result entries. The user column speci�es the user name for the session and the
instrument column speci�es the name of the �nancial instrument. The �nancial
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instrument does not have to be speci�ed for all entries. For example, action
four and �ve leaves the instrument cell blank since that information is not part
of either the alter or delete transaction. The ID column is used to link actions
to each other. For instance, the alter order transaction at row four must specify
which order to alter. The meaning of column nine to eleven are context speci�c.

The �rst seven actions uses these columns to specify order type, time valid-
ity and the time validity parameter called until (used if the time validity has
a certain end date). Because the eight action does not contain any of those
common �elds, it instead uses all columns after the id column to specify its
mandatory extra �elds with keys and values. In Figure 17 the key TrdMPx is
speci�ed with value 99,10. The VerifyTradeDetails veri�er uses the columns
following the id column to specify the �elds that are to be veri�ed. Column
nine is used to verify the cumulative quantity �eld, column ten is used to verify
the last price �eld and column eleven is used to verify the last quantity �eld.

Figure 18: The twelfth to seventeenth MS Excel test speci�cation columns.

Column twelve to seventeen are an extension of the preceding column nine to
column twelve. For the �rst seven actions, column twelve is used to specify the
bid total quantity, column thirteen to specify the bid quantity, column �fteen to
specify the bid price and column sixteen to eighteen to specify to corresponding

32



�elds on the ask side. The VerifyTradeDetails uses column twelve to validate
the order quantity, column thirteen to validate the price and column fourteen
to verify the leaves quantity.

Figure 19: The twelfth to seventeenth MS Excel test speci�cation columns.

Figure 19 illustrates how the result of the test case is presented in the NExT
Workstation GUI.

11 Conclusions

The outcome of the project consists of three parts. These parts are the test
speci�cation input method, the conceptual model that represents the test spec-
i�cation and a proof of concept implementation of a part of the conceptual
model. For user input method an MS Excel template was developed because
MS Excel is well known to be easy to use, but also because it represents data in
a way that is both easy to input, easy to read and easy to parse. The following
objectives of the thesis are thus ful�lled:

• Simple method to input test cases.

• Easy-to-read test speci�cations.

Another advantageous feature is that the method o�ers a clean interface between
presentation of data and the logic that operates on the data. A set of rules have
been developed for how data are to be entered into the Excel sheet, i.e. how
new test cases begins, and as long as those rules are followed, the presentation
of the data can be changed safely. This contributes greatly to the �exibility of
the solution.
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The conceptual model that was produced ful�lled the remaining objectives of
the thesis which where:

• Platform independence.

• Customer independence.

• Protocol independence.

The proof of concept implementation was developed as a plugin to the NeXT
Workstation. Due to limitations regarding both the time frame of the thesis
and the early development stage of NExT Workstation, the implementation
was focused on the GIT platform and the BSAG customer. The architecture
of the implementation was designed for multi-protocol support, but needs to be
resaturated to become platform and customer independent.

Conceptual
model

Executable
Test Spec-
i�cations

Scenario
Runner

Scenario
Runner Log

Excel
Output

Figure 20: Overview of the relation between the various parts of the system.

Figure 20 illustrates how the various parts of the system are interconnected to
each other. The MS Excel �le for input of test speci�cations and Scenario Run-
ner can be regarded as separate realizations of the conceptual model serving
di�erent purposes.

To summarize the thesis, all of the objectives has been met. The proof of con-
cept implementation have been valuable not only as evidence that the method
is feasible. By being able to demonstrate the method, from input to execution
and veri�cation, the concept has been easy to explain. This has enabled manual
testers and other stakeholders to contribute with thoughts and ideas about how
to further develop the concept and take it to the next level.
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