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Abstract

Conceptual Indexing using Latent Semantic Indexing

Magnus La Fleur and Fredrik Renström

Information Retrieval is concerned with locating information (usually text) that is
relevant to a user’s information need. Retrieval systems based on word matching
suffer from the vocabulary mismatch problem, which is a common phenomenon in
the usage of natural languages. This difficulty is especially severe in large, full-text
databases since such databases contain many different expressions of the same
concept.

One method aimed to reduce the negative effects of the vocabulary mismatch
problem is for the retrieval system to exploit statistical relations. This report
examines the utility of conceptual indexing to improve retrieval performance of a
domain specific Information Retrieval System using Latent Semantic Indexing (LSI).
Techniques like LSI attempt to exploit and model global usage patterns of terms so
that related documents that may not share common (literal) terms are still
represented by nearby conceptual descriptors.

Experimental results show that the method is noticeable more efficient, compared to
baseline, for relatively complete queries. However, the current implementation did
not improve the effectiveness of short, yet descriptive, queries.
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1 Introduction 

1.1 Objectives and motivation 
Users of Information Retrieval Systems that use word matching as a basis for retrieval 
are faced with the challenge of phrasing their queries in the vocabularies of the 
documents they wish to retrieve. The vocabulary mismatch problem is a common 
phenomenon in the usage of natural languages (Croft, Metzler, Strohman 2010), e.g., 
synonymy refers to the use of synonyms or different words that have the same meaning, 
and polysemy refers to words that have different meanings when used in varying 
contexts (Berry, Browne 1999). Research shows that on average 80% of the time 
different people (experts in the same field) will name the same thing differently (Furnas, 
Landauer, Gomez, Dumais 1987). This difficulty is especially severe in large, full-text 
databases since such databases contain many different expressions of the same concept 
(Voorhees 1994). Yet the ability to retrieve documents from such databases is crucial in 
a wide range of applications: facilitating the organization and retrieval of documentation 

filtering a collection of patents for articles of interest, 
finding relevant passages within the complete set of tickets from a support system, etc. 

One method aimed to reduce the negative effects of the vocabulary mismatch problem 
is for the retrieval system to exploit statistical relations. Using statistical relations to 
find semantically relevant content without requiring literal word matches is attractive 
since the relations are easily generated automatically from the documents at hand, 
obviating the need for lexical aids (Voorhees 1994) or extensive domain specific 
knowledge. In conceptual indexing the semantic content of information is more 
accurately modeled. Techniques like Latent Sematic Indexing (LSI) attempt to exploit 
and model global usage patterns of terms so that related documents that may not share 
common (literal) terms are still represented by nearby conceptual descriptors (Berry, 
Browne 1999). 

This report examines the utility of conceptual indexing in an attempt to improve 
retrieval performance of a domain specific Information Retrieval System using Latent 
Semantic Indexing. The techniques are applied and evaluated in an ad-hoc 
question/answer support ticket system. 

1.2 About this project 
The research and work presented in this report was conducted as the fourth year course 
MSc Thesis Work for the Department of Information Technology at Uppsala 
University. The completion of the course is a partial fulfillment of the requirements for 
the degree of Master of Science in Computer Science. 

We conducted the research during a 6 months thesis project at the R&D Department of 
Jeeves Information Systems (an Enterprise Resource Planning (ERP) vendor) in 
Stockholm, Sweden. The project was started in the early 2000 as part of an initiative to 
improve the overall performance of search for unstructured data in the Jeeves ERP 
system, and ends now with the compilation of this report. Data collection, prototype 
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implementation, tests conducted and results obtained are all part of the previous 
research. Although algorithm choices and related discussions reflect techniques that are 
no longer best practice, this report describes many of the general challenges still valid 
for unstructured text retrieval. An overview of more recent alternative techniques is 
included in the report. 

1.3 Report structure 
Chapter 2 Background gives an introduction to the field of Information Retrieval and 
the challenges for retrieval systems based on word matching for retrieval of 
information. Conceptual Indexing and Concept Spaces are discussed to explain 
approaches that attempt to solve the vocabulary mismatch problem. The Vector Space 
Model (VSM), a simple mathematical model for representing documents and queries, 
and its extension Latent Semantic Indexing (LSI), a method for conceptual indexing, are 
thoroughly described. Performance evaluation is presented in general and evaluation 
measures relevant for this report in particular. 

Chapter 3 Environment describes the existing support ticket retrieval system used for 
data extraction and baseline comparisons. The preprocessing concepts applied and 
general settings of the prototype implemented, supporting test and evaluation, are 
explained together with statistics for the data collection. 

Chapter 4 Implementation defines the technical framework and building blocks of the 
prototype used for evaluation of the techniques in this study. Preprocessing 
implementation details and general limitations considered are covered. Also listed are 
the software tools and packages the prototype depends on. 

Chapter 5 Experiments, results and analysis states the purpose of the experiments 
and expectations on the results. The method and process is described, e.g., data 
selection, test execution etc., along with constraints and limitations on data, evaluation 
measures and overall strategy. A compilation of the raw results from the experimental 
runs is presented with initial comments and interpretation, and a deeper analysis of the 
results is provided. 

Chapter 6 Summary and conclusions provides a brief summary of the previous 
chapters and states the conclusions from the analysis of the experiments. 

Chapter 7 Further work suggests additional research and possible improvements 
related to the study of this report. 
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2 Background 

2.1 Information Retr ieval 

2.1.1 Definitions and T erminology 
The meaning of the term information retrieval can be very broad. However, as an 
academic field of study, information retrieval might be defined as follows. Information 
Retrieval (IR) is concerned with locating information (usually documents) of an 
unstructured nature (usually text) from within large collections (usually stored on 
computers)  (Ma
2009). As a discipline, information retrieval has long been accepted as a description of 
the kind of (early) work published by Cleverdon, Salton, Sparck Jones, Lancaster and 
others (van Rijsbergen 1979). 

An information need is the topic about which the user wants to know more, and is 
differentiated from a query which is the actual user input, often represented by a list of 
keywords. Information retrieval systems compare the query with the documents in the 
collection and return the documents that are likely to satisfy the information need (Xu 
1997). 

The term unstructured data refers to information which does not have a clear, 
semantically easy to interpret, structure of representation. At the other end is structured 
data here exemplified by relational databases, widely used by companies for keeping 
product inventories, personnel records and financial transactions. In reality, almost all 
data contain some level of structure, which is definitely true for text data with its latent 
linguistic structure of human languages (van Rijsbergen 1979). In addition, most 
compilations of text have structure such as headings, paragraphs and footnotes or 
metadata added such as title and keywords, commonly represented in documents by 
explicit markup. Hence, information retrieval also covers hybrid, or semi-structured, 
retrieval combining textual content, structural elements and additional descriptors. 

The field of information retrieval also concerns user browsing, filtering document 
collections and further processing a set of retrieved documents. Clustering describes the 
process of grouping documents based on content or topic, by relating information based 
on semantic meaning. Providing a static information need, represented by a given set of 
topics, classification is the task of deciding which class(es), if any, each of a set of 
documents belongs to. Initial manual classification of some documents is often part of 
this approach to reach an acceptable level of document classification automation. 

2.1.2 Data Retr ieval versus Information Retr ieval 
Data retrieval normally looks for an exact match, that is, if an item is present or not in 
some context given certain conditions. In information retrieval this may be of interest 
but more generally a selection of the best matches is done from a list of retrieved items 
that partially matches the query. 
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The inference used in data retrieval is deductive. In information retrieval inductive 
inference is more common and retrieval relations are specified with some degree of 
certainty or uncertainty; thus confidence in inference is variable. From this distinction 
data retrieval is described as deterministic and information retrieval as probabilistic. 
Inferences in information retrieval are frequently carried out by le, whereas in 
data retrieval probabilities are not part of the process. 

Query languages for data retrieval are generally artificial with a restricted syntax and 
vocabulary while in information retrieval the usage of natural language is preferred. In 
data retrieval the query is a complete specification of the requested information and in 
information retrieval it is incomplete, which is in alignment with the difference between 
information and data retrieval described by partial versus exact matching. As a 
consequence data retrieval is much more sensitive to errors. Even a minor query 
mismatch may lead to complete failure. In information retrieval small errors generally 
do not affect the performance significantly (van Rijsbergen 1979). 

2.1.3 Goals of  Information Retr ieval 
Information retrieval typically focuses on retrieving documents in a given collection 
that are about a given topic or that satisfy a certain information need. Documents that 
satisfy the given query in the (relevance) judgment of the user are said to be relevant. 
Documents that are not about the given topic are said to be non-relevant. Although user 
relevance judgements tend to be binary, the rank of the documents provided by the 
retrieval system is multivalued, reflected by partial relevance, and subject for 
interpretation. For example, if document d1 is ranked higher than d2, with respect to a 
given query q, the interpretation probabilistically may be that d1 is more likely to satisfy 
q than d2. Or the interpretation may be that d1 satisfies q more than d2 which could 
mean that d1 is more focused on the need expressed by q than d2. Or it could mean that 
more of d1 satisfies q than d2, e.g. d1 totally reflects q while d2 only partially matches q 
(Greengrass 2000). 

2.1.4 Information Retr ieval Systems 
Information retrieval systems can also be differentiated with respect to the amount of 
information they process, e.g., the size of the document collection. In web search, 
indexing and searching is provided over billions of documents stored on millions of 
computers. Gathering documents for index building, implementing systems that scale 
well and work efficiently, hypertext interpretation, avoiding the deliberate manipulation 
of search engine indexes (such as repeating unrelated phrases to improve relevance), 
etc., are all important aspects of systems that work at this enormous scale. 

On the other side of the spectrum is personal information retrieval. Well known 
consumer operating systems have integrated information retrieval, and email programs 
do not only provide search but also classification of text, e.g., spam (junk mail) filters 
and manual or automatic filtering of mail into pre-defined folders. Distinctive issues 
include handling the wide range of document types, making the system maintenance 
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free and keeping it lightweight in terms of startup times, processing and disk space 
usage. 

In between, enterprise, institutional and domain-specific search is represented. The 
intranet documents, 

a collection of patents, or a database of support tickets  
2009). 

2.1.5 Information Retr ieval Process 
The process of information retrieval consists of a number of component sub processes, 
as shown in Figure 2.1. Initially, before the retrieval process can even be initiated, it is 
necessary to define the text database. This is usually done by specifying (a) the 
documents to be used, (b) the operations to be performed on the text, and (c) the text 
model. Examples of text operations are lexical analysis (token identification) (Baeza-
Yates, Ribiero-Neto 1999), stemming (see section 2.1.6) and elimination of stop words. 
The latter with the objective of filtering out words with very low discrimination values 
for the retrieval process. These operations are applied to transform the original 
documents into a logical view adopted by the retrieval system to represent the text of 
the documents by a set of keywords or indexing terms. 

Next an index of the text is built from the logical view of documents. An index is a 
critical data structure as it allows searching over large volumes of data. The purpose of 
storing an index is to optimize speed and performance in finding relevant documents for 
a search query. Without an index, the retrieval system would scan every document in 
the corpus, which would require considerable time and computing power. Several index 
structures might be used, but the most popular one is the inverted file (or inverted 
index), a word-oriented mechanism for indexing a text collection in order to speed up 
the searching task. Although the indexing process is time and storage space consuming, 
the resources spent on defining the text database and building the index are amortized 
by querying the retrieval system many times. 

Once the document database is indexed, the retrieval process can be initiated. The input 
request, or user need, is parsed and transformed by the same text operators applied to 
the text. Query operators might be applied before the query, providing a system 
representation of the user need, is generated. Processing of the query then produces the 
retrieved documents list. 

Before being sent to the user, the retrieved documents are ranked and sorted by 
according to a relevance function. The user then examines the set of ranked documents 
in the search for useful information. At this point, relevance feedback (see next section) 
might be used in a user feedback cycle to reformulate the query improving overall 
retrieval performance (Baeza-Yates, Ribiero-Neto 1999). 
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F igure 2.1 The process of retrieving information. 

2.1.6 Vocabulary mismatch problem 
Word mismatch is a common phenomenon in the usage of natural languages (Croft, 
Metzler, Strohman 2010). It has long been known that the vocabulary mismatch 
between user created queries and relevant documents in a collection is a fundamental 
problem for information retrieval or human computer interaction. These mismatched 
relevant documents, potentially a very large portion of all the relevant documents for the 
query, are usually poorly ranked by common retrieval models and techniques (Zhao 
2012). 

Furnas, Landauer, Gomez and Dumais (1987) were perhaps the first to quantitatively 
study the vocabulary mismatch problem in a retrieval setting. Their research shows that 
on average 80% of the time different people (experts in the same field) will name the 
same thing differently. There are usually tens of possible names that can be attributed to 
the same thing. In addition, a query description is usually short and incomplete making 
it even harder to capture the underlying information need (Xu 1997). 

Two of the most common (and major) obstacles to the retrieval of relevant information 
are known as synonymy and polysemy. Synonymy refers to the use of synonyms or 
different words that have the same meaning, and polysemy refers to words that have 
different meanings when used in varying contexts (Berry, Browne 1999). Methods for 
handling the effects of synonymy and polysemy in the context of vector space models 
are considered in sections 2.3 and 2.4. 
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Existing approaches to solving word mismatch 

There are a number of existing approaches to solving the word mismatch problem: 

Stemming 

Morphological variation is the most obvious and the narrowest form of word mismatch 
(Xu 1997). Frequently, the usage of syntactical variations prevents a perfect match 
between a query and a respective document word. Stemming describes the process of 
reducing words to its word stem, base or root form, and is a form of query expansion 
(Xu 1997) which adds morphologic variations to the query words. A stem is the portion 
of a word after the removal of its affixes (prefixes and suffixes). An example of a stem 
is the word connect, which is the stem for the variants connected, connecting, 
connections and connections (Baeza-Yates, Ribiero-Neto 1999). 

Stems are useful for improving retrieval performance as they reduce variations of the 
same root form to a common concept. In addition, stemming also reduces the size of the 
indexing structure due to the limitation of distinct index terms. This is particularly 
important for large collections of documents (Berry, Browne 1999). 

Example stemmers for English are the Porter stemmer (Porter 1980), the Lovins 
stemmer (Lovins 1968) and KSTEM (Krovetz 1993). 

Manual thesauri 

Synonymous relationships between words are another type of word mismatch. Consider 
a query that contains the word automobile; documents that contain the words car, 
minivan, suv and so on are likely to be relevant. Manual thesauri are compiled by 
linguists and domain experts. Entries in these thesauri list not only the word but also the 
synonyms of the word identified by human experts. Thesauri are used in query 
processing where synonyms are added to the original query (Xu 1997). 

Thesauri can readily expand to related concepts moving the query closer to the actual 
information need. On the other hand, the problem with thesauri is that they are generic 
to a language and can introduce/insert many search terms that were never indexed or 
found in the collection (Kowalski, Maybury 2000). However, this is less of a problem in 
systems with domain specific thesauri generation (Berry, Browne 1999). A well-known 
thesaurus is Wordnet (Miller 1990). 

Automatic thesauri 

Automatic thesauri provide an alternative to the cost of manual thesauri, by 
automatically analyzing a collection of documents. There are two main approaches for 
automatic thesauri construction. One is based on the so called association hypothesis 
(Xu 1997) and exploits word co-occurrence. Related words in a corpus (collection) of 
documents tend to co-occur in the documents of the corpus. Words that co-occur with 
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the query words are used for query expansion and will usually capture word 
relationships that are specific to a collection. 

The other approach is to use grammatical analysis to exploit grammatical relations or 
grammatical dependencies. Simply using word co-occurrence is more robust (it cannot 
be misled by parser errors), but using grammatical relations is more accurate 

 2009). 

There are many techniques for the automatic generation of word clusters to create 
statistical thesauri. The simplest expands each query word independently by adding its 
co-occurring words. More sophisticated techniques expand a query as a whole by 
adding words co-occurring with all of the query words (Xu 1997; Kowalski, Maybury 
2000). 

Dimensionality reduction 

Dimensionality reduction techniques facilitate so called conceptual indexing (Berry, 
Browne 1999), i.e., the ability to find relevant information without requiring literal 
word matches. Words and documents are decomposed into vectors in a low dimensional 
space. The dimensions in the space represent semantic primitives who can be linearly 
combined to form the concept, or meaning, of any word, document or query (Xu 1997). 
The word mismatch problem is addressed because any word can be matched with 
another word to some degree in the low dimensional concept space (see section 2.4). 
Latent Semantic Indexing (LSI) is an example of these techniques (Deerwester, Dumais, 
Furnas, Landauer, Harschman 1990). 

Relevance feedback 

Relevance feedback is a technique that reformulates the original query based on the 
s relevance judgement (Salton, Buckley 1990). In a relevance feedback cycle, the 

most important terms, or expressions, attached to the documents that have been 
identified as relevant (to the user), enhance the importance of these terms in a modified 
query formulation. Weights of the query terms are adjusted according to their 
frequencies in the relevant and non-relevant documents (Xu 1997). 

Relevance feedback techniques can find valuable words which have no obvious 
semantic relationship with the original query words. The expected effect is that the 
reformulated query will be moved towards the relevant document and away from the 
non-relevant documents (Baeza-Yates, Ribiero-Neto 1999). The major disadvantage of 
relevance feedback is that it increases the computational burden on the user. 

Local feedback 

Local, also known as blind or pseudo-relevance, feedback is similar to relevance 
feedback (Attar, Fraenkel 1977; Croft, Harper 1979). In a local strategy, the documents 
retrieved for a given query q are examined at query time to determine terms for query 
expansion. The main difference is that it assumes that the top retrieved documents for a 
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query are relevant without human judgement or user assistance. Thus, the approach 
might be fully automated. Local feedback saves the cost of relevance judgement, but it 
can result in poor retrieval if the top retrieved documents used for feedback are non-
relevant (Xu 1997). 

Examples of local feedback strategies are local clustering (Attar, Fraenkel 1977) and 
local context analysis (Xu, Croft 1996). The latter also examines the advantages 
combining techniques from both local and global analysis, i.e. thesaurus-like structures 
defining term relationships. 

2.1.7 Information Retr ieval Strategies 
Semantic and statistical approaches are the two major categories of information retrieval 
technology and research. Semantic approaches attempt to model some level of syntactic 
and semantic analysis; that is, to understand natural language text. In statistical 
approaches, the degree of match, or similarity, between the query and the documents to 
retrieve, i.e., that are highly ranked, is determined by some statistical measure. By far 
most efforts have been devoted to statistical approaches. However, most semantic 
approaches use, or are used in combination with, statistical methods (Greengrass 2000). 

Retrieval strategies assign a measure of similarity between a query and a document. The 
underlying algorithm takes a query  and a set of documents  and identifies 
the Similarity Coefficient SC( ), sometimes written RSV for Retrieval Status Value 
(Grossman, Frieder 2004), for each of the documents . These strategies are 
based on the general assumption that the more often terms co-occur in both the 
document and the query, the more relevant the document is with respect to the query 
(Grossman, Frieder 2004). 

To effectively retrieve relevant documents by these strategies, a transformation of the 
documents into a suitable representation is typically performed. Each retrieval strategy 
is built upon a specific model to reflect its unique document representation purposes. 
Although it is possible to develop ranking algorithms without an explicit retrieval model 
through trial and error, using a retrieval model has generally proved to be the best 
approach (Grossman, Frieder 2004). 

Many different retrieval models in information retrieval have been suggested, of which 
the three classic models are Boolean, vector and probabilistic. In the Boolean model, 
documents and queries are represented as sets of index terms, implying the model is set 
theoretic. In the vector model, documents and queries are represented as vectors in a t-
dimensional space which implies an algebraic model. In the probabilistic model, the 
representation of documents and queries is based on probability theory; thus, as the 
name indicates, the model is probabilistic (Baeza-Yates, Ribiero-Neto 1999). 

In the classic models each document is represented by a set of descriptive keywords, 
also known as index terms. An index term is simply an extracted (document) word 
which (semantically) describes an important feature of the document. Thus the selection 
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of index terms defines erves as the basis for indexing 
(Baeza-Yates, Ribiero-Neto 1999). 

It is noticeable that not all index terms are equally useful for describing the content of a 
document. In fact, some index terms are vaguer than others. Understanding the 
importance of a representative term to use in the index is not trivial. However, there are 
properties which can be easily measured and  
potential. A word which appears in all documents is not considered a useful index term 
since it does not differentiate documents sufficiently. On the other hand, a word which 
appears in just a few documents narrows down considerably the amount of documents 
which might be of interest. Thus, distinct index terms have varying relevance when 
selected to describe document contents. To reflect this, numerical weights are assigned 
to each index term of a document, a process called term weighting (Baeza-Yates, 
Ribiero-Neto 1999), see section 2.3. 

Boolean model 

The Boolean retrieval model was used by the earliest information retrieval systems and 
is still in use today. It is based on exact-match, i.e. documents are retrieved if they 
exactly match the query description, and otherwise they are not; here exemplified by the 
Boolean expression "((A AND B) OR C) AND NOT D" where the criteria for a match 
is met if and only if (i) A and B is in the document and D is not; or (ii) if C is in the 
document and D is not. Although this states a simple form of ranking, Boolean retrieval 
is not generally described as a ranking algorithm; the model assumes that all documents 
retrieved are equivalent in terms of relevance (Croft, Metzler, Strohman 2010), in 
addition to its retrieval strategy that is based on a binary decision criterion (Baeza-
Yates, Ribiero-Neto 1999), i.e. relevance is binary. 

The model is a simple retrieval model based on set theory and Boolean algebra. Since 
the concept of a set is quite intuitive, the Boolean model provides a framework easy to 
understand by a common IR user. Furthermore, the queries are defined as Boolean 
expressions with its precise semantics (Baeza-Yates, Ribiero-Neto 1999), and the model 
allows that we can produce any query which is in the form of a Boolean expression of 
terms, that is, in which terms are combined with the operators AND, OR, and NOT. The 
model views each document as just a set of words . 

The Boolean retrieval model contrasts with ranked retrieval models such as the vector 
space model (see section 2.3), in which users largely use free text queries, that is, just 
typing one or more words rather than using a precise language with operators for 
building up query expressions, and the system decides which documents best satisfy the 
query. 

The Boolean model is considered to be the weakest classic method. Its inability to 
recognize partial matches frequently leads to poor performance (Baeza-Yates, Ribeiro-
Neto 1999). Another disadvantage with the model includes the difficulty for the user to 
formulate an information need into a Boolean expression. 



11 
 

Vector model 

The vector space model originates from the SMART Information Retrieval System 
(Salton, Lesk 1968; Salton 1971) and was the basis for most of the research in 
information retrieval in the late 1960s and 1970s. It has the advantage of being a simple 
and intuitively appealing framework for implementing term weighting, ranking and 
relevance feedback. Historically, it was very important in introducing these concepts, 
and effective techniques have been developed through years of experimentation (Croft, 
Metzler, Strohman 2010). 

The vector model (Salton, Wong, Yang 1975) recognizes that exact-match in the 
Boolean retrieval model is too limiting and proposes a framework in which partial 
matching is possible. This is accomplished by assigning non-binary weights to the index 
terms in documents and queries. These weights describe the importance of the terms. 
The process of assigning weights is described in 2.3.2. The weighted terms are used to 
compare the degree of similarity between the documents and the query (see section 
2.3.3). In this comparison also partial matches will be considered. The main resultant 
effect is that the ranked document answer set is a lot more precise (in the sense that it 
better matches the user information need) than the document answer set retrieved by the 
Boolean model (Baeza-Yates, Ribeiro-Neto 1999). 

Main advantages of the vector model are that its term-weighting scheme improves 
retrieval performance, that its partial matching strategy allows retrieval of documents 
that approximate the query conditions and that its ranking formula (s) sort(s) the 
documents according to their degree of similarity to the query. 

Theoretically, the vector model has the disadvantages that index terms are assumed to 
be mutually independent. There is no way to associate correlation factors between 
terms, i.e. pre-coordination, since each dimension in a vector is independent of the other 
dimension (Kowalski, Maybury 2000). However, in practice, consideration of term 
dependencies might be a disadvantage. Due to the locality of many term dependencies, 
their indiscriminate application to all the documents in the collection might in fact hurt 
the overall performance (Baeza-Yates, Ribeiro-Neto 1999). Another major limitation of 
a vector space is in associating positional information with the processing terms to 
capture proximity, i.e., how close terms are in a given context. Term proximity 
(Chowdhury 2010) is based on the following two intuitions: (1) the closer the terms are 
in a document, the more likely it is that they are related, and (2) the closer the query 
terms are in a document, the more likely it is that the document is relevant to the query 
(Vechtomova, Karamuftuoglu 2008). 

The vector model provides a convenient computational framework, but provides little 
guidance on the details of how weighting and ranking algorithms are related to 
relevance (Croft, Metzler, Strohman 2010). Although there is no explicit definition of 
relevance in the vector space model, there is an implicit assumption that relevance is 
related to the similarity of query and document vectors. In other words, documents 
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relevance, although features related to user relevance could be incorporated into the 
vector representation. No assumption is made about whether relevance is binary or 
multivalued (Croft, Metzler, Strohman 2010). 

Probabilistic model 

The classic probabilistic model (Robertson, Sparck Jones 1976), also known as the 
Binary Independence Model (BIR), attempts to capture the IR problem within a 
probabilistic framework (Baeza-Yates, Ribeiro-Neto 1999). 

Given a user query q and a document dj in the collection, this model tries to estimate the 
probability that the user will find the document dj interesting, i.e. relevant. The model 
assumes that this probability of relevance depends on the query and the document 
representation only. Further, the model assumes that there is a subset of all documents 
which the user prefers as the answer set for the query q. Such an ideal answer set should 
maximize the overall probability of relevance to the user. Documents in the set are 
predicted to be relevant to the query. Documents not in this set are predicted to be non-
relevant (Baeza-Yates, Ribeiro-Neto 1999). 

The theoretical statement about effectiveness, Probability Ranking Principle (Robertson 
1977) encouraged the development of probabilistic retrieval models, which are the 
dominant paradigm today. These models have achieved this status because probability 
theory is a strong foundation for representing and manipulating the uncertainty that is 
the inherent part of the information retrieval process (Croft, Metzler, Strohman 2010). 

Unfortunately, the Probability Ranking Principle does not tell state how to calculate or 
estimate the probability of relevance. There are several probabilistic models, and each 
one proposes a different method for estimating this probability (Croft, Metzler, 
Strohman 2010). Although the BIR model is the original one, it is still the most 
influential . 

Alternative Models 

One of the features that a retrieval model should provide is a clear statement about the 
assumptions upon which it is based. The Boolean and vector space approaches make 
implicit assumptions about relevance and text representation that impact the design and 
effectiveness of ranking algorithms. The ideal situation would be to show that, given the 
assumptions, a ranking algorithm based on the retrieval model will achieve better 
effectiveness than any other approach. Such proofs are actually very hard to come by in 
information retrieval, since we are trying to formalize a complex human activity. The 
validity of a retrieval model generally has to be validated empirically, rather than 
theoretically (Croft, Metzler, Strohman 2010). 

Over the years, alternative modeling paradigms for each type of classic model (i.e., set 
theoretic, algebraic, and probabilistic) have been proposed. Regarding alternative set 
theoretic models, we distinguish the fuzzy and extended Boolean models. Regarding 
alternative algebraic models we distinguish the generalized vector, the latent semantic 
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indexing, and the neural network models. Regarding alternative probabilistic models, 
we distinguish the inference network and the belief network models (Baeza-Yates, 
Ribeiro-Neto 1999). 

2.2 Conceptual Indexing 
Representation in the vector space model solely based on term frequencies does not 
accurately model the semantic content or relations of information (in a collection). 
Several techniques to improve the vector space representation have been suggested to 
address the errors, or uncertainty, associated with the basic vector space model. One 
approach uses term weights (see section 2.3), and another approach relies on computing 
low-rank approximations to the original term-by-document matrix (see section 2.4). The 
potential noise reduction (due to problems like synonymy and polysemy) achieved by 
low-rank approximations is crucial for the latter approach. Vector space models such as 
Latent Semantic Indexing, LSI, (Berry, Drmac, Jessup 1999; Berry, Dumais, O'Brien 
1994; Deerwester, Dumais, Furnas, Landauer, Harschman 1990), rely on such 
approximations to encode both terms and documents for conceptual-based query 
matching. Following (Berry, Drmac, Jessup 1999), rank reduction can be explained 
using numerical algorithms such as the QR factorization and SVD, Singular Value 
Decomposition (Strang 1988). 

Approaches for conceptual indexing, i.e., finding relevant information without requiring 
literal word matches, have focused on rank-  approximations to term-by-document 
matrices (Berry, Drmac, Jessup 1999; Berry, Fierro 1995). Latent Semantic Indexing 
utilizes such approximations to represent  terms and  documents in a -dimensional 
space, where . For example, a rank-2 approximation to the original 
matrix can be used to represent both terms and documents in two dimensions. The 
coordinates produced by low-rank approximations do not clearly reflect term 
frequencies within documents, as in the traditional vector space models. Furthermore, 
the selected set of dimensions, or concepts, does not have a descriptive label, (i.e., a 
word or set of words) associated with each concept, but is a mathematical representation 
(e.g., a vector) (Kowalski, Maybury 2000). Instead, techniques like LSI attempt to 
exploit and model global usage patterns of terms so that related documents that may not 
share common (literal) terms are still represented by nearby vectors in a -dimensional 
subspace (Berry, Browne 1999). By grouping terms, or documents, into a subspace an 
automated approach is achieved for clustering information according to concepts 
(Kowalski, Maybury 2000). Using statistical relations to understand the semantic 
content of a document collection enables the definition of a logical semantic view 
known as a concept space. 

One challenge with low-rank approximation is determining the optimal rank to encode 
the original term-by-document matrix (Berry, Dumais, O'Brien 1994). Although 
attempts to mathematically determine the optimal rank have been suggested, e.g., 
variance analysis, finding the optimal values is an open question and is certainly 
database dependent (Berry, Browne 1999). 
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An example of a system that implements conceptual indexing is MatchPlus (developed 
by HNC Inc). Neural networks facilitate machine learning of concept, or word, 
relationships and sensitivity to similarity of use. The intention is to be able to determine 
from the set of items, word relations (e.g., synonyms) and the strength of these relations 
and use that knowledge in generating context vectors (Kowalski, Maybury 2000). 

2.3 Vector Space Model 

2.3.1 Representation 
The vector space model is an algebraic model for representing both text documents and 
queries as ordered vectors of terms (Salton, McGill 1983). With this model a term by 
document matrix can be represented where each column represents a document and 
each row represents a term, see Figure 2.2. Terms could be words, phrases or concepts. 
The number of dimensions of the document vectors equals the number of terms in the 
document collection modeled by the term by document matrix. 

 

F igure 2.2 A term by document matrix. 

In the term by document matrix the element  is set to the number of occurrences of 
term   in document . This means that if term  is not included in document  then  
will have the value 0. 

After the term by document matrix has been constructed, the next step is to assign 
weights to the terms according to their importance in the document and the overall 
collection. This process is called weighting and can have a major impact on the 
performance for the Vector Space Model (Salton, Buckley 1988). 

, F is a weighting function. 

When all terms  have been weighted, the term by document matrix will look like 
Figure 2.3, where  is the weighted term . In section 2.3.1, the weighting process 
and specifically the weighting function will be discussed further. 
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F igure 2.3 A weighted term by document matrix. 

Queries are represented in the same way as documents in the Vector Space Model. A 
query is represented by a vector that contains the weighted terms of the query.  

     (1) 

    (2) 

In expressions 1 and 2 the document  and the query  are represented as -
dimensional vectors of terms. Note  and  represent the weight for the same 
term  in the term by document matrix. 

Searches in the term by document matrix are performed by matching the query vector  
with each document in the term by document matrix and then return the documents that 
are considered similar. This process will be discussed further in section 2.3.2. 

2.3.2 W eighting 
The purpose of term weights is to define the importance of a term in a document and in 
the overall collection. Term discrimination consideration suggests that the best terms for 
document content identification are those able to distinguish certain individual 
documents from the remainder of the collection (Salton, Buckley 1988). This implies 
that the best terms should have high term frequencies in the document but low overall 
collection frequencies. 

An issue with the term weighting formula is that it will favor long documents over short 
documents since the former tend to repeat terms more often. To avoid favoring longer 
documents a normalization factor needs to be included into the weighting formula 
(Singhal et al. 1995). 

The weighting scheme contains a local factor that indicates how important the term is in 
the document, a global factor that indicates how important the term is in the collection 
and a normalization factor to avoid favoring long documents over shorter ones (Salton, 
Buckley 1988; Berry, Browne 1999). 
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Here is the global weight of the , term is the local weight of the  term 
in the document,  is the normalization factor for the document. 

Local T erm-W eighting 

Binary 

Definition:  

, if the term     exists  in  document , otherwise 0 

This formula ignores the actual frequency the term has in the document. Instead, it 
assigns every word that appears in a document equal relevance based on if the word is 
present or not. The use of binary weights is often too limiting since it does not provide 
consideration for partial matches. 

Term frequency 

Definition: 

,   indicates   the   numbers   of   occurrences   of   term      in  

document .  

This formula takes into account the frequency that the term has in the document. A term 
that occurs more often within a document is considered more important than a term that 
occurs less often. 

Logarithmic term frequency 

Definition: 

,   indicates  the  numbers  of  occurrences  of  term     in  

document . 

This formula, like term frequency, counts how many times the term occurs in the 
document, but it de-emphasizes the effect by using the log function. A term that appears 
ten times in a document is not necessarily ten times more important than a term that 
appears only once.  

Augmented normalized term frequency 

Definition: 
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This formula rewards any word that appears and then assigns additional value to words 
that appear frequently. 

Global T erm-W eighting  

No changes 

Definition:   

 

This formula removes the effect of the global weight factor.  

Inverse document frequency 

Formula: 

, where  is the number of documents, and  is the 

number of documents that contain term . 

This formula is used to increase the importance of terms that are rare in the document 
collection and to decrease the importance of terms that are very common in the 
document collection (Salton, Buckley 1988). 

Entropy 

Formula: 

,  where     

This formula assigns weights between 0 and 1. It is based on information theoretic ideas 
and it assigns higher weights to terms that appear fewer times in a small number of 
documents. Hence, this formula takes into account the distribution of terms over 
documents (Dumais 1992). 

Normalization 

No changes 

Formula: 

 

This formula is used when we want to emphasize long documents over short 
documents. Sometimes no normalization is needed, for example when Augmented 
Normalized Term Frequency is used as the local term weighting formula. 

Cosine Normalization 

Formula: 
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This formula resolves both reasons for normalization in one step. Higher individual 
term frequencies increase individual  values, increasing the penalty on the term 
weights. Also, if a document has more terms, the number of individual weights in the 
cosine factor increases, yielding a higher normalization factor (Salton, Wong, Yang 
1975; Singhal, Buckley, Mitra, Salton 1995). Hence, longer documents have smaller 
individual term weights and shorter documents are favored over longer ones. This is the 
most used and popular normalization (Singhal, Buckley, Mitra, Salton 1995). 

Max weight normalization  

Formula: 

 

This formula assigns weights between 0 and 1, but it does not take into account the 
distribution of terms over documents. It is useful when we want to set high importance 
to the most relevant weighted terms within a document. 

Pivoted unique normalization 

Formula: 

 

In the formula, lj is the number of distinct terms in document j. Thanks to the suggestion 
of Singal et al. (1995), slope is set to 0,2 and pivot is set to the average number of 
distinct terms per document in the entire collection. This formula is an adjustment to 
cosine normalization so that relevant documents of smaller size will have better chance 
of being judged similar (Berry, Browne 1999). 

2.3.3 Query matching 
The purpose of a retrieval system is to find documents in the collection that are relevant 
to the user request. This means that the query representation of the user request has to 
be matched to the documents in the collection. In this section we will discuss three 
different methods often used for measuring the similarity between the queries and the 
documents: Cosine coefficient, Jaccard coefficient and Dice coefficient (Salton, McGill 
1983). 

Cosine coefficient 

The Cosine coefficient measure considers documents and queries to be vectors in a term 
space. Documents are ranked according to their proximity to the query in that space. A 
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document is considered similar if the angle between the document and the query is 
small in the term space (Berry, Browne 1999). 

Definition: 

(Q, D) =  =  

 
 

Figure 2.4 Similarity between documents and query. 

Figure 2.3.3 shows the query  and the document  and  in the same term space. To 
simplify, the term space in this figure only consists of two dimensions. The Cosine 
coefficient calculates the angle  between query vector  and document  and the 
angle  between query vector  and document . The result shows that, since the angle 

 is smaller than angle , the document is a better match to the query  than . 

The cosine coefficient has been the most popular similarity measure to use for the 
Vector Space Model. A reason for this, beside its good matching performance, is that it 
can be easily calculated with vector operations. 

It is possible to factorize  to   

Since  only depends on the document collection, it can be calculated in advance and 

the result can be stored.  

For a request we only need to calculate   and then compute the dot product between 

the query and the document. Doing this, there is no need to perform the calculation for 
all terms, only those that are included in both the query and the document need to be 
considered. The result from this operation is a vector that contains the cosine value for 
each document. 

Jaccard coefficient 
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The Jaccard coefficient is a measure that calculates the overlap between two sets. 
Consider the terms in the document as a set D, and the terms in the query as a set Q. 
Jaccard then takes the number of terms in the intersection of D and Q and divide it by 
the number of terms in the union of D and Q. 

Definition: 

(Q, D) =   

Since  the value of Jaccard coefficient ranges from zero to one. If 
the query and the document contains the same terms the value will be one. If the query 
and the document have no terms in common the value will be zero. In all other cases the 
value will be a number between zero and one. 

An implementation for the weighted term vectors looks like: 

(Q, D) =  

Dice coefficient 

The Dice coefficient, also called Sorensen-Dice coefficient, is very similar to the 
Jaccard coefficient. Like the Jaccard coefficient, it also takes the overlap between two 
sets. A difference is that it doubles the value of the intersection and then, rather than 
dividing it with the union of the sets, it divides with the sum of all elements in both sets. 
This means that all elements in both sets will be counted twice. 

Definition: 

(Q,D) =  

An implementation of the weighted term vectors looks like: 

(Q, D)  =  

2.4 Latent Semantic Indexing 
Latent semantic indexing (LSI), sometimes also called latent semantic analysis (LSA), 
is an indexing and retrieval method that is based on the principle that words used in the 
same context tend to have the same meaning.  LSI uses a mathematical technique called 
singular value decomposition (SVD) to identify patterns in the relationships between the 
terms and concepts contained in an unstructured collection of text. This ability to extract 
the meaning by establishing associations between terms of text is a key feature of LSI. 

One benefit of LSI is that it solves two of the most problematic constraints in literal 
keyword searches: different words have the same meaning (synonymy) and the same 
word having different meanings (polysemy). These issues lead to mismatches in 
vocabulary used between the documents in the collection and in the queries being 
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performed, resulting in both low precision and recall, see section 2.6.1, for these queries 
(Deerwester, Dumais, Furnas, Landauer, Harschman 1990). 

Another benefit of LSI is that, since it is a pure mathematical method, it does not rely on 
any knowledge about the text. This means that LSI works well with any language and it 
can even be used to find documents across languages, especially in scientific collections 
where a lot of the terminology is the same between languages. LSI is also very tolerant 
to noise, like misspelled words, and it adapts well to changes in the terminology used in 
the data collection (Deerwester, Dumais, Furnas, Landauer, Harschman 1990). 

2.4.1 Algorithm 
LSI uses common linear algebra techniques to learn the conceptual correlations in a 
collection of text. In general the process involves constructing a weighted term by 
document matrix, see section 2.3, and then use rank reduced singular value 
decomposition to construct a low rank approximation of this matrix. The idea is that this 
truncated matrix contains information about the concepts contained in the text. 

Rank-reduced singular value decomposition  

The rank-reduced singular value decomposition is performed on the weighted term by 
document matrix to determine patterns in the relationships between the terms and 
concepts contained in the text. The SVD forms the foundation for LSI. It calculates the 
term and document vector spaces by approximating the weighted term by document 
matrix, , into three other matrices, a  by  term-concept vector matrix , a  by  
singular values matrix , and a  by  concept-document vector matrix, , which satisfy 
the following relations: 

                         (1) 
 
Where 

-  
-  
- ,  where  

 

 
 

 
F igure 2.5 Mathematical representation of the matrix . 

http://en.wikipedia.org/wiki/Singular_value_decomposition
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Figure 2.5 shows A being the supplied  by  weighted term by document matrix 
derived from a collection of text where  is the number of unique terms in the 
collection, and  is the number of documents in the collection.  is a computed  by  
matrix of term vectors where  is the rank of .  is a computed  by  diagonal matrix 
of decreasing singular values, and  is a computed  by  matrix of document vectors. 

The LSI modification to a standard SVD is to reduce the rank or truncate the singular 
value matrix  to size , typically the order of  is in the range of 100 to 300 
dimensions, effectively reducing the term and document vector matrix sizes to  by  
and  by  respectively. The SVD operation, along with this reduction, has the effect of 
preserving the most important semantic information in the text. This reduced set of 
matrices is often denoted with a modified formula such as: 

   (2) 

 

F igure 2.6 Mathematical representation of the matrix . 

Figure 2.6 shows the mathematical representation of the matrix .  and  are the 
term and document vectors and  represents the singular values. The shaded regions 
represent  from equation 2. 

It is important for the LSI method that the derived  matrix does not reconstructs the 
original term by document matrix  exactly. The truncated matrix contains the most 
important underlying structure in the association of terms and documents (Berry, 
Dumais, Letsche 1995). 

Queries  

The computed  and  matrices define the term and document vector spaces, which 
with the computed singular values,  embody the conceptual information derived from 
the document collection. The similarity of terms or documents within these spaces is a 
factor of how close they are to each other in these conceptual spaces, usually this is 
computed as a function of the angle between the corresponding vectors. 

To transform the original query  to a query  for the -dimensional space, the 
following formula is used: 
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    (3) 

2.4.2 Updating the document collection 
 
A major issue with LSI is the amount of resources it requires when it comes to memory 
usage and computational power. LSI needs to first construct a term by document matrix 
for the complete document collection and this will require both time and memory. After 
the matrix has been assembled it needs to perform a SVD on it and this operation is very 
computational heavy. 

Another issue with computing vectors in this way is how new documents should be 
added to the collection. Two alternatives exist for incorporating them. One is to 
recompute the existing SVD for a new term by document matrix, something that could 
be very time and memory consuming.  Another alternative is folding-in new terms and 
documents into the existing SVD. Folding-in is a very cheap operation but can have 
deteriorating effects on the representation of the terms and documents (Berry, Dumais, 
Letsche 1995). 

Folding-in 

Folding in documents adds the document vector as a column on , Figure 2.7, and 
folding-in terms adds the term vector as a row in , Figure 2.8. 

 

F igure 2.7 Folding in document, , in an existing SVD. 

The document is represented as a weighted sum of its component term vectors. Once a 
new document vector, , has been computed using  it is appended to the 
set of existing document vectors, i.e. in , see Figure 2.7. 
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F igure 2.8 Folding in term,  in an existing SVD. 

In the same way, new terms can be represented as the weighted sum of the vectors for 
documents in which they appear. Once the term vector, , has been computed using 

 it is appended to the set of existing term vectors, i.e. , see Figure 2.8. 

2.5 Alternatives to Latent Semantic Indexing 
As mentioned previously a major disadvantage with LSI is the memory and 
computational time required. This stems from the fact that it initially needs to construct 
a huge term by document matrix that represents the complete document collection and 
then it has to perform a computational heavy SVD on the resulting matrix. The memory 
and time it takes results in LSI not being considered for large document collections. 

Another issue with LSI is the need to compute the SVD of the complete term by 
document matrix before it can be used. This is further complicated by the fact that LSI 
might need to redo the calculation due to the fact that the document collection has 
changed. 

In this section a few additional technologies based on non-linear dimensionality 
reduction techniques will be discussed as an alternative to linear dimensionality 
reduction techniques like LSI. We will focus on two techniques called random indexing 
and auto-encoders. However there are many other non-linear dimensionality reduction 
techniques, such as principal curves and manifolds (Hastie 1984), kernel principal 
component analysis (Schölkopf et al. 1998), Laplacian eigenmaps (Belkin, Niyogi  
2001), non-linear PCA (Scholz at al. 2005), and data-driven high-dimensional scaling 
(Schölkopf et al. 1998). 

2.5.1 Random Indexing 
Random indexing is a vector space technique that provides an efficient and scalable 
approximation to the distributional similarity problems. The technique is proposed by 
Kanerva et al. 
work on sparse distribution representations (Kanerva 1988; Kanerva et al. 2000). 

I
of size m x 
steps. 

https://en.wikipedia.org/wiki/Partha_Niyogi
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1.  
2. -dimensional ternary index vector with all 

values set to zero. Given a small number k, eplace at random k 
values in the vector with +1 and k values in the vector with -1. In the end the 

- -2k is 0. 
3. Scan through each document, every time word w appears, add the index vector 

for that document to the row representing that word. 

Random indexing has been used and compared to LSI on the TOEFL (Test of English 
as a Foreign Language) test, giving similar test result, but with a much reduced matrix 
(Kanerva et al. 2000). 

Random indexing solves two major issues that LSI suffers from 

- It is an incremental method, which means that the context vectors can be used 
for similarity computations even after just a few examples have been 
encountered. By contrast, LSI requires the entire data to be sampled before 
similarity computations can be performed. This also makes adding new content 
very easy.  

- Random i
dimensionality d is much lower than the number of contexts c in the data. This 
leads to a significant gain in processing time and memory consumption as 
compared to word space methods that employ computationally expensive 
dimension reduction algorithms. 

2.5.2 Auto-encoders 
An auto-encoder (Y. Bengio 2009) is a feedforward, non-recurrent neural net, with one 
input layer, one output layer and one or more hidden layers. The input and output layers 
have the same number of nodes and the hidden layers have fewer nodes than the 
input/output layers. The activation of the final hidden layer can be regarded as a 
compressed representation of the input. 

The idea here is to use this compressed representation, calculated by the trained 
encoder, to store the documents in a lower dimension. 

 The architecture of an auto-encoder is typically decomposed into the following parts. 

- an input, x 
- an encoder function f 
- an internal representation h = f(x) 
- a decoder function g 
- an output, also called reconstruction r = g(h) = g(f(x))  
- a loss function L computing a scalar L(r,x) measuring how good of a 

reconstruction r is of the given input x. The objective is to minimize the 
expected value of L over the training set of examples {x}. 
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F igure 2.9 An overview of an auto-encoder. 

The auto-encoder, in Figure 2.9 maps an input x to an output, called reconstruction, r 
through an internal representation or code h. The auto-encoder has two components, the 
encoder f (mapping x to h) and the decoder g (mapping h to r). 

By training the encoding/decoding functions the encoder can compress the input to a 
lower dimensionality and then given this compressed input the decoder can reconstruct 
the original input with as few errors as possible (Y. Bengio 2009). 

Training of the encoding/decoding functions is performed on a subset of the document 
collection. Af
contain the compressed representations of the documents. 

2.6 Performance Evaluation 
By defining theories of relevance in the form of mathematical retrieval models it is 
possible to test and compare those theories with human decisions. Efficient retrieval 
models are expected to produce results that correlate well with human decisions on 
relevance. In other words, ranking algorithms built on good retrieval models will 
retrieve relevant documents and have high effectiveness (Croft, Metzler, Strohman 
2010). 

In one aspect, the ultimate evaluation of any information retrieval system is determined 
by whether the user is satisfied with the results of the information need requested 
(Berry, Browne 1999). However, it is not easy for a user to explain why one document 
is more relevant than the other, i.e. relevance judgements for a given query often differ 
when defined by different users (Croft, Metzler, Strohman 2010). 

The importance of objective evaluation of search effectiveness has been crucial for the 
progress of the IR field. It critically depends upon experimenting with new ideas and 
evaluating the effects of these ideas, especially given the experimental nature of the 
field (Singhal 2001). 
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Although there has been some debate over the years, the two desired properties that 
have been accepted and most commonly used by the research community for 
measurement of search effectiveness are recall and precision (Singhal 2001). Other 
measures have been proposed (Salton, McGill 1983; van Rijsbergen 1979), but these are 
by far the most widely used (Greengrass 2000). 

Before going on to the definitions of evaluation measures two parameters, indexing 
exhaustivity and  term specificity, will be introduced that highly control the 
effectiveness of an indexing system. Exhaustivity defines the level of how well the 
subject of a given document has been reflected in the index entries. An exhaustive 
indexing system fully captures the contents, or meaning, of the input documents. To 
achieve this objective, the system must include as many important terms as possible to 
represent the true meaning of the document. In a non-exhaustive system, only a few 
terms are selected which give a broad representation of the document content. Term 
specificity defines the level of how broad or how specific are the terms selected in a 
given situation; the more specific, the better is the representation of the meaning 
through the index entries (Chowdury 2010). The specificity of a term can be quantified 
as an inverse function of the number of documents in which it occurs. An inverse 
document frequency factor (see section 2.3.2) decreases the importance of terms that 
occur very frequently in the document set and increases the importance of terms that 
occur rarely (Sparck Jones 1972). 

2.6.1 Recall and precision 
To successfully evaluate an information retrieval system, evaluation measures have 
been defined to formally describe retrieval performance.  The two most common 
measures, precision and recall, initially introduced in the Cranfield studies (Croft, 
Metzler, Strohman 2009), are both based on the concept of relevance to a given query or 
information need (Greengrass 2000). An effective retrieval system should retrieve as 
many relevant documents as possible, i.e. have high recall, while it should retrieve as 
few non-relevant documents, i.e. have high precision (Singhal 2001). 

Definition The precision or precision ratio P of a search method is defined as 

 

where  is the number of relevant documents retrieved and  is the total number of 
documents retrieved, i.e. the ratio of relevant items retrieved to all items retrieved, or 
the probability given that an item is retrieved [that] it will be relevant (Berry, Browne 
1999; Greengrass 2000). 

Although precision is a formal evaluation measure it does not say anything about the 

. Relevance, or the 
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that is, relevance is subjective and dependent on who is keeping score (Berry, Browne 
1999). 

Definition Recall or recall ratio R of a search method is defined as 

 

where  is the same numerator from above equation and  is the total number of 
relevant documents in the collection, i.e. the ratio of relevant items retrieved to all 
relevant items in the collection, or the probability given that an item is relevant [that] it 
will be retrieved (Berry, Browne 1999; Greengrass 2000). 

Recall ratios are somewhat difficult to obtain, as the total number of relevant documents 
is always an unknown. In other words, how to compute the recall ratio when the number 
of relevant documents is still not known? However, the usefulness of recall ratio as an 
evaluation metric is still valuable. 

In one sense, precision and recall are on a continuum. If the query is narrow to reflect 
only a very precise information need, the terms in the query need to be very specific. 
The trade-off is that if the search is extremely precise, relevant information will be 
missed (accurate documents not retrieved) defining a type of classification error known 
as false negatives. This explains the integral part of recall. To include a significant 
number of relevant documents the query must be broadened.  Note that there is another 
obvious trade-off here. If all of the documents in a collection are retrieved, then for sure 
retrieving all the relevant documents in the collection is fulfilled in which case the recall 
will reach its maximum value. On the other hand, as pointed out by Greengrass (2000), 
in the common situation where only a small proportion of the documents in a collection 
are relevant to the given query, retrieving everything will give a very low precision 
(close to zero). If the recall is increased the retrieval result will more than likely include 
too much irrelevant material (non-relevant documents retrieved) defining another type 
of classification error known as false positives, false drops, garbage and noise (Croft, 
Metzler, Strohman 2009; Berry, Browne 1999). 

Recall is related to the false negatives, whereas precision is not directly related to the 
other type of error. For these reasons, another measure known as fallout, has been 
identified. 

Definition Fallout or fallout ratio F is defined by 

 

 

where  is the number of non-relevant documents retrieved and  is the total 
number of non-relevant documents in the collection, i.e. the ratio of non-relevant items 
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retrieved to all non-relevant items in the collection, or the probability given that an item 
is irrelevant [that] it will be retrieved (Croft, Metzler, Strohman 2009). 

Although fallout and recall together characterizes the effectiveness, precision is more 
meaningful to a user of a retrieval system. Fallout values are usually very small since 
there are so many non-relevant documents, hence changes are not noticeable by the 
user, as in the case of precision. 

Ideally the system will try to retrieve all the relevant documents and no non-relevant 
documents, providing the best achievable combination of good precision and good 
recall (Greengrass 2000). The figure below illustrates the sets , , , , . 

 

F igure 2.10 Precision, recall and fallout for a given information request. 

Techniques that tend to improve recall tend to damage precision and vice-versa. As both 
recall and precision measures are based on set oriented reasoning there is no notion of 
ranked retrieval. Several variants of recall and precision have been proposed to evaluate 
ranked retrieval. For example, if precision is more important, it may be used in top ten 
or twenty documents as the evaluation metric. On the other hand, if recall is more 
important, one could measure precision at say 50% recall, indicating the number of non-
relevant documents that need to be retrieved in order to find half the relevant ones 
(Singhal 2001). 

In a ranked retrieval setting, a user is not usually presented with all the documents in the 
answer set at once. Analyzing the documents one by one starting from the top according 
to the degree of relevance, recall and precision measures vary as the user proceeds with 
his examination of the retrieved answer set. Thus, proper evaluation requires a 
compilation of precision versus recall statistics, e.g. visualization by plotted curves 
(Baeza-Yates, Ribiero-Neto 1999). 
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So far, the discussion has focused on recall and precision for a single query. However 
for large scale tests, especially in experimental settings, retrieval algorithms are 
evaluated by running batches of distinct queries. In this case, a distinct precision versus 
recall curve is generated for each query. Average precision is a single valued measure 
most commonly used to evaluate ranked retrieval performance. It is computed by 
measuring precision at different recall levels (10%, 20%, and so on) and averaging 
(Salton, McGill 1983). 

Definition Let  denote the number of relevant documents up to and including 
position  in the (ordered) returned list of documents. The recall at the th document in 
the list (the first document is assumed to be the most relevant) is the proportion of 
relevant documents seen thus far, i.e. The precision at the th document,  
is defined to be the proportion of documents up to including position  that are relevant 
to the given query. Hence, . The so-called pseudo precision at a recall level  is 
then defined by 

 

Using the pseudo precision equation above, the n-point (interpolated) average precision 
for a given query is given by 

 

As it is common to observe retrieval at recall levels , for , an 
 point average precision ( ) is typically used to measure the performance of a 

retrieval system for each query. If a single measure is desired for multiple queries, the 
mean (or median)  across all queries can be used (Berry, Browne 1999). 

2.6.2 Recall and precision appropriateness 
Although precision and recall have been used widely to evaluate and understand the 
retrieval performance of retrieval algorithms these measures are associated with some 
problems (Korfhage 1997). First, detailed knowledge of the document collection is 
needed to estimate accurate values for maximum recall; in large collections such 
knowledge is unavailable. Second, since recall and precision are related, although they 
capture different aspects, combining them into a single measure could be more 
advantageous. Third, evaluating results from batch processing to measure the 
effectiveness over a set of queries might not reflect interactivity, as an integral part of 
modern systems, as the key aspect of a retrieval process. Fourth, precision and recall are 
set-based measures. That is, they evaluate the quality of an unordered set of retrieved 
documents. While easy to define for a linear ordering of retrieved data, recall and 
precision might be inadequate for retrieval models based on a weak retrieval ordering 
(Baeza-Yates, Ribiero-Neto 1999). 
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2.6.3 Single Value Summaries 
Average precision versus recall figures are a standard evaluation strategy and allows for 
evaluation quantitatively of the overall answer set quality and the breadth of the 
retrieval algorithm. These figures are intuitive and easy to combine into a single curve. 
However, they are most suitable when comparing the retrieval performance of distinct 
retrieval algorithms over multiple queries. Important anomalies in the retrieval 
algorithms might be hidden by averaging over the queries. In addition, investigating the 
performance of multiple retrieval algorithms over a single query will require the known 
resolution of precision for each query. A single precision value summarizes the retrieval 

recall curve, usually taken as the precision at a specified 
recall level (Baeza-Yates, Ribiero-Neto 1999). 

Average Precision at Seen Relevant Documents defines a single value summary of the 
retrieval ranking by averaging the precision figures obtained after observing each new 
relevant document, i.e. when recall increases. For instance, assume 5 relevant 
documents are returned by an algorithm (out of 15 documents returned in total) with 
precision values of  respectively, that is with positions 

 of the relevant documents in the retrieved set. Then, the average 
precision at seen relevant documents is given by  or 

. Systems that present relevant documents quickly, i.e. early in the ranking, are 
favored by this measure. Although an algorithm may present good results for average 
precision at seen relevant documents the overall performance of recall might be poor. 

-Precision defines a single value summary of the retrieval ranking by computing the 
precision at the -th position in the retrieval ranking, where  is the total number of 
relevant documents for the current query. For instance, let  and the number of 
relevant documents identified at the -th position equals  in the ranked retrieval set, 
then -Precision is . The -precision measure is useful for studying the behavior of 
an algorithm for each individual query. 

The -Precision measures can be used to evaluate the retrieval performance of two 
algorithms. Let  and  denote the -Precision values of the algorithms  
and  for the -th query. The -Precision  is defined by 

 

A positive value of  indicates better retrieval performance (in terms of -

Precision) by algorithm , while a negative value indicates better retrieval performance 
by algorithm . The values from several queries can be represented in a bar graph called 
precision histogram that allows for retrieval performance comparison of two algorithms 
through visual inspection. 

2.6.4 Focusing on the Top Documents 
In many real world search systems, users tend to look at only the top ranked documents 
of the retrieved result set. For web searches this means looking into the first page or two 
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of results. In addition, retrieval tasks such as question answering have only one single 
relevant document. Under these circumstances, recall is just not an appropriate measure. 
Instead, the focus should be on how effective the system is on retrieving relevant 
documents at very high ranks, i.e. near the top of the ranking. 

One measure which captures this concept is precision at rank p (Croft, Metzler, 
Strohman 2009). The idea here is to calculate recall-precision values at a small number 
of predefined rank positions. To compare retrieval rankings for a distinct query, only the 
precision at the predefined rank positions needs to be computed. A higher precision 
value at rank position  implies a higher recall value as well. The value of  is arbitrary, 
but since this measure is typically used to evaluate output at high rankings most 
common values are  and . With this approach the retrieval task has been reduced to 
finding the most relevant documents at a certain rank, as opposed to finding as many 
relevant documents as possible. Documents that fall outside the retrieved set will not be 
considered, that is documents further down the ranking than position , even though 
they might be judged relevant by a user. This measure does not depend on the internal 
ranking for the documents at positions  to , which might be of importance for some 
retrieval tasks. For example, if only one relevant document was found in the top , 
according to the precision measure a ranking where that document is in the top position 
would be the same as one where it was at rank , i.e., . 

The reciprocal rank measure (Croft, Metzler, Strohman 2009) is very sensitive to the 
rank position. It is useful when there is typically a single relevant document, and is 
described as the reciprocal of the rank position at which the first relevant document is 
retrieved. Furthermore, even when there is more than one relevant document, this 
measure helps understanding 
early. For example, let the retrieved set of documents for a query be defined by 

 where  and  represent non-relevant and relevant documents 
respectively. The reciprocal rank for this set would be . Even with more 
relevant documents retrieved, exemplified by the set  the reciprocal 
rank would still be the same. Since the reciprocal rank is very sensitive to the rank 
position, it drops quickly with lower ranks. Averaging over reciprocal ranks for multiple 
queries is called the mean reciprocal rank (MRR). 
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3 Environment 

3.1 Jeeves Support System 
The support system in Jeeves (JSS) is an integral part, or module, of the Enterprise 
Resource Planning (ERP) system itself. All modules defined in the ERP system follow 
the same principles for storage, retrieval and transactional rules defined by the technical 
platform. A multi layered application approach facilitates scalability, reliability and 
extendibility. The foundation of the system is based on Microsoft SQL Server, a 
relational database management system. Enterprise data, business logic, the data model 
and customizations are all part of the database, which comes with open APIs, or 
interfaces, that rely on a consistency model defined by triggers, stored procedures and 
related views as part of the business logic. User interaction with the system goes 
through frontend interfaces such as rich and thin clients, and sometimes also through 
web-based solutions as is the case for the support system. 

Additional descriptors 

The support module can be described as a semi-structured, or hybrid, information 
retrieval system (see section 2.1.1), since textual content is combined with additional 
descriptors, or metadata, such as application area, reported version and module 
information. The combination of text and metadata highly improves the retrieval 
performance since many irrelevant documents in the collection will be excluded already 
from the start of the search. 

Storage and indexing 

The description of each support ticket is stored as free text in a database table field of 
type text. No indexing, apart from standard database primitives applied for performance 
reasons, from an information retrieval perspective, or preprocessing, such as stop word 
removal or stemming, is used to analyze the data. Although modern database systems 
include advanced primitives for implementation of free text indexing and searching this 
is not part of the current solution. 

Query formulation 

information need is simply entered into the system as a list of keywords of 
interest. The transformation, or query formulation, of the requested information, is 
handled by stored procedures building the database query representation which is 
understandable by the database engine. A sophisticated mix of like statements and 
regular expressions is constructed in T-SQL, the query language of Microsoft SQL 
Server, defining a wildcard search to accurately find as relevant information as possible. 

Retrieval 

The wildcard keyword search approach can easily be compared to the Boolean model 
(see section 2.1.7) with its obvious disadvantages. Although the query engine in the 
database tries to match the keywords in the search statement using primitives like 
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regular expressions no retrieval ranking is provided in the result set. Thus, retrieval 
performance is limited to the strength of the primitives. In addition, no indexing in 
terms of local or global analysis is achieved, e.g. term weighting, to support the retrieval 
task. 

3.2 Prototype 
The prototype developed for this study supports text files and implements the VSM and 
LSI methods. A user is able to perform keyword searches in the prototype using either 
VMS or LSI. An overview of the implementation of the prototype is given in chapter 4. 
The prototype uses a generator to construct a stop word list based on the document 
collection that will be used to remove words from consideration. The generator takes a 
percentage value as input parameter and returns a list of terms that occur in more 
documents than defined by the input value. 

Prototype settings used during test 

During the experiments, described in chapter 5, the following settings where used for 
the algorithms. 

 Stop word list: all terms that occurred in more than 40% of the documents were 
removed. 

 Weighting algorithm: term frequency and inversed document frequency. 
 Cosine is used as similarity measure. 
 LSI reduces the dimensions to 300. 

The values used for the algorithm settings were the result of experiments that we 
performed prior to the study. 

3.3 Data statistics 
The data collection retrieved from the Jeeves support database contains 12,020 
documents. These documents contain in total 102,071 words. That gives an average 
document size of 113 words and by removing the 10% shortest and the 10% longest 
documents, the size distribution is 18 to 195 words. 

The graph in Figure 3.1 shows the distribution of documents based on the number of 
words they contain. The graph peaks at 25 words, indicating that this is the most 
common size and that it is shared by 151 documents. 
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F igure 3.1 The distribution of document sizes in the collection. 

We can also see how the words are distributed in the document collection. In Figure 3.2 
the graph shows the percentage of words included in less or equal to the number of 
documents displayed on the x-axis. The purpose of this graph is to show how many 
terms are included in few documents in the collection.  

F igure 3.2 The Distribution of words in the collection among documents. 

In this graph we can see that 56% of the words in the data collection are included in no 
more than one document, and 80% of the words in the data collection are included in no 
more than 5 documents. 

  

0

20

40

60

80

100

120

140

160

0 50 100 150 200 250 300 350

N
u
m
b
e
r  
o
f  
d
o
cu
m
e
n
ts
  

Number  of  words  

0%

10%

20%

30%

40%

50%

60%

70%

80%

90%

100%

1 3 5 7 9 11 13 15 17 19 21 23 25 27 29

W
o
rd
s  
in
  t
h
e
  c
o
lle
ct
io
n
  

Number  of  documents  



36 
 

4 Implementation 
The Jeeves Search Engine prototype (JSE) is a java application based on JDK 1.1.4. It 
was developed in Visual Studio 6.0 using the language Visual J++.  The prototype was 
originally developed as a client server application based on RMI, however later in the 
development it was transformed into a standalone application. The application uses a 
third party package for linear algebra, called JAMA version 1.0.0.0, which was 
developed by MathWorks and the National Institute of Standard and Technology 
(NIST). 

Preprocessing 
The prototype is built to handle text files. Since the support data is stored in a database, 
a preprocessing step is needed to retrieve the support data from the database. The 
preprocessing step exports all questions and answers connected to the support tickets to 
normal text files that can be processed by the prototype. The database also contains 
additional information about the support ticket, such as time stamps, status, and what 
application the support ticket belongs to and so on. This information has not been 
exported since the purpose of the test is to match the question itself. 

 

 
 

F igure 4.1 An overview of the prototype implementation. 

Figure 4.1 shows an overview of the prototype implementation. The square boxes 
indicate major modules, the internal boxes represent plugins that could be exchanged 
for other implementations, for example the weighting algorithm. The scrolls represent 
data structures and the cylinder represents data sources. 

The implementation shown in Figure 4.1 will be explained in two parts, the first 
explains the process performed when indexing the data collection, the second part 
explains the process performed when searching the data collection. 

Indexing the data collection 

The prototype retrieves all the exported support files from the preprocessing step. The 
result from parsing words in documents is the construction of an index that contains, for 
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each document, the number of occurrences of each term. Once the index has been 
constructed a preprocessing step is performed to remove the words that are considered 
irrelevant. After the preprocessing step has been completed a weighted term by 
document matrix is constructed. 

Core 

The Core is responsible for driving the process of creating the weighted term by 
document matrix that is used by both VSM and LSI. It will collect the documents from 
the Data Harvester, parse the information and hand the parsed result to the Indexer. The 
Core implements the term frequency/inversed document frequency as the weighting 
algorithm to be used by the prototype. This means that the same weighting is used for 
both LSI and VSM. The Core also implements the SVD and stores the result. The Core 
simplifies testing by allowing the weighting algorithm and the SVD implementation to 
be changed easily using a simple plugin interface. 

Indexer 

The Indexer parses the words from the documents and builds an inverted file structure. 
This structure keeps track of what words and how many of these words each document 
contains. The inverted file structure is implemented as a dictionary (i.e. Hashtable in 
Java) and is therefore computationally cheap to access. This structure is later used when 
the weighted term by document matrix is constructed.  

Filter 

The prototype implements a stop word list, a list of words that are considered irrelevant 
and should not be included in the model, which is automatically created from the Index 
file. The algorithm decides that all words that occur in more than 40% of documents 
should be included in this stop word list. At an early stage, tests to remove terms that 
occurred in very few documents were performed. However, since many words in the data 
collection are included in very few documents, this led to keywords used in the searches 
often being removed in the stop word lists. 

Searching the data collection 

The prototype supports two different types of searches for both VSM and LSI. These 
searches are: 

- Keyword search, user submits a list of keywords. 
- Similarity search, the user selects a response from a previous search and request 

similar documents. 

The result from both searches is a list of documents that contain the questions from the 
support tickets originating from the Jeeves support system ordered by relevance. This 
means that the most relevant document to the user request will be first in the list. 
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If the user sees a relevant question in the list of responses, he/she can select to view it. 
Then the complete support ticket will be displayed as a document that contains both the 
question and the answer. 

Query Handler 

The query handler receives the query from the user and processes the request so that it 
can be represented as a document in the term by document matrix. This means that it 
needs to use the same preprocessing step as was done when the term by document 
matrix was created. 

For keyword search 

- The preprocessing is applied to the query, a vector is constructed and the terms 
in the vector is weighted using term frequency/inversed document frequency. 

For similarity search 

- The document vector is retrieved from the term by document matrix. 

Retriever 

The retriever takes a query vector and calculates the cosine angle from it to every other 
document in the term by document matrix. The result handler is then ordering the result 
so that the documents with the smallest angle to the query get returned first in the list. 
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5 Experiments, results and analysis 

5.1 Objectives and general info 
The purpose of the experiments is to (a) evaluate the efficiency of Latent Semantic 
Indexing (LSI), and its base implementation the Vector Space Model (VSM), over an 
existing free-text search solution built on simple database primitives and (b) to find 
relevant data in the existing query domain for Jeeves Support System (JSS). 

To investigate the strength of the retrieval algorithms in finding relevant information the 
JSS serves as a tool, since it contains free text and is fairly easy to evaluate. The idea is 
to evaluate and bench mark the algorithms with the help of Jeeves data using the 
support system as a baseline comparison. We expect that VSM and LSI will perform 
equally or better than the current support system implementation, however their main 
advantage is that they are generic and domain independent, that is applicable on 
multiple domains, unlike JSS. 

Although the support system in Jeeves includes both questions and related answers, the 
techniques used in this study apply only to the question domain. With this approach the 
analysis, or indexing, targets the text of the questions to find similar information needs 
previously asked to the system, retrieving the related, or linked, answers, with a 1-to-1 
mapping. That is, the retrieved result set includes already existing questions (hopefully 
relevant) similar to, from a semantic perspective, the current information need. The 
questions of the result set link to a solution that preferably address the problem at hand. 

Given the current document collection, represented by the set of existing questions, 
analysis is applied to create a representation of the document content in a semantic 
conceptual space. With VSM, local and global term analysis help understand word 
usage and importance throughout the collection which ideally improves retrieval 
performance. In LSI, the approximation into a lower dimensional space clusters and 
preserves relevant information while keeping the distinctive features of the data in an 
optimal way. Since LSI is a recall-enhancing technique designed to overcome some of 
the problems caused by differing vocabularies we expect this technique to outperform 
the other two approaches. 

5.2 Method and data set 
This chapter will explain how the experiments were conducted. The purpose of these 
tests is to compare the performance for three different search methods using a 
predefined set of queries. 

The methods selected for this study are: 

-‐ Simple keyword search implemented by the Jeeves Support System (JSS). 
-‐ Vector space model implemented by the Jeeves Search Engine prototype 

(VSM). 
-‐ Latent semantic indexing implemented by the Jeeves Search Engine prototype 

(LSI). 
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The process we are going to follow is that we will begin by identifying a few issues that 
occurs frequently in the Jeeves support database, with support from a domain expert. 
This domain expert will then provide a number of queries, one query for each identified 
issue. In the tests each method will perform a keyword search for each of the queries 
and the result will be sent to the domain expert that will manually judge the results as 
either relevant or irrelevant to the query. 

L imitations and constraints 

The data used in this study was real data retrieved from the Jeeves Support System 
database rather than using data from a standard collection like TREC. The decision to 
use real data was made by Jeeves and was based on the fact that they wanted to see how 
these technologies could improve an actual issue they have with the current 
performance on their own search engine. A consequence of this decision is that we do 
not know the actual recall values of the queries. Another issue is that we will need 
support from a domain expert to manually judge the responses as relevant or irrelevant. 
A result of this is that we have to reduce the number of queries used in our study to 
twenty. 

Although the Jeeves Support System comes with metadata, or additional descriptors 
(see section 3.1), this study does not include any of that knowledge. The reason for this 
is that we want to provide equal conditions for the three methods in a comparable study. 
Enabling additional metadata selections in the filters for the searches results in 
unreasonable high retrieval performance and disfavors the other models. 

Domain expert 

Since real support data is used in the study a domain expert is needed. This domain 
expert needs to be knowledgeable about the customer issues that can be found in the 
Jeeves Support System database. In this study, he will help identifying common 
customer issues, formulating queries that target these issues and finally help judging the 
results retrieved from these queries. 

Jeeves Information Systems assigned us a good candidate for this role. He has been an 
employee at the company for more than 20 years and has been responsible for customer 
support at Jeeves for the last 10 years. 

Data selection 

The domain expert first identified 20 different issues that are included as customer 
complaints in the Jeeves Support System database. 

The domain expert then defined 20 queries, one for each issue. We wanted to split these 
queries in both short and long queries. The 10 short queries should contain 2 to 5 
keywords related to the issue the query belonged to. For the 10 long queries the domain 
expert wrote the queries as they would have been written by the customer when filing a 
complaint. These long queries contain 2 to 5 sentences. 
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T est execution 

The tests will be performed by running all selected queries on all three algorithms and 
the result will be stored: 

- Jeeves Support System search using simple keyword search 
- Jeeves Search Engine prototype search using VSM 
- Jeeves Search Engine prototype search using LSI 

The results from the Jeeves Support System are used as baseline and compared to VSM 
and LSI searches. 

Results 

After the tests have been executed the result is handed to the domain expert. The 
domain expert will judge the relevance of the 20 highest retrieved results for each query 
as either relevant or irrelevant. 

The domain expert is judging any document that is related to the issue that the query 
was designed to find as relevant, all other are considered irrelevant. This means that it is 
possible that a response matches the query very well but is still considered irrelevant 
since it is not related to the issue that this query was written to find. 

Evaluation 

Since the document collection of the support system provides no overall relevancy 
information, i.e., the number of relevant documents is unknown, the evaluation of this 
study will be based on measures that do not rely on recall figures. Appropriate measures 
to use are Precision at Seen Relevant Documents, Average precision at rank k and 
Reciprocal rank (see sections 2.6.3, 2.6.4). 

5.3 Results 
When viewing the results in this section it is important to remember that each query 
targets a different category of issues. Each of these naturally relates to different number 
of relevant support tickets in the support data collection. A consequence of this is that to 
compare the performance for different methods we need to compare them against the 
same query set. Or compare the performance of the method between sets by relating its 
performance to the other methods in the same set. 

The results from the tests will be presented using some of the measures described in 
section 2.6.3 and 2.6.4. The rationale behind why these measures were selected is 
discussed in section 5.2. 

The measures being used are: 

- Precision at seen relevant documents, see section 2.6.3 
- Precision at rank p, see section 2.6.4 
- Reciprocal rank, see section 2.6.4 
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Overview 

Figure 5.1 shows how many relevant documents each of the methods finds in average 
from the collection. The results are displayed for short queries, long queries, and all 
queries.  

 
F igure 5.1 The average relevant documents found. 

All methods find more or less the same amount of relevant documents for short queries. 
However when longer queries are being used the difference between JSS and the others 
gets more obvious. For longer queries we can also see that VSM seems to find more 
relevant document than LSI. 

Precision at Seen Relevant Documents 

The graphs in this section are based on the measure precision at seen relevant 
documents, see section 2.6.3. This measure gives a higher precision value if the relevant 
documents are found earlier among the responses. The graph in Figure 5.2 shows the 
precision at seen relevant document for each individual query and the graph in Figure 
5.3 shows the average precision at seen relevant documents for short queries, long 
queries and all queries.  

 
F igure 5.2 The precision at seen relevant documents for all queries. 

0

0,5

1

1,5

2

2,5

3

Short  queries Long  queries All  queries

JSS

VSM

LSI

0

0,1

0,2

0,3

0,4

0,5

0,6

0,7

0,8

0,9

1

q1 q2 q3 q4 q5 q6 q7 q8 q9 q10q11q12q13q14q15q16q17q18q19q20

JSS

VSM

LSI



43 
 

Figure 5.2 shows an extreme value of the result of q4 for VSM as the only relevant 
document found was found first. From Figure 5.4 we can see that LSI finds more 
relevant documents for this query, indicating that VSM actually missed relevant 
documents for q4.  

 
F igure 5.3 The average precision at seen relevant documents. 

Figure 5.3 shows that both VSM and LSI perform significantly better than baseline 
(JSS) for short queries and that the difference increases even more for long queries. 
VSM also seems to perform a little better than LSI for short queries. 

Precision at rank p 

The measure precision at rank p, see section 2.6.4, shows how many relevant 
documents that are found among the first p responses. The histogram in Figure 5.4 
shows the precision at rank 20 for all individual queries. The graphs in Figure 5.5, 
Figure 5.6 and Figure 5.7 show how the precision changes for different values of p for 
short queries, long queries, and all queries. 

 
F igure 5.4 The precision at rank p, p=20. 
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Figure 5.4 shows that no method found any relevant response for q3. For some queries, 
such as q1, q12, q14 and q18, not all methods found a relevant response. It should be 
noted however that LSI finds at least one relevant answer in all these cases. Overall LSI 
seems to be the most consistent method when it comes to produce relevant responses. 

Another thing that stands out in the response is the difference between the methods 
regarding the query q13. For this query VSM found six relevant documents, LSI found 
3 three and JSS found only one.  

 
F igure 5.5 The average precision at rank p for all queries. 

Figure 5.5 displays the average precision for different values of p over all queries. 
Overall both VSM and LSI perform much better than baseline (JSS). We can also see, 
that for the first twenty responses, both VSM and LSI seem to find relevant documents 
earlier compared to JSS that seems to find relevant documents with the same frequency 
during the twenty first responses.  

  

 
F igure 5.6 The precision at rank p for short queries. 

Figure 5.6 show that all three methods behave the same for short queries. A minor 
difference can be noted for the first 5 responses, where LSI seems to find most relevant 
documents, followed by VSM then JSS. 
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F igure 5.7 The precision at rank p for long queries. 

Figure 5.7 shows that for long queries VSM and LSI perform much better than baseline 
(JSS). A minor difference can also be seen between VSM and LSI where VSM seems to 
perform a little better. 

Reciprocal rank 

The measure, reciprocal rank, is described in section 2.6.4. The main purpose of this 
measure is to shows how quickly a query finds a relevant answer. In Figure 5.8 we can 
see the reciprocal rank for all individual queries. These queries are shown in an average 
histogram, see Figure 5.9, which displays the reciprocal rank to use for comparison 
between short queries, long queries and all queries. 

 
F igure 5.8 The reciprocal rank for all documents. 

The histogram in Figure 5.8 shows how quickly the different methods find the first 
relevant document for each query. 
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F igure 5.9 The average reciprocal rank. 

Figure 5.9 shows that VSM and LSI perform better than JSS for short queries and that 
the difference gets more significant for longer queries. A minor difference between 
VSM and LSI is also observed as VSM finds the first relevant document slightly faster 
than LSI for short queries and that the opposite holds for long queries. 

5.4 Analysis 
The result of the tests shows that VSM and LSI perform better than JSS for both short 
and long queries. From Figure 5.3, 5.7 and 5.9 it is visible that JSS performs worse for 
longer queries than for shorter ones. 

The major difference for long queries can be explained by how JSS is implemented in 
the Jeeves support system. As described in section 3.1, JSS assigns all search terms 
equal importance, which clearly is an issue for longer queries. This explains the 
performance drop for JSS when the queries get longer as shown in Figure 5.3, 5.7 and 
5.9. Another problem with JSS is that it does not truly provide a ranked retrieval result 
and may explain why JSS seems to find relevant documents with the same frequency 
over the result set, as shown in Figure 5.7. 

A comparison of the results between LSI and VSM suggests that VSM finds most relevant 
documents for short queries, see Figure 5.3. A noticeable exception is that LSI finds 
more relevant documents among the five first returned, see Figure 5.6. 

In general the overall performance for all methods was expected to be better. The best 
method, on average, found two relevant documents among the twenty first retrieved (see 
Figure 5.1). We believe the problem is related to the data collection used, described in 
section 3.3. The data collection contains many small documents where most terms occur 
in only one document. Another cause might have been the way the issue categories, 
topics, were selected, how queries were written or even how the result was judged. The 
fact that all methods perform poorly indicates that the result is not directly related to the 
techniques or the implementation of the techniques. 
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6 Summary and conclusions 
Information Retrieval Systems based on word matching suffer from the vocabulary 
mismatch problem, a common phenomenon in the usage of natural languages, e.g., the 
use of synonyms or different words that have the same meaning, and words that have 
different meanings when used in varying contexts. 

This study examines the utility of conceptual indexing to improve retrieval performance 
of a domain specific Information Retrieval System using Latent Semantic Indexing 
(LSI). LSI exploit statistical relations and model global usage patterns of words to more 
accurately capture the semantic content of information. LSI, an extension of the Vector 
Space Model (VSM), is applied and evaluated in a document collection extracted from 
the Jeeves Support System, an ad-hoc question/answer support ticket system containing 
a total of 12,020 topics, or queries. A number of topics, 20 in total, are selected to be 
part of the study distributed over one set of short, yet descriptive, topics and another set 
of relatively complete topics. 

Due to the unknown overall recall values, i.e., the number of relevant documents in the 
collection, the evaluation in this study is based on alternative measures. Appropriate 
measures used are Precision at Seen Relevant Documents, Average precision at rank 
and Reciprocal rank. 

To support tests and evaluation in the study a functional prototype is built. This 
prototype implements both the VSM and the LSI methods and allows for different types 
of searches, e.g. simple keyword search and more like this-functionality. 

Experimental results show that LSI is noticeable more efficient, compared to baseline, 
for relatively complete queries. However, the current implementation did not improve 
the effectiveness of short, yet descriptive, queries. 

We expected LSI to be more efficient than the existing retrieval system, the Jeeves 
support system (JSS). As discussed in section 5.2, metadata was removed from JSS to 
get a comparative study of the algorithms. An alternative would have been too incorporate 
metadata in VSM and LSI. This idea was rejected since metadata could be considered a pre-
defined classifier that would have counteracted the purpose to test how the methods 
performed on free text searches. However, the metadata is a major part of the expert logic 
JSS is based on. Although the results confirm our expectations, the general consensus 
among Jeeves employees was that the exclusion of metadata effected the retrieval 
performance too much to be acceptable. Since JSS was not given optimal conditions no 
conclusions can be drawn about the performance of the LSI implementation compared 
to JSS using metadata. 
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7 Further work 
Since the experimental results show small or no improvements for short queries, which 
is the most common and preferred way of interacting with a retrieval system, additional 
research is needed to understand and tune the current implementation and parameter 
setting. Users of word based retrieval systems tend to input very limited queries while 
expecting highly relevant answers in return. Even though the Latent Semantic Indexing 
(LSI) performance for longer queries is significantly higher compared to baseline 
further work should focus on real world usage, i.e., short, less descriptive, information 
needs. 

Several preprocessing steps are part of a standard retrieval solution. For example, 
applying stop word lists excludes non-descriptive and irrelevant words. In this study an 
automated, language independent, algorithm determines the words to be excluded. 
However, there exist several language specific implementations that might improve 
retrieval performance where the source language is known. Also part of the 
preprocessing is the initial step of parsing and building tokens to be included in the 
retrieval index. Combining words into phrases, where applicable, or to keep known 
phrases to be added to the index will perhaps better represent the semantic content and 
relations of the current document collection. N-grams are often used as features, with 
individual words being unigrams (Broder et al. 1997). 

In this study, a standard weighting algorithm was applied prior to LSI. Since there are 
several weighting schemes available more work is needed to evaluate the most optimal 
settings. 

Although the selected queries from the domain specific document collection used in this 
study are attached with relevance judgements they provide limited evaluation value. 
More experiments are needed on different data sets, e.g. the TREC collections, with 
complete relevance judgements to fully understand the strength of the current 
implementation. 

A challenge with the LSI method is the difficulty of determining an optimal value of  
for the dimension reduction. To achieve optimal retrieval performance the value should 
be tested for each collection used in which implies that a static value is not applicable 
for all collections. Although previous research indicates that the optimal value of  
increases for larger collections it should be kept as small as possible since at some level 
the retrieval performance drops significantly. In this study a value of 300 was used for 
dimension reduction. In addition, the variance in the data after computing the SVD can 
be used to plot the singular values in a scree plot and the resulting graph can give a hint 
on the optimal number of dimensions to retain. Some select the dimensionality 
associated with the knee of the curve, others argue that the amount of variance in the 
data should dictate the proper dimensionality to retain (Jolliffe 1986; Hu et al. 2003). 

Finally, combining metadata filtering and the current LSI method for improving the 
retrieval performance in the Jeeves Support System (JSS) might be advantageous and 
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result in fewer irrelevant documents retrieved, that is higher recall values in the top of 
the retrieved answer set. However, there is a clear trade-off here due to the fact that 
relevant documents might be excluded incorrectly. 
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