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Planning of routes for the many kinds of road maintenance problems is essential.
These problems can be generalised to the vehicle routing problem, where a number of available vehicles should be assigned to objectives in an optimised order.
With different kinds of winter-based maintenance tasks come many variations of
the problem, making the flexibility of an optimisation system an important
aspect. The problem is approached using constraint programming technology
with the modelling language MiniZinc. A model is presented for route optimisation of winter road maintenance related problems. The model has been
tested against an existing system written in C# using guided local search as
search strategy, in terms of quality of the solution and solving time. Several
back-end solvers have been tested with the model in a black-box manner; CPX
Opturion, Gecode, or-tools, and OscaR/CBLS, where or-tools performed well
compared to the others. The advantages of using constraint modelling with
MiniZinc are shown when the problem specifications are not clear beforehand,
since adapting a model for new scenarios is done with little effort. However, the
presented model can not compete in terms of solving time when the problem
size increases. A proposed solution to this is to cluster objectives together and
generalising the problem, making the problem sizes smaller.
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Swedish Summary
Planering av rutter för många olika typer av underhållsarbete för vägar är av
stor vikt. Dessa problem kan generaliseras som vehicle routing problems där
målet är att tilldela arbete i form av noder åt tillgängliga fordon på ett optimalt
sätt. Då området underhåll av vägar under vintersäsongen är brett, finns det
väldigt många variationer av problemet, vilket lägger stor vikt vid flexibilitet
för ett sådant system.
Problemet har därför bemötts med användadet av villkorsprogrammering med
modelleringsspråket MiniZinc. En modell har presenterats för ruttoptimering
av vägunderhåll med vinterspecifika krav. Modellen har sedan jämförts med
en tidigare lösning implementerat i C# som använder guided local search som
sökstrategi, där eﬀektivitet och resultat från de olika systemen har jämförts.
En fördel med MiniZinc är att den implementerade modellen lätt kan användas
med ett bakomliggande system som stör för sökstrategier. Därför har flera
sådana lösare testas i ett black-box manér tillsammans med modellen för ruttoptimering. De lösare som användes var: CPX Opturion, Gecode, or-tools,
och OscaR CBLS, där Google’s or-tools visade goda resultat i jämförelse med
de andra.
Fördelen med att använda villkorsmodellering med MiniZinc för dessa vinterspecifika ruttoptimeringsproblem, är tydligast när problemspefikationerna är
oklara på förhand, eftersom det är smidigt att redigera en modell för tillkommande villkor eller nya scenarion. Däremot har har den föreslagna modellen
problem att mäta sig mot andra metoder i form av beräkningstider när problemstorleken skalas upp.
En föreslagen lösning till detta är att gruppera ihop flera noder och generalisera
problemen för att få ner den totala problemstorleken.
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1

Introduction

There are many kinds of service vehicles, all with the purpose of servicing either
the road itself or customers stationed alongside the road. What they often have
in common is that the cost for each vehicle depends on various variables such
as travelling distance and time. The actual planning of the routes is therefore
of great importance. Well-planned routes may result in huge financial savings
and reduced travelling distance is also beneficial for the environment.

1.1

Route Optimisation

Although the main objective of route optimisation is to minimize the cost of
the work to be done, there are still a lot of diﬀerent real-world scenarios of the
problem. These problems are generalised as vehicle routing problems (VRP) [1],
but more specifically, they can often be divided into node or arc routing problems. The node routing problem is about minimising the total cost when given
a number of vehicles that have to service a set of nodes, or in other words,
customers (e.g., waste removal). The arc routing problem addresses the arcs, or
roads, themselves as the objective for the vehicles (e.g., snow ploughing).
Regardless if the problem is about visiting customers or travelling a number of
roads, they often consist of many side constraints that make the optimisation
so much harder to do. One of the most common is the need for time windows,
where each customer or road has to be serviced before a deadline, and sometimes
they can not be serviced too early either. When it comes to picking up or leaving
objects at each service point, one would also have to take the capacity of all
vehicles in consideration to be able to find a valid solution. The list is long
and every new task-specific demand makes every problem stand out from the
other, and it can be problematic to construct a system that can satisfy all the
constraints for more than one specific problem.
Constraint programming (CP) is a possible approach for this, where each constraint is independent of the next one, which makes it suitable for adding or
removing constraints from the model [2]. In CP, solutions will be searched for
that satisfy all given constraints, over a search domain of a defined set of decision variables. The search domains will grow quickly with the problem sizes
and therefore the computation time can be very long for large problems. This
takes some of the stress from constructing an actual algorithm and puts it in
writing a good model and defining a good search strategy instead.
The constraint modelling language MiniZinc [3] can ease the process of constructing these models. The language is “designed for specifying constrained
optimisation and decision problems over integers and real numbers” [4, page 3],
and with its medium-level syntax it is straightforward to construct the constraints for the model in a mathematical-like manner. When solving a MiniZinc
model, the model and its data are transformed into a new model of the low-level
language FlatZinc [5], which then can be used with diﬀerent back-end solvers,
from diﬀerent constraint solving technologies.
3

1.2

Related Work

There are several exact algorithms for solving VRPs. Examples of such algorithms are branch-and-bound algorithms and brute force search. Since the VRP
is classified as a NP-hard problem [6], these exact algorithms are only suitable
for small or easy problem instances and because of that a lot of research has been
done for the purpose of finding more eﬃcient ways of solving problems that can
be constructed as a VRP. The common way of handling this scalability problem
is to sacrifice some of the quality of the result for shorter calculation times by
using heuristic or meta-heuristic algorithms. Some suggested algorithms are
discussed and compared in [7, 8, 9].
The research of the VRP is huge but that is not the case when it comes to
addressing routing problems to a real-world scenario. The enormous amount
of possible side constraints that separates one real-world problem from another
makes it diﬃcult to construct general tools that are flexible in adapting to
diﬀerent side constraints. Kilby and Shaw [10] suggest CP as an advantageous
way of dealing with routing problems in real-world scenarios. Their model has
a core that handles VRPs along with the most common side constraints, such
as time windows and capacity. By using CP they are also able to handle a wide
variety of side constraints that they encounter without aﬀecting the core model
and with low cost compared to other ways of solving VRPs. Another aspect
that they raise as a factor of why CP is so flexible is that it is possible to use a
model as a sub-problem solver in larger systems.

1.3

Goal and Purpose

The goal for this project is to implement a CP-style model using the language
MiniZinc [3]. By using this model one will be able to calculate, to some extent,
optimal routes over a set of roads. The model should work for any kind of
winter road maintenance related problem. This model will then be compared
with routes that have been manually selected and used in previous years, in
terms of both eﬃciency and how time-consuming it is to generate the routes.
Because of the NP-hardness of the VRP and that systematic search can be
ineﬃcient for larger problem instances, one big problem will be the scalability
of the model. Therefore, the purpose of this thesis project is to evaluate how
suitable a constraint programming model is for route optimisation of real-worldsized problems, along with evaluating diﬀerent back-end solvers that process
MiniZinc models.
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2

Background

B&M System [11] has many years of experience in the area of positioning management and planning, along with optimisation within that field. They own
several solutions to diﬀerent route planning problems, including garbage collection and winter road maintenance.

2.1

Fetchplanner

FetchPlanner [12] is an advanced system with several solutions within the environment and sanitation area, including solutions for waste removal and container
management. The system saves reports from the vehicles that include information about position and what they are doing, which can be used for maintenance
and follow-up purposes. These reports can be viewed by the customer either
from an oﬃce client or on the web, and, in addition, the drivers of the vehicles
will be informed of their upcoming routes via a mobile client on a daily basis.
The routes are optimised by the system by using a cost-based route optimisation,
where the cost between each pair of objectives is based on several parameters
such as distance, time, and current weight of the vehicle. These costs between
jobs will be used when the system generates optimised routes for each vehicle
so that they cover all jobs to be done while following some given demands,
such as that some vehicles only collect a certain kind of garbage. The routes
will be found by using guided local search (GLS), which is a search algorithm
that uses penalties during the search to help the algorithm avoid local minima.
Besides this, internal loops and crossings between routes will be avoided by the
algorithm.

2.2

MobiWin QA

The software MobiWin QA [13] is a GPS-based service suited for winter road
maintenance. It uses frequently submitted reports containing the current position and performed activity of each vehicle as basis for planning, managing, and
maintaining roads. The vehicle activities can be followed graphically on a map
in real time and the data given from each vehicle will be stored in a database
for future reference. The system oﬀers automated reports regarding what work
has been done, which can be used for controlling the workload or billing the
work. The system also collects and displays weather information, which can be
relevant when it comes to the maintenance of roads during the winter season.
MobiWin QA does not oﬀer the user any way of optimising the routes. Instead
the routes are entered manually by the customer and are either based on their
own algorithms or solely based on experience and estimates. This is where the
need for this project comes in. B&M System wants to be able to oﬀer the
customer automatically generated routes over a given area, task, and set of
task-specific demands, and these routes should be as eﬃcient as possible.

5

The actual optimisation of the route should be defined by the customer. Since
there is an enormous amount of distance to cover each year for diﬀerent operations, there are many ways to optimise the routes. It can be a matter of
reducing the number of vehicles, the distance travelled, or the time of the entire
operation. These demands can be diﬀerent from operation to operation and
from customer to customer.
An extension to MobiWin QA for optimising the routes, similar to the optimisation done in Fetchplanner, has been implemented, before the time of this
thesis, but not finished or been put in use. The optimisation is also done with
GLS and the arc-to-node conversion has been done by replacing each arc with
two nodes at each end of the arc, where each route has to visit those two nodes
in order depending on how many times that arc needs to be serviced. Given a
certain deadline, the number of vehicles will be decided so that no route exceeds
a time limit.

6

3

The Vehicle Routing Problem

The goal of the vehicle routing problem (VRP) [1] is to find a set of optimal
routes for a given fleet of vehicles over a network of objectives to be visited. An
objective can be either a customer or service point that needs to be visited, this
will be referred to as node-based routing, or the objective can be a matter of
roads that need to be travelled a number of times, which will be referred to as
arc-based routing. These two kinds of vehicle routing problems share the main
goal of finding a set of routes so that the total cost of servicing all objectives is
minimum, with the total cost being based on, e.g., travel time, travel distance,
or a combination of those.
To find an optimal solution to the VRP is an NP-hard problem [6], it is therefore
common to use heuristic methods to find solutions that are considered good
enough [8, 9].

3.1

Node Routing

Node routing is a kind of VRP where the objective is to visit several nodes,
or single points, given a set of vehicles and the cost between pairs of nodes,
in an optimal way. A simplified version of the node routing problem is the
travelling salesperson problem (TSP) [14], which is about a salesperson who is
supposed to visit a number of customers and return to the starting point in an
optimal way. This problem also applies to real-world situations such as picking
up objects at each customer, school bus routes, etc. The problem is formulated
as: given an undirected graph, including a set of nodes for both customers and
depots, connected by edges, and a cost matrix Ci,j that specifies the smallest
cost between each pair of nodes, where the cost between not directly adjacent
nodes will be calculated via adjacent nodes. Find a Hamiltonian Path [15] that
visits all the nodes exactly once. Figure 1 shows a node routing problem with
a total of two routes, covering four nodes each before returning to the depot,
over a network of nine nodes in total.
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Figure 1: An example of a node routing problem, with two routes covering four
nodes each before returning to the depot node.

3.2

Arc Routing

Arc routing is the process of finding a set of routes that cover all the arcs in a
network of nodes connected by arcs. These problems can be resembled to roads
that need to be cleared from snow or a postman that has to bring mail to a
set of streets. One problem that is commonly used when talking about the arc
routing problem, which is based on the example of a postman, is the Chinese
postman problem [16]. The problem asks for the shortest route that covers all
the roads on an undirected graph at least once, whereas the Eulerian path [17],
where each road only needs exactly one visit as shown in Figure 2, is the optimal
solution to an Eulerian graph. If no Eulerian path exists, one would have to
visit some arcs more than once, for an optimal solution
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Figure 2: The arc routing problem, where the dark arcs are roads that need
servicing, and the arrows follow an Eulerian path over the graph.

3.3

Extensions to the VRP

What both the node and arc routing problems have in common is that they can
be applied to many real-world scenarios, which means that there can be many
side constraints that need to be taken into consideration and therefore a wide
variation of the problems.

Time Windows
One side constraint that is very common, both in research and in real-world
scenarios, is to have deadlines or time windows as extensions to a VRP. This
means that the customers have certain periods of time for when they can be
serviced and that the arrival of the service vehicle would have to happen within
that window. A real-world example of this could be for some package delivery
service where the customer has to be serviced before a specified deadline and
that the service vehicle can not arrive too early because the customer has to be
home when the actual delivery occurs.

Capacity
Another common example of variation to the VRP that can be applied is capacity constraints. This can also be for the package delivery service where each
vehicle can only carry a certain amount of cargo, and sometimes even a certain
kind of cargo. The routes would have to take into consideration that the customers have to be assigned to vehicles that can carry their cargo and when the
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cargo is empty a visit to a depot would have to be inserted into the route to
refill the vehicle.
Only with these two basic side constraints comes a whole new dimension of
VRPs and many new questions for the ones trying to solve it: How many depot
locations are available, does the time window apply to the depots, are there
enough available resources at every depot (e.g., for sanding roads), etc. For realworld scenarios it is common that the problem contains both of these demands
along with many other side constraints, making the VRP even richer, which
strengthens the argument for finding flexible solutions. These side constraints
can for instance be regarding the working hours of drivers or special requests
from the customers.
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4

Constraint Programming

The basic case of constraint programming (CP) is used for constraint satisfaction
problems (CSP) where constraints are defined as relations between variables,
which specifies the characteristics of a possible solution. This means that a
solution for a CSP has to satisfy all the given constraints, hence, the approach
is to find a state of the search domain that satisfies all these constraints. The
search domain contains all possible values, or outcomes, of a number of variables,
often referred to as decision variables. CP is a form of declarative programming,
meaning that the logic of the program is constructed without a control flow.
When it comes to CP involving combinatorial optimisation such as the VRP,
the goal is to find an optimal solution from a finite set of objects. In CP this
is often done by first finding a feasible solution, and then an extra constraint
is added automatically to the model, stating that a solution has to be, in some
given definition, better than the previous solution. The solver will then continue
doing so until no better feasible solution can be found, and it will by then have
the optimal solution to the problem.

4.1

Solving by Systematic Search

The solving process of constraint programming is mainly based on two key
concepts:

Propagation
The decision variables can take diﬀerent values, but during the solving process
some of these values will become incompatible with the model, which is handled
by the solver with propagation. The propagation algorithms will remove some or
all of these values from the domains of the decision variables, namely those that
cannot participate in a feasible solution. As an example, consider the decision
variables x1 ∈ {1, 2, 3, 4} and x2 ∈ {1, 2, 3, 4} and the constraints x1 < x2 and
x2 ≤ 3. The propagation process can determine that x2 = 4 is not possible for
any solution because of the second constraint, 4 can therefore be removed from
the domain of x2 . Because of the first constraint, x1 can take neither 3 nor
4 as value for any feasible solution, which means that they can be propagated
from the domain of x1 . The same constraint is also violated by the value 1 in
the domain of x2 . This leaves the domains of the variables to be x1 ∈ {1, 2}
and x2 ∈ {2, 3} and since this is not a solution state, search will then take
place and explore the outcomes of splitting the domain of a decision variable
into at least two parts. The decision of what variable and what value to choose
is based on the search strategy, and the actual splitting is done by adding an
extra constraint forcing the chosen decision variable to belong to one part. In
our example, let’s say that the search splits the domain of x2 to either take the
value 2 or not to take that value. A new iteration of the propagation will take
place and for the branch where x2 = 2, the propagation process will remove 2
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from the domain of x1 because of the constraint x1 < x2 . This will leave us
with the domains x1 ∈ {1} and x2 ∈ {2}, hence a solution is found.
Backtracking
During the solving process of search and propagation, there is a chance to end up
in a state without any possibilities of finding a feasible solution satisfying all the
constraints. These states are called failures and if such a state is encountered,
the search has to backtrack. Backtracking is done by going back and challenging
the previous branching choice. In our example above, that would mean to go
back and try the branch with x2 �= 2 instead of x2 = 2. If the new branch does
not satisfy the constraints either, then the search has to backtrack further back.
Backtracking is almost inevitable for optimisation problems since one would
have to explore several solutions to find the ones that are better. Also, too
much backtracking can mean that the search strategy is bad and tries to assign
too many values that are breaking the constraints.

4.2

MiniZinc

MiniZinc [3, 4] is a constraint modelling language with a medium-level syntax,
similar to mathematical expressions. To solve a MiniZinc model, it must first
be translated into a model of the low-level language FlatZinc by a process called
flattening. A FlatZinc model can then be used on a back-end solver, which there
are many of, from several constraint solving technologies. Such solvers consist
of the actual logic for the constraints, which of course can and will diﬀer from
solver to solver, therefore both the solutions and the running time of a model
may diﬀer depending on the solver.

MiniZinc Structure and Elements
The MiniZinc language consists mainly of four kind of items:
• Parameters of given types can be compared to constants in any common
programming language.
• Decision variables are unknown upon declaration, until the MiniZinc
model is executed and the solver decides that they can be assigned a
value that satisfies all the given constraints while still being within the
domain of the variable.
• Constraints are Boolean expressions specifying the relations between
variables, where a state of the search domain that satisfies all the constraints is a feasible solution.
• Objective is an arithmetic expression based on the variables of the model
specifying the optimisation goal of the model.
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These items form the actual model, and based on some given parameters, a
set of unknown decision variables, and constraints that specify what values the
decision variables can take, the solver will either search the domain for any
feasible solution or an optimal solution. This is done by solving the model with
any of the given solver keywords, called solve items, combined with an objective;
these solver keywords are
• Satisfy will return the first valid solution that the solver finds, that is, a
solution that satisfies all the constraints.
• Minimize/Maximize will return the solution with the minimum/maximum value for a given expression. E.g., the minimum cost (shortest
distance) of the route in a VRP.
As an example of this consider the basic form of the knapsack problem, which
given a set of items with diﬀerent profits and weights can either be chosen to
be in the knapsack or not. This is an optimisation problem where one would
want the profit to be as high as possible, while the total weight of these items
still is at most the capacity of the knapsack. In this example it would therefore
be ideal to use the following solve item and objective:
solve maximize sum(i in items)(profits[i]*itemIsInKnapsack[i]);

This optimisation objective will sum up the profits of those items in the knapsack, given that the itemIsInKnapsack list of decision variables has the value
1 if that item is in the knapsack and 0 otherwise. The maximize keyword will
then solve the model by looking for a solution with that sum being maximum.

Global Constraints
It is common for a CP-style modelling language to include global constraints,
and MiniZinc is no diﬀerent. Global constraints improve readability by giving
the constraints a more intuitive name instead of mathematical formulations.
Some of the most commonly used global constraints are:
• AllDiﬀerent: given a set of variables, ensures that no pair of variables take
equal values.
• Circuit takes an array A of integer variables and ensures that a circuit
can be made by moving from the index i to the value of Ai . It is a circuit
if all indices have been visited and you end up at the index you started
with. Similarly, one can use the subCircuit constraint that, in addition,
allows elements of the array not to be in the circuit by having the same
value as the index.
• Cumulative: given a set of tasks with unknown start times, given durations, and given resource requirements, ensures that the tasks never
require more than a given global resource bound at any time.
13

• Disjunctive ensures that a given set of tasks with unkown start times and
given durations never overlap.
• BinPacking requires that a number of items with certain weights will be
put into one of several bins such that no bin exceeds its own capacity.
Besides these there are many other global constraints [23] for MiniZinc that are
useful for diﬀerent problems.

Search Annotations for Systematic Search
When solving a MiniZinc model, one can not only tell the solver what solutions
one is looking for, like solve satisfy and solve minimise, the modeller may also
specify what strategy the solver will use when searching for a solution, by making
search annotations. These search annotations can specify which variable to set
when trying diﬀerent solutions and in what order it should set the variables.
This is not done by default and will leave the decision of how to search to the
back-end solver.
Search annotations are specified along with the solve items and have the structure: int search(variables, var choice, constraint choice, strategy), where int search can be exchanged for float search, bool search, set search, or seq search
depending on what kind of variables the search is focused on, or, for the latter
case, if several search strategies will be used sequentially. The arguments to the
search strategy are as follows:
• variables are the decision variables to be focused on during the search;
these will be assigned values and be constrained during the search.
• var choice specifies how to approach the variables parameter, e.g., in what
order to perform the search. For instance, the keyword first fail will
choose the variables in the order by current domain size of the variables.
• var constraint will be used after the variable to search upon is chosen
and specifies what value from the domain to constrain, or assign, to the
chosen variable. For instance, indomain min will assign the smallest value
from the domain, indomain median will assign the median value from the
domain, while indomain random will just choose a random domain value.
• strategy is the exploration strategy of the search and the only one encountered is the complete strategy, which will perform a systematic search of
the space of candidate solutions.

Variable Bounds
One way to keep down the calculation time of a solver is bounding of variables.
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var int a;
var int b;
constraint a + b < 100;
This small example does not have bounded variables, which will cause the solver
to look for values to a and b between −1 000 000 and 1 000 000 [4, page 60]. Now,
this might sometimes be desired, but often these variables can be declared with
more relevant and tighter bounds. E.g., if the variables above represent numbers
of items of some kind, to be packed in a car and the constraint is the restriction
of how many items can be packed, then a negative value would be completely
unrealistic. This gives us the possible range of values to the variables to be zero
to one hundred, which dramatically reduces the search domain of the solver by
a factor of 20 000 for each variable.

Redundant Constraints
Some constraints can be considered redundant because they are implied by other
constraints. But those constraints can still be very useful in terms of run time
eﬃciency, since they can bring important information to the solver earlier in the
solving process.
There is also the case of symmetric solutions, which can be diﬃcult to find
constraints for, but can quite dramatically increase the calculation time. A
symmetric solution is a solutions that is diﬀerent to another solution on paper,
but is somehow symmetric. E.g., a route for an undirected graph in a VRP with
no time constraints might have a reversed route as a suggested solution: one of
these routes is considered symmetric since the graph is undirected and it does
not matter what direction the vehicle traverses the route.

Choosing the Best Model
With many types of decision variables and many constraints come many ways
to construct a constraint model. The models can be very diﬀerent when it
comes to eﬃciency and the FlatZinc solvers might perform diﬀerently. Some
guidelines [4, page 65] that might yield a more eﬃcient model are:
• A small number of variables, at least those that are not defined by other
variables. This is because the decision variables define the initial search
domain for the solver. By reducing these from the beginning the search
space will be narrowed from the start.
• Smaller search domains for variables, as mentioned above about variable
bounds. What happens is that if the variables are not bounded to given
intervals, the solver will look for all possible values. This means that if
something from the problem implies that the decision variables only can
be of certain values, then that should be specified, so that the solver does
not have to consider unnecessary values.
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• Use global constraints. The global constraints are optimised for the solvers,
which might very well mean that they work superbly. Also, since the global
constraints are what can be the big diﬀerence between solvers, global constraints can show big diﬀerences in run times when testing several solvers,
especially if they are of diﬀerent technologies.

Gist
Gist is a visualisation mode for the Gecode solver which lets the user interactively see how the solver works to find the solution in terms of a solution
tree [18]. By looking at this decision tree, one can see all the decided variables,
the search domain for the remaining decision variables, and what the solver is
exploring at the moment, for each state. If it happens that the solver encounters
a state that does not satisfy the constraints, it can reverse back to the last state
and undo whatever decision it tried without success. By doing this the modeller
might be able to see how the solver works and possibly reduce the number of
failed states, which most likely will improve the eﬃciency. An example can be
seen in Figure 3.

Figure 3: The visualisation mode Gist for the 6-queens problem with the decision
tree showing the path to the first found solution. The solution is found by
assigning element 1 to the value 3, restraining element 2 from taking the values
5 and 1, and when element 3 takes value 2, the propagation will only allow one
possible solution from there.
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4.3

Solving by Local Search

Local search is a meta-heuristic for solving computationally hard optimisation
problems, such as the VRP. There are many variations of meta-heuristics in
local search, for instance, guided local search [19], simulated annealing [20], and
tabu search [21], among many others. Good algorithms will use their search
history to guide the search and sometimes even adapt and learn during the
search process. What all of these local search heuristics have in common is the
basic structure of three stages in the search strategy. Firstly, an initial solution
will be used, which often is feasible for optimisation related problems, although
it does not have to be feasible. Secondly, the current solution will be improved
locally, that is, by searching a defined neighbourhood to this solution for a better
solution. This will be done in iterations but with the new and better solution
as initial solution to search upon, until some stopping criterion is met. This
stopping criterion is the last stage of a local search algorithm, where the search
is finished, but without guarantees of having found the globally best solution,
or even a feasible solution. A stopping criterion can for instance be a time limit,
a limit of number of iterations, or stopping when the solution is better than a
certain threshold.
Due to the local changes of a current solution, a local search algorithm will
probably find, or at least get close to, a local optimum. But, it is most often
unable to find a global optimum. One important aspect of finding a solution
that is as good as possible, or even optimal, is to have knowledge of the problem
and be able to use it during the search. The initial solution in the basic local
search will play a big role in how the final solution will end up, it is therefore
not recommended to use a random solution as initial, since that might put
you in a position where a global (or even local) optimum is too far away or
even impossible to reach. This problem with the initial solution along with the
definition of the neighbourhood might heavily influence the result of the search,
and that is why there are many variants of local search meta-heuristics with
the purpose of avoiding these problems, either by altering the initial solution or
with diﬀerent definitions of the neighbourhood.

Large Neighbourhood Search
One metaheuristic approach that is commonly used for constraint problems is
large neighbourhood search (LNS) [22]. LNS is based on local search as it will
gradually improve an initial solution, the diﬀerence is that instead of searching
a local neighbourhood, the neighbourhood will be determined by destroying and
repairing the previously best solution, using CP-style systematic search. The
destruction is done by unassigning assigned variables from the current solution,
while the repairing will rebuild a solution. By doing this at diﬀerent parts of
the current solution one will visit diﬀerent parts of the search tree, generally,
with a wider approach. Note that there are still no guarantees that a global
optimum will be found, and the search can be slower, but the chances of finding
a better solution increases compared to the basic form of local search.
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4.4

FlatZinc Solvers

A FlatZinc solver can be used to solve a MiniZinc model, the solvers consist of
the constraint solving logic and can diﬀer from technology to technology. The
solvers will either oﬀer systematic or local search strategies (or both), which
means that both the result and run time can and will diﬀer a lot between
diﬀerent solvers.

Gecode
Gecode [24] stands for generic constraint development environment and is a
library for developing constraint-based software, implemented in C++, and can
easily be interfaced as a solver for FlatZinc models. Gecode is one of the most
popular solvers because of its eﬃciency and its many medals in the MiniZinc
Challenge [25]. The solver is mostly systematic, meaning that it will find a
best solution according to the model’s search strategy and objective function.
Also, a recent version of the software takes advantage of restart-based search
and oﬀers a form of a LNS strategy for solving constraint models, called relax
and reconstruct.

CPX Discrete Optimizer
The CPX (constraint programming with explanations) Discrete Optimizer [27] is
a constraint solver from Opturion that solves constraint problems by combining
the strengths from CP and propositional logic (SAT) solving techniques [28].
The CP-based advantage is that a problem can be mapped to a compact and
small model, while the advantage of SAT is that the solver will learn from
failures and focus on the bottlenecks of the problem.
Opturion CPX can be used with the MiniZinc modelling language and in addition to normal search annotations it also oﬀers the “warm-start” annotation
that can help solve some problems quickly. The warm-start annotation will run
a given search strategy for a user-defined amount of seconds before switching
to the default search strategy, which selects the variables according to domain
size and activity count combined.

OscaR CBLS
OscaR [29, 30] stands for Operational Research in Scala and is, like the name
states, a Scala-implemented tool-kit for operations research problems. One
of the available solvers in that tool-kit performs constraint-based local search
(CBLS). CBLS is based on neighbourhood exploration and will determine a current candidate solution, which is not necessarily feasible, and from this current
candidate solution a better solution will be searched for from its neighbours,
that is candidate solutions that have been slightly modified from the current
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one. The eﬃciency of the solver depends a lot on the model, but with good
models, it can oﬀer good scalability.

Google or-tools
The operations research team at Google has developed a library, called ortools [31], which contains a set of operations research tools. The or-tools library
is entirely written in C++ and it contains many diﬀerent tools that can be used
for solving many combinatorial optimisation problems, like CP or linear programming (LP) [32] solvers. Among all of these solvers, there is also a FlatZinc
interpreter on top of the CP solver that can be used for solving MiniZinc models
and it has performed well in the MiniZinc challenge with gold medals in three
out of four categories in 2014, and with not as good but still with a medal in
all of the four categories in 2015.
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5

Method

The method includes a case study of what the problem specifications are, based
on the requests from potential customers. It also includes the evolution of
a MiniZinc model for solving VRPs, which has become gradually richer and
richer during the process.

5.1

Case Study

Because of the wide variance in all the possible ways the actual optimisation
problem could be about, some extra knowledge from possible customers of the
system was necessary. The contacted customers were all users of MobiWin QA
and the main objective of the interviews was to determine what the customers
main needs are and on what basis they have constructed their previous routes.
The conclusions from these interviews were then used as basis for forming the
constraints for the main model.
With these candidates of constraints in mind, the questions for the interviews
were based on the experience within B&M System. Because of their many years
in the field of road maintenance they have knowledge of basic side constraints,
which might be hard to think of for those outside the field. For example, some
vehicles are only suitable for certain roads, some roads can only be ploughed in
certain directions, and the roads most certainly have diﬀerent priorities. Beside
these basic constraints B&M System also own a lot of historical data of the
vehicles that have been using the winter road maintenance system previously,
which of course were very useful when inspecting how the customers used the
system before. By looking at this, some additional questions were structured
with the goal of getting some insight on what parameters the manually entered
routes were based on. Listed here are some of the main things that were brought
up during the interviews:
• How are the customers using the system MobiWin QA today?
• What kind of optimisation (number of vehicles, travelling distance, time,
etc.) does the customer value the most?
• Do the routes need constraints based on time windows, or capacity, or
both?
• Are there any demands regarding the drivers, like pauses or total amount
of driving time?
• Are there any constraints that are specific to a certain task?
• Where do the vehicles start and end their routes, and do they have to visit
any other depots?
• What happens during extreme conditions, for instance, with an enormous
amount of snow?
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The information from these customers is of course of great importance, as they
have very much experience in the field and have constructed the routes for many
years based mainly on that experience. Therefore, the ideal outcome is to use
their experience together with models or algorithms for route optimisation when
construction our system, which would ease their jobs and hopefully make the
routes more eﬃcient.
Diﬀerent kinds of customers were investigated, from bigger companies managing thousands of roads in the whole country to municipalities, who are only
responsible for smaller areas. What is interesting is that most of the real-world
side constraints are the same regardless if it is a smaller municipality or a bigger company that wants to optimize the winter road maintenance. The main
diﬀerence is how strict they are on the actual planning of the routes: the bigger companies want exact routes that the drivers follow turn by turn, and that
the number of times each arc needs servicing can be estimated and calculated
beforehand, while the municipalities like to divide the routes into areas, solely
based on experience, and leave the planning of how to clean the roads to the
drivers. This means that it can be meaningless to tell the driver how many
times they have to service an arc because there are always some special and
unpredictable cases making it impossible to follow.
What both the bigger companies and municipalities had in common was most
of their basic constraints. One of the most common was how the work was
divided: in all cases, the maintenance for snow ploughing was divided into five
layers. These layers are based on how wide a vehicle can service them, where
the bigger roads have higher priority and the roads and parking lots serviced by
smaller vehicles have lower priority.
Time windows were also frequently used, but without being hard constraints,
the routes often had a deadline of about ten hours from the time they started.
Some special cases included regular time windows, for instance, schools that
should not be serviced while there are children present.
Capacity constraints are not so frequently used in winter road maintenance, but
are necessary when it comes to the sanding of the roads, since that task requires
a lot of sand. Salting the roads and filling up the vehicles with fuel on the other
hand does not require refills during the routes: what the vehicles have when
starting is always enough.

5.2

Model for Solving Real-World VRPs

A model was constructed with the focus of solving a real-world problem to
determine how suitable the CP-style systematic search approach to winter road
maintenance actually is, not only in terms of run times and results, but also
the flexibility of translating a given real-world problem into a CP model. The
problem in mind was a basic version of the node routing problem with the
purpose of solving winter road maintenance-based constraints. The reason for
focusing on a node routing instead of an arc routing problem is that the realworld winter road maintenance routes can often be divided into layers of the
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size of the jobs to be done. On the lowest layer one can find the smallest kind of
vehicles whose only objective is to handle odd and complex jobs, often scattered
at diﬀerent places, such as parking lots and drive ways. When walking up the
hierarchy of layers the vehicles become bigger and the problems slowly turn
into more arc-based problems, which often consist of a set of long roads that
have to be serviced. The modelling approach for these diﬀerent layers does not
necessarily have to be diﬀerent since the arcs in the arc routing problems can
be represented by two nodes. Therefore, this model focuses on the lower layer
kind of problems, with the reasoning that the problems can be scaled up for the
higher layers as long as the cost matrix is generated correctly.
More specifically the basic problem is: given a number of jobs targeted on a map
and a maximum number of available vehicles find routes that are as eﬃcient as
possible. Defining how eﬃcient a route is can of course be very diﬃcult; in this
case it is generalised to a cost that is summed up for each travelled distance
between jobs and the cost for doing the work at each job. This cost can be
either based on travel distance, time, or even a combination of both. The model
was designed to be as basic as possible and not so rich in the beginning, and
then the model became richer gradually. By doing so, the flexibility of using
MiniZinc could be tested for real-world development scenarios such as when side
constraints appear during the development process or for several customers of
the same system. The outline of this section follows the same structure where
the core of the model is explained first, followed by side constraints such as time
windows and capacity are added.

5.3

Core of the Model

The core of the model is based on Philip Kilby’s suggestions in some of his many
studies in the area [10]. The model mainly consists of a successor list s and a
predecessor list p of variables. These lists are of size n + 2m, where n is the
number of customers, or nodes, and m is the number of routes, or vehicles, and
the domain for each variable is the set of all the nodes in the list. The value of si
represents the next node to visit after visiting the node i. The same goes for the
predecessor list, but the other way around. The latter list is actually redundant
with the former, because an element of the predecessor list is constrained to
be the index that points to that element in the successor list, but it has often
improved the eﬃciency of the model.
Beside these two decision variables there is also a list of decision variables specifying what vehicle will visit each node, which means that this list has the same
length as the others, but the set of available vehicles as possible values. Lastly,
there is one decision variable per end node, which represents the total cost for
each individual route. These decision variables will be in a list and although
totalCost would be a suitable name, it will be called arrivalT ime instead, because this list can be used for the time windows in Section 5.4.
To be able to make routes of these lists one would need some constraints, and the
main constraint for the successor and predecessor lists is the global constraint
circuit. The circuit constraint ensures that the lists actually perform a path if
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one would traverse from the node i to the successor of that node and eventually
end up at i again. Now, a problem with having a path defined like this is that
a VRP will often consist of several vehicles, the same goes for our case. Kilby
solves this by having a custom path constraint, which will ensure that each route
will start at a start node and end at an end node. The model of this thesis has
been designed to let the nodes, including customers, start nodes, and end nodes,
all be in the same circuit, constrained by the circuit constraint. The circuit can
then be seen as several routes by dividing the circuit at the final state of the
successor list, for every passage from an end node to a start node.
In addition to this global circuit constraint, the model also includes some other
constraints: the successor and predecessor lists are constrained to be consistent
with each other, meaning that the direct successor of a node in the predecessor
list is the same node, and the direct predecessor of a node in the successor list
is that same node as well. Also, to be able to separate the routes as described
above, we want to force passages from end nodes to start nodes, therefore, each
end node should have a start node as a successor to complete a circuit. It does
not matter which start node is succeeded by which end node, since the end
node to start node passage represents the separation of routes, therefore they
can simply be assigned.
So far we have only specified how to construct actual routes, but one important
aspect is to make the routes optimal as well. Therefore, the solver needs to
know what the definition of an optimal solution is, which is that the routes
should be as cost eﬃcient as possible. This is done by having the arrivalT ime
decision variable with the maximum value, that is the most expensive route, as
minimisation objective. The search will then look to minimise the cost of this
maximum route. This is because even though it is possible to construct, for
instance, four routes that are less expensive in total, that does not guarantee
that one vehicle does all the work while the other available vehicles idle, for
this suggested model. All the available vehicles should be utilised, therefore,
one would want the routes to be as cost eﬀective as possible, but with an even
workload distribution among the vehicles.
Shown below is the core of the MiniZinc model as it was explained:
%%%%%%% Variables %%%%%%%
int: n;
%number of customer nodes
int: m;
%number of available vehicles
%%%%%%% Sets %%%%%%%
set of int: N = 1..n;
%Range of customer nodes
set of int: M = 1..m;
%Range of available vehicles
set of int: S = n+1..n+m;
%Range of start nodes
set of int: E = n+m+1..n+(2*m);
%Range of end nodes
set of int: V = N union S union E; %Range of all the nodes
set of int: Vs = N union S;
%Range of customer and start nodes
set of int: Ve = N union E;
%Range of customer and end nodes
%%%%%%% Data Variables %%%%%%%
array [V,V] of int: C; %The cost between each pair of nodes
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%%%%%%% Decision variables %%%%%%%
array [V] of var V: s;
%The successor list
array [V] of var V: p;
%The predecessor list
array [V] of var M: r; %Which route each node belongs to
array [E] of var 0..max(i in V)(C[1,i]*n): arrivalTime; %The arrival
time at each end node. The domain is set to be between 0 and
the maximum cost between any pair of nodes times the number
of customers. This is a safe bound, but still restricted to
some extent.
%%%%%%% Constraints %%%%%%%%%
%Constrain s[endNode] to a start node to ensure circuits.
constraint forall(k in M)(s[n+m+k] = n+k);
%Constrain predecessor[startNode] to an end node to ensure circuits
constraint forall(k in M)(p[n+k] = n+m+k);
%Ensure consistency between successors and predecessors
constraint forall(i in V)(s[p[i]] == i);
constraint forall(i in V)(p[s[i]] == i);
%Ensure that the successor and predecessor lists make circuits
constraint circuit(s);
constraint circuit(p);
%Ensure that the assigned route for an end node at index i is NOT the
same as s[i]
constraint forall(i in E)(r[i] != r[s[i]]);
%Constrain each start node to a route
constraint forall(k in M)(r[n+k] == k);
%Constrain the successor/predecessor of a node i to be in the same route
as i.
constraint forall(i in Vs)(r[i] == r[s[i]]);
constraint forall(i in Ve)(r[i] == r[p[i]]);
%ArrivalTime constraint
constraint
forall(i in E)(
arrivalTime[i] = sum(j in Vs)(if r[j] == r[i] then C[j, s[j]] else 0
endif)
);
%%%%%% SOLVE %%%%%%%
solve minimize max(i in E)(arrivalTime[i]);

5.4

Time Windows

One of the most frequently occurring side constraints to VRPs is the time window constraint, and winter road maintenance is no diﬀerent. Regardless what
kind of winter maintenance problem to solve, it will most likely at least have
deadlines of when the entire job has to be done. The problem might even have
diﬀerent time windows including earliest start and deadline for diﬀerent areas.
To cover all of these cases, one can focus on the most complex case: actual time
windows, since that also will cover the case of only having deadlines.
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To add time windows to the model, the arrivalT ime array of decision variables
was extended to include a decision variable for each node, representing the
arrival time at each node. Also some data defining the actual time windows was
added: where one array will specify the earliest starting time that each node can
be serviced and another specifying the deadline for each node. It is sometimes
desirable to either have the cost it takes to service a node, called the service
cost, at each node interpreted with the travelling cost between nodes, or to have
these two separated from each other. In the case of the latter, the model will
also need extra data variables in form of an array, specifying the service costs at
each node. The array of decision variables representing the arrival time at each
node are constrained to be the accumulative sum of the cost between the nodes,
leading up to the current node, along with constraints forcing the arrival time
of each node to be between the earliest start time and deadline of that same
node.
The code shown below includes all added or changed parts to the core MiniZinc
model explained in Section 5.3, so that it can support time windows as well.
...
%%%%%%% Data Variables %%%%%%%
...
array [V] of int: readyTime; %The ready time of each node
array [V] of int: dueTime; %The due time of each node
%%%%%%% Decision variables %%%%%%%
...
array [V] of var 0..max(dueTime): arrivalTime; %The arrival time is now
extended to include all nodes, and the domain size can be the
maximum of the due times.
%%%%%%% Constraints %%%%%%%%%
...
%ArrivalTime constraint
%The arrival time of each start node is 0
constraint forall(i in S)(arrivalTime[i] = 0);
%The arrival time of each node is the accumulative sum of costs leading
up to that node. The greater than or equal to will make the
arrival time include waiting times if a vehicle arrives too
early at a node.
constraint
forall(i in Vs)(
arrivalTime[s[i]] >= arrivalTime[i] + C[i, s[i]]
);
%Ensure the arrival times to be within the time windows.
constraint
forall(i in V)(
arrivalTime[i] <= dueTime[i] /\ arrivalTime[i] >= readyTime[i]
);
...
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5.5

Capacity

Another frequently used side demand is the use of capacity, which is often used
for pick up and delivery jobs. Not all winter road maintenance problems can
relate to this constraint, but when it comes to sanding or salting the roads, the
vehicles will have to have their load in consideration.
This was added to the model by first defining a maximum capacity of the vehicles. The basic solution to this is to just have one shared maximum capacity
for the vehicles, but that is not how the real world often is. A more specific
approach is to have at least separated capacity from vehicle to vehicle, and an
even better solution is to have several dimension to each vehicle to represent
diﬀerent kinds of cargo the vehicles can carry. In addition, one would also need
data specifying the cost at each node, which represents how much, and what
kind, of the cargo will be used at that customer.
Finally an array of decision variables was added that represents the cargo at
a node of the vehicle visiting that node; constraints will ensure that the cargo
does not exceed the capacity for each vehicle. To empty, or refill, its cargo
a vehicle would have to visit a depot, which can be modelled by a cost array
specifying the cost from each node to the closest available depot. With an array
of Boolean decision variables that specify if the vehicle should visit a depot after
visiting node i, the constraint for the arrival time can be altered to use the cost
for visiting the depot back and forth, instead of the cost between i and si if a
depot visit is scheduled. The constraints for the actual cargo will either set the
cargo at node to be the accumulative sum of cargo cost up until the current
node, and not schedule a depot visit; or the cargo at node will be reset along
with a scheduled depot visit.
The code shown below includes all the added or changed parts to the code of
the model in Section 5.4, so that it can handle capacity as well.
%%%%%%% Variables %%%%%%%
...
int: vehicleCapacity; %The capacity for each vehicle
%%%%%%% Sets %%%%%%%
...
%%%%%%% Data Variables %%%%%%%
...
array [V] of int: cargoCost; %The cost of the cargo required of each
vehicle at each node.
array [V] of int: costToDepot; %The cost to the closest depot from each
node.
%%%%%%% Decision variables %%%%%%%
...
array [V] of var 0..vehicleCapacity: cargoAtNode; %The current cargo of
a vehicle after leaving each node.
array [V] of var {0,1}: willVisitDepot; %Boolean that determines if the
vehicle will visit a depot after node i
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%%%%%%% Constraints %%%%%%%%%
...
%The arrival time constraints will now use the cost to depot and back if
a depot visit is scheduled.
constraint
forall(i in Vs)(
arrivalTime[s[i]] >= arrivalTime[i] + C[i, s[i]] +
((costToDepot[i]+costToDepot[s[i]]-C[i,
s[i]])*willVisitDepot[i])
);
...
%Cargo constraints
%The cargo of each start node is 0
constraint forall(i in S)(cargoAtNode[i] = 0);
%The cargo at each node is the accumulative sum of cargo costs leading
up to that node AND no depot visit is scheduled, OR the cargo
is reset to the cost of the current node AND a depot visit is
scheduled.
constraint
forall(i in Vs)(
(cargoAtNode[s[i]] = cargoCost[s[i]] /\ willVisitDepot[i] = 1)
\/
(cargoAtNode[s[i]] = cargoAtNode[i] + cargoCost[s[i]] /\
willVisitDepot[i] = 0)
);
%Ensures the cargo is less than the vehicle capacity
constraint
forall(i in Vs)(
cargoAtNode[i] <= vehicleCapacity
);
...

5.6

The Model in Detail

Here follows the model in more detail in terms of instance variables, decision
variables, and constraints. This model contains both time windows and capacity constraints; if such constraints are not necessary for a specific real-world
problem, then one can remove those variables and related constraints.

Instance variables
• noCustomers specifies the number of customers, or nodes, that need servicing.
• noVehicles is the number of vehicles that are available.
• vehicleCapacity is the maximum cargo capacity for each vehicle. The
suggested model in this thesis only includes a maximum capacity that is
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the same between vehicles, but if the maximum capacity between vehicles
were to be diﬀerent this variable should be an array containing the capacity
for each available vehicle.

Sets
• N = 1 ..noCustomers is the range of customer nodes.
• M = 1 ..noVehicles is the range of available vehicles.
• S = (noCustomers + 1 )..(noCustomers + noVehicles) is the range of the
start nodes; these are indexed after the customer nodes.
• E = (noCustomers + noVehicles + 1 )..(noCustomers + (2 · noVehicles)) represents the range of the end nodes.
• V = N ∪ S ∪ E is the set of all the nodes.
• Vs = N ∪ S is the set of all customer nodes and starting nodes
• Ve = N ∪ E is the set of all customer nodes and end nodes
Data
• Cij specifies the travel cost from node i to node j. These costs can be
based on diﬀerent aspects, such as distance, time, or a combination of
both, where the combination can be the actual the cost of travelling a
certain distance combined with the cost of the salary for using a driver
over the time it would take to do the job, for instance. This depends on
the problem definition and can be very diﬀerent between problems.
• readyTimei is the earliest possible arrival time at node i for a vehicle, i.e.,
the start of a time window for customer i.
• dueTimei is the deadline for customer i of when the job has to be done,
i.e., the end of a time window for customer i.
• cargoCosti specifies how much capacity node i requires. This could theoretically be negative, which would represent pick-up and delivery kind
of jobs, but only positive values and resets at depots have been used and
tested in this thesis.
• costToDepoti is the cost it takes to travel from node i to its closest depot.
Decision Variables
• si ∈ V specifies the successor for each node in the routes. For instance,
s1 = 4 means that node 4 is the next in line to visit after visiting node 1.
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• pi ∈ V specifies the predecessor for each node in the routes. This goes the
other way around from the successor list, which with the same example
would be p4 = 1.
• ri ∈ V has the route that node i belongs to.
• arrivalTimei ∈ {0 , . . . , max(dueTime)} is the time that node i gets visited
by a vehicle.
• cargoAtNodei ∈ {0 , . . . , vehicleCapacity} specifies how much cargo the vehicle has when it visits node i.
• willVisitDepoti ∈ {0 , 1 } determines if the vehicle should visit the depot
after visiting the indexed node. A 0 means that no depot visit is scheduled
and 1 means that a visit is scheduled.

Constraints
• circuit(s) and circuit(p). A global constraint is applied to both the successor and predecessor lists and will ensure that the values of the lists will
make a Hamiltonian path.
• spi = i , ∀i ∈ Vs . Specifies the consistency relation between the successor
and predecessor lists: the successor of the predecessor of i should be equal
to i.
• si = i − noVehicles, ∀i ∈ E . The successor of each end node should be
assigned to a start node to ensure passages from end nodes to start nodes,
which results in one big circuit with several routes.
• pi = i + noVehicles, ∀i ∈ S . The predecessor of each starting node is assigned to an end node.
• arrivalTimesi ≥ arrivalTimei + Cisi , ∀i ∈ Vs | willVisitDepoti = 0 . The arrival time at a certain node is at least the sum of all costs for the travel
costs earlier on that route. This model requires a service cost at each node
to be included in the cost matrix or that there is no service cost at all,
but an alternative solution is to require an external service cost as well.
In that case, that cost would have to be added to the arrival time as well
in this constraint.
• arrivalTimesi ≥ arrivalTimei + costToDepoti + costToDepotsi , ∀i ∈ Vs |
willVisitDepoti = 1 . For the case where a node visit is followed by a depot
visit, the distance is instead the cost between the current node to the next
node, via the depot.
• arrivalTimei ≤ dueTimei ∧ arrivalTimei ≥ readyTimei , ∀i ∈ V . Ensures
that the arrival times are within the time window of each node.
• cargoAtNodesi = cargoCostsi ∧ willVisitDepoti = 1 ∨ cargoAtNodesi =
cargoAtNodei + cargoCostsi ∧ willVisitDepoti = 0 , ∀i ∈ Vs . Will either schedule a depot visit after visiting i and reset the cargo, or cumulatively sum
up the cargo and not schedule a depot visit.
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• cargoAtNodei ≤ vehicleCapacity, ∀i ∈ Vs . The cargo should never exceed
the capacity of the vehicles.

30

6

Results

A basic model without capacity or time windows, similar to the core model
described in Section 5.3, has been used in two tests with diﬀerent purposes.
This model has been altered to work with the distance matrices generated when
using the not finished extension to MobiWin QA for optimisation described in
Section 2.2. Both of these tests have been used on problem instances generated
by MobiWin QA from real-world data over the Swedish city of Södertälje. These
generated problem instances included only one available vehicle. The reason for
that is that the extension to MobiWin QA will suggest a suitable number of
available vehicles depending on the size of the problem. The first test is for
testing how diﬀerent solver configurations handle the basic model on small realworld problem instances. For the second test, the test instances were scaled
up, with the purpose of looking at how well the suggested model generally do
with diﬀerent solver configurations compared to the optimisation in MobiWin
QA. For this test, only three solver configurations were chosen, based on their
performance in the first test, and to have some variety of search strategies,
to continue the testing. Although these were some of the better performing
solver configurations for smaller tests, there are no guarantees that the worse
performing solvers of smaller tests would not turn out better for larger instances.
Besides the two test cases comparing diﬀerent solver configurations against the
optimisation of MobiWin QA, a final test has been done with a richer model,
including support for time windows and capacity, with the purpose of testing
what the eﬀects are when making the model more complex. This final test was
therefore done on richer test instances, including the time windows, capacity,
and the possibility of having several available vehicles.

6.1

Set-up

The machine used when comparing diﬀerent models and solvers was a MacBook
Pro from late 2013 with a 2.4 GHz Intel Core i5 processor and 8 GB 1600 MHz
DDR3 memory, running OS X Yosemite. The version of MiniZinc used was
2.0.3. Each solver was tested with the most recent and stable version that was
not too uncomfortable to get running, each solver version is specified in Table 1.
Solver

Version

Gecode
or-tools
CBLS OscaR
Opturion CPX Discrete Optimizer

4.4.0
2.0
Version of 29/07/2015
1.0.2

Table 1: The version numbers of the benchmarked solvers.
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6.2

Small Instances for the Basic Model with One Available Vehicle

A handful of FlatZinc solvers have been tested with a basic TSP model, which
will solve instances based on cost matrices generated from MobiWin QA with
real-world data. The test instances have been selected within smaller areas, and
not too spread out, with roads that are similar in width to each other. This is to
resemble real-world scenarios as well as possible, where routes often are clustered
into districts initially and where roads are assigned to vehicles depending on
their ploughing widths. The test instances for these tests with a basic model
are only with one available vehicle. That is because the optimisation extension
to MobiWin QA will suggest a suitable number of vehicles to use depending on
the problem size, and in these cases the problem sizes are small enough for only
one vehicle. Test instances with several instances will be tested along with the
richer model in Section 6.4.
Because the optimisation extension of MobiWin QA is using GLS as search
strategy, one can not be sure that the best solution it finds is the optimal one.
When computing the routes, the user can choose to use a fast, medium, or slow
search, where the deadlines are one, five, and 60 minutes respectively. This did
not matter though for these test instances because the optimisation extension
would always find solutions with the same shortest distance within seconds
regardless if the fast, medium, or slow search was used. In addition, the tested
solvers have never found any better solution than the ones from the optimisation
extension in MobiWin QA and for the test instances of 16 and 20 nodes, some
solvers using systematic search, for instance Gecode running in parallel, have
proven the solution to be optimal. This means that the optimisation done in
the MobiWin QA extension did find the optimal solutions for these specific 16
and 20 node instances, but the solutions found for the bigger instances will be
referred to as the best-known solutions, since one can not be sure if they are
optimal or not.
The model used for both these tests and for the bigger instances in Section 6.3
is not as constrained, or rich, as it could have been. This is because the optimisation extension of MobiWin QA only handles basic VRPs without capacity or
time windows. Therefore, the model used in these tests is restricted to handle
the same problems as the optimisation extension of MobiWin QA does. The
optimisation extension of MobiWin QA had some adjustments made to it in
such a way that it could write the necessary data to a file that the solvers could
use with the MiniZinc model. Since MobiWin QA is such a large and complex
system, not much else could be done to it; instead, the MiniZinc model had
to be changed in some manner to match how the cost of the routes from the
optimisation in MobiWin QA is calculated. For instance, the routes produced
by MobiWin QA’s extension will complete a circuit from the last node to the
first node and include the whole circuit when calculating the costs. This is
because the vehicles of the system can start from anywhere in the route. The
presented MiniZinc model was therefore modelled to include that extra cost between the first and the final node to be able to handle the same kind of total
route cost. Also, the extension to MobiWin QA will translate each arc into two
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nodes and then force these two nodes to be visited consecutively, which had to
be forced in the model as well. Because the optimisation extension in MobiWin
QA will put each pair of nodes representing the same arc next to each other in
the cost matrix, the nodes would also end up in the same order in the range of
customers. This could therefore be done by having a constraint ensuring that
one of the two nodes corresponding to the same arc will have the other node
as successor. These changes can also be used when evaluating the flexibility
of constraint modelling, since it is a good example of how the demands from
diﬀerent contractors can change.
The Minizinc Challenge [25] is a helpful source to how good and up-to-date
many of the solvers are, where solvers have been tested against each other in
diﬀerent categories on a large amount of problems. But, with so many diﬀerent
ways of modelling a problem, one can not be sure that the MiniZinc Challenge
results are accurate enough for your specific model. The challenge is a great
starting point though, and the solvers for these benchmark tests have been
chosen based on it. As many solvers as possible were chosen from diﬀerent
solving technologies, so that several search strategies could be tested. But, some
solvers could not be included in the tests because they are currently too awkward
to get running, especially the MiniZinc to FlatZinc translators currently do not
always get so much attention from the developer team as the rest of the solver.
One other factor of why a solver has been chosen or not is: That a variance
of heuristic search algorithms was desired, since they are of interest for these
NP-hard problems.
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Setting

n

Min(s)

Max(s)

Avg(s)

Dev(s)

Failures

Min(m)

Avg(m)

G-tree
G-relax
Or-tree
Or-free
OscaR/CBLS*
CPX-tree*
CPX-free*

16
16
16
16
16
16
16

8.33
2.92
11.83
3.12
34.91
41.33
8.67

8.47
3.60
12.40
23.57
853.78
43.15
8.76

8.41
3.03
12.06
10.24
400.38
41.76
8.72

0.04
0.21
0.16
6.37
245.05
0.51
0.04

144.0
60.0
130.0
123.0

k
k
k
k
107.8 k
17.7 k

1,624.01
1,624.01
1,624.01
1,624.01
1,755.59
1,624.01
1,624.01

1,624.01
1,624.01
1,624.01
1,624.01
1,774.50
1,624.01
1,624.01

G-tree
G-relax
Or-tree
Or-free
OscaR/CBLS*
CPX-tree*
CPX-free*

20
20
20
20
20
20
20

190.62
177.43
635.59
299.09

191.92
750.97
655.56
388.21

900
191.25
900
900
498.26
645.57
341.58

0.33
221.74
5.94
29.36

14.2
3.7
7.5
4.4

7,035.25
6,475.08
7,035.25
6,475.08
7,490.29
7,035.26
6,475.08

7,035.25
6,475.08
7,035.25
6,475.08
8,538.29
7,035.26
6,475.08

G-tree
G-relax
Or-tree
Or-free
OscaR/CBLS*
CPX-tree*
CPX-free*

24
24
24
24
24
24
24

53.67
446.78
246.91

781.20
460.42
840.72

900
900
900
900
417.44
453.98
597.83

514.44
5.01
195.71

11.0
12.4
6.4
2.3

2,071.87
2,071.87
2,159.46
2,071.87
2,461.67
3,585.40
2,071.87

2,071.87
2,071.87
2,159.46
2,071.87
3,135.34
3,585.40
2,115.33

M
M
M
M
0.7 M
0.2 M
M
M
M
M
0.4 M
0.3 M

Table 2: Comparison of solvers for test instances of 16, 20, and 24 nodes. The
best-known solutions are 1 624.01 m, 6 475.08 m, and 2 071.87 m respectively.
The distances of the solutions are marked in green if they are matching the
best-known solution from the optimisation extension in MobiWin QA, for that
instance. The boldface results are the best time in seconds of the running times
(Min, Max, and Avg) and standard deviation, along with the best found cost,
for each problem instance.

The benchmark tests have been run to whatever extent the solvers can handle.
Some solvers have diﬀerent search annotations, and some do and some do not
allow threads when solving. In these cases, the solvers have been tested with
diﬀerent search annotations that are of interest, these results are shown in Table 2, and the ones allowing parallelism have been tested both sequentially and
with four threads; the parallel tests can be seen in Table 3. A time limit has
been set to 15 minutes, where for instances that take longer than that, the best
found solution so far will be reported and compared to how far oﬀ it is from the
best-known solution. The solver configurations involved in the tests are:
• G-tree - Is the Gecode solver with int search as search annotation, with
a systematic search over the list of successors starting with the smallest
domain and assigning the median value of that domain (s, first fail , indomain median, complete). The search annotation was chosen because
it generally did well compared to other settings when using Gecode with
systematic search during the design of the presented model of this project.
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There are no guarantees at all that other settings will not do better than
this one. Ideally, one would want to test several search annotations.
• G-relax - Uses the built-in search annotations relax and reconstruct of
Gecode, with 50% as restart probability. This decision was also made
based on the author’s observations during the modelling process, where
best results came from a restart probability close to 50% regardless of
the model or problem instance. But, the ideal approach for this case
would also be to test several diﬀerent values. Due to time limitations of
the project, the number of search strategies tested from each solver was
restricted to a maximum of two, where a pair of one systematic search and
one heuristic kind of search was desired. Relax and reconstruct as search
strategy was chosen before the free search of Gecode because the relax
and reconstruct search was quite new to the field and it simply attracted
the interest of the author. It had also shown to be promising when using
it during the modelling process.
• Or-tree - Is the or-tools library with the same search annotations as Gtree: int search(s, first fail , indomain median, complete).
• Or-free - Is the or-tools library but with ignored search annotations, i.e.,
with a free search. It will use an impact-based search [26] with restart log
size, which is a restart policy for avoiding too deep visits in the search
tree. Starting at one, the value of the restart log size will be gradually
increased by the value one for each of the ten test runs. This is so that
several settings could be tested for the same benchmark, since restart log
size can aﬀect the outcome quite much between problem instances.
• OscaR/CBLS* - OscaR/CBLS will ignore all search annotations specified in the model, and instead do a free search, in form of a constraintbased local search (CBLS). Notable is that the OscaR/CBLS solver did
not always find any feasible solutions within the time limit. More specifically, it found feasible solutions for all ten runs with 16 nodes, nine out
of ten runs for 20 nodes, and only two out ten for 24 nodes.
• CPX-tree* - The CPX Opturion solver with the same search annotation
as the previous ones running tree search.
• CPX-free* - A free search using CPX Opturion as solver.
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Setting

n

Min(s)

Max(s)

Avg(s)

Dev(s)

Failures

Min(m)

Avg(m)

G-tree
G-relax

16
16

3.04
0.98

3.31
1.28

3.21
1.12

0.08
0.09

254
379

1,624.01
1,624.01

1,624.01
1,624.01

G-tree
G-relax

20
20

537.78
42.93

579.95
57.67

559.03
50.79

11.93
5.69

179
184

6,475.08
6,475.08

6,475.08
6,475.08

G-tree
G-relax

24
24

485.60

562.08

900
507.56

21.06

2.5 M
212

2,071.87
2,071.87

2,071.87
2,071.87

Table 3: Comparison of solvers running in parallel. The green marked distances
are also the best-known shortest routes for that instance. The distances of the
solutions are marked in green if they are matching the best-known solution from
the optimisation extension in MobiWin QA, for that instance. The boldface results are the best time in seconds of the running times (Min, Max, and Avg) and
standard deviation, along with the best found cost, for each problem instance.

For each set of test runs, the minimum solving time (Min) and the maximum
solving time (Max) from the ten test runs, have been reported. The average
solving time (Avg) along with the standard deviation (Dev) between the ten test
runs has also been accounted. All of the above are measured in seconds. The
average solving time is the one used for comparing solvers and the optimisation
extension in MobiWin QA. The standard deviation is interesting to see how
much the solving time of a solver is changing from test run to test run for the
same problem instance. Also the average number of failures and the best found
solution along with the average of solutions have been accounted, except the
number of failures for the OscaR/CBLS solver since CBLS has no notion of
failure.
The supported output of solvers can also be diﬀerent, most noticeable is that
some can and some can not output elapsed time for each found feasible solution.
What this means is that some of the running times present the time for when the
solver is done with the search and has proven the solution to be optimal, while
the other times present the time it took to find the so far best feasible solution,
being neither finished with the search nor oﬀering any guarantees of optimality.
More specifically, it means that the solvers not supporting this have finished
searching and proving the solution to be optimal within the reported time in
the tables as long as the time is less than 900 s (15 minutes). If they do need
the whole 15 minutes solving time or more, they might have found the solution
faster than that, but still need the rest of the time window for exploring the
remaining space of candidate solutions. For the solvers that support printing of
elapsed time it is the other way around, where the reported time represents the
best-known solution, and that they either finish the search some time after that
or not at all before the deadline. The two solvers that display elapsed running
time during the search are the CPX solver and the OscaR/CBLS solver, and
they are marked with an asterisk (∗) in the tables.
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Comparison of Solvers on Small Instances for the Basic Model with
One Available Vehicle
Most of solvers could find, or at least get close to, the best-known solution found
by the optimisation extension of MobiWin QA, within the given time limit. The
worst performing solver from the tests not running in parallel seems to be the
CPX Opturion tree search, which was the slowest configuration when finding
the best-known solution for the 16 node instance. When the problem instance
increased, the CPX solver was a bit oﬀ target for 20 customers and far from
it with 24 customers. The CPX Opturion solver with free search on the other
hand was one of a few solvers that performed the best. It always found the same
shortest distance as the shortest known distance, and it always did so within
the deadline of 15 minutes, but it would only have time to prove the solution to
be optimal for 16 nodes, not for the bigger instances of 20 and 24 nodes.
Gecode with relax and reconstruct as search annotation along with or-tools
with free search were also consistent in finding the best-known solutions for all
three test instances. What is unclear with those two though is that we do not
know when during the 15 minute search they found the solutions just by looking
at the output statistics. It might very well be so that they are as fast as, or
even faster than, the time for finding a solution with the CPX Opturion solver,
but that the Gecode and or-tools solvers spend so more much time exploring
the rest of the search space and proving the optimality of the solution, which is
why the latter two output the deadline as solving time.
The OscaR/CBLS solver is a good example of how a heuristic search approach
will sacrifice the quality of the solution for eﬃciency. The OscaR/CBLS solver
never found the best-known solution within the time limit, and the runs varied
from a bit from the best-known (8–20%) to very far from the best-known (50–
100%). On the other hand, the advantage that comes with this potential suboptimality of the solutions is that the running times can be extremely good.
For instance, the overall minimum solve time for 24 nodes of 53.67 s is from the
same test run as the shortest distance of 2,461.67 m that the solver found, which
is 18.8% from the best-known distance. This advantage is most noticeable for
very large problem instances, therefore these small instances are not doing the
solver justice since it is unlikely to find good solutions for such small instances.
Not so surprisingly, the solvers that support parallel search perform better when
running in parallel. For the three smaller test cases all the solvers running in
parallel hit the best known solution within the 15 minute mark. The dominant
solver and strategy of those was Gecode with the relax and reconstruct search
annotation, which took an average of 507.56 s to find a best solution for 24 nodes
to visit.
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Setting

n

Min(s)

Max(s)

Avg(s)

Dev(s)

Failures

Best(m)

Avg(m)

G-relax
Or-free
CPX-free*

30
30
30

30.16

42.86

900
900
31.96

4.02

11.1 M
5.2 M
26 k

2,587.27
2,587.27
3,359.44

2,628.20
2,785.33
3,359.44

G-relax
Or-free
CPX-free*

50
50
50

421.53

879.59

900
900
684.58

195.54

38.6 M
3.0 M
0.3 M

14,630.03
5,665.82
9,145.32

16,015.22
6,099.32
9,534.11

G-relax
Or-free
CPX-free*

100
100
100

-

-

900
900
-

-

71.5 M
1.3 M
-

44,637.39
12,979.98
-

45,184.75
13,177.87
-

Table 4: Bigger instances, where a green text indicates that the distance is equal
to the shortest known route from the optimisation extension of MobiWin QA,
which is 2 587.27 m for 30 nodes, 4 595.28 m for 50 nodes, and 9 339.61 m for
100 nodes. The boldface results are the best time in seconds of the running
times (Min, Max, and Avg) and standard deviation, along with the best found
cost, for each problem instance.

6.3

Bigger Instances for the Basic Model with One Available Vehicle

The results shown in Table 4 from the optimisation extension in MobiWin QA
were generated on a machine with a 2.80 GHz Intel Core i7 CPU and 8 GB
of RAM, running 64-bit Windows 7 Professional. The MiniZinc model still ran
on the same MacBook Pro as in the previous section. This was because the
optimisation extension in MobiWin QA had to be run on a Windows machine,
while some of the solvers were troublesome to get running on the Windows
machine. The reason for this test is not to see which solver has the fastest solving
time, instead, the reason is to see how close to the solutions the optimisation
extension to MobiWin QA system produces within a few seconds, a CP model
can come within the deadline of fifteen minutes.
The table for these benchmarks, Table 4, includes the same measured data as
the tables in Section 6.2, with the number of nodes n; minimum, maximum,
average, and standard deviation of all the ten test runs; along with the number
of failures, the best found solution of a solver, and the average solution out of
the ten test runs.
Figure 4 is a captured image from the MobiWin QA system showing all the arcs
of the 100 node problem instance. Note that there are actually only 50 arcs,
since the optimisation extension to MobiWin QA will translate each arc into
two nodes, one at each end of the arc.
The solvers chosen for these tests were: Gecode with relax and reconstruct as
search strategy running in parallel (G-relax), Or-tools with free search (Or-free),
and finally CPX Opturion with free search (CPX-free), with the reason that
these three configurations were the ones performing best at the bigger instance
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Figure 4: One of the test instances with 100 nodes, although, since each arc
in MobiWin QA is represented by two nodes, one at each end of the arc, this
image displays 50 arcs over a bigger vicinity.
of 24 nodes and still finding the best-known solution. Note that Gecode with
relax and reconstruct supports solving in parallel and the other solvers do not
do that. The bigger tests were run to whatever extent the solvers can handle to
be able to test the solver’s full potential to resemble how they would be used in
real-world scenarios, therefore the Gecode solver running in parallel did compete
against solvers not running in parallel.

Comparison of Solvers on Bigger Instances for the Basic Model with
One Available Vehicle
When moving on with the three best performing solvers from the tests in Section 6.2 and scaling up the problem sizes, the solvers started struggling to find
solutions as close as possible to the best-known solutions within the time limit.
Figure 5 displays how many times from the best-known solution the diﬀerent
solver configurations at time-out are for the test instances of 30, 50, and 100
nodes.
The CPX Opturion solver (CPX-free) still found feasible solutions that are
approximately 30% worse than the best-known solution, which is quite fast
compared to the deadline. But the routes became drastically longer for bigger
instances as the 50-node route is twice as long as the best-known one and no
feasible routes were found at all within the deadline with 100 nodes.
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Figure 5: A plot displaying how many times from the best-known solution the
solver configurations G-relax, Or-free, and CPX-free are.
Gecode with relax and reconstruct running in parallel (G-relax) did well for
up to 30 nodes, but scaled quite bad after that. The best solution it found
within the time limit for 50 customers was just over three times worse than
the best-known solution. The shortest found solution was close to five times
the best-known solution with 100 nodes. Measured in meters, that is a route
covering close to 45 000 m, when it could be done in just over 9 000 m.
Best did or-tools with a free-search approach (Or-free). It did not find the same
route as the best-known for the two bigger instances, but it was not as far from
it as the other solvers. It was approximately 23% worse than the best-known
with 50 nodes and 39% worse with 100 nodes.

6.4

A Richer Model with Several Available Vehicles

A richer model, with the possibility of having several vehicles and including
both capacity constraints and time windows was tested with similar test data
as in the previous two sub-sections. The tests chosen were the two with 16 and
24 nodes, but since the optimisation extension to MobiWin QA handles neither
capacity nor complete time windows, they had to be altered to include data for
that as well. The data for the capacity required at each node and for the time
windows, for the new tests was randomly generated, but in such way that it still
would aﬀect the planning of the routes and still not being completely unrealistic.
For instance, the time windows were based on three diﬀerent kinds of priority
levels, which is a scenario that can occur in the real world where some roads
have to be prioritised. The tests will also have a number of vehicles available
beforehand; in this case, 2 to 5 available vehicles were tested. It is then up to
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the model to determine if all those vehicles are necessary; if not, some routes
will just not be assigned any nodes to visit.
This richer model was originally based on the same one as in the test in Sections 6.2 and 6.3 but with the necessary instance variables, decision variables,
and constraints added to suit the new kind of VRPs. This results in a model
just as the one outlined in Section 5.6.
The actual results of these tests, the total cost in meters, can not be directly
compared to the results from the previous sections because of several reasons.
First of all, these costs are the sum of the distances from the first node to the last
for each route, without any relation between the routes. Whereas the previous
one-vehicle tests would sum up a complete circle by adding the cost between
the last and the first node as well. Secondly, the extra distance for visiting
depots is added to the routes along with the waiting time if a node is not ready
for a visit, where the cost for waiting has been defined as relative to the travel
distances. Because of these two reasons, the best-known solutions can not be
acquired from the optimisation extension of MobiWin QA. Instead, all the test
instances have been run once for a longer time than the benchmark tests, more
specifically for 2 hours, with our MiniZinc model under the or-tools solver with
free search. The best-known results can be seen in Table 5.
n

m

Best-known total distance (m)

16
16
16
16

2
3
4
5

1,527.41
1,221.12
1,305.31
1,308.59

24
24
24
24

2
3
4
5

3,074.90
4,017.83
2,719.82
2,555.70

Table 5: The best-known results of the richer test instances, acquired by running
the instances for 2 hours each.
The tests were run with the best performing solver configuration from earlier,
which is the or-tools solver with free search, and once again, each test had a
time limit of 900 seconds (15 minutes). Not a single test run was completed
and proven to be optimal within that time limit; therefore, no solving times are
presented in the table. The diﬀerence from the previous sub-sections is that each
test instance was run four times, instead of ten; this was due to time limitations
of the project and the decision was made to rather include several diﬀerent
problem instance such as 16 nodes and 24 nodes along with two to five available
vehicles, instead of fewer instances and higher accuracy. Table 6 displays the
number of customers n, the number of vehicles m, and the average distance from
the first to the final node of each of the routes, listed by increasing route length.
The tests with less than five available vehicles will only give results for routes 1
to m. Finally, the table shows the total distance in meters, the number of fails,
and the average amount of total depot visits (dv) among all the routes. One
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n

m

1st(m)

2nd(m)

3rd(m)

4th(m)

5th(m)

Total(m)

Failures

16
16
16
16

2
3
4
5

775.23
363.71
207.21
0.0

912.55
501.19
277.72
237.87

576.47
360.93
308.93

506.98
347.86

482.42

1,687.78
1,441.37
1,352.84
1,377.08

11.2
5.9
4.4
4.2

M
M
M
M

2.25
1.50
1.50
1.50

24
24
24
24

2
3
4
5

1,816.53
1,282.73
518.30
290.29

2,295.45
1,449.25
631.72
456.74

1,767.48
1,028.67
539.25

1,349.41
706.94

802.84

4,111.98
4,499.46
3,528.09
2,796.06

6.5
10.5
4.4
3.4

M
M
M
M

4.00
4.50
4.00
3.50

Table 6: Test case with a model containing capacity and time window constraint,
running on tests with 16 and 24 nodes, combined with two to five available
vehicles. The solver configuration was or-tools with a free search strategy.
of the test instances, with five available vehicles for 16 nodes, shows a shortest
route of 0.0 m. This is because the problem instance is too small for all the five
vehicles to find any solution more eﬃcient than this one, given the optimisation
objective of the model. This means that if the final vehicle would be utilised
as well, that would not aﬀect the most expensive route of 482.42 m and would
therefore not result in a better solution, for this model and problem instance.

Comparison on a Richer Model with Several Available Vehicles
An interesting observation is that even though adapting the model to suit the
richer kind of problem can be done smoothly without aﬀecting the core of the
model, the solving times increase a lot. That is so because the extensions to
the model bring new decision variables as well. Also, the domain sizes will
diﬀer depending on the number of available vehicles defined in the diﬀerent test
instances, since each available vehicle needs its own start and end node.
We can see that for 16 nodes, the total cost is similar, if not less than the bestknown distance in Section 6.2. Why the total distance can be less is because
the richer model did not count the complete circles of distances for a route, but
only from start to finish. For the 16-node test data with five vehicles, one of
the available vehicles was ignored, since the problem instance was too small to
be worth using all five vehicles according to the solve objective of the model
where the work-load is evenly distributed among the vehicles and minimised.
Since the amount of cargo and vehicle capacity stays the same within each data
set regardless of the number of vehicles, we can see that using more vehicles
decreases the number of depot visits, if only slightly. Which also is natural,
since more vehicles bring a larger global capacity between the vehicles.
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7

Conclusions and Future Work

Even though several solvers were tested with the two chosen models, one can
not be sure that some small change of a model or the instance data will not
change the results completely of which solver is the most eﬃcient one. The ideal
approach would be to consider as many as possible combinations of modelling
the constraints and test as many combinations as possible with the candidate
solvers, and on diﬀerent problem instances.
Looking at the flexibility aspect of using a constraint modelling approach using
MiniZinc for solving VRPs, one can certainly argue that it is a suitable way
of solving the problem where the side constraints are quite unclear beforehand.
With some other approach, it might be problematic if new constraints occur
during, or after, the development of such a program if the developers are unprepared for the constraints, which can result in huge changes to the core of
the program that might very well take weeks to develop. By using constraint
modelling the modeller can ignore the previous constraints, and focus on how
to apply the new constraints to the model, and it was done without aﬀecting
other parts of the model in terms of functionality. It is just as smooth as that
sounds with MiniZinc. With one extra array of data variables representing the
due time at each node, one array of decision variables for the arrival times, and
two constraints as short and basic as shown in the code snippet below, a VRP
model can be transformed into a model for VRPs with deadlines.
constraint forall(i in V)(arrivalTime[i] <= dueTime[i]);
constraint forall(i in Vs)(
arrivalTime[s[i]] == arrivalTime[i] + travelCost[i, s[i]];
);

The problem regarding the flexibility though is that the current back-end solvers
are not always compatible yet with everything that gets thrown at them. Therefore, one can not expect that a certain model will work today with every solver
you try it with. Also, one can certainly not assume that all solvers will handle
changes to a model equally, even for very small changes. MiniZinc might be
superb for adapting to encountered side constraints or demands, in terms of
making the model work as it should. But, a change to a model can still aﬀect
eﬃciency in such a way that it goes from acceptable and good to unacceptable,
where the solver takes too long and does not find good enough solutions for a
specific problem instance.
That solving the VRP would be time ineﬃcient we knew because of the NPhardness of the VRP. However, the most eﬃcient solver configuration for solving
our VRP model, or-tools with heuristic search, performed well. Also, doing some
fine-tuning to the model, specifically with or-tools as targeted solver, might even
improve the results. This was only tested for problem sizes up to 100 nodes, and
even though the diﬀerence between the found routes upon timing out, compared
to the best-known increases close to linear from 30 nodes to 100 nodes, it is
impossible to predict what will happen for even bigger instances since the VRP is
NP-hard. Hence, using the presented model along with the solver configurations
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Figure 6: An example of eight arcs in a small vicinity
tested in this thesis seems not appropriate for the real-world VRPs that are
encountered in MobiWin QA, where the areas most often consist of 100–500
arcs and sometimes up to several thousands of arcs.
So, when is modelling using MiniZinc appropriate to use in winter road maintenancerelated problems? The answer is: When the problem sizes are smaller or can
be clustered to smaller instances. The optimisation extension to MobiWin QA
available now is very well-detailed. For instance, the road links that make all
the possible arcs in MobiWin QA are separated by each occurrence of any crossing road, meaning that a short, straight road of 100 m can consist of five arcs
just because it crosses a bike road and a couple of driveways. It is also possible
to enter how many times each arc needs servicing beforehand. For some contractors, this accuracy is requested and just what they want; others say that it
is unnecessary because it is too hard to predict how many times a road needs
servicing or even how to traverse a certain road containing obstacles. One interesting example of this is when focusing on smaller roads, parking lots, and
odd corners. These cases are often done by certain vehicles with suitable plough
widths that only handle those kinds of jobs where it is close to impossible to
predict how, for instance, a parking lot should be, or can be, traversed. Such
problems would be unnecessary to treat as arcs, instead one could generalise
them to a node and by doing so reducing the problem size drastically.
This theory of generalising, or clustering, the problem can also be applied to
groups of arcs covering longer distances as well. In Figure 6 one can see a small
vicinity that consists of eight arcs, which is translated into 16 nodes where each
arc is replaced by two nodes at each end-point of the arc. Because of the dead
ends of each street, it is almost impossible to not do this in an optimal manner
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if one would focus on one of the dead end roads at a time. It would therefore
be suﬃcient to see this vicinity as one node, and do the same to similar areas
and then solve a smaller VRP between these nodes.
In this thesis, the solvers used along with MiniZinc have been used in a blackbox manner. It would therefore be interesting to see how far one could get by
modelling directly in the host language of some of the solvers instead, without
the use of MiniZinc. The or-tools library even includes a vehicle routing specialised library for solving TSPs that is shown to find the optimal solution for
280 nodes in under a second [33]. If this would not be enough to be suitable for
the even larger real-world problems, the or-tools TSP library could be combined
with the theory of reducing the problem sizes as proposed above.
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