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Abstract

Modelling of patterns between operational data,
diagnostic trouble codes and workshop history using
big data and machine learning
Johanna Haglund and Linda Virkkala

The work presented in this thesis is part of a large 
research and development project on condition-based 
maintenance for heavy trucks and buses at Scania. The 
aim of this thesis was to be able to predict the status of 
a component (the starter motor) using data mining 
methods and to create models that can predict the 
failure of that component. Based on workshop history 
data, error codes and operational data, three sets of 
classification models were built and evaluated. The first 
model aims to find patterns in a set of error codes, to 
see which codes are related to a starter motor failure. 
The second model aims to see if there are patterns in 
operational data that lead to the occurrence of an error 
code. Finally, the two data sets were merged and a 
classifier was trained and evaluated on this larger data 
set. Two machine learning algorithms were used and 
compared throughout the model building: AdaBoost and 
random forest. There is no statistically significant 
difference in their performance, and both algorithms 
had an error rate around ~13%, ~5% and ~13% for the 
three classification models respectively. However, 
random forest is much faster, and is therefore the 
preferable option for an industrial implementation. 
Variable analysis was conducted for the error codes and 
operational data, resulting in rankings of informative 
variables. From the evaluation metric precision, it can 
be derived that if our random forest model predicts a 
starter motor failure, there is a 85.7% chance that it 
actually has failed. This model finds 32% (the models 
recall) of the failed starter motors. It is also shown that 
four error codes; 2481, 2639, 2657 and 2597 have the 
highest predictive power for starter motor failure 
classification. For the operational data, variables that 
concern the starter motor lifetime and battery health are 
generally ranked as important by the models. The 
random forest model finds 81.9% of the cases where the 
2481 error code occurs. If the random forest model 
predicts that the error code 2481 will occur, there is a 
88.2% chance that it will. The classification 
performance was not increased when the two data sets 
were merged, indicating that the patterns detected by 
the two first classification models do not add value to 
one another. 
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Populärvetenskaplig sammanfattning 

Denna rapport är en del av ett examensarbete som utförts av Linda Virkkala och 

Johanna Haglund på Scania i Södertälje under hösten 2015. Arbetet är en del av en 

större forsknings- och utvecklingssatsning om tillståndsbaserat underhåll för tunga 

lastbilar och bussar på Scania. För Scania är alla typer av fordonshaveri oönskade, 

eftersom sådana kostar både företaget och deras kunder mycket pengar och tid, både 

på verkstad och i uteblivna körningar. Tänk om det gick att planera in 

verkstadsbesöken så att man kunde passa på att ersätta gamla, utslitna komponenter 

samtidigt som fordonen var inne på rutinmässiga servicebesök! Men att urskilja vilka 

komponenter som är på väg att gå sönder från de som kommer fungera ett bra tag till - 

det kan vara mycket svårt, eftersom det är många parametrar som påverkar hur länge 

en viss komponent kan fungera. Till exempel kan komponenten påverkas av fordonets 

ålder, av klimatet eller av körbeteendet, vilket skiljer sig avsevärt för en lastbil som kör 

långa distanser eller för en stadsbuss som gör flera hundra stopp om dagen. För att 

vara på den säkra sidan, ersätter därför Scanias verkstäder idag många fungerande 

komponenter om de misstänker att den kanske snart kommer att gå sönder. Detta 

betyder naturligtvis stora kostnader för Scania. Kostnaderna skulle dock kunna 

minimeras med hjälp av datadrivna metoder som kan identifiera komponenter som är 

i riskzonen för haveri, och som kan tala om vad komponenten har för status, eller 

tillstånd. Är komponenten fullt fungerande eller på väg att gå sönder inom en snar 

framtid? 

Syftet med detta examensarbete var att se om det går att bygga en modell som kan 

förutsäga när en startmotor kommer att gå sönder. Detta skulle göras med hjälp av 

data mining metoder, mer specifikt genom att skapa modeller som kan förutsäga fel på 

startmotorn. Baserat på verkstadshistorikdata, felkoder och driftdata har tre 

uppsättningar av klassificeringsmodeller byggts och utvärderats. Verkstadshistoriken 

innehåller information om när en lastbil eller buss var inne på verkstad och vilket typ 

av arbete som gjordes eller vilka komponenter som byttes ut. Driftdata är olika typer 

av loggar eller räknare som samlas in från fordonens interna system. Till exempel finns 

det en driftdatavariabel som visar hur långt fordonet kört. En annan sådan variabel 

visar hur många sekunder det senast tog att starta fordonet. 

Den första klassificeringsmodellen syftar till att hitta mönster i en uppsättning av 

felkoder, för att se vilka koder som är relaterade till att en startmotor går sönder. Den 

andra klassificeringsmodellen syftar till att se om det finns mönster i driftdata som 

leder till uppkomsten av en särskild felkod. Slutligen, sattes de två datauppsättningar 

ihop och en tredje klassificeringsmodell tränades och utvärderades på denna större 

datamängd. Två maskininlärningsalgoritmer, AdaBoost och random forest, användes 

för att träna och testa modellerna i programmet R. Det visar sig att det inte finns någon 

statistiskt signifikant skillnad i deras respektive prestanda, då de båda har en felfrekvens 

på runt ~ 13%, ~ 5% och ~ 13% för de tre klassificerarna. Dock går det mycket 

snabbare att köra random forest, så för en industriell tillämpning är den därför det 

bästa alternativet. Inom ramen av exjobbet har det även gjorts en ansats till att analysera 



 

vilka variabler som är viktigast för respektive klassificerare. Detta har dels gjorts för att 

kunna undersöka varför dessa variabler påverkar startmotorns status, men också för 

att i förebyggande syfte se om det går att skära ner på antalet variabler som måste matas 

in i klassificeraren, baserat på hur informativa de är i relation till varandra. Detta är för 

att senare kunna utesluta redundant data och hålla nere modellernas komplexitet.  

Random forest-modellen till exempel, hittar 32% av de fallerade startmotorerna. 

Huruvida 32% är ett bra utfall eller inte, går att diskutera. För Scania är det dock en 

tillräcklig indikation för att göra ett bättre urval för vidare tester. Från 

utvärderingsmåttet specificitet (eng. precision), kan följande härledas: om vår random 

forest-modell förutsäger att en startmotor kommer att gå sönder, så är det 85.7% chans 

att den faktiskt kommer att gå sönder. Vidare visas att det är förekomsten av fyra 

felkoder; 2481, 2639, 2657 och 2597, som bäst kan avgöra om en startmotor är i 

riskzonen för att gå sönder eller inte. Gällande driftdata, är det främst variabler som 

berör batteriet, motorn och startmotorn som rangordnas som viktiga för modellernas 

klassificeringsförmåga. Random forest-modellen hittar 81.9% av fallen där felkoden 

2481 förekommer, och om samma modell förutsäger att felkod 2481 kommer att 

uppkomma baserat på mönstren i driftdatavariablerna, så är det 82% chans att den 

kommer att göra det. Klassificerarnas prestanda ökade inte när de två 

datauppsättningarna slogs ihop, vilket tyder på att de mönstren som de första två 

klassificeringsmodellerna upptäckte inte tillför värde till varandra. 

 



 

Abbreviations 

 DTC - Diagnostic Trouble Code 

 ECU - Electrical Control Unit, Embedded system consisting of 

hardware and software controlling different parts of the vehicle. 

 EMS - Electrical Management System 

 Chassis - name of an entity sold by Scania; can refer to a truck, a long-

haul bus, a city bus, an engine etc. 

 IVHM - Integrated Vehicle Health Management 

 ODD - Operational Data Database 

 MAR – Missing at Random 

 MCAR – Missing Completely at Random 

 MNAR – Missing Not at Random 

 RUL - Remaining Useful Life 

 SQL - Structured Query Language 

 VOR - Vehicle off Road 

 WHD - Workshop History Database 
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1. Introduction 
This thesis project was conducted at Scania during the fall of 2015. To facilitate 

understanding of this report, we will first give a brief introduction to Scania products. 

Scania was founded in 1891 in Sweden, and today provides sales and services in over 

100 countries. In 2014, Scania delivered 73,015 trucks, 6,767 buses and 8,287 engines, 

both industrial and marine (Scania, 2014). Every Scania vehicle offered today is 

modular, meaning that it is customized according to customer specifications by 

combining a large set of parts and components. This means that each truck and bus is 

different to the next, which in turn requires knowledge about how the individual 

components function in each vehicle and how they should be serviced and maintained 

in order to provide high quality products. Ideally, Scania would like to be able to avoid 

all vehicles off road (VOR) situations. The term VOR incorporates many different 

types of situations of varying severity, ranging from a vehicle being unable to start at 

the depot, to a failure causing an accident whilst driving (Bitéus, 2015). To be on the 

safe side, Scania will rather replace a working component in a vehicle if there is any 

indication that it may cause a VOR for that vehicle. The indication may be vaguely 

based on human “hunches” or on the vehicle's internal system for fault reporting called 

diagnostic trouble codes (DTCs or error codes). 

Therefore, maintenance is a heavy cost for Scania’s products, but it is preferable to 

plan for scheduled maintenance than to bear the cost of sudden breakdown (such as a 

VOR) which requires repair, or in worst case, risk of someone's life. The costs may 

however be optimized using data-driven methods that can identify components that 

are at risk of breakdown. Data-driven methods span the academic fields of data mining 

and machine learning, in which useful patterns are detected in large data sets and 

models are trained to learn from these patterns. By using these methods, Scania hopes 

to be able to decrease the waste of useful components as well as preventing VOR’s. 

The following subsections will describe the research project that defined the general 

scope of this thesis, followed by a problem description and an introduction to the 

machine learning field. 

1.1. Problem Description 
In order to predict the remaining useful life (RUL) of a component there needs to be 

data related to it. There are many business units at Scania that have their own databases 

for collection of different kinds of data from their products. These data sources are a 

potential clue to when a component will break down, and by applying data mining 

techniques on the data our aim is to be able to see patterns in when a specific 

component will break down. In order to stay within the scope of a master thesis, this 

study has focused on a single component of interest; the starter motor. 

The starter motor is a crucial component for the trucks since a breakdown may cause 

a VOR or induce other risks. The starter motor is not serviced by default every time it 

is at a workshop, unless the driver or the internal systems (also called ECUs) provide 
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reasons to do so, mainly because it takes quite some time to check its “health”. The 

engineers that estimate a RUL for it instead schedule the regular maintenance of this 

component. However, these calculations can make wrong lifetime predictions, which 

means that a starter motor might need to be replaced before its scheduled maintenance. 

This implies that the cost of maintenance gets higher than initially planned. A potential 

optimizing factor for the starter motor is therefore to be more precise in planning 

when to change the component, according to its actual health status, which in turn is 

determined by its operational data. This can be done by using a data mining model. 

Such a model could either predict the remaining lifetime of the component (e.g. with 

unit “days until breakdown”), or by using probability of breakdown (e.g. P(“starter 

motor breakdown” | certain conditions fulfilled) = 0.8). Which of these two 

approaches is most appropriate depends on the type of data, data quality and the 

objectives of the final model. One objective is therefore to find patterns in the 

operational data that concerns the status of the chosen component. 

The most obvious clue to the status of a particular component comes from its DTCs. 

When working with the maintenance of the vehicles, the mere existence of error codes 

is supposed to be informative, granted that the message, which the error code gives, is 

correct. But there may be a discrepancy in what the error message tells the workshop 

people, and what work they actually carry out following that message. For example, say 

there is an error code called “SM_1” in the readout, and in the error code manual it is 

described like this: “SM_1 indicates that the starter motor is not working”. Suppose 

that upon arrival to a scheduled maintenance, a readout of all DTCs contains this 

“SM_1”, despite there being no major problems whilst driving this particular truck (a 

truck cannot drive unless it has a functioning starter motor). Having incorrect DTCs 

in the system causes more work for the workshops and may be wasteful since parts 

that are not broken might get replaced “just in case”. There is also a discrepancy in the 

evolution of the ECUs, making older DTCs occur for the wrong causes. I.e. a 

behaviour that was seen as abnormal at the time when the ECU was designed can be 

legitimate today. Scania would like to tap into the full use of the DTCs, but for that 

they need to test the quality of the DTCs, and data mining methods might be one 

solution. Hence, another guiding objective of this thesis is to investigate the predictive 

power of the DTCs. 

1.2. Objectives 
Given the problem description above, the objectives of this thesis are the following: 

● Given workshop data, what patterns are there in the DTC data?  

○ How predictive are any such patterns? 

○ Are there specific DTCs that have stronger correlation to a starter 

motor replacement in the workshop data? If so, how predictive are 

they? 

● Given a specific DTC, what patterns are there in operational data?  

○ How predictive are such patterns? 
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○ Are there specific variables that impact the emergence of the DTC? 

● Will any patterns that predict starter motor failure be stronger if models are 

based on a combination of operational data and DTCs? 

 

It was also decided that at least two different machine learning approaches would be 

used to answer these objectives. 

1.2.1. Scope and Delimitations 
The starter motor as a component is particularly suitable for this type of analysis since 

it can be represented as having a binary status (broken/not broken, but not partially 

failing), and it generates specific operational data that is interesting to investigate with 

data mining methods, such as the number of attempted starts and time it takes to start 

the engine.  

Unfortunately, the three databases we used were not fully compatible with each other. 

This has led to some loss of data, where for example one truck can have its starter 

motor fixed without having the operational data read out at that service visit, which 

also means that there is a loss of error codes in our analysis. The collection of 

operational data is limited to a handful of countries, or markets, whereas the workshop 

data comes from all over the world. The match between the workshop data and 

operational data is hence limited by the smaller dataset and number of chassis available 

for our analysis is limited to 64 000. The implications of this will be further discussed 

in the section called Data description. 

It is also worth noting that the workshop data can only provide us with cases where 

there is a record of a starter motor having been replaced entirely. Therefore we cannot 

provide an accurate “degree of brokenness”. A probability of any component of 

breaking down is therefore a prediction of a replacement of the component, not on the actual 

health of the component, even though we assume that we can predict a failure from patterns in the 

operational data. 

It was also agreed in discussions with experts at Scania that we would not attempt to 

take any context data, such as weather conditions or electrical appliances in the vehicle 

cabin, into account when investigating the operational data. 
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2. Background 

2.1. Introduction to IRIS 
Scania conducts several research and development projects concerning condition-

based maintenance for heavy trucks and buses. One of these ongoing projects is called 

IRIS (Integrated Dynamic Prognostic Maintenance Support1), which aims to develop 

methodologies for creating models that estimate the RUL of components. These 

models will then be used for optimizing maintenance schedules. Today, maintenance 

is scheduled based on estimations of a particular component’s lifetime. These 

estimations are made by engineers, and are inevitably based on their previous 

experience. Scania has ambitions of using a data-driven process where the lifetime can 

be estimated using operational data from the vehicles as a complement to these expert 

calculations, which is where IRIS comes into the picture. (Vinnova, 2015). 

Consequently, in the near future, when a functioning truck comes into a workshop, 

ideally only the components with short RUL (i.e. which are likely to fail before the next 

scheduled maintenance of that particular component) will have to be repaired or 

replaced, keeping costs down. The choice of what components to service could 

therefore be based on the component’s health, which is highly dependent on how the 

vehicle is used. This project is therefore very much aligned with Scania's vision that 

the operation of any vehicle should be predictable and that there should be no 

breakdowns or vehicles off road (VOR).  

2.2. Why Focus on the Starter Motor? 
There are two major reasons to replace a vehicle component: as part of regular 

maintenance (imposed by for example environmental regulations or haulage contractor 

policy) or because the condition of the part has deteriorated and might fail. Only the 

latter is relevant for predictive models.  

The starter motor is a crucial electrical component for all Scania vehicles, since a failing 

starter motor often causes a VOR. It is also an expensive and time consuming part to 

replace, and today many starter motors are replaced unnecessarily because it is difficult 

to tell if it is the start motor or other, closely related, components that is the root of 

the problem. Therefore it is of great interest to get predictive models of this particular 

component. 

2.3. Related Work 
At Scania, Johanna Rosenvinge (2013) investigated how technical features and 

operational conditions influence the lifetime of truck batteries. She built a support 

vector machine classifier to examine how well the data discriminated the vehicles with 

battery failure. The performance of her classifier was 70.54% and 76.95% for haulage 

                                                 
1 Own translation from ‘Integrerad Dynamiskt Prognostiserande Underhållsstöd’. 
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and distribution vehicles respectively. She also applied a maximum likelihood 

estimation to censored2 failure time data showing that, if failures that occurred within 

100 days after delivery were omitted, both failure data sets were normal distributed on 

a 95% significance level. Finally she created two different models for finding how 

different features influence the lifetime, using random forests and Cox regression. 

Rosenvinge’s thesis was an ambitious approach to the same type of questions we aim 

to answer in this study. However, it differs in a number of ways from what we are 

trying to achieve, for example in that: 

● She was studying batteries. 

● She used data concerning only two particular groups of vehicles, long-haulage 

and distribution trucks 

● She used data from Scania Assistance 

● She used data from a single country from a fixed time period of three years, 

2007-2010. 

Frisk et al (2014) continued this case study of the RUL of lead-acid batteries in heavy-

duty trucks using probabilistic reliability analysis, and proposed a random survival 

forest algorithm for creating a prognostic model. They included 291 variables from 33 

600 vehicles from 5 European markets. In addition, they focused a lot on variable 

analysis and found that the individual variables with most predictive power were: the 

total distance driven, time of delivery, and number of days in use. For their model, the 

two most important bin variables were BattVoltTempI2_p2 that corresponds to low 

battery voltage at -5 to 10 degrees C and BattVolt_p2, which corresponds to a low 

battery voltage in general. 

When it comes to research into the DTCs, the only academic effort we know of is that 

of Lisa Fåhraeus and Moa Fransson (2015). They investigated if there are patterns of 

DTCs that can distinguish true error codes (i.e. which occur in operation) from 

undesirable workshop generated DTCs. Fransson and Fåhraeus used an Associative 

Classification method, where their final classifier had an accuracy of >80%. However, 

less than 50% of the workshop generated DTCs were found. They concluded that this 

either meant that workshop generated DTCs only occur in 50% of the cases (i.e. they 

do not occur in significant patterns), or that the classifier could only detect 50% of 

them (i.e. their classifier precision was poor). In their qualitative validation, Fransson 

and Fåhraeus also suggested further investigation into a number of ECUs that might 

suffer from a lot of workshop generated DTCs. For example, they believe that two 

DTCs3 from an ECU called EMS, could be extra interesting in further analysis.  

                                                 
2 Censored means that the data is above a certain known value, but the exact value is unknown 

(Rosenvinge, 2013). 

3 One of these DTCs concern “CAN message from tachograph timeout” and the other “CAN message 

from coordinator timeout” (Fåhraeus & Fransson, 2015). 
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3. Theoretical Background to Machine Learning 
This section will provide a brief introduction to the concepts field of machine learning 

and classification, and continues with a description of the theory behind the algorithms 

used. It also contains a subsection about how data is cleaned and missing data is 

handled and how one can evaluate machine learning models. 

3.1. Big Data and Machine Learning 
Big data is defined as large (as in the order of 1018) amounts of unstructured data. Big 

data also has high velocity and the schema of such data tends to change rapidly (Kuiler, 

2014). Today, this type of data can stem from IT and application logs (IT infrastructure 

logs, metering, change logs etc.), social media sites like Facebook or Twitter, sensor 

networks (e.g. smart grids and weather), clickstreams and user engagement on mobile 

apps, advertisements, websites, as well as from RFIDs and bioinformatics (Kuiler, 

2014; Sakr et al., 2013). One could define Scania’s various operational data collections 

from their fleet as Big data, even though they are not yet streaming all of it 

automatically or periodically. There is great potential in learning from that data, but in 

order to make grounded decisions, which are better than guessing, one needs to 

systematically process, test and validate what approach is best. This is where data 

mining and machine learning come in. 

Machine learning is a collection of many methods, originating from several fields 

aiming to answer different questions. The algorithms used varies, mainly based on the 

purpose and data. The main notion that divides the overlapping areas of machine 

learning and data mining is whether a problem is supervised or unsupervised. 

Supervised learning is the most researched of the two. Models built from supervised 

learning assumes that training examples are classified (labelled by class labels) as 

opposed to unsupervised learning, which concerns the analysis of unclassified 

examples (Fürnkranz et al., 2012). Since it was possible to label the data used in this 

thesis, we were able to make use of a supervised learning method.  

3.2. Classification 
Pattern recognition is in fact quite trivial, and something we all do, for example when 

recognizing letters, colours or doing puzzles. Since the dawn of computers, researchers 

have tried to implement this ability of pattern classification in machines. According to 

Garcia et al. (2010) pattern classification “is the discipline of building machines to 

classify data (patterns) based on either a priori knowledge or statistics”. The field of 

pattern classification has evolved in parallel with knowledge-based systems, greatly 

facilitated by increased computational resources, and today it is applied in several 

scientific areas such as biometrics, medical diagnosis and financial index prediction. 

A famous school-book classification example is that of the Iris flower species by R.A. 

Fisher, in which the output is qualitative (species) taking values from a finite set G with 

classes 𝐺 = {Virginica, Setosa and Versicolor} (Hastie et al., 2009, p. 9-11). However, 
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qualitative variables are sometimes represented numerically by codes. The simplest 

case is where there is only two classes or categories, such as “success” or “failure,” 

“exists” or “does not exist”. These are often represented by a single binary digit, for 

example as 0 or 1 or as -1 and 1. 

A common notation for a learning task is: given the value of an input vector 

X = {x1, ... ,xn} , make a good prediction of the output 𝑌 =  {𝑦1, . . . , 𝑦𝑛} . This 

prediction is denoted by �̂� .  

For this thesis, based on the available data sources, it was fairly straightforward to in a 

reliable way distinguish if a chassis had had its starter motor replaced or not. In other 

words, most vehicles could be classified as either broken or not broken. However, the 

matching of timestamps between workshop records and of operational data readouts 

was less reliable, therefore regression analysis was ruled out. In discussions with our 

Scania supervisor we decided that our best option was to treat the problem as a 

classification issue; if there are patterns in the operational data or patterns of error 

codes that matches those of a previously failed vehicle, then the model should classify 

it as being at risk with a certain probability and evaluated using appropriate measures. 

3.3. Tree Based Methods 
One group of supervised learning methods are decision trees. Tree-structured 

classification methods are non-parametric, computationally intensive and yet very 

popular methods for various areas of research (Sutton, 2005). They can be applied to 

datasets with both a large number of instances (i.e. rows or observations) and a large 

number of features (i.e. columns, attributes or variables) and they are resistant to 

inclusion of many irrelevant features. They are also resistant to outliers. Another term 

for decision trees that use classification is recursive partitioning, which is used for 

several different tree based methods, including ID3, C4.5 and classification trees (Tan 

et al., 2014, p.154-164). Classification trees are fairly intuitive and easy to learn if one 

is new to the field of machine learning, and tree methods produce accurate results 

quickly (Sutton, 2005). Even if other methods from statistical or data mining fields are 

required for a particular task such as life-time analysis, trees can still be used for 

identifying feature importance and interactions. They can also be used for missing 

value imputation. 

Classification 

model 
Attribute set 

(𝑥) 

Class label 

(𝑦 ) 

Input Output 

Figure 1: Classification when mapping the input vector X into the class label 𝑌  (Tan et al., 2014, 
p.146) 
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To be able to learn the underlying patterns of a class, the data first needs to be split 

into a training and a testing set. The training data is used for learning and the testing 

data is used for evaluation. Decision trees classify an object from a set of variables 

(Tan et al., 2014, p.154-164). The mechanism behind decision trees is to first select a 

variable that gives the “best” split and then divide the feature into two (or more) 

subsets, called nodes. The optimal feature is based on the information it holds about 

the class, therefore the algorithm gives a score to each potential split, using a purity 

measure. There are several scoring criteria that can be applied to decision trees, and 

they have different ways of measuring the class distribution before and after a split. 

The purity refers to the homogeneity of a node and three ways of calculating the purity 

for classification (see equations 1-3) is Gini, Entropy or classification error (Tan et al., 

2014, p.154). For regression problems, mean square error is used instead (Hastie et al., 

2009, p.308). 

Let 𝑝(𝑖|𝑡) be the fraction of records belonging to class 𝑖 at a given node 𝑡. Then: 

𝐺𝑖𝑛𝑖(𝑡)  =  1 − ∑ [𝑝(𝑖|𝑡)]2𝑐−1
𝑖=0     (1) 

𝐸𝑛𝑡𝑟𝑜𝑝𝑦(𝑡)  =  −∑ 𝑝(𝑖|𝑡) ⋅ 𝑙𝑜𝑔2 𝑝(𝑖|𝑡)
𝑐−1
𝑖=0    (2) 

𝐶𝑙𝑎𝑠𝑠𝑖𝑓𝑖𝑐𝑎𝑡𝑖𝑜𝑛 𝑒𝑟𝑟𝑜𝑟(𝑡)  =  1 − max
𝑖

[𝑝(𝑖|𝑡)]  (3) 

𝑀𝑒𝑎𝑛 𝑠𝑞𝑢𝑎𝑟𝑒 𝑒𝑟𝑟𝑜𝑟 =  
1

𝑛
 ∑ (𝑦 𝑖 − 𝑦𝑖)

2𝑛
𝑖 = 1    (4) 

In equation (1) and (2), c refers to the number of classes. Both measures reach their 

maximum when records are equally distributed among all classes, which gives no 

information for the classification (Tan et al., 2014, p.159). The minimum is reached 

when all records belong to one class, implying that the class is pure. 

However, just to compute the impurity of a single node is not sufficient for deciding 

the next split. The impurity of the parent node (before splitting) needs to be compared 

to the child nodes (after splitting), where a big difference indicates a good split.  
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The gain of a split, 𝛥, is one way of determining the goodness: 

𝛥 = 𝐼(𝑝𝑎𝑟𝑒𝑛𝑡) − ∑
𝑁(𝑣𝑗)

𝑁
𝐼(𝑣𝑖)

𝑘
𝑗=1     (5) 

𝐼(⋅) is the measure of impurity at a given node, 𝑁 is the sum of records at the parent 

node, 𝑘 is the number of values of the attribute and 𝑁(𝑣𝑗) is the number of records 

in the child node, 𝑣𝑗(Tan et al., 2014, p.160). 

As a simple example, we have a data set containing information of a fictional 

neighbourhood, where we want to determine whether an individual is a car owner or 

not (two classes: 𝑂𝑤𝑛𝑠 𝐶𝑎𝑟 =  𝑌 =  {𝑌𝑒𝑠, 𝑁𝑜} ). The data set consists of three 

features 𝑋 =  {𝐻𝑎𝑠 𝑘𝑖𝑑𝑠, 𝑂𝑤𝑛𝑠 𝐻𝑜𝑢𝑠𝑒, 𝐴𝑔𝑒} and ten instances, i.e. observed cases. 

The task for the tree classifier is to choose the feature(s) that best separates the car 

owners from the non-car owners. The data is displayed in Table 1. 

ID Has Kids Owns House Age Owns car 
1 Yes Yes 55 Yes 
2 No No 40 Yes 
3 No Yes 23 Yes 
4 Yes No 23 Yes 
5 No No 35 No 
6 No No 18 No 
7 Yes Yes 50 Yes 
8 No No 20 No 
9 No Yes 30 Yes 
10 No Yes 42 No 

Table 1: Example data for training a decision tree 

In the example, let us say the tree uses Gini to calculate the purity. To determine the 

first split, it will calculate the Gini index using equation (1) on all features. It finds that 

the feature “Has kids” distinguishes car owners best out of the three; therefore this 

feature becomes the root node. After that, the algorithm searches for the best feature 

to make the second and third split on, creating child nodes to the root node. A full 

decision tree can be seen in Figure 2. 
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Figure 2: Decision tree for classifying if person owns a car 

The tree stops growing when a certain stopping criterion is met. Stopping criterions 

are usually; if all examples have the same class, if the amount of data in the node is too 

small, or if the tree is too large (Hastie et al., 2009, pp.305-310). In the example seen 

in Figure 2, the algorithm calculates if there is a sufficient amount of misclassified 

instances in both the left and right child nodes to keep splitting the data after “Has 

Kids” or if the algorithm should terminate. Let us say that the stopping criterions for 

this example are that the nodes should not be split if there are less than three data 

points in the node or if the nodes are pure. In this case, the algorithm would need to 

continue splitting the data that has been assigned to the left. The next variable it 

chooses to split on is “Owns House”. This generates one node with three instances, 

classifying the instances as “Yes”, but since this is one of the stopping criterions; the 

algorithm will not continue to split even if the node is not pure (Gini ≠ 0). When a 

variable is real valued, as “Age”, decision trees handle the split by either making a 

comparison with binary outcomes (e.g. Age < 37.5 or Age > 37.5), or by making a 

range of all possible splits of data points into two sets, using midpoints between data 

points in that dimension. If the binary case is used, the algorithm needs to check all 

possible split positions to find the one that produces the best split (Tan et al., 2014, 

p.157). If it is a binary split tree, ranges will not be used and in general binary splits are 

a better strategy for building trees (Hastie et al., 2009, p.311). 

Has Kids 

Yes 

No Yes 

# No: 0 

# Yes: 3 

Owns House 

Yes 

Yes No 

# No: 1 

# Yes: 2 

# No: 0 

# Yes: 1 

Age 

< 37.5 

Yes No 

# No: 3 

# Yes: 0 
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For a more complex tree, with a lot of data and many variables, how does one know 

how many splits to make? A large tree might overfit the data and find patterns that are 

characteristic only for the training data, but a tree that is too small might not capture 

the structure of the data (Hastie et. al. 2009, p.307-308). A strategy to capture enough 

model complexity is to first grow a large tree, according to some stopping criterion, 

and then prune the tree. Pruning is done by calculating the cost complexity for the tree 

and minimizing the cost by finding a smaller sub tree to the original. The smaller sub 

tree is a trade-off between model complexity and its ability to fit the data. 

After the tree model is built it can be used to classify new data points. Suppose a new 

person has moved to the fictional neighbourhood. To find the class for this record, 

start from the root node and apply the test conditions that are present in the tree (Tan 

et al., 2014, p. 151). E.g. if the record is given to the tree in Figure 2 containing 

{𝐻𝑎𝑠 𝐾𝑖𝑑𝑠, 𝑂𝑤𝑛𝑠 𝐻𝑜𝑢𝑠𝑒, 𝐴𝑔𝑒}  =  {𝑁𝑜, 𝑁𝑜, 46} it would first be sent to the left 

branch, then be checked to the next condition which is if the person is a house owner. 

Since he or she is not, the person's age will make the final decision to classify the 

person as a car owner. In the same manner, the general classification performance is 

measured using the test set and for example the metrics described under chapter 

Performance Metrics. 

Unfortunately, individual trees can be inaccurate at making predictions and they can 

be prone to overfitting (Hastie et al., 2009). Overfitting is when the model finds 

patterns that are too closely linked to the data it was trained on (Fortmann-Roe, 2012). 

One way to reduce the risks of overfitting (and underfitting) is to use ensemble 

methods. The next section will explain more about ensemble methods and their 

benefits. 

3.4. Ensemble Methods 
Dietterich (2000) defines ensemble methods as “learning algorithms that construct a 

set of classifiers and then classify new data points by taking a (weighted) vote of their 

predictions.” First, ensemble methods develop a population of base models from the 

training data, and then combine these base models to form a composite predictor 

(Hastie et. al. 2009). Individually, each base model is probably an imperfect model, but 

in a large collection of many such models their one-off mistakes will not be repeated 

by all the others. The averaged result from all models will sometimes find one superior 

model that is better than any of its parts. 

3.4.1. Variance and Bias 
As mentioned above, one challenge in training a model is the risk of overfitting. A 

model overfits the training data if it describes characteristics that come from noise or 

variance, rather than any underlying regularities of the data. If testing an overfitted 

model on new data, it is very likely that the performance of the model will be bad. 

However, if the evaluation on new data indicates a similar performance to the trained 

model on validation data, then the generalization error is low. The generalization error, 

i.e. how well the model generalizes to new data, can be divided into variance and bias 
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(Hastie et al., 2009, p.220). Variance measures the sensitivity to changes in the data and 

the bias measures the average accuracy of different data sets (Fortmann-Roe, 2012). 

There is always a trade-off between bias and variance, since the variance tends to 

increase with increasing model complexity, whereas the squared bias tends to decrease. 

The model complexity should be chosen so that bias is traded off with variance in a 

way that reduces the test error, but avoids underfitting. Ideally, one would like both 

low variance and low bias. In Figure 3, the four “dart boards” represent four differently 

trained models. If the data points are wildly spread, the model can suffer from high 

variance. If they are far from the middle, there is high bias. Noise, such as mislabelled 

training samples, increases the risk of overfitting. An ensemble method, such as 

Bagging or Boosting, is appropriate if one wishes to reduce the variance and bias of 

the error, according to Opitz and Maclin (1999) and Hastie et al. (2009, p. 596-613). 

 

 

3.4.2. Boosting and Bagging 
Boosting is a powerful and useful learning idea, which has been made popular in the 

last twenty years. It was initially designed for classification problems, but it also works 

well when extended to regression. Boosting is an iterative procedure that combines the 

outputs of many classifiers into one powerful “committee”, which can improve the 

classification accuracy (Sutton, 2005). Boosting is often applied to weak learners. A 

weak learner (e.g. a simple classifier such as a two node decision tree or “stump”) has 

an error rate that is only slightly better than random guessing or a toss of a coin. The 

point of boosting is to sequentially apply a weak classification algorithm to repeatedly 

altered versions of the data (Alfaro et al., 2013). The result is a sequence of weak 
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Figure 3: Graphical description of variance and 
bias (authors’ own version of Fortmann-Roe 

(2012)) 
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classifiers. For each step, the algorithm assigns a “heavier weight” to the misclassified 

samples from the previous iteration, making the model focus more on the samples that 

are harder to classify (Sutton, 2005). Boosting decision trees improve their accuracy, 

but at the cost of: 

 speed 

 interpretability and, 

 for AdaBoost, which will be described in more detail in the next section, 

robustness against overlapping class distributions and especially 

mislabelling of the training data (Hastie et al., 2009, p.352) 

Bagging, short for bootstrap aggregating, is described by Loh Wei Yin (2008) as 

creating multiple similar datasets (called bootstrapped samples), re-run the tree analysis 

and collect the aggregate results. The combined tree is then used for calculating its 

associated statistics. In regression analysis the same regression tree is used on the 

bootstrapped sample of the training data. Results are combined and averaged, which 

reduces the variance of the results. In classification bagging, the class will be decided 

by a committee of trees that vote on a final prediction (Hastie et al., 2009, p.587). 

Bagging is often used as cross-validation for larger trees that the researcher wishes to 

prune and in cases where different versions of the same tree have very different rates 

of misclassification (Loh, 2008). 

Sutton (2005) suggests that it is a good idea to familiarize oneself with many different 

types of methods, since it is unlikely that one method is the best for all kinds of 

situations. For this reason, we concluded that it would be good to compare two 

different methods, at least one boosting method and one bagging method, to find the 

most suitable tree-based method for this type of data. When it comes to boosting 

algorithms, the most popular algorithm is AdaBoost.M1, designed by Freund and 

Schapire (1997). A popular bagging method, although substantially modified, is 

random forest (Hastie et al. 2009, p.587). Both algorithms are implemented in various 

R packages, hence readily available and well-documented. Therefore, AdaBoost and 

random forest were chosen for this project. Linda was responsible for running the 

random forest tests and Johanna was responsible for the AdaBoost tests. 

3.5. AdaBoost 
This section will describe the AdaBoost.M1 algorithm, also known as “Discrete 

AdaBoost” (Hastie et al., 2009, p.337-339). Imagine a two-class problem, where the 

output variable Y can take on [-1,1]. Given a vector of predictor (input) variables X, a 

classifier 𝐺(𝑋) will produce a prediction that takes one of the two values [-1, 1]. The 

steps of the algorithm are shown in the pseudo-code of Adaboost.M1 below, adapted 

from Hastie et al. (2009) and Freund and Schapire (1997): 
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 AdaBoost.M1 Pseudo Code 

Input is a sequence of N labelled examples 〈(𝑥1, 𝑦1),… , (𝑥𝑁 , 𝑦𝑁)〉. 

1. Initialize observation weights 𝑤𝑖 =
1

𝑁
, 𝑖 = 1,2, … . . , 𝑁. 

2. For 𝑚=1 to M: 

a. Fit a classifier 𝐺𝑚(𝑥) to the training data using weights 𝑤𝑖. 

b. Compute error   𝑒𝑟𝑟𝑚 =
∑ 𝑤𝑖𝐼(𝑦𝑖≠ 𝐺𝑚(𝑥𝑖))

𝑁
𝑖=1

∑ 𝑤𝑖
𝑁
𝑖=1

 

c. Compute parameter 𝛼𝑚 = log (
1−𝑒𝑟𝑟𝑚

𝑒𝑟𝑟𝑚
). 

d. Update weights by setting 𝑤𝑖.← 𝑤𝑖 ∗ 𝑒𝑥𝑝[𝛼𝑚 ∗

𝐼(𝑦𝑖 ≠ 𝐺𝑚(𝑥𝑖))], 𝑖 = 1,2, … . . , 𝑁. 

3. Output 𝐺(𝑥) = 𝑠𝑖𝑔𝑛[∑ 𝛼𝑚
𝑀
𝑚=1 𝐺𝑚(𝑥)]. 

 
The alphas are computed by the boosting algorithm and weight how much each 

𝐺𝑚(𝑋) contributes to the final classifier. At each boosting step, data is modified by 

applying weights 𝑤1,𝑤2, . . . , 𝑤𝑁 to each of the training observations (𝑛𝑖 ,𝑦𝑖), i = 1, 

2, . . . , N. At first, all weights are equally set to 𝑤𝑖 = 1/N, which means that the first 

step trains the classifier on the data as usual.  

From the error of the classifier 𝐺𝑚(𝑋), the constant 𝛼𝑚 is calculated and used for 

updating the weight. There are two common ways of calculating the error, Freund and 

Schapires 𝛼𝑚 = ln((1-𝑒𝑟𝑟𝑚 )/𝑒𝑟𝑟𝑚 ) and Breimans: 𝛼𝑚 = 1/2*ln((1-𝑒𝑟𝑟𝑚 )/𝑒𝑟𝑟𝑚 ) 

(Alfaro et al, 2013). For each subsequent iteration m = 2, 3, . . . , M the observation 

weights are individually modified and the classification algorithm is then reapplied to 

the weighted observations. The new weight for the m+1 iteration is set (see line 2d in 

the pseudo code above). After the new weight is calculated, the weights are scaled by 

a factor exp(𝛼𝑚), i.e. normalized to sum up to 1. The 𝛼 constant can be interpreted as 

a learning rate, as a function of the error made in each step. Generally, at step m, the 

weights are increased for those observations that were misclassified by the classifier 

𝐺𝑚−1(𝑋) induced at the previous step, whereas the weights are decreased for the 

observations that were classified correctly. This process is repeated for each step m = 

1,2...M. Therefore, as iterations proceed, observations that are difficult to classify 

correctly receive ever-increasing influence, forcing the algorithm to focus on those 

rather than the observations that were easy to classify.  

The predictions of all of them are finally combined by a weighted majority vote to 

produce a final prediction: 

𝐺(𝑥) = 𝑠𝑖𝑔𝑛 (∑ 𝛼𝑚

𝑀

𝑚=1

𝐺𝑚(𝑥) )  
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This is used to classify new data points, taking into consideration the weighted sum of 

each basic classifier. The alpha constant is used in this final decision rule, by giving 

more importance to the individual classifiers that made a lower error. Figure 4 shows 

a simple example of how AdaBoost works on a tree stump (with binary partitions), 

where input variables X1 and X2 takes values in the unit interval. 

Figure 4: An example of three weak classifiers, in which the dotted lines represent the tree stump classifier. 

In 𝐺1(𝑋) in Figure 4, the parent node separates the data into two groups (children) 

based on if X2 takes a value less or more than t1. Then, it will calculate how many data 

points it misclassified. For each of the following steps, the misclassified samples in the 

previous iterations are assigned larger weights and are therefore given extra attention. 

When a certain stopping criterion is reached (e.g. it has built M trees, where M in this 

case is 3), a final strong classifier is produced. 

Much has been written to explain the success of AdaBoost in producing accurate 

classifiers. Most of this work has centred on using classification trees as the base learner 

𝐺(𝑋), which is when improvements are often most dramatic. Breiman (1998) referred 

to AdaBoost with trees as the “best off-the-shelf classifier in the world”, which Hastie 

et al. (2009, p.350-351) deems true also for data-mining applications. In this study, the 

adabag R package was used, a package that implements the AdaBoost.M1 algorithm 

introduced by Freund and Schapire. Adabag makes use of the Gini index for growing 

its classification trees. 

3.6. Random Forest 
There are a variety of bagging methods available, for example a simple bagging method 

with trees simply called “bagged trees”. However, as mentioned above, random forest 

is a popular and powerful extension of this method (Hastie et al., 2009, p.587). The 

random forest algorithm chooses a random selection of features to build its trees on, 

based on bagging sampling. This means that if there is a set of features, n = {f1, f2, f3, 

f4, f5}, and the random forest should choose to build its trees on three of the features 

the algorithm will take a subset from n for every new tree in the model. The data set is 

also randomly selected, using bootstrap aggregation. This means that the subset is 

randomly selected, with replacement. By using this method, random forest reduces the 
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correlation between the base models and the error caused by variance. An example of 

how the selection process for the data set can look is seen below in Table 2. 

Create three subsets of full data set, n = {1, 2, 3, 4, 5} 

First iteration Second iteration Third iteration 
Randomly pick one data point from 
n 

Randomly pick another data point 
from n, where the point from first 
iteration is still represented 

Randomly pick a third data point 
from n, where the points from first 
and second iteration are still 
represented 

S1 = {2} S1 = {2, 4} S1 = {2, 4, 5} 
S2 = {1} S2 = {1, 1} S2 = {1, 1, 3} 
S3 = {3} S3 = {3, 4} S3 = {3, 4, 5} 

Table 2: How subsets are created by random forest. 

Random forest builds its tree subsets in this manner because it reduces the risk of bias 

and correlation in the data set. The correlation is reduced since the models ‘look’ 

different having been built from different variables. (Hastie et al., 2009, p. 588-589). 

Using a subset of features also has some other qualities, such as it getting more robust 

towards outliers within the data. It is fast since it does not require all features in every 

iteration, and it gives a variable importance to the features in the data set (Breiman, 

2001).  

Random Forest Pseudo Code. (From Hastie et al., 2009, p.588.) 
1. For b = 1 to B: 

a. Draw a bootstrap sample Z* of size N from the training 
data. 

b. Grow a random forest tree Tb to the bootstrapped data, by 
recursively repeating the following steps for each terminal 
node of the tree, until the minimum node size nmin is reached. 

i. Select m variables at random from the p variables. 
ii. Pick the best variable/split-point among the m. 
iii. Split the node into two daughter nodes. 

c. Output the ensemble of trees {Tb}1
B. 

 
To make a prediction at a new point x: 

Let �̂�𝑏(𝑥)  be the class prediction of the bth random forest tree. Then 

Ĉbrf

B
(x)=majority vote {Ĉb(x)}1

B. 

 

To classify a new data point, random forest runs the data point through all the trees 

and sees which class the data point gets most often and assigns it to the data. This is 

called majority voting. Internally in the algorithm random forest keeps an out-of-bag 

(OOB) sample of about one third of the data. The OOB sample is used for calculating 

the error rate of the model as well as computing the variable importance. The OOB 

sample can be compared with using a cross-validation method for testing the algorithm, 

so in comparison with other methods it does not necessarily require an individual test 
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set (Hastie et al., 2009, p. 593). However, a separate validation and test set can make 

sure that the error rate, accuracy, prediction and recall can be maintained for new data 

(Steinberg, 2014). 

The improvement in the split-criterion is the importance measure attributed to the 

splitting variable. This is done at each split of the tree as is then accumulated over all 

the trees in the forest separately for each variable. While boosting methods can ignore 

some variables completely, a random forest generally will not. The candidate split-

variable selection increases the chance of any single variable being included in a 

random forest while boosting does not make such a selection (Hastie et al., 2009, 

p.593). The bias of a random forest is the same as the bias for any of the individual 

trees in the forest. By using a random selection of features to split each node, Breiman 

(2001) saw that it compares well with AdaBoost in terms of error rates, but that 

random forests are more robust to noise. 

For this thesis, the R-package randomForest made by Leo Breiman and Adele Cutler, 

and maintained by Andy Liaw, has been used to implement the algorithm (Liaw & 

Wiener, 2015). 

3.7. Feature Selection 
Feature selection is the process of selecting and removing certain features from the 

data set, in order to remove irrelevant, redundant or noisy data (Battiti, 1994). Most 

large real-world data sets will benefit from doing some sort of feature selection, for 

several reasons. Feature selection simplifies models to make them more compact and 

easier to interpret by researchers/users and will incur shorter training times and reduce 

computational cost. Last but not least, feature selection selects a small set of 

discriminative features and removes noisy features, which improves classification 

accuracy by enhancing generalisation and reducing overfitting (Liu et al., 2008). 

However one should be careful not to have too few variables, which will not separate 

the data. (Dinsdale & Edwards, 2015) 

High dimensionality, i.e. a large number of features N, can cause major feature 

selection problems. Most feature selection algorithms have quadratic, or even higher 

complexity about N, consequently they have trouble scaling up with high 

dimensionality (Liu et al., 2009). This is something to consider when choosing a feature 

selection algorithm. When the number of features to select is small, it is often beneficial 

to use a feature selection method that selects features independently of the 

classification algorithm, instead of one that uses the classifier as a black box to score 

the subsets of features based on their predictive power (Liu et al., 2008). For this thesis, 

having too many features was not really an issue, see 4.4. Data Selection for details. 

Feature selection was instead used as validation of what the built-in feature importance 

scores in AdaBoost and random forest ranked as good and relevant features. This 

validation was desirable because the importance measures of the models can be 

misleading since they only look at certain features at a time, based on their specific 

purity measures. Therefore mutual information has been used in order to see if the 
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algorithm detects the same variables as AdaBoost and random forest, and if the 

model’s classification performance on the resulting subsets of features compares with 

the performance on the full set. 

3.7.1. Mutual Information 
As previously described under tree-based algorithms, entropy is a measure of 

uncertainty in random variables, where the uncertainty is related to the probability that 

an event will occur. Entropy is a key measure of information in information theory 

(Liu et al., 2009). It is capable of scaling the amount of information shared by random 

variables in an effective manner. High entropy means that each event has roughly the 

same probability of occurring, whereas a low entropy means that each event has a 

different probability of occurring (Vergara and Estévez, 2014; 2013). To quantify how 

much information two variables share, one can make use of a concept called mutual 

information I(X;Y), defined as: 

𝐼(𝑋; 𝑌)  = ∑ ∑ 𝑝(𝑥, 𝑦) ⋅ 𝑙𝑜𝑔
𝑝(𝑥,𝑦)

𝑝(𝑥)𝑝(𝑦)𝑦∈𝑌𝑥∈𝑋    (6) 

Mutual Information (MI) is linearly related to the entropy of its variables, which can 

be seen in the Venn diagram in Figure 5 below. If X and Y are closely related, I(X;Y) 

will be high, and conversely, if I(X;Y) = 0, then knowing one removes no uncertainty 

about the other. They could be related, e.g. they are constants and X=Y=n for some 

n. So, if I(X;Y) is high, assuming the variable X is known then the uncertainty about Y 

is much reduced. In feature selection, this definition is useful because it provides a way 

to quantify the relevance of a feature subset with respect of the output vector. 

 

Figure 5: Venn diagram displaying the relation of entropies and Mutual Information. 

3.8. Missing Data 

Many real-world data-generating applications suffer from missing or unknown data. It 

is essential to handle missing data in pattern classification, and to handle it 

appropriately, because inappropriate treatment of the missing data can cause large 

errors (Garcia et al., 2010). Assuming that missing values do not always occur for the 

same variable among the given samples, it is possible that the kth variable of one 
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instance is missing while the same variable of another instance is known. When 

deciding how to handle missing data, it can be helpful to know why it is missing. 

Researchers generally consider four “missingness mechanisms”: “missing completely 

at random” (often noted as MCAR), “missing at random” (MAR), “missingness that 

depends on unobserved predictors” and “missingness that depends on the missing 

value itself” (Gelman & Hill, 2006). The latter two can be grouped into “missing not 

at random” (MNAR), which means that the missing data is non-ignorable (Wang & 

Feng, 2010). We will now briefly describe what the four missingness mechanisms mean. 

A variable is MCAR if the probability of missingness is the same for all units. For 

example, suppose that when filling out a survey, each survey respondent decides to roll 

a die for each question, and further decides whether or not to answer a particular 

question in the survey based on if a particular number shows on the die, giving a 

probability of 1/6 to not answer a question. If data is MCAR, then the inferences will 

not be biased if missing data is thrown out. MAR, on the other hand, implies that the 

missingness is associated only with the observed data. Imagine a survey containing 

questions about “occupation”, “sex”, “age” and “salary”. If the questions 

“occupation”, “sex” and “age” are answered by all respondents, then “salary” is MAR 

if the probability of non-response to this question depends only on the questions that 

were completed (and not on the salary per se). The third missingness mechanism is 

“missingness that depends on unobserved predictors”. Here, missingness is not “at 

random” if it depends on information that has not been recorded and if this 

information also predicts the missing values. For example, suppose that people with 

university degrees are less likely to reveal their salary, then having a university degree 

is predictive of salary, and there is some non-response to the education question. In 

that case, salaries are not missing at random. If missingness is not at random, it must 

be explicitly modelled, or else one must accept some bias in the models. Finally, 

missingness that depends on the missing value itself implies that conditionally on the observed 

data, the missingness depends on the missing data. This is a particularly difficult 

situation, when the probability of missingness depends on the (potentially missing) 

variable itself. Continuing with example above, missingness that depends on the 

missing value itself can for example be that people with higher salaries are less likely 

to reveal them in a survey. 

3.8.1. Methods for Classification with Missing Data 

Pattern classification with missing data concerns two problems. The first one being 

how to handle missing values, and the second how to do pattern classification. The 

approaches of how to do this can be grouped into four different types, depending on 

what methods are used for solving these two problems, see Figure 6 (Garcia et al., 

2010). 
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Figure 6: Overview of the four types of methods for classification on incomplete data (author’s own 
version based on Garcia et al. (2010)) 

The first group of approaches is case deletion, where incomplete cases are deleted and 

classification design is based a subset of only complete cases. The second group does 

imputation or estimation of missing data and the learning of the classification problem 

on the complete data set as well as incomplete patterns that have imputed values. 

Examples of some statistical imputation methods are mean imputation, regression 

imputation and hot deck imputation, which will be explained in the next subsection. 

Some imputation approaches that makes use of machine learning are k-nn imputation, 

MLP imputation or Auto-associative Neural Network imputation. However, for the 

third group of approaches, i.e. Model-based procedures, all input data (both complete 

and incomplete cases are modelled with the probability density function (PDF) that 

uses Bayes decision theory for classification. The fourth group of approaches makes 

use of machine learning procedures to incorporate the missing values into the classifier. 

Therefore the classifier has to be designed for handling incomplete input data lacking 

previous missing values estimates (Garcia et al., 2010). 

Unconditional mean imputation is one of the oldest methods of imputation. It fills in 

the missing components of a vector with the mean value of the component calculated 

from all observed cases. A similar approach is class-conditional mean imputation, in 

which missing input data is estimated by the average of complete cases from the class 

of the incomplete pattern. The disadvantages of mean imputation include 

underrepresentation of the variability in the data and that it ignores the correlations 

between the various components of the data. Also regression imputation, in which the 

missing components are filled in by predicted values from a regression analysis done 

on the observed components of the vector, is incapable of representing any inherent 

variation of the data. Another disadvantage is that all imputed values follow a single 

regression curve. Hot deck imputation is another approach, in which the missing data 

is replaced with the values from a similar complete data vector. The missing 

components of the incomplete data vector are replaced by “the most similar 

corresponding components of the matching complete vector” (Garcia et al., 2010). 

The K-nn method is a common hot deck method, based on machine learning, in which 
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the K nearest neighbours are selected from the complete cases, so a distance function, 

e.g. Euclidean distance, is minimized. It may work well but it implies a high 

computational cost (Garcia et al., 2010). 

Performance metrics for missing data imputation in classification is divided into two 

kinds, representing the two problems at hand; how well it performs classification and 

how well it performs imputation. The accuracy of a trained classifier is measured by 

computing the classification error rate (CER), which is the most commonly used. Since 

the objective with this study focused on solving the classification problem and not on 

obtaining imputed values that minimizes the error between predictions and the “true” 

values, CER is sufficient for evaluating the chosen missing data imputation method. 

Running time and memory requirements have to also be considered. 

3.8.2. What to Consider When Selecting and Using Imputation Methods 
Unfortunately, it is difficult to know if data really is missing at random, or whether 

missingness depends on unobserved predictors or on the missing data variables 

themselves. Generally, researchers have make assumptions or turn to reference studies 

to find out what could be reasonable assumptions. In practice, it is common to include 

as many predictors as possible, to make the MAR assumption reasonable (Gelman & 

Hill, 2006). MCAR is a bolder assumption than MAR, but most imputation methods 

rely on MCAR for their validity (Hastie et al., 2009).  

It can be dangerous to choose the wrong imputation approach as one can introduce 

irreversible errors into the original dataset. Incomplete-case deletion for instance, is 

justified if one has large quantities of data available and if the values are not NMAR. 

According to Garcia et al. (2010), a rule of thumb for case deletion is that only 5% of 

the dataset contains missing values. Although case deletion is a simple approach, a 

major drawback is loss of information in the deletion process. Therefore it was not an 

option for this thesis. 

Random forest cannot handle incomplete data as input, but requires that data 

containing missing data has undergone some sort of imputation, such as the ones 

mentioned above. AdaBoost on the other hand, can handle incomplete data sets. 

However, letting AdaBoost classify samples using only a complete-case subset, if any 

such subsets exist, can result in a poor CER (Wang & Feng, 2010). For this thesis, we 

had to impute missing values in the pre-processing phase anyway, since we wished to 

compare AdaBoost model with the random forest model. Therefore, they both had to 

be trained on imputed data. 

We have used an R package called Amelia for imputing missing values. Amelia 

implements a bootstrapping-based algorithm that gives essentially the same answers as 

the standard IP or EM approaches, and is usually considerably faster than existing 

approaches. It can also handle many more variables (Honaker et al., 2011). It assumes 

multivariate distribution of the data and MCAR, and uses an iterative method for 

finding maximum likelihood, builds a model out of it and imputes the values using the 

model. EM will associate a given problem suffering from incomplete data with a 
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simpler complete-data problem, and it will iteratively find the maximum likelihood 

estimates of the missing data. Typically, EM converges monotonically to a fixed point 

in the state space, which is usually a local maximum (Garcia et al., 2010). For a detailed 

description of how Amelia applies the EM algorithm, we refer to Honaker et al. (2011). 

3.9. Evaluation 
We created test plans that involved manually selecting and removing features as well 

as comparing the results with the rankings which the feature selection algorithm gave 

us. The tests gave us a base to evaluate the performance of our models. 

3.9.1. Planning and Execution of Tests 
To evaluate how well a classifier will be able to classify new data, it is important to 

build the different models using one part of the labelled data, and evaluate its 

performance on new, different data. In data science, this is called model selection and 

model assessment (Hastie et al., 2009, p.2009). If one has a rich amount of data it is 

customary to divide the data into three parts; a training part for building the models, a 

validating part for model selection, and a testing part for evaluation of the final model. 

The data was divided into three parts for AdaBoost, and two for random forest, since 

random forest does an implicit validation in its out-of-bag selection of the training data.  

Generally, the exact proportions of these data sets depend on the training sample size 

and signal-to-noise ratio in the data, so after initial comparisons to other studies (Almér, 

2015; Hastie et al., 2009, p.50) and own experimentation we settled for the division 

displayed in Table 3 below.  

Dataset Proportion for AdaBoost Proportion for random forest 
Training 60% 90% 

Validating 30% - 
Testing 10% 10% 

Table 3: Data set proportions. 

Because we wanted to compare the results of the AdaBoost and random forest 

algorithms, we made the decision to use the Testing data for comparative purposes, 

rather than an unbiased evaluation of new data.4 Which model we concluded to be the 

optimal was determined by using a set of performance metrics, which will be covered 

in the next section.  

3.9.2. Performance Metrics 
In order to know what models to choose and to evaluate how these will perform when 

faced with new data, one needs to perform some tests on the chosen models. This will 

give an indication of how the models will generalise and is also a measure of quality 

(Hastie et al., 2009, p.219) 

                                                 
4 An unbiased evaluation of the final model, i.e. the best out of the two we compare, would require new 

data, which we have not been able to acquire for time reasons. 
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3.9.2.1. Confusion Matrix 

A confusion matrix is used for evaluating the performance of a model (Tan et al., 2014, 

p.149). It uses a test set and compares the true (observed) class labels to the predicted 

class labels. From the matrix, the number of cases classified correctly or incorrectly 

can easily be retrieved: 

𝒏 =  𝒏𝒖𝒎𝒃𝒆𝒓 𝒐𝒇 𝒐𝒃𝒋𝒆𝒄𝒕𝒔 PREDICTED: NO PREDICTED: YES 

OBSERVED: NO True Negatives (TN) False Negatives (FN) 

OBSERVED: YES False Positives (FP) True Positives (TP) 

Table 4: The notations of a confusion matrix. 

The definition of each element in the confusion matrix are explained as: 

o True Positives (TP): Cases that are predicted as yes and their actual 

state is yes 

o True Negatives (TN): Cases that are predicted as no and their actual 

state is no 

o False Positives (FP): Cases that are predicted as yes but their actual 

state is no (also called “Type I error”) 

o False Negatives (FN): Cases that are predicted as no but their actual 

state is yes (also called “Type II error”) 

A number of measurements can be retrieved from the confusion matrix including 

accuracy, error rate, precision and recall, which will be especially important in this 

thesis. 

3.9.2.2. Accuracy, Error Rate and Balanced Accuracy 

The accuracy of a model describes how often the classifier is correct (Tan et al., 2014, 

p.149). Accuracy is calculated by(𝑇𝑁 + 𝑇𝑃) / (𝑇𝑁 + 𝐹𝑁 + 𝐹𝑃 + 𝑇𝑃). One can also 

look at it the other way around - how often the classifiers on average is incorrect (Tan 

et al., 2014, p.149). This is called the error rate and is calculated by (𝐹𝑃 +

𝐹𝑁) / (𝑇𝑁 + 𝐹𝑁 + 𝐹𝑃 + 𝑇𝑃), in other words, it is 1 − 𝑎𝑐𝑐𝑢𝑟𝑎𝑐𝑦.  

When working with unbalanced data, the error rate and accuracy measures can be 

misleading since they may give an optimistic presentation of how the classifier is 

performing. For example, a medical application could be to detect cancer. Then the 

positive class will be “yes” - patient has cancer, or “no” - patient does not have cancer. 

The performance of the classifier could be 97%, indicating that it is doing well. 

However, if only 3% of the patients have cancer the classifier could be misclassifying 

all of them, resulting in a total lack of recognising cancer patients (Han et al., 2011, 

p.367). Balanced accuracy on the other hand avoids inflated performance estimated on 

unbalanced data sets. It is calculated by (0.5 ⋅ 𝑇𝑃 / 𝑇𝑃 + 𝐹𝑁) + (0.5 ⋅ 𝑇𝑁 / 𝑇𝑁 +

𝐹𝑃). Since it gives the average accuracy of either class it is considered the primary 

metric for accuracy in this thesis. Other metrics that measure the ability to recognise 

the positive class are precision and recall. 
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3.9.2.3. Precision and Recall 

When working with imbalanced data, the accuracy measures can give an incomplete 

picture of how the classifier performs due to a tendency to look at the majority class 

as correct. In our case, we want to detect cases that are in minority (less than a percent) 

of the whole data set. This means that even if the classifier only misclassifies around 

five percent of the data, it can still be hard to detect the patterns that predict the smaller 

class. As a way to detect how a classifier will perform on new data two other 

measurements have been designed; precision and recall (Hastie et al., 2009, p.314). The 

definitions and calculations of precision and recall are, given that target class is yes, as 

cited from Data School (2014): 

 “Precision: When it predicts yes, how often is it correct?” 

o 𝑇𝑃 / (𝐹𝑁 + 𝑇𝑃) 

 “Recall: When it’s actually yes, how often does it predict yes?” 

o 𝑇𝑃 / (𝐹𝑃 + 𝑇𝑃) 

By using the above, one can get a sense of how the model will perform on new data, 

even if the new data has a different class balance. With a high precision and recall the 

model is more likely to give a correct classification.  

3.9.3. McNemar’s Test 
The performance metrics covered in the last section were used to determine which 

model performed best, resulting in a final model each for AdaBoost and for random 

forest. In order to determine which of these two learning algorithms performs best 

overall, they had to be evaluated with an approximate statistical test appropriate for 

supervised classification learning algorithms. What the best test is can be determined 

by the computational cost of running the algorithm and what kind of data one can get 

out from the results. Thomas Dietterich (1997, p.7) suggests McNemar’s test, a 

pairwise test that compares the misclassifications done by one model with another, due 

to its low Type-I error. A low Type-I error indicates that the probability of falsely 

rejecting the null-hypothesis 𝐻0 (see below) is low.  

To use McNemar’s test, one divides the available data S into training and test. When 

doing the evaluation, the two algorithms (noted A and B) are trained with R creating 

classifiers 𝑓𝐴  and 𝑓𝐵 . The classifiers are tested with T and each example 𝑥 ∈  𝑇 is 

recorded and compared according to misclassification. The results are summarised in 

the following table: 
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number of examples misclassified 

by both  𝑓𝐴 and 𝑓𝐵 

number of examples misclassified by 

𝑓𝐴   but not by 𝑓𝐵  

number of examples misclassified 

by 𝑓𝐵 but not by  𝑓𝐴  

number of examples misclassified by 

neither 𝑓𝐴 or 𝑓𝐵 

Table 5: Explanation of elements in McNemar’s test (Dietterich, 1997, p.7). 

The notations can be re-written as: 

𝑛00 𝑛01 

𝑛10 𝑛11 

Table 6: New notations (Dietterich, 1997, p.7). 

and 𝑛00 + 𝑛10 + 𝑛10 + 𝑛11  =  𝑇. The statistical test is based on a null-hypothesis 

that the two algorithms A and B have the same error rate, which means that 𝑛10= 𝑛01. 

In other words, the hypothesis test can be set up like this: 

 𝐻0: 𝑛10= 𝑛01 

𝐻1: 𝑛10 ≠ 𝑛01 

The calculations, seen below, behind the test are based on an approximate 

𝜒2 distribution with 1 degree of freedom.  

(| 𝑛10 − 𝑛10|  − 1)2

𝑛10 + 𝑛10
 

This calculation gives a test statistic drawn from the 𝜒2 distribution. The probability 

of that test statistic given the 𝜒2 distribution is the p-value. This is the probability of 

seeing results as extreme as those observed given the null hypothesis is true. If it is less 

than the significance level chosen, we reject the null hypothesis, which means that one 

of the algorithms A and B performs significantly better than the other. Generally the 

significance level is set to 0.05. 

3.9.4. Variable Analysis and Importance 
The R packages for random forest and AdaBoost also provide importance scores to 

the variables, ranking how good each variable was to make a split on. Note that this is 

not necessarily a measurement of how informative the variables are. Both algorithms 

make use of a Gini score to compare the variables against each other. For random 

forest, the Mean Decrease in Gini coefficient is a measure of how each variable 

contributes to the homogeneity of the nodes and leaves in the resulting random forest 

(Dinsdale & Edwards, 2015). Each time a particular variable is used to split a node, the 

Gini coefficient for the child nodes are calculated and compared to that of the original 
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node. The importance score in AdaBoost takes into account the gain of the Gini index 

given by a variable in a tree and the weight of that tree (Alfaro et al., 2013). 

Random forest also provides a Mean Decrease Accuracy Score which is measured in 

the out-of-bag calculation phase. It measures how the accuracy of the model decreases 

when the variable is excluded. Therefore variables with a large Mean Decrease 

Accuracy are deemed as important for classification (Liaw and Wiener, 2002; Liaw and 

Wiener, 2015).  
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4. Data Collection and Processing 
This section begins with a description of the data sources followed by a passage on 

data selection, including data cleaning and consolidation. 

4.1. WHD - Workshop History Database 
The workshop history database is a collection of work orders that workshops put 

together for repairs they conduct of a vehicle. The data in the WHD contains for 

example chassis number and the part number of the replacing part. 

4.2. ODD - Operational Data Database 
Every vehicle collects information about its behaviour through sensors. The data types 

are mixed, some are numerical values (e.g. temperatures and pressures), others are 

histograms and categorical. The operational data differs between vehicles, since 

different versions of the vehicles have different technology installed. This is one of the 

reasons for why we suffer from missing values for some of the variables, because some 

sensors are simply not mounted in certain vehicle types. Another cause for missing 

data points are malfunctioning sensors.  

The operational data contains both general information, operational data and DTC 

data. The operational data is collected through readouts done by the mechanic when 

the vehicle is at service. The data is accumulated and read out in batches rather than 

continuously.  

4.3. DTC - Diagnostic Trouble Code 
Most snapshots contain a set of DTCs, which is a list of error codes. The DTCs are 

generated by different Electrical Control Units (ECU). Each vehicle has many different 

ECUs that monitor different parts of the vehicle. To each ECU there is an affiliated 

group of DTCs. Including all DTCs in our model would be time-consuming and 

unnecessary for the scope of this thesis. As described in the 3.6. Feature Selection, 

including too many variables may cause overfitting, not to mention increase the 

computational load. For this study, DTCs from the ECU called Electrical Management 

System (EMS) and DTCs from the Coordinator (COO) were selected. The decision to 

look at these families was made in discussions with our supervisor at Scania, since these 

ECUs contain most electronical information about the starter motor. They should 

therefore represent the starter motor health the most. However, since we were dealing 

with historical data, we were restricted to include only DTCs that actually occurred in 

the data set.  

The readout of error codes is done when a vehicle arrives to a workshop. The mechanic 

is supposed to remove all error codes that have been generated since the last visit, after 

completing the work order and before letting the vehicle leave the workshop. It is not 

guaranteed that the workshop removes the error codes after a visit, and error codes 

can also be generated by the mechanics during the workshop visit. This means that 
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there is a possibility that the error codes do not always give a fair picture of what 

actually happened in the vehicle since the last visit, due to “lingering” or workshop 

generated error codes. In the thesis done by Fransson and Fåhraeus (2015) this 

particular issue was investigated, but their conclusion was that it is hard to classify error 

codes as erroneous or not. In this study, we treats all DTCs as informative. 

4.4. Data Selection 
The data used in this study was retrieved from two different systems, represented by 

the WHD and the ODD/DTC databases. These databases require attention during 

the pre-processing of the data. This will be discussed further in 4.4.1. Data 

Consolidation. 

An advantage of our approach is that the data is collected during normal system 

operations, and not in an experimental study. Of course, one can argue if collecting 

operational data only at times of scheduled maintenance gives the best view of how 

the vehicle is operating, but here this data will be used. 

4.4.1. Data Consolidation 

Figure 7: Key steps in data consolidation and data analysis. Made by authors. 

One often distinguishes maintenance from repair. A vehicle will be scheduled for 

maintenance with a set timeframe, regardless if it has failed or has failing components. 

Oil or filter changes are examples of maintenance visits that are scheduled for all 

vehicles on a regular basis, in order for it to run smoothly and have a longer lifetime 

(Scania, 2015). For the data analysis all workshop visits are treated as repairs. 
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Figure 8: Matching criteria for chassis in the two databases. 

Figure 8 displays the subset of data used in this study. The dataset is limited to only 

include the chassis that occur in both databases.  

4.4.2. R Software 
The software used for running the statistical and data mining models, seen in the model 

generation box in Figure 7 was R, a free software environment for statistical computing 

and graphics available online on https://cran.r-project.org/. Among its advantages is 

that it can easily be extended with packages containing ready-made functions for tasks 

such as classification and t-tests.  

4.4.3. SQL Developer 
SQL Developer is Oracle’s database system. It uses structured query language (SQL), 

customised in Oracle manner (Oracle, 2015). The system is used by the IRIS project 

to store the data. For this thesis SQL Developer was used to get the raw data and to 

do some initial pre-processing, see Data Preparation box in Figure 7. SQL Developer 

is much faster than R when it comes to reading tables, but it has an upper limit for the 

amount of variables it can store. 

  

https://cran.r-project.org/
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5. Three-step Study 
This next part of the thesis describes how the experiments were set up and evaluated, 

using the methods explained in the theoretical background. First is an introduction to 

the three objectives and a description of the tests. For each of the following 

subsections, the data for the specific objective is described in more detail, followed by 

the results. Finally, the models and the variable analysis are evaluated. 

5.1. The Three Objectives 
The problem description was divided into a three-step procedure, where each step 

represents the objectives in this study 1.2. Objectives. Scania wanted to investigate if 

the DTCs could be better predictors than other data sources for predicting the failure 

of a component, and be able to evaluate the data quality of different data sources. 

Dividing the problem into three parts also allowed us to see if the optimal algorithm 

differed for the different objectives and datasets.  

5.1.1. Objective 1: DTC Patterns 
First, we wanted to investigate the probability of there being specific DTC patterns in 

snapshots from chassis, leading to a starter motor replacement. The output variable 

can thus take on values {0,1} where 0 means not replaced and 1 means replaced starter 

motor. The group with class 0 is referred to as the negative group, and class 1 as positive. 

When turning it to a specific problem, it can be set up as: 

Problem 1a:  𝑃(𝑊𝐻𝐷 | 𝐷𝑇𝐶𝑅𝑒𝑙𝑒𝑣𝑎𝑛𝑡 𝐸𝐶𝑈𝑠) 

From Problem 1a, classification of the broken and non-broken starter motors is 

obtained. We can also retrieve important variables, i.e. important DTCs, which 

determine the output of the classifier. We chose to look further into the most 

important ones, to investigate the predictive power of individual DTCs. This gives us 

a set of sub-problems to investigate, where the notation Nth most important refers to 

its importance ranking in the results of Problem 1a: 

Problem 1b:  

𝑃(𝑊𝐻𝐷 | 𝐷𝑇𝐶𝑀𝑜𝑠𝑡 𝑖𝑚𝑝𝑜𝑟𝑡𝑎𝑛𝑡 𝐷𝑇𝐶) 

𝑃(𝑊𝐻𝐷 | 𝐷𝑇𝐶𝑆𝑒𝑐𝑜𝑛𝑑 𝑚𝑜𝑠𝑡 𝑖𝑚𝑝𝑜𝑟𝑡𝑎𝑛𝑡 𝐷𝑇𝐶) 

𝑃(𝑊𝐻𝐷 | 𝐷𝑇𝐶𝑇ℎ𝑖𝑟𝑑 𝑚𝑜𝑠𝑡 𝑖𝑚𝑝𝑜𝑟𝑡𝑎𝑛𝑡 𝐷𝑇𝐶) 

... 

𝑃(𝑊𝐻𝐷 | 𝐷𝑇𝐶𝑁𝑡ℎ 𝑚𝑜𝑠𝑡 𝑖𝑚𝑝𝑜𝑟𝑡𝑎𝑛𝑡 𝐷𝑇𝐶) 

The number of sub-problems N was limited to four, for time reasons. 
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5.1.2. Objective 2: ODD Patterns 
Secondly, we wanted to investigate if operational data could give an indication to when 

a DTC occurs. For example, if a probability for one DTC can be obtained from the 

operational data and it is known that it correlates to a fault, some preventive 

maintenance could be done on vehicles with that DTC. Another implementation of 

the problem could be to detect DTCs that occur, but that do not correlate with a faulty 

part. In this case the information from this problem could give the method engineers 

at Scania some understanding of when erroneous DTCs occur and re-engineer the 

control unit to be more precise. Here, the output variable can take on values {0,1}, 

where 0 means that it does not occur, and 1 that it does occur.  Problem 2 is defined as:  

Problem 2: 𝑃(𝐷𝑇𝐶𝐻𝑖𝑔ℎ−𝑟𝑎𝑛𝑘𝑖𝑛𝑔 | 𝑂𝐷𝐷 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒𝑠) 

High-ranking in this case means that the DTCs were significant in Problem 1 and that 

had a sufficient amount of data. 

Again, the variable importance for each sub-problem was also investigated to see what 

operational features impact the class the most. 

5.1.3. Objective 3: Combined Analysis 
Finally, we wanted to investigate if merging the data from Objective 1 and Objective 

2 would be beneficial for classifying if a starter motor will fail. The output variable 

could once again take on values {0,1} where 0 means not replaced and 1 means replaced 

starter motor. The problem was set up as: 

Problem 3: 𝑃(𝑊𝐻𝐷 | 𝐷𝑇𝐶𝑅𝑒𝑙𝑒𝑣𝑎𝑛𝑡 𝐸𝐶𝑈𝑠, 𝑂𝐷𝐷 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒𝑠 ) 

5.2. Test Method 
In order to make a comparative study, a test plan was set up. This was used for all 

three objectives. The search for the best-performing setting and data subset for each 

algorithm was conducted through three tests. 

1. Test 1: Run the test with default values for the parameters, no feature selection. 

2. Test 2: An iterative test where we investigate if parameter settings change the 

outcome of the model. The model with the best settings, different from Test 

1, of the sub-tests is chosen to represent Test 2. 

3. Test 3: Do feature reduction using Mutual Information and re-run algorithms 

with optimal parameter settings. 

The model that performed the best of the three was chosen for the comparison. To 

evaluate this best-performing model, a final evaluation was carried out on the left-out 

ten percent of the data, called Testing in Table 3. Based on these results, McNemar’s 

test was carried out to see if there was a statistically significant difference in the 

performance of the models. The evaluation with the left-out ten percent of the data is 

also an indication to whether the chosen models (respectively) are prone to overfit. 
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5.3. Objective 1 
This section will describe how the DTC data was pre-processed and present the results 

from the tests for Objective 1. 

5.3.1. Finding Snapshots from Both DTC and WHD data 
In order to find vehicles that had both a work order and operational data present, an 

identifying relation needed to be found. Hence a match on 

{𝑐ℎ𝑎𝑠𝑠𝑖𝑛𝑜, 𝑤𝑜𝑟𝑘𝑠ℎ𝑜𝑝 𝑎𝑟𝑟𝑖𝑣𝑎𝑙 𝑑𝑎𝑡𝑒}  was attempted on the 

corresponding {𝑐ℎ𝑎𝑠𝑠𝑖𝑛𝑜, 𝑠𝑛𝑎𝑝𝑠ℎ𝑜𝑡 𝑟𝑒𝑎𝑑𝑜𝑢𝑡 𝑑𝑎𝑡𝑒} . To get around the date 

matching problem described in 4.4.1. Data Consolidation a time difference between 

the workshop visit and the snapshot readout was introduced. Ideally this time 

difference would be zero, which implies that a readout was done during the visit. There 

are occasions when the time difference is nonzero. A time limit was set to a maximum 

of 90 days between a readout and a workshop visit. This decision was made in 

cooperation with Scania employees. Another argument for the time period was that a 

vehicle has a very low probability of re-attending a workshop within 90 days, which 

should give us a fairly accurate match. One chassis could however have several matches 

between snapshots and work orders. Only unique snapshots were used; the snapshot 

with the smallest time difference between the dates.  

In this study it is assumed that there is no substantial difference in the life distribution 

of the different variants of starter motors. To find work orders that included a starter 

motor component, part numbers of Scania starter motors were used. These work 

orders were labelled as the positive class. For the positive class only work orders that 

contained one type of repair (starter motor replacement) were included. In other words, 

work orders of starter motor replacements that also contained information of other 

types of repairs or other parts being attended to at that same particular workshop visit, 

were discarded. This was done to prevent a bias in the DTC-codes, indicating other 

faults than those related to the starter motor. It is also assumed that there actually is a 

problem with the starter motor replaced, so each replacement is considered to be a 

consequence of a starter motor failure. 

Once the relevant chassis had been identified in WHD, the snapshots were used to get 

the corresponding DTCs. The final data set is presented in Table 7.  

Data Number of Variables Number of Cases % in Minority Class 
EMS & COO 611 302805 0.5 

Table 7: Resulting data set for EMS and COO data. 

As it can be seen in Table 7, the data set is highly skewed. The positive class only make 

up around 0.5% of the whole data set which makes it impossible to train a model using 

the true proportions of the classes. There are several ways to deal with imbalanced data 

sets. One is to up-sample the minority class, by replicating more examples from the 

smaller class. Another example is to only train with the minority class and then run the 

model on all the data (He & Ma, 2013, p. 29). However since up-sampling replicates 

existing examples from the minority class, overfitting is more likely to occur 
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(Ganganwar, 2012). Since there was such a large population of the negative class, it 

was chosen to work with this data for balancing the set. The majority class was 

downsampled by taking a random subsample of the data. A ratio of 1:5 positive and 

negative examples was chosen. We found that the accuracy of the model did not 

improve by having a smaller (1:1) or a lot larger (1:99) ratio between the classes. The 

1:9 ratio did not have a significantly better balanced accuracy than 1:5, so we decided 

that 1:5 ratio was sufficient. With a 1:5 ratio we could also maintain a feasible running 

time for the algorithms in R. 

 

Figure 9: Graph over balanced accuracy for a test when deciding the distribution of positive and 
negative examples. 

5.3.2. Transformation of Data  
The representation of the original data in the database was row wise, meaning that one 

chassis had several rows of data. The rows were transformed so that each DTC present 

in the data set became a feature. If the snapshot contained the DTC it was represented 

by a 1, and 0 otherwise. Tests showed that the value of the original DTC count did not 

matter for the algorithms, making the simplification possible. See example in Figure 

10 below. 
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Snapshot Chassis 
number 

DTC Count 

1 1234 1 2 

1 1234 2 13 

1 1234 3 200 

2 5678 1 25 

2 5678 4 1 

 

Snapshot Chassis 
number 

DTC1 DTC2 DTC3 DTC4 

1 1234 1 1 1 0 

2 5678 1 0 0 1 
Figure 10: Transformation of data. Original form of the DTCs in the top table and transformed form 

in the bottom table. 

The transformation was done in SQL Developer before loading the tables into R. 

5.3.3. Results Objective 1 
The results are presented in the tables below. All evaluation metrics were retrieved 

from the confusion matrices calculated by the models. The confusion matrixes can be 

found in their original form in Appendix 1. The results from AdaBoost and random 

forest are first presented individually and then summarized in the Final Model section. 

 

Figure 11: Results for AdaBoost. Best model was Test 1 with an error rate = 13.4%, precision = 
80.8%, recall = 25.9%, accuracy = 86.6% and balanced accuracy = 83.9%. 

Changing the parameters did not gain the outcome. However, reducing the number of 

features gives similar results to the initial test. Yet Test 1 has the best precision, but 

the worst recall. As explained under Evaluation Metrics, recall is an especially 

important evaluation metric if the dataset is notably skewed towards the negative class, 

which is the case here. Therefore, perhaps the best model is one of the latter tests. In 

this case, it is not easy to answer which model performs best, and one can not only 
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look at a single performance metric when deciding on the final model. In our case 

there was a larger gain in precision choosing Test 1, even if its recall is slightly worse 

than the other tests. The same pattern can be seen in the models from random forest, 

which made us choose Test 1 as the best performing model.  

 

Figure 12: Results for random forest. Best model was Test 1 with an error rate = 12.9%, precision = 
76.1%, recall = 33.5%, accuracy = 87.1% and balanced accuracy = 82.1%. 

It is interesting to note that the performance metrics for the tests fluctuate less for 

random forest than for AdaBoost. Overall, random forest provided slightly better 

recall than AdaBoost while the latter performs better on prediction. 

5.3.3.1. Final Model Objective 1 

The evaluation of the models were conducted on the left-out test data set, represented 

below in Figure 13 and 14 by the purple bar. The blue bar is a benchmark of the “best” 

from Figure 11-12. Test 1 was “Best” in both cases, based on the fact that it had the 

superior precision and balanced accuracy. As noted before, there is really not any 

substantial difference between these models so it should be said that any test except 

Test 2 could have sufficed as the benchmarking model as well. 
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Figure 13: Evaluation with test set and all data for AdaBoost. The final model results are error rate = 
13.2%, precision = 83.6%, recall = 26.4%, accuracy = 86.8% and balanced accuracy = 84.8%. 

As Figure 13 and 14 demonstrates, the evaluation on AdaBoost and random forest 

with the final test performed very well on the test data set, even better than the Test 1 

did. This means that the model does not have a tendency to overfit on the trained 

model. The difference in error rate is 1.1% units to random forest favour. Is this 

difference sufficient to say that the model is better than AdaBoost? McNemar’s test 

will answer the question. 

 

Figure 14: Random Forest. The final model results are error rate = 12.1%, precision = 85.7%, recall = 
32.0%, accuracy = 87.9% and balanced accuracy = 86.9%. 

5.3.3.2. McNemar’s Test Objective 1 

The results of McNemar’s test on the test set in the final model of the DTCEMS, COO 

data are summarised in Table 8. 
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54 3 

1 396 

Table 8: Performance of paired test on DTCEMS, COO 

The test hypothesis is: 

𝐻0: 𝑒𝑟𝑟𝑜𝑟 𝑟𝑎𝑡𝑒𝐴𝑑𝑎𝐵𝑜𝑜𝑠𝑡= 𝑒𝑟𝑟𝑜𝑟 𝑟𝑎𝑡𝑒𝑟𝑎𝑛𝑑𝑜𝑚 𝑓𝑜𝑟𝑒𝑠𝑡 

𝐻1: 𝑒𝑟𝑟𝑜𝑟 𝑟𝑎𝑡𝑒𝐴𝑑𝑎𝐵𝑜𝑜𝑠𝑡 ≠ 𝑒𝑟𝑟𝑜𝑟 𝑟𝑎𝑡𝑒𝑟𝑎𝑛𝑑𝑜𝑚 𝑓𝑜𝑟𝑒𝑠𝑡 

The test gives 𝜒2  =  0.25 with one degree of freedom, and 𝑝 − 𝑣𝑎𝑙𝑢𝑒 =  0.6171. 

Since the 𝑝 − 𝑣𝑎𝑙𝑢𝑒 >  0.05 we cannot reject the null-hypothesis, which means that 

there is no significant difference in the error rates of the two models. 

5.3.4. Variable Importance Objective 1 
In the plot in Figure 15 below one can see that only a few out of the 604 DTCs are 

important when training the models. Most variables have a zero-valued importance 

score. 

 

Figure 15. DTC variable importance scores. 

The most important variables for Test 1 on EMS and COO data for both algorithms 

are summarized in Figure 15. It turns out that 2481 is always the most top-ranked DTC, 

whereas the others vary in their rank and score. The DTCs that were chosen for further 

analysis are marked with a star and bold font.  
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AdaBoost Gini ranking Random Forest Gini ranking Random Forest Mean decrease 
Accuracy 

2481 * 
2473 

2657 * 
949 

2597 * 
2639 * 
2472 
583 
3159 
3156 

2481 * 
2597 * 
2472 
2455 

2639 * 
2657 * 
3163 
2560 
1032 
1057 

2481 * 
2639 * 
2657 * 
2597 * 
2472 
2598 
2455 
3163 
2456 
2473 

Table 9: Most important DTC variables according to AdaBoost and random forest. 

The majority of the variables that are marked as most important are connected to the 

EMS family. This indicates that there might not be much use to expand the data set 

with more variables, and moreover that relevant information for the health of the 

starter motor is mostly gathered in the DTC’s from the EMS. 

Mutual Information 
2456 
2455 
4360 
4354 

2481 * 
2657 * 
2472 

2639 * 
2598 

2597 * 

Table 10: Most informative variables based on Mutual Information. 

The most informative variables according to mutual information differ slightly from 

the models’ important variables (i.e. variables that are good to split on to render pure 

nodes in classification). Important variables could be correlated to each other, whereas 

the variables in Table 10 are not. They do, however, contain information about the 

data set, but are not used by the algorithms to generate pure nodes. 

5.3.5. Modelling on Individual DTCs 
From the Variable Importance results from Problem 1a, four top-ranking DTCs were 

selected for the second step of this objective in the study, in which the models were 

built on a single variable. Problem 1b was hence updated to: 

𝑃(𝑊𝐻𝐷 | 𝐷𝑇𝐶2481) 

𝑃(𝑊𝐻𝐷 | 𝐷𝑇𝐶2597) 
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𝑃(𝑊𝐻𝐷 | 𝐷𝑇𝐶2639) 

𝑃(𝑊𝐻𝐷 | 𝐷𝑇𝐶2657) 

Before running the tests on these DTCs, it could be interesting to know in what 

volumes they occur in the entire data set. As an example, DTC 2481 occurs about 50 

times for the positive class, and about 1722 times for the negative class. This seems 

suspicious. However, in proportion to the whole class, it occurs in 6.6% of the positive 

cases and only in 0.6 % of the negative cases. DTC 2597 occurs in 2.9% of the positive 

cases, whereas it only occurs in 0.6% of the negative cases. A possible reason for why 

the DTCs occur so many times in the negative class could be that they have not been 

properly deleted after a workshop visit or that a repair of the failed starter motor 

occurred in a workshop that was not connected to Scania. It could also be due to 

incorrect matching of the readouts in DTC and the work orders in WHD. DTC 2639 

occurs in only 0.7% of the positive cases and in 0.02% of the negative case. 2657 occur 

in 0.3% of the positive cases and 0.004 % of the negative cases. Whether or not it is a 

good idea to go ahead with modelling on these variables anyway is debatable. However, 

for Scania it was desirable to investigate. It should be said that due to the down-

sampling of the negative class, the proportions of the positive and negative class in our 

training data is not known. 

5.3.5.1. Results for Individual Models 

The results of the models vary quite a lot depending on which DTC that was studied.  

 

Figure 16: Model for 𝑃(𝑊𝐻𝐷 | 𝐷𝑇𝐶2481)using EMS & COO. Best model was AdaBoost (but results 
are almost identical) with an error rate = 13.8%, precision = 80.3%, recall = 23.2%, accuracy = 86.2% 

and balanced accuracy = 83.4%. 

According to domain knowledge the DTC 2481 is not in itself an indicator to if the 

starter motor will fail. The description of the DTC says that it can occur if the starter motor 

does not have contact with the ECU or that it has a faulty functionality. The graph in Figure 16 

show that DTC 2481 has decent predictive power, in relation to our models using all 
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variables. It is the best out of the four DTCs as one can see when comparing it to 

Figures 17-19 below, with a recall of around 20 %, and precision and accuracy around 

80%. 

 

Figure 17: Model for 𝑃(𝑊𝐻𝐷 | 𝐷𝑇𝐶2597) using EMS & COO. Best model was with random forest 
with an error rate = 16.2%, precision = 62.1%, recall = 7.9%, accuracy = 83.8% and balanced 

accuracy = 73.2. 

The DTC 2597 has the error message Starter motor faulty, which according to domain 

knowledge should be a strong indicator to if a starter motor is broken or not. Random 

forest performs better than AdaBoost for this data. However, when modelling on this 

DTC the recall is low, around 5% for AdaBoost and 8% for random forest, meaning 

that 2597 in itself cannot predict if a starter motor will fail. This is because the model 

basically classifies the majority of the instances as negative, hence producing a high 

precision.  
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Figure 18: Model for 𝑃(𝑊𝐻𝐷 | 𝐷𝑇𝐶2657) using EMS & COO. Best model was with random forest 
(but results are almost identical) with an error rate = 16.4%, precision = 100%, recall = 1.9%, 

accuracy = 83.6% and balanced accuracy = 91.8%. 

DTC 2657 and 2639 should be linked to the starter motor according to domain 

knowledge. The fault description for 2657 is Starter motor blind start and for 2639 is The 

voltage in the circuit has been outside the permitted range (Starter motor does not start). The 

individual models on DTCs 2657 and 2639 generate similar results. The recall is around 

1% and the precision is around 100% meaning that the model cannot detect any of the 

positive (broken) cases, but classifies all instances as negative (non-broken). The results 

are similar for both AdaBoost and random forest, indicating that it is insufficient 

amounts of positive cases, or patterns, that makes classification on these DTCs 

impossible. 

 

Figure 19: Model for 𝑃(𝑊𝐻𝐷 | 𝐷𝑇𝐶2639) using EMS & COO. Best model was with random forest 
(but results are almost identical) with an error rate = 16.4%, precision = 100%, recall = 1.8%, 

accuracy = 83.6% and balanced accuracy = 91.8%. 
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5.3.6. Conclusions Objective 1 
The results from the comparative study of AdaBoost and random forest show that 

there is no significant difference in their results. Both models have quite high error 

rates and do not capture a majority of the positive examples. In an academic point of 

view these results are quite poor, it is however up to Scania to compare them to present 

practice to see if there is a gain of applying data-driven methods using DTCs. From 

the evaluation metric precision, it can be derived that if our final random forest model 

predicts a starter motor failure, there is an 85.7% chance that it actually has failed. This 

model finds 32% of the failed starter motors, according to the recall metric. 

Modelling of individual DTCs shows that two error codes have potential for detecting 

a starter motor fault. It turns out that using only DTC 2481 is almost as good as using 

the whole group of DTCs for classifying failed starter motors. This could mean that 

there are not enough other DTCs that concern the status of the starter motor. It could 

also mean that the other DTCs that concern the starter motor do not properly indicate 

the faults that they are supposed to, which contradicts the purpose of the error codes. 

A final explanation could be that not enough work orders containing starter motor 

replacements match with snapshot data, making data for this type of mechanical failure 

unsuitable for data mining. 

An interesting result however is the model of DTC 2481. The DTC almost gives the 

same performance as when modelling on all DTCs, indicating that it is very important 

for starter motor health classification. In discussions with Scania about important 

DTCs for the starter motor, 2481 is not mentioned. So why is this DTC so important 

for our model when Scania does not immediately think that it could be related to the 

starter motor? This cannot be answered by our models, but it would be interesting to 

further analyse this particular DTC and see if and how it is acted on internally. 

5.4. Objective 2 
For this next part of the study, the objective was to see if there were any patterns in 

operational data that could be linked to the emergence of a particular DTC. 

5.4.1. Data Selection, ODD variables and two DTCs 
It was decided to investigate only the DTCs that were significant in Problem 1. 

However, 2639 and 2657 were discarded from further analysis, for several reasons. The 

first is that the performance of the individual models was too poor. With only a recall 

of around 1% it is most unlikely to be able to find cases where the starter motor will 

fail due to this DTC. The second reason is that the amount of occurrence of these 

DTCs is microscopic in relation to the whole data set (less than a 100 cases out of 

about 300 000). Therefore, the resulting problems for objective 2 were: 

Problem 2a: 𝑃(𝐷𝑇𝐶2481 | 𝑂𝐷𝐷 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒𝑠) 

Problem 2b: 𝑃(𝐷𝑇𝐶2597 | 𝑂𝐷𝐷 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒𝑠) 
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In order to get a data set of a reasonable size, a list of operational variables related to 

electrical systems and starting a vehicle were compiled in collaboration with Scania 

experts. Originally we had 57 groups of variables to analyse. This included 20 scalars 

and 37 vectors (5-16 variables in each vector). In total this gave us 368 variables. 

However, a lot of the variables did not contain any or a very small amount of data. In 

fact, the data set had no complete cases, i.e. no rows where all its columns had data in 

it. This made missing value imputation difficult. Therefore three ad hoc criteria were 

used to reduce the number of variables further. The first criteria was to exclude all 

variables that contained N/As for more than half the number of the rows. Second, the 

instances were separated by class. This showed that the positive class had far fewer 

variables containing values, so any variables that did not contain values for the positive 

instances were removed from the data set. Another problem in the data set was 

collinear variables, which were removed. As a consequence we deleted around 300-320 

variables in each data set. The final data sets are presented in Table 11. 

Data Number of 
Features 

Number of 
Cases 

% in Minority 
Class 

ecu_dtc_2481 38 301874 0.88 
ecu_dtc_2597 59 301875 1.17 

Table 11: Resulting data sets from ODD data. 

As for Objective 1, there is a skewness in the classes, where the positive class 

prevalence ranges from 0.88 to 1.17 %. The method of down-sampling the negative 

class by taking a random sample five times as large as the set of positive samples was 

used. The problem with missing data will be explained further in the section below.  

Like for Objective 1 the data was transformed in order to get a relation between the 

DTC and the operational data. 

5.4.2. Imputation of Missing Data in the ODD set 
Since this study does not investigate what could characterize and separate any potential 

groups of instances from each other, we made the naïve assumption that the data was 

missing completely at random (MCAR) and uniform. However, as we mentioned in 

4.2. Operational Data Database, some types of vehicles lack some sensors altogether, 

whereas some have malfunctioning sensors. Therefore, there is a risk that the model 

imputes values to variables that are not supposed to have values. 

As a way of reducing the risk for imputing incorrect values to the variables, and keep 

the classes as pure as possible, the positive and negative classes were imputed 

separately. Using the R package Amelia, a lower boundary was set to 0, since none of 

the operational variables could take on negative values. With no prior knowledge of 

what the maximum value could be, the upper boundary for imputed values was set to 

the maximum value for the data type integer. 

5.4.3. Results Objective 2 
The following results was obtained when modelling on the ODD variables.  



44 

5.4.3.1. DTC 2481 

 

Figure 20: AdaBoost’s results for 𝑃(𝐷𝑇𝐶2481 | 𝑂𝐷𝐷). Best model was Test 2 with an error rate = 5.2%, 
precision = 85.5%, recall = 83.1%, accuracy = 94.8% and balanced accuracy = 91.1%. 

Unlike the test results for the DTC data, one can see in Figures 20-21 that the results 

vary more for AdaBoost than for random forest. Choosing the best model was rather 

challenging since the performance of Test 2 and Test 3 are very similar. As in the case 

with the DTCs, a focus on recall was prioritised, which makes the Test 2 model the 

best.  

 

Figure 21: Random forest’s results for 𝑃(𝐷𝑇𝐶2481 | 𝑂𝐷𝐷). Best model was Test 2 with an error rate = 
5.5%, precision = 85.4%, recall = 80.4%, accuracy = 94.5% and balanced accuracy = 90.8%. 

Random forest does not show any immediate differences when conducting the tests 

with different input data and parameters. The results are similar to the best-performing 

AdaBoost model, again showing that the algorithms seem to perform equally.  
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5.4.3.2. DTC 2597 

The overall performance when modelling on DTC 2597 is inferior to 2481. This may 

be because the quality of this data set is not as good as for 2481. A reason could be 

that the DTCs originate from different types of motors. Therefore, there probably is 

a difference in the sensors installed in each vehicle type that makes an impact on the 

data gathering. Also, any anomalous records (i.e. “lingering” or workshop generated 

codes) will greatly decrease the ability to discern any predictive patterns from the 

operational data. This is discussed further in 6.1. Data Quality under Discussion and 

Conclusions. 

 

Figure 22: AdaBoost’s results for 𝑃(𝐷𝑇𝐶2597 | 𝑂𝐷𝐷). Best model was Test 2 with an error rate = 9.7%, 
precision = 72.3%, recall = 67.8%, accuracy = 90.3% and balanced accuracy = 83.0%. 

The AdaBoost algorithm does not seem to differ significantly between the tests. By 

tweaking the parameters, the best random forest recall can be found in Test 2. 

Moreover, Test 2 does not require the same amount of memory and pre-processing as 

Test 3, which is another reason to why it was chosen as a final model. 
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Figure 23: Random forest’s results for 𝑃(𝐷𝑇𝐶2597 | 𝑂𝐷𝐷). Best model was Test 2 with an error rate = 
9.4%, precision = 72.3%, recall = 71.2%, accuracy = 90.6% and balanced accuracy = 83.3%. 

Again, the results of random forest and AdaBoost are quite similar visually. Random 

forest results are the same, regardless of the number of features and what parameters 

that are chosen.  

5.4.3.3. Final Model Objective 2 

The evaluation of the two chosen models shows that the final test results often 

correspond to the validation test results. This indicates that the models do not overfit 

the data, and that they are finding patterns with a similar accuracy. 

 

Figure 24: Final evaluation of the chosen model for AdaBoost on ODD data for 2481. The final 
model results are error rate = 6.2%, precision = 83.7%, recall = 77.7%, accuracy = 93.8% and 

balanced accuracy = 89.7%. 
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Figure 25: Final evaluation of the chosen model for random forest on ODD data for 2481. The final 
model results are error rate = 4.8%, precision = 88.2%, recall = 81.9%, accuracy = 95.2% and 

balanced accuracy = 92.3%. 

 

 

 

 

Figure 26: Final evaluation of the chosen model for AdaBoost on ODD data for 2597. The final 
model results are error rate = 9.8%, precision = 73.0%, recall = 65.2%, accuracy = 90.2% and 

balanced accuracy = 83.1%. 

0,000

0,200

0,400

0,600

0,800

1,000

Error rate Precision Recall Accuracy Balanced
accuracy

Random Forest Performance and 
Evaluation, 

ODD data for 2481

Test 2 Final Test

0,000

0,200

0,400

0,600

0,800

1,000

Error rate Precision Recall Accuracy Balanced
accuracy

AdaBoost Performance and Evaluation, 
ODD data for 2597

Test 2 Final Test



48 

 

Figure 27: Final evaluation of the chosen model for random forest on ODD data for 2597. The final 
model results are error rate = 10.2%, precision = 70.7%, recall = 66.3%, accuracy = 89.8% and 

balanced accuracy = 82.0%. 

The performance of the 2481 model is better than 2597, compare Figures 24-25 with 

26-27. When comparing the two algorithms, the performance seems to be quite similar, 

which makes the McNemar’s test interesting to investigate. The biggest differences are 

the models’ precision and recall, where random forest performs slightly better, which 

could be interesting for an industrial implementation. 

5.4.3.4. McNemar’s Test Objective 2 

The results of McNemar’s test on the test set in the final model of the ODD data for 

2481 are summarised in Table 12. 

16 43 

32 1499 

Table 12: Performance of paired test on ODD data for 2481 

The test hypothesis is: 

𝐻0: 𝑒𝑟𝑟𝑜𝑟 𝑟𝑎𝑡𝑒𝐴𝑑𝑎𝐵𝑜𝑜𝑠𝑡= 𝑒𝑟𝑟𝑜𝑟 𝑟𝑎𝑡𝑒𝑟𝑎𝑛𝑑𝑜𝑚 𝑓𝑜𝑟𝑒𝑠𝑡 

𝐻1: 𝑒𝑟𝑟𝑜𝑟 𝑟𝑎𝑡𝑒𝐴𝑑𝑎𝐵𝑜𝑜𝑠𝑡 ≠ 𝑒𝑟𝑟𝑜𝑟 𝑟𝑎𝑡𝑒𝑟𝑎𝑛𝑑𝑜𝑚 𝑓𝑜𝑟𝑒𝑠𝑡 

The test gives 𝜒2  =  1.3333 with one degree of freedom, and 𝑝 − 𝑣𝑎𝑙𝑢𝑒 =  0.2482. 

Since the 𝑝 − 𝑣𝑎𝑙𝑢𝑒 >  0.05 we cannot reject the null-hypothesis, i.e. we do not have 

a statistically significant difference between the models. 

The results corresponding to the models for ODD data for 2597 are summarized in 

Table 13. 
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103 28 

19 1972 

Table 13: Performance of paired test on ODD data for 2597. 

The test gives 𝜒2  =  1.3617 with one degree of freedom, and 𝑝 − 𝑣𝑎𝑙𝑢𝑒 =  0.2432. 

Since the 𝑝 − 𝑣𝑎𝑙𝑢𝑒 >  0.05 we cannot reject the null-hypothesis. In other words, 

there is no significant difference in the performance of the AdaBoost model and the 

random forest model. 

5.4.4. Variable Importance Objective 2 
Also for this problem, a variable importance analysis was conducted. The top ranked 

variables for respective variable can be seen in Table 14 below. The bolded and star 

marked variable names are indicated as important by all three measures, then compared 

to the variable information test. Variables that intuitively should affect the starter 

motor; such as the age of the engine and the battery health, are indeed important for 

the target variable, i.e. the DTC. 

AdaBoost Gini ranking Random Forest Gini ranking Random Forest Mean decrease 
Accuracy 

REQUEST FOR INC BATTERY IDLE 1 * 

RETARDER LEVEL CHANGES * 

REQUEST FOR INC BATTERY IDLE 2 * 

TOTAL DRIVEN DISTANCE * 

STARTER MOTOR LIFETIME * 

ACTUATOR LIFETIME * 

ENGINE RUNTIME * 

BATTERY VOLTAGE 2 * 

BATTERY VOLTAGE 1 

AMBIENT TEMPERATURE 2 

REQUEST FOR INC BATTERY IDLE 2* 

REQUEST FOR INC BATTERY IDLE 1 * 

RETARDER LEVEL CHANGES * 

ACTUATOR LIFETIME* 

BATTERY VOLTAGE 2 * 

BATTERY VOLTAGE 5 

STARTER MOTOR LIFETIME * 

TOTAL DRIVEN DISTANCE * 

ENGINE RUNTIME * 

BATTERY VOLTAGE 1 

RETARDER LEVEL CHANGES * 

REQUEST FOR INC BATTERY IDLE 1 * 

STARTER MOTOR LIFETIME* 

ACTUATOR LIFETIME* 

REQUEST FOR INC BATTERY IDLE 2* 

BATTERY VOLTAGE 2 * 

TOTAL DRIVEN DISTANCE * 

ENGINE RUNTIME * 

BATTERY VOLTAGE 4 

BATTERY VOLTAGE 5 

Table 14: Most Important ODD Variables for the DTC 2481 

Table 14 shows that several sensors related to the battery life time, idle time and battery 

voltage are important for determining if the DTC 2481 will occur. Starter motor life 

time and starter actuator lifetime are also important, as well as total driving distance. 

 

Mutual Information 
REQUEST FOR INC BATTERY IDLE 1 

ENGINE RUNTIME 
DIST. SINCE LAST STOP 4 

BATTERY VOLTAGE 4 
BATTERY VOLTAGE 2 
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TOTAL DRIVEN DISTANCE 
ACTUATOR LIFETIME 
BATTERY VOLTAGE 6 
BATTERY VOLTAGE 7 
BATTERY VOLTAGE 8 

Table 15: Most Informative ODD Variables for the DTC 2481 

Table 15 shows the most informative variables according to Mutual Information. From 

this, it can be concluded that many of the important variables and bins are also very 

informative. The variable REQUEST FOR INC BATTERY IDLE 1 is very 

informative in relation to the rest of the operational variables. It is also important for 

all importance scores, which indicates, not surprisingly, that the battery life time has a 

major impact on the starter motor health. An old and worn out battery will affect its 

ability to power the starter motor. 

AdaBoost Gini ranking Random Forest Gini ranking Random Forest Mean 
decrease Accuracy 

BATTERY VOLTAGE 2 * 
ACTIVE TIME STARTER MOTOR 1 * 

ACTUATOR LIFETIME * 

ACTIVE TIME STARTER MOTOR 2 * 
ENGINE RUNTIME * 

STARTER MOTOR LIFETIME * 
DIST. SINCE LAST STOP 3 

ACTIVE TIME STARTER MOTOR 4 * 
DIST. SINCE LAST STOP 1 
DIST. SINCE LAST STOP 2 

 

ACTIVE TIME STARTER MOTOR 1 * 
ACTIVE TIME STARTER MOTOR 2 * 

ACTUATOR LIFETIME * 

BATTERY VOLTAGE 2 * 
BATTERY VOLTAGE 5 

STARTER MOTOR LIFETIME * 
ACTIVE TIME STARTER MOTOR 3 

ENGINE RUNTIME * 
ACTIVE TIME STARTER MOTOR 4 * 

DIST. SINCE LAST STOP 3 

 

ACTUATOR LIFETIME * 
BATTERY VOLTAGE 2 * 

STARTER MOTOR LIFETIME * 

ACTIVE TIME STARTER MOTOR 2 * 
ACTIVE TIME STARTER MOTOR 4 * 
ACTIVE TIME STARTER MOTOR 1 * 

ACTIVE TIME STARTER MOTOR 3 
REQUEST FOR INC BATTERY IDLE 1 

ERG MASS FLOW 1 
ENGINE RUNTIME * 

 

Table 16: Most Important ODD Variables for the DTC 2597 

 

Mutual Information 
ACTIVE TIME STARTER MOTOR 1 * 

ACTUATOR LIFETIME * 
BATTERY VOLTAGE 2 * 

ACTIVE TIME STARTER MOTOR 2 * 
ACTIVE TIME STARTER MOTOR 8 

BATTERY VOLTAGE 5 
ACTIVE TIME STARTER MOTOR 4 
ACTIVE TIME STARTER MOTOR 5 
ACTIVE TIME STARTER MOTOR 6 
ACTIVE TIME STARTER MOTOR 7 

Table 17: Most Informative ODD Variables for the DTC 2597 

From Tables 16-17 it can be deduced that for 2597, the variable representing the first 

bin of the starter motor time is very important - and the most informative according 
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to mutual information. The variable representing starter actuator lifetime is also very 

important and informative. 

5.4.5. Conclusions Objective 2 
Both AdaBoost and random forest find patterns when analysing the ODD data 

connected with DTC 2481. This data set has better precision and recall than the models 

in Objective 1, which could indicate that ODD data is more suitable for analysis than 

the DTCs. This may be because the operational data is of better quality than the DTC 

data, and contains more distinguishable patterns for data mining. 

As for Objective 1, we cannot determine a difference between using AdaBoost or 

random forest.  

5.5. Objective 3: Can a Combined Analysis Be Done? 
After trying to find patterns in the DTCs and ODD data independently, one 

hypothesis was that, by merging the two data sets one would create a stronger model 

for predicting if the starter motor will break down. 

5.5.1. Data Selection: EMS & COO and ODD-variables 
As this thesis is merely a proof of concept, only one ODD data subset was studied for 

this objective.  

The DTC data was still from EMS and COO and the operational variables came from 

the data set that was constructed for 2481 in Objective 2. These data sets were merged 

on snapshot id, which is a unique key for both data sets. Class labels were the same as 

in Problem 1. The pre-processing of the data was done in the same manner as for 

Objective 1 and 2.  

5.5.2. Results Objective 3 
The following results were obtained when modelling and evaluating Objective 3. In 

general, the models on the combined data sets perform similarly to Problem 1. See 

results in Figures 28 and 30. 
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Figure 28: Results for AdaBoost. Best model was Test 4 with an error rate = 12.2%, precision = 
72.4%, recall = 35.7%, accuracy = 87.8% and balanced accuracy = 80.7%. 

In contrast to the previous models in Objective 1 and 2, there is a greater difference 

between the performances of each test. Note that in Figure 28 and 29, feature 

reduction, i.e. using mutual information to remove uninformative variables, improved 

the performance, leading to the selection of Test 3 as the final model for both 

AdaBoost and random forest. 

 

Figure 29: Results for random forest. Best model was Test 4 with an error rate = 12.8%, precision = 
81.2%, recall = 29.5%, accuracy = 87.2% and balanced accuracy = 87.3%. 

The initial idea was that since the operational data in Objective 2 was better for 

classification than the DTC data in Objective 1, adding it to the DTC data would 

increase the classification performance for Objective 3. However, the models for the 

“combined data” analysis do not manage to learn more - after all, a chain is no stronger 

than its weakest link. A reason could be that the data sets do not add value to one 
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another. It rather seems as though the DTCs become noise when the ODD data is 

added to the set.  

5.5.2.1. Final Model Objective 3 

The final evaluation results for the combined analysis can be seen in Figures 30-31. 

When comparing the two final models, random forest has better results on all metrics 

except recall. 

 

Figure 30: Evaluation of AdaBoost model. The final model results are error rate = 14.3%, precision = 
66%, recall = 38.8%, accuracy = 85.7% and balanced accuracy = 76.9%. 

 

 

Figure 31: Evaluation of random forest model. The final model results are error rate = 12.6%, 
precision = 87.1%, recall = 33.8%, accuracy = 87.4% and balanced accuracy = 87.3%. 
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5.5.2.2. McNemar’s Test Objective 3 

The results of McNemar’s test on the test set in the final model of the combined 

analysis are summarised in Table 18. 

48 17 

9 379 

Table 18: Performance of paired test 

Again, the test hypothesis is: 

𝐻0: 𝑒𝑟𝑟𝑜𝑟 𝑟𝑎𝑡𝑒𝐴𝑑𝑎𝐵𝑜𝑜𝑠𝑡= 𝑒𝑟𝑟𝑜𝑟 𝑟𝑎𝑡𝑒𝑟𝑎𝑛𝑑𝑜𝑚 𝑓𝑜𝑟𝑒𝑠𝑡 

𝐻1: 𝑒𝑟𝑟𝑜𝑟 𝑟𝑎𝑡𝑒𝐴𝑑𝑎𝐵𝑜𝑜𝑠𝑡 ≠ 𝑒𝑟𝑟𝑜𝑟 𝑟𝑎𝑡𝑒𝑟𝑎𝑛𝑑𝑜𝑚 𝑓𝑜𝑟𝑒𝑠𝑡 

The test gives 𝜒2  =  1.8846 with one degree of freedom, and 𝑝 − 𝑣𝑎𝑙𝑢𝑒 =  0.1698. 

Since the 𝑝 − 𝑣𝑎𝑙𝑢𝑒 >  0.05  we cannot reject the null-hypothesis. There is no 

significant difference in the performance of AdaBoost and random forest. 

5.5.3. Variable Importance Objective 3 
As with the previous objectives, similar results are obtained from the variable 

importance metrics in AdaBoost and random forest. Interestingly, most of the 

important variables are from the ODD data. Only two DTCs are ranked important by 

random forest, whereas AdaBoost only has one DTC in the top ten variables. DTCs 

2481 and 2597 are informative based on mutual information, summarized in Table 19. 

AdaBoost Gini ranking Random Forest Gini ranking Random Forest Mean decrease 
Accuracy 

ENGINE RUNTIME * 
STARTER MOTOR LIFETIME * 

DIST. SINCE LAST STOP 3 
DIST. SINCE LAST STOP 2 
DIST. SINCE LAST STOP 4 

2481 * 
RETARDER LEVEL CHANGES 

AMBIENT TEMPERATURE 3 * 
REQUEST FOR INC BATTERY IDLE 2* 

AMBIENT TEMPERATURE 4 

2481 * 
ENGINE RUNTIME * 

STARTER MOTOR LIFETIME * 
AMBIENT TEMPERATURE 5 

AMBIENT TEMPERATURE 3 * 
AMBIENT TEMPERATURE 4 

2657 
REQUEST FOR INC BATTERY IDLE 2* 

REQUEST FOR INC BATTERY IDLE 1 
ACTUATOR LIFETIME 

2481 * 
STARTER MOTOR LIFETIME * 

ENGINE RUNTIME * 
ACTUATOR LIFETIME 

REQUEST FOR INC BATTERY IDLE 

2* 
AMBIENT TEMPERATURE 5 

REQUEST FOR INC BATTERY IDLE 1 
RETARDER LEVEL CHANGES 

AMBIENT TEMPERATURE 3 * 
BATTERY VOLTAGE 1 

Table 19: Most Important ODD and DTC Variables  

Mutual Information 
ACTUATOR LIFETIME 

ENGINE RUNTIME * 
STARTER MOTOR LIFETIME * 

REQUEST FOR INC BATTERY IDLE 2* 
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AMBIENT TEMPERATURE 5 
AMBIENT TEMPERATURE 3 * 

RETARDER LEVEL CHANGES 
AMBIENT TEMPERATURE 4 

2481 * 
2597 

Table 20: Most Informative ODD and DTC Variables. 

5.5.4. Conclusions on Objective 3 
As the results from Objective 1 and 2 show, there are in fact patterns present in the 

data sets, and the same variables are deemed important for every algorithm and test 

run, even if all the predictive performance metrics are not superb. This suggests that 

data mining can be very useful for Scania in their development of predictive 

maintenance processes. However, the patterns found in each to the former objectives 

do not seem to add significant value to Objective 3. We believe that it might be because 

the patterns do not match and are therefore not suitable to analyse together. A more 

suitable approach could be to explore a chain analysis, using the results from one 

classifier (ODD to a DTC) as an input to the next (DTC to starter motor failure). For 

simple tests, even Bayesian inference could be attempted. 
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6. Discussion and Conclusion 
The primary contribution stemming from this thesis has been for Scania, giving them 

new insights to predictive DTC analysis, which has not been done before. This will 

hopefully be used for guidance in further analysis and as decision criteria in the 

maintenance planning that is carried out today. When it comes to academic 

contributions, our primary contribution is that of variable importance analysis and a 

comparison of the classification performances of AdaBoost and random forest on 

imbalanced data. In addition to this, both algorithm’s importance metrics have been 

compared with the outputs of a popular feature selection method called mutual 

information. 

Based on McNemar’s test, there is no statistically significant difference between 

AdaBoost and random forest in any of the tests, meaning that it is up to the user to 

choose which of the two algorithms they are more comfortable with. Depending on 

the requirements, one algorithm might be more appropriate than the other. AdaBoost 

is less sensitive to e.g. data type and in that it can work around missing values (even if 

this does affect the classification). Nevertheless, in practice one should keep in mind 

is that the random forest algorithm has a much shorter run time in R, which means 

that it is faster to perform an analysis with random forest. In industry, time is often 

considered a valuable asset for the operation. With this in mind, random forest could 

be more suitable if Scania would like to implement an analytics tool (based on R 

packages) in their portfolio. 

In hindsight, the decision to compare the performance of two tree-based ensemble 

methods instead of two fundamentally different algorithms may be a drawback of this 

study. After all, both AdaBoost and random forest produced very similar results. Both 

algorithms found patterns for Objective 1 and 2, and both algorithms had a similar 

performance to Objective 1 in the “combined data” analysis for Objective 3. It is likely 

that the legitimacy of our results could be further improved if more models were 

trained and evaluated using a completely different algorithm, one that is not tree-based. 

This is discussed in the 6.3. Further research section below. It was our intention to get 

started quickly, and with no previous knowledge about the data set and pros and cons 

of each algorithm, we decided that the inherent differences in our tree-based boosting 

and bagging algorithms would be comparable. 

We are also aware that a missing data imputation method other than Amelia may be 

more appropriate for the operational data. We made the assumption that the missing 

data points were missing completely at random (MCAR), when it is more likely that 

they are a mix of MCAR, MAR and missing not at random (MNAR). 

6.1. Data Quality 
Since the results from both AdaBoost and random forest are similar for all test cases 

in this thesis, one conclusion is that their performance is correlated to the quality of 

the data. There have been very little automated analysis done on the DTCs. This means 
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that we did not have previous benchmarks to compare our results with, as in the case 

with the ODD data and Rosenvinge’s and Frisk et al.’s models. We deduce that the 

DTCs are not very predictive in their current form. One reason could be that the 

studied DTCs occur in both classes, which makes it harder for the classifier to find 

patterns for when a starter motor will fail. There are several reasons to why the DTCs 

are prevalent in both classes. One being that the workshops do not follow procedure 

and delete the DTCs after a vehicle has been to a workshop. However, based on the 

previous results of Fåhraeus and Fransson, we can be confident that the DTC variables 

that our models rank as most important are not workshop generated. Another problem 

is knowing whether this correlation reflects reality, or if it was wrongfully introduced 

in pre-processing when joining the data sets on the only common denominators 

available; chassis numbers and dates. In other words, we wondered if we had managed 

to misclassify some of the positive samples as negative ones e.g. due to recurrent, or 

missing records of, visits to workshops. It was suggested that we could perhaps “catch” 

a few of such stray misclassified snapshots if we, for a given chassis number and 

workshop arrival date in the negative group, chose to match it with a snapshot from a 

date much further back in time, for example a year prior to the workshop visit. This 

way, we would minimize the risk of including currently-failing-vehicles. However, in 

discussions with our supervisor Jonas Bitéus we decided that even though this could 

be done, the improvements to the resulting classification algorithm would be marginal 

and could possibly introduce new errors. Because of the prevalence of positives (about 

0.5% of the whole dataset), and a random sample of the negatives is used, any subset 

of negatives will most likely not include as many false negatives as there are true 

positives for that training set. Hence, it was hard to justify such a pre-processing phase 

commitment. Scania is aware of the fact that their components have a small failure rate, 

which makes the data driven analysis harder to do with the methods we have studied. 

A third reason for why the DTC data to be of poorer quality than the ODD data could 

be that the ECUs are not properly tuned for today’s vehicles. Maybe they are too 

“sensitive” and DTCs occur illegitimately. Our analysis is unfortunately not sufficient 

enough to provide answers to these uncertainties.   

6.2. Usefulness of Trained Model 
An interesting factor to analyse is that in all the trained models, the important variables 

are alike. However, when compared to the informative variables there are some 

variations. This could be explained by the difference in scoring importance. Mutual 

information does not take the classes into account, meaning that they value variables 

which are not correlated. The tests when removing redundant variables according to 

their information yet gives similar results as with all variables, indicating that the built 

in feature selection performs well. This is to Scania’s advantage, if they would like to 

continue their search for interesting variables in their data. An aspect that has not been 

covered in this thesis, but that also could be interesting, are variables that are rated as 

uninformative. Are there any variables in this subgroup that should be indications to a 

starter motor failure? In the study of DTCs, looking at uninformative variables could 



58 

be a way to detect error codes that do not occur even if they should work as fault 

reporting.  

Another advantage with being able to use the built in feature importance algorithms in 

AdaBoost and random forest is that they generally scale better than Mutual 

Information. For Scania this is an advantage since there are possibly thousands of 

variables still to analyse. Knowing that it is sufficient to use only one algorithm instead 

of four shortens the time to complete that analysis. 

6.3. Further Research 
Further validation could be done using other types of classification methods, such as 

Support Vector Machines, Nearest Neighbour analysis or Neural Networks, just to 

name a few. Further work in variable analysis of the huge ODD database is also feasible. 

Another complementing research topic could be to investigate what error codes that 

were designed to detect errors in particular components but never occur.  

Validating results with other databases at Scania, such as Scania Assistance or Fleet 

Management, is also a viable option.  
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8. Appendix 1: Confusion Matrices 

8.1. AdaBoost 

Test on 
EMS & 
COO 

  

     

Test 1    Test 3   

  Predicted      Predicted   

Observed 0 1  Observed 0 1 

0 1125 14  0 1127 12 

1 169 59  1 161 67 

       

Test 2    Final small test  

  Predicted      Predicted   

Observed 0 1  Observed 0 1 

0 1121 18  0 373 6 

1 169 59  1 53 22 
 

Test when 
modelling on 
only one DTC 
code  

2481    2597   

  Predicted      Predicted   

Observed 0 1  Observed 0 1 

0 1126 13  0 1130 9 

1 175 53  1 216 12 

       

       

2639    2657   

  Predicted      Predicted   

Observed 0 1  Observed 0 1 

0 1139 0  0 1139 0 

1 225 3  1 225 3 
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Test on 2481      

Test 1    Test 3   

  Predicted      Predicted   

Observed 0 1  Observed 0 1 

0 3928 50  0 3867 111 

1 321 474  1 153 642 

       

Test 2    Final small test  

  Predicted      Predicted   

Observed 0 1  Observed 0 1 

0 3866 112  0 1285 40 

1 134 661  1 59 206 
 

Test on 2597      

Test 1    Test 3   

  Predicted      Predicted   

Observed 0 1  Observed 0 1 

0 4985 323  0 5025 283 

1 364 698  1 344 718 

       

Test 2    Final small test  

  Predicted      Predicted   

Observed 0 1  Observed 0 1 

0 5032 276  0 1684 85 

1 342 720  1 123 230 
 

Test with combined data     

Test 1    Test 3   

  Predicted      Predicted   

Observed 0 1  Observed 0 1 

0 1100 48  0 1114 34 

1 146 67  1 131 82 

       

Test 2    Final small test  

  Predicted      Predicted   

Observed 0 1  Observed 0 1 

0 1101 47  0 360 13 

1 134 79  1 50 30 
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8.2. Random forest 

Test on EMS & COO     

Confusion Matrix Test 1  Confusion Matrix Test 2 

  Predicted      Predicted   

Observed 0 1  Observed 0 1 

0 3344 71  0 3334 82 

1 455 229  1 456 228 

       

Confusion Matrix Test 3 (MI)  Confusion Matrix Final Test 

  Predicted      Predicted   

Observed 0 1  Observed 0 1 

0 3344 72  0 375 4 

1 456 228  1 51 24 
 

Test when modelling on only one DTC code  
Confusion Matrix DTC only 
2481  Confusion Matrix DTC only 2597 

  Predicted      Predicted   

Observed 0 1  Observed 0 1 

0 3378 38  0 3383 33 

1 531 153  1 630 54 

       

Confusion Matrix DTC only 
2639  Confusion Matrix DTC only 2657 

  Predicted      Predicted   

Observed 0 1  Observed 0 1 

0 3416 0  0 3416 0 

1 672 12  1 671 13 
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Test on 2481      

Confusion Matrix Test 1  Confusion Matrix Test 2 

  Predicted      Predicted   

Observed 0 1  Observed 0 1 

0 11610 323  0 11606 327 

1 484 1903  1 467 1920 

       

Confusion Matrix Test 3 (MI)  Confusion Matrix Final Test 

  Predicted      Predicted   

Observed 0 1  Observed 0 1 

0 11581 352  0 1296 29 

1 477 1910  1 48 217 
 

Test on 2597      

Confusion Matrix Test 1  Confusion Matrix Test 2 

  Predicted      Predicted   

Observed 0 1  Observed 0 1 

0 15063 862  0 15055 870 

1 931 2254  1 918 2267 

       

Confusion Matrix Test 3 (MI)  Confusion Matrix Final Test 

  Predicted      Predicted   

Observed 0 1  Observed 0 1 

0 15019 906  0 1672 97 

1 912 2273  1 119 234 
 

Test with combined data     

Confusion Matrix Test 1  Confusion Matrix Test 2 

  Predicted      Predicted   

Observed 0 1  Observed 0 1 

0 3384 24  0 3376 32 

1 537 138  1 500 175 

       

Confusion Matrix Test 3 (MI)  Confusion Matrix Final Test 

  Predicted      Predicted   

Observed 0 1  Observed 0 1 

0 3368 40  0 369 4 

1 491 184  1 56 24 
 


