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I. I NTRODUCTION
CMOS technology scaling, the current driver of Moores
law, is faced with practical and fundamental limits. The
search for low-power alternatives to CMOS is intensifying
with a large number of emerging technologies being investigated, e.g., single atom and single electron transistors [1],
[2]. Many such technologies present new features, which
provide opportunities to develop new computer systems.
Multi-level devices are one such common feature that is
already employed by several commercial memory technologies, e.g., in multi-level flash [3] and phase change memory [4]. Multi-level devices increase the on-chip information
density, as they are capable of representing more than two
distinct logical levels. Thus, multi-level devices have the
potential of providing smaller, faster, and more energyefficient circuit implementations as fewer wires, memory
cells, and logic gates are required to transfer, store, and
process a fixed amount of data. The gain in information
density is commonly achieved at the cost of reduced error
resilience of the multi-level devices. A multi-level device has
more physical states, which by necessity reduce the margins
between the individual states. Thus, making the device more
susceptible to interference, see Figure 1.
There is an increasing research focus on approximate
computing, i.e., on trading power, performance, and reli-
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Abstract—There exist extensive ongoing research efforts
on emerging technologies that have the potential to become
an alternative to today’s CMOS technologies. A common
feature among the investigated technologies is that of multivalue devices and the possibility of implementing quaternary
logic and memory. However, multi-value devices tend to be
more sensitive to interferences and, thus, have reduced error
resilience. We present an architecture based on multi-value
devices where we can trade energy efficiency against error
resilience. Important data are encoded in a more robust binary
format while error tolerant data is encoded in a quaternary
format. We show for eight benchmarks an energy reduction of
32% and 36% for the register file and level-one data cache,
respectively, and for the two integer benchmarks, an energy
reduction for arithmetic operations of 13% and 23%. We also
show that for a quaternary technology to be viable it need to
have a raw bit error rate of one error in 100 million or better.
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Figure 1. Illustration of input to output transfer functions of a fictitious
binary and quaternary device, e.g., a memory cell or buffer. Note the much
wider margins for the binary compared to the quaternary device.

ability against each other [5]. Previous work has shown
that approximate computing can be used to improve performance and endurance of multi-level phase change memory (PCM) [6].
In this work, we present a technique where error resilience
of multi-value technologies can be modulated simply by the
way data are encoded. We leverage approximate computing
to create an architecture where operations and storage of data
that are critical for the application are represented in a binary
and more error resilient format, while less critical data are
represented in a quaternary and more compact format.
II. M ODULATING E RROR R ESILIENCE
We consider any device where the output can be described
as a continuous transfer function of its inputs. For multi-level
logic this transfer function contains plateaus that presents
a relatively stable output even if the input value varies
slightly [7]. These plateaus appear as discrete ranges that
can be used to represent logic states. Such devices have
higher probability that the output of a device will shift, due
to interference, to a nearby level than to a level far away
from the expected level. Here we use the term interference
for any physical property that affects the output such that
it deviates from the ideal transfer function, e.g., input
noise or manufacturing variances. We take advantage of this
property to create two logic representations for representing
approximate and precise data.
Figure 2 illustrates a transfer function of a fictitious
quaternary device in some unit (U) that could be, e.g.,

OR

U
Q3

1

2

3

1

2

3

1

1

3

3

1

Output

1
Q2

Q1

AND

A 0
B
0 0

1

2

3

0

0

0

0

1

0

1

1

Q0

Q1
Q2
Input

Q3

U

Figure 2. Illustration of a quaternary device that are used to operate
on binary data. Gray regions represent the input and output ranges when
working with quaternary data. Striped regions represent input and output
ranges when working with binary data.

voltage or current. The figure shows in light gray the four
different states (Q0, Q1, Q2, and Q3) and how they are
represented as ranges on the input and output of the device.
When representing approximate data we use all logic states
of the device. This maximizes the amount of data that can be
represented per device, but it also increases the probability
that a state shifts to a nearby state (e.g., Q2 gets interpreted
as Q1 or Q3). Precise data is represented in binary form by
only using the maximum (Q3) and minimum (Q0) states as
input to the device. When the output is read nearby states
are also considered as part of the maximum (Q2 and Q3)
and minimum (Q0 and Q1) states (see striped regions in
the figure). This increases the reliability of the device as
the probability is low that Q0 would shift to Q2 or that Q3
would shift to Q1. However, it also requires (at least) twice
the number of devices compared to representing the data
approximately.
III. S YSTEM A RCHITECTURE
We have designed a complete system based on the
principal of improved error resilience through the use of
performing binary operations on quaternary devices (see
Section II).
A. Logic and Arithmetic Operations
Logical operations on quaternary gates work without any
special consideration when operating on binary data, as seen
in Figure 3. A quaternary zero (Q0) also represents a
binary zero (B0) while a quaternary three (Q3) represents
a binary one (B1), highlighted in gray in the figure. From
the figure it is apparent that if the three in the gray areas
would be replaced with one then the gray areas represent
the equivalent binary operation.
Performing additions on binary data using quaternary
devices are not as straightforward. Considering the basic
operation of a half (HA) and full adder (FA) the sum is
not correct for all inputs. When adding two binary ones
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Figure 3. Truth tables of quaternary gates with their binary operations
highlighted in gray.

(quaternary three), the resulting sum becomes quaternary
two when we instead need a quaternary three for a correct
result, see Figure 4. Thus, it is not possible to design a
ripple-carry adder simply from full-adder gates.
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Figure 4. Truth table showing the carry of quaternary half and full adders.
Gray regions highlight binary representation.

Ripple-carry adders are relatively slow and in most cases a
more performant adder implementation is desirable. A carrylookahead adder (CLA) is commonly used when implementing high-speed adders. The carry-lookahead technique
is based on the creation of a generate (G) and propagate
(P) signal for each significance pair of the input operands,
see Figure 5. The generate and propagate signals are then
used to calculate the carry for each digit. The key insight
is that the carry (and the generate and propagate) signal is
never anything other than zero or one, regardless, of which
base the input operands have. The generate and propagate
structure constitutes the majority of all gates in a CLA and
all of them perform binary operations. Only the periphery
circuits, i.e., the initial generate and propagate circuit and
final summation circuit, operate at a higher base.
Figure 5 shows a Kogge-Stone [8] CLA that can perform
both quaternary and binary additions. The gates highlighted
in gray are quaternary gates while all other gates perform
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Figure 5. Illustration of a quaternary Kogge-Stone adder with the capability
of operating on binary data. Gates in gray perform quaternary operations,
all other gates perform binary operations.

binary operations. The initial generate signal is one when
the input-pair of the operands would generate a carry and
zero in all other cases, i.e., the carry of a HA. The initial
propagate signal is one when the sum of the input-pair is
exactly three, i.e., a carry is generated if a carry would
come from the next lower significance level, hence the name
propagate. The generate and propagate signals can hence be
created as depicted in Figure 6.
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B. Memory Hierarchy
We base the cache on the idea by M. Själander et. al. [9].
The memories storing data consist of quaternary memory
cells, e.g., the single-electron memory by H. Inokawa et.
al. [10]. The cache lines are organized such that each line
stores N quaternary bytes (q-byte). Binary bytes (b-byte)
can be stored by combining pairs of q-bytes as shown by
the striped region of a quaternary word (q-word) in Figure 7.
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As the quaternary HA and FA does not generate a correct
binary sum (see Figure 4) a binary FA and a two-input
multiplexor are required for each digit, see Figure 6. The
delay through the binary FA can be made equal to that of the
quaternary path. The additional multiplexor adds negligible
delay to the critical path, since the Binary control signal of
the multiplexor is available directly from the start of the
addition. Thus, even though the control is a high-fanout
signal it will have been applied to the multiplexor long
before the sums have been calculated.
Subtraction can be handled as in conventional binary
implementations by creating the complement of the subtrahend and then perform an addition with the minuend.
The complement is created by inverting the subtrahend.
Multiplication and division are more challenging and are left
as future work. One simple approach would be to convert
approximate data to precise data, perform the multiplication
or division, and then convert it back.

Index Line Byte

Binary

Figure 7. One way of an approximate cache, with eight sets, sixteen
approximate q-bytes per cache line (N = 16), and four q-bytes per qword.

Figure 6.
Circuits for the generate and propagate signals and the
computation of the final sum.

Addressing memory becomes more complicated when
bytes of different size have to coexist in the same memory
system. The same address will have to access different
physical locations depending on the type of the access
(binary or quaternary). When accessing quaternary data the
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C. System
An application has to be able to convey information about
what type of operation or memory access that is to be
performed. To avoid the need of a specialized instruction
set architecture (ISA) with both approximate and precise
instructions we instead keep this information together with
the data in the architecture. The memory access type is
known through the information provided in the page table. Loaded data from main memory are tagged in the
architecture (the A bit for each cache line and pair of
registers). This additional metadata are used to determine the
mode (precise or approximate) when performing logic and
arithmetic operations. Two new instructions are introduced
to convert between approximate and precise data.
The precise representation is not immune to interference
and unintentional changes from Q0 to Q1 or from Q3 to
Q2 might occur. Depending on a particular technologies
probability for this type of change precise data could, e.g., be
restored when reading data from the cache (low probability),
from the register file (medium probability), or from pipeline
registers (high probability).
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address matches the granularity of the physical organization
and, therefore, does not have to be modified. When accessing
binary data the physical organization does not match, since
two q-bytes are needed for one b-byte. Thus, only half the
number of b-bytes fit in a cache line, which needs to be
reflected by how the data are addressed. This is achieved
by shifting the address one step to the left, (see Precise
in Figure 7). The shift of the address for binary accesses
increases the address size. To create equally sized addresses,
an approximate address is prepended with a most significant
zero, (see Approximate in Figure 7). The resulting addressing scheme has the affect that two different addresses could
map to the same physical location. To distinguish between
the two addresses a cache line is therefore only allowed to
contain one type of data and a bit (A in Figure 7) is used
to indicate the type of data that the line contains.
Binary and quaternary data should not be intermixed too
finely in the address space to avoid fragmentation with
unusable space. For efficient use of available cache space
the smallest allocated space for binary or quaternary data
should be a whole cache line that is cache line aligned.
This is likely smaller than the smallest size that is desirable
for main memory. For simplicity, the OS page size can be
used as the smallest used granularity. The page table then
becomes a natural place to store the information if a page
contains binary or quaternary data.
Registers can be handled such that even registers can be
used to store binary data while all registers can be used to
store quaternary data. If an even register (i) holds binary
data then the following odd register (i + 1) cannot be used
for storing quaternary data. A bit for each pair of registers
is used to indicate if it contains binary data.
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Figure 8. Error probability for each output bit when performing quaternary
additions on a 32-bit Kogge-Stone adder. Errors are modeled with a 1%
chance of an error at the input to the quaternary gates in Figure 6.

IV. E VALUATION
We have used EnerJ [11] to classify data as either approximate or precise and to simulate the proposed architecture.
EnerJ is a type system for Java and enables programmers to
specify which data that can be treated approximately. The
type system assures that approximate data are guarded in
such a way that it does not bleed into and affect precise
operations and data.
The EnerJ classified data are only available within the java
runtime environment (JRE) and are not exposed to the architecture itself. Thus, it is not possible to use a conventional
architectural simulator in combination with EnerJ. Instead,
the architectural modeling needs to be performed within the
JRE. We have extended the EnerJ JRE with our own cache
model (described in Section III-B) and replaced error models
with error models for our intended quaternary technology.
Performing the architectural simulation within the EnerJ
JRE instead of on an architectural simulator imposes limits
on the evaluations that can be performed. It is, e.g., not
possible to accurately determine timing, as the architectural
modeling is not separated from the execution of the application. There is no way of determining how much time is
used for executing the application versus the time used for
modeling the architectural behavior. We are therefore only
evaluating energy aspects even though the use of quaternary
data improves the hit rate for caches and enables more data
to be kept in registers, which will have a positive impact on
performance.
A. Benchmarks
We use seven benchmarks (scimark2 [lu, smm, fft, sor],
imagefill, jmeint, and raytrace) that been developed together
with the EnerJ framework and one benchmark (sobel) that
we have developed ourselves to evaluate the proposed architecture. All benchmarks have been annotated with EnerJ’s
approximate keyword to indicate which data and operations
that can be treated approximately by the architecture.
B. Error Models
We have implemented a functional model of the KoggeStone adder described in Section III-A and used it to create
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an error model. We inject errors at the input of the quaternary
gates and observe how these propagate to the final result.
The probability for an error at the output is then recorded
and used for the architectural simulations, see Figure 8.
Error correcting codes (ECC) are commonly used to
protect data stored in memories. This is especially true for
multi-value memories (Flash, PCM), which have high raw
bit error rates (RBER). We assume that all data is protected
by an ECC that can detect and correct three bits and use
the equation by N. Mielke et al. to calculate the effective
bit error rate given a RBER [12]. For logical operations we
apply the RBER directly on each bit and use the functional
model to estimate the bit error rate for individual bits of
additions and subtractions.
Figure 9 shows the correctness of the output for the eight
benchmarks when the REBR are changed from one error
in 100 to one in 100 million. For the figure we ran each
benchmark 100 time for each REBR and the graph shows the
minimum and maximum correctness. As seen in the figure,
seven of the benchmarks produce correct results for all 100
runs at an REBR of one in 100,000. However, for imagefill
an REBR of one in 100 million is needed to get close to
reliable outputs. An REBR of one in 10-100 million has
been reported for both PCM and Flash [12]–[15]. Our results
show that a quaternary technology would have to reach at
least this level of correctness for it to be usable.
C. Energy Estimation
To estimate the energy of the adder in precise (binary)
and approximate (quaternary) mode we use switching gate
equivalents. The gates that switch for creating the initial
generate and propagate signals and the final sum are reduced
by half when operating on quaternary data. The upper half of
the input operands does not switch and no carries are created
for the upper half of the final result. The carry-tree (the white
GP-dots in Figure 5) has a higher switching activity as the
generate and propagate signals of the lower half (right side
of the dotted line) enters the upper half (left side of the
dotted line). This causes switching at the inputs of GP-dots
in the upper half, but will not cause any switching of their
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Figure 9. Output correctness of eight benchmarks when the raw bit error
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Figure 10. Relative register file (reg) and cache energy when executing
approximately.

outputs. For a 32-bit adder, 80 of the 129 GP-dots will have
inputs that switch. We therefore conservatively estimate the
energy of an approximate addition to be 62% (80/129) of a
precise addition.
The cache has to be designed in such a way that data of
variable width can be read from it to save energy. This can
be achieved by designing the cache such that when precise
data access two SRAM memories, while approximate data
access only one of them. We estimate the energy savings
by modeling a single way of a cache with a 4kB data
array and 32 byte cache line size. The tag array is modeled
as a 128 byte SRAM with a 32-bit wide port. According
to CACTI [16] (version 6.5) the energy dissipation of the
tag array is 32% of the data array (when using the 32nm
ITRS-HP technology at 350K and optimizing for energy).
The estimate of a 2kB 16-bit wide data array the energy
dissipation is estimated to be 52.4% of the 4kB data array (100%). Designing the cache with two 16-bit SRAMs
instead of a single 32-bit SRAM incurs a slight overhead
of 4% ((32% + 2 × 52.4%)/(32% + 100%)) for precise
accesses while approximate accesses only dissipate 64%
((32% + 52.4%)/(32% + 100%)).
For the main memory we do not save in terms of power
as a whole cache line is read and written at a time. The
benefit of having approximate data is that twice the number
of data items are read/written than compared to precise data.
This reduces the total number of required accesses to main
memory, which saves energy.
D. Results
Figure 10 shows the energy usage for the register file and
cache normalized to a system which would only use precise operations. The average register file and cache energy
savings are 14% and 33%, respectively. Jmeint shows the
greatest improvement with 32% register file and 36% cache
energy savings. This is due to the high fraction of data that
can be treated approximately in jmeint.
Only two of the benchmarks use integer operations. Imagefill achieves a 13% energy reduction for its arithmetic
operations while sobel reduce it by as much as 23%.

Table I
L1 DC M ISS R ATE
Benchmark
lu
smm
fft
sor
imagefill
sobel
jmeint
raytrace

Original (%)
5.11
7.00
15.91
2.13
17.26
0.10
1.30
0.50

Approximate (%)
2.67
4.36
0.004
1.08
11.62
0.05
0.65
0.25

Improvement (%)
48%
38%
100%
49%
33%
50%
50%
50%

Table I shows the miss rate for the modeled level one
(L1) data cache (DC), 4-way, 16KiB, with 32 byte line size.
The column denoted original shows the miss rate for the
eight benchmarks when approximate computing is not used.
The last column shows the improvements in miss rate that
are achieved when storing data approximately in the cache.
For most of the benchmarks the improvements is close to
50% while for fft almost all cache misses can be avoided as
the working set now fit in the L1 data cache when storing it
approximately. The reduced miss rate has the effect of fewer
main memory accesses, which improves both performance
and energy efficiency.
V. C ONCLUSION
The digital age has come to rely on rapid improvements in
performance, which has been driven by ever cheaper devices
as predicted by Moore’s law. However, contemporary CMOS
technologies are reaching their practical and physical limits.
An alternative could be one of the many researched and
emerging nano technologies. Operating at the nano scale
poses many challenges, one of which is reliable operations.
We have presented a technique where reliability can be
modulated for a multi-value technology. By encoding data
either as binary or quaternary it is possible to trade energy
efficiency against reliability. With this technique we might
be one step closer to building systems based on emerging
multi-value technologies.
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