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Abstract 
Stochastic reaction-diffusion simulations has become an efficient approach for modelling spatial 

aspects of intracellular biochemical reaction networks. By accounting for intrinsic noise due to low 

copy number of chemical species, stochastic reaction-diffusion simulations have the ability to more 

accurately predict and model biological systems. As with many simulations software, exploration of 

the parameters associated with the model can be needed to yield new knowledge about the 

underlying system. The exploration can be conducted by executing parameter sweeps for a model. 

However, with little or no prior knowledge about the modelled system, the effort for practitioners to 

explore the parameter space can get overwhelming. To account for this problem we perform a 

feasibility study on an explorative behavioural analysis of stochastic reaction-diffusion simulations by 

applying spatial-temporal data mining to large parameter sweeps. By reducing individual simulation 

outputs into a feature space involving simple time series and distribution analytics, we were able to 

find similar behaving simulations after performing an agglomerative hierarchical clustering. 
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Nya sätt att studera simulationer inom systembiologi 

Populärvetenskaplig sammanfattning  

Fredrik Wrede 
I situationer där man vill studera ett fenomen, så som naturliga fenomen, förefaller det ofta att 

det i experiment i verkligheten är alldeles för komplexa eller kostsamma att utföra. Tack vare 

dagens teknik samt utvecklingen inom avancerad matematik så kan man istället simulera 

dessa händelser med hjälp av datorer. Man kan även använda simulationer för att utvärdera 

redan utförda tester, för att få en ännu bättre uppfattning om vad som sker. Systembiologi är 

ett komplex område som omfattar samspelet mellan händelser som utgör ett biologiskt system 

i levande organismer. Inom systembiologi använder man sig av matematiska modeller för att 

härma dessa system, som ofta sedan implementeras i en simulationsmjukvara.  

I denna studie studerar vi simulationer associerade med hur biologiska kemikalier beter sig i 

celler. Beteendet för biologiska kemikalier kan involvera hur de diffunderar i cellen samt hur 

kemikalier reagerar med varandra. Simulationsmjukvaran som användes i studien heter 

pyURMDE, vars uppgift är att följa hur koncentrationen samt lokalisationen av kemikalierna 

ändras över tiden i en cell. När man skapar sin modell i pyURDME anger man vissa 

egenskaper för det biologiska systemet. Dessa egenskaper kallas för parametrar och kan 

involvera reaktioners egenskaper och hur snabbt kemikalier ska kunna diffundera i cellen. 

Med andra ord påverkar parametrarna hur kemikalierna kommer bete sig.  

Om modelleraren som använder pyURDME har lite kunskap om det biologiska systemet man 

försöker modellera, så brukar man vilja utforska olika parameteruppsättningar i en större 

skala. Detta kan medföra att väldigt många simulationer genereras och det blir väldigt svårt 

för modelleraren att manuellt utvärdera varje enskild simulation. En lösning till problemet 

skulle kunna vara att man underlättar och effektiviserar hur modelleraren kan få ut användbar 

information från alla simulationer utan att manuellt studera dem.  

I denna studie ställer vi oss frågan om det är möjligt att utveckla ett mer automatiserat sätt att 

utforska parametrar. Vi kallar det explorativt parametersvep, där man genererar svep av 

simulationer med olika parameteruppsättningar. Dessa svep kan generera massiva mänger av 

simulationer vilket medför att vi måste reducera antalet avsevärt för att modelleraren ska 

kunna analysera svepet. Ett sätt att reducera mängden information är att gruppera simulationer 

där kemikalierna beter sig likartat. Ännu ett problem är att dessa enorma svep omöjligen kan 

utföras på en enskild dator, utan vi måste använda oss av flera datorer som parallellt och på 

distribuerat sätt kan generera svepet och följande analyser. Till vår hjälp hade vi molntjänster, 

som på ett smidigt sätt kan erbjuda beräkningsresurser som en service. 

Genom att använda olika tekniker och metoder som härstammar från beräkningsvenskap, 

dataanalys och matematik kunde vi extrahera olika egenskaper från enskilda simulationer. 

Genom att studera och jämföra dessa egenskaper mellan individuella simuleringar kunde vi 

gruppera och få en uppfattning om simuleringar som verkar bete sig snarlikt. För att 

implementera detta på automatiserat sätt använder man sig av tekniker inom data mining. 

Teknikerna som används för grupperingen kallas för klusteranalystekniker (clustering 

techniques) och är ett flitigt område inom data mining. Genom att implementera denna 

lösning och använda molntjänster för att effektivisera beräkningstiden för svepen, så lyckades 

vi gruppera simulationer där kemikalierna betedde sig likartat. Detta kommer underlätta för 

modellerare inom systembiologi att utforska biologiska system där lite kunskap existerar.             
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Abbreviations 
 
(1)(2)3D - (One)(Two) Three dimensions 
(U)RDME - (Unstructured) Reaction Diffusion Master Equation 
API - Application Programming Interface 
CLI - Command-line Interface  
CTMC - Continuous Time Markov Chain  
DBSCAN - Density-Based Spatial Clustering of Applications with Noise 
DNA - Deoxyribonucleic acid 
FFT - Fast Fourier Transform 
GRN - Gene Regulatory Network 
HCE - Hierarchical Clustering Exploration 
Hes1 - Hairy and Enhancer of Split-1 
inf  - Infinity 
max - Maximum 
min - Minimum  
mRNA - Messenger ribonucleic acid 
NaN - Not a Number 
PCA - Principal Component Analysis 
PE - Persistent expression 
SOM - Self-Organizing Maps 
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1 Introduction 
Using stochastic computational methods for modelling spatial aspects of intracellular biochemical 
reaction networks has become a growing application in system biology. In modelling regulatory 
networks, diffusive effects is an important factor in a multi-domain compartment environment 
where the outcome of signalling pathways can be due to random trajectories of molecular species 
between cellular sub-domains, such as the nucleus, mitochondria, cytosol etc. Low concentrations 
(copy number) of a molecular species involved in regulatory networks (such as gene regulatory 
networks) is a source of stochasticity in the system, resulting in copy number fluctuations, or intrinsic 
noise. Apart from traditional ordinary differential equations and partial differential equations 
methods, stochastic methods can account for this noise in a much more accurate fashion [1].  
One such spatial stochastic simulation software is the Unstructured Reaction Diffusion Master 
Equation (URDME) [2]. This software uses a discrete-state Markov process to follow the time 
evolution of the copy number of all molecular species in the model. The software supports tracking 
the spatial location of molecules, meaning that we can study spatial-temporal patterns throughout 
the simulation. In more general terms, this means that the simulations outputs large and numerous 
time series showing the copy number evolution for a particular molecular species. URDME has been 
applied to several biological problems, such as the Hes1 regulatory network [3] and oscillating Min 
proteins in E. coli [2], where the simulation output closely resemble experimental data. Spatial 
stochastic modelling of the Hes1 regulatory network has suggested how the intrinsic noise can 
explain aspects of the modelled system, namely that the intrinsic noise could have an essential effect 
of the cell differentiation of stem cells. Thus, with the aid of spatial stochastic simulations accounting 
for intrinsic noise, we can build models which can predict the outcome of very complex and sensitive 
biological systems.      
As for many stochastic computations, URDME simulations can become computationally heavy and 
they often generate large amounts of data. A distributed computing environment is therefore often 
required to increase the productivity for the practitioners using the software. pyURDME, a user-
friendly python API for URDME, and MOLNs was developed to ease the setup and use of cloud 
computing resources for distributed simulations using pyURDME [4]. MOLNs enable high 
reproducibility of workflows for practitioners and assist in executing large scale simulations without 
the need of cloud computing expertise. 
MOLNs and pyURDME have brought out the ability for biologist to do in silico experiments with their 
models by specifying different parameter settings. These parameters usually involve the reaction and 
diffusion rate constants for the biological system in question. However, parameters can also be 
spatial and temporal settings, such as the size and localization of compartments and the simulation 
time.  Molnsutil, a high-level API package for distributed simulations, support parameter sweeps that 
can be executed in a distributed fashion in private, public and hybrid clouds by specifying parameter 
datasets to sweep over. This enables researchers to more easily explore the parameter space, which 
might yield new knowledge about the underlying biological system. Even though it is a scalable 
process, it becomes a big data problem when deciding where and when to store the high-throughput 
data. The practitioner has to use its domain knowledge to classify the data into either junk (throw 
away data) or something of interest (store data). Also, the practitioner might not have sufficient 
amount of knowledge about the model to know which parameters to sweep. Instead they want to 
perform a more systematic global parameter sweep to understand the underlying behaviour of the 
model. To examine the whole parameter space becomes an extremely time consuming process, not 
only because of heavy computations but also because of the required effort from practitioners to 
analyze the data.  
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1.1 Specific aims 
The goal of this thesis is to perform a feasibility study of an automatic behavioural analysis of spatial 
stochastic models with the assumption of little or no prior knowledge of the biological system. It will 
involve statistical inference and knowledge discovery, commonly referred as data mining, of a global 
parameter sweep. By ultimately classifying different behaviours of simulation output in the 
parameter space, the leading question becomes; which behavioural patterns are interesting and 
which are not? Based on that question, the ambition is to guide the system and practitioners towards 
interesting regions in parameter space. This will enable an efficient way of exploring a model by 
globally analysing and exploring the parameter space. The specific goals are:  

1. Be able to extract features associated with the behaviour of one simulation.   
2. Based on a feature vector classify/cluster different behaviours of simulations observed in the 

parameter space. 
 
The above goals state that we need to extract spatial (the localization of species) and temporal (how 
does the localization and copy number of species change through time) features from individual 
simulations. This will be a challenge because of the high dimensionality associated with the 
simulations output. For the purpose of extracting features, it is not a straightforward task to analyze 
time series with several attributes (species) in a three dimensional space. In other words, our time 
series are not only multi-variate in the sense of multiple species, but also spatial. A dimensionality 
reduction process is therefore needed. A naive approach would be to extract features on some lower 
dimensionality subspace of the output, for example by performing feature extraction on each time 
point snapshot or the time series of smaller subspaces instead of the whole volume. Simple features 
functions to study the interdependency between species could be correlation studies. Other features 
could simply be first and second moment statistics and their ratios. For models which indicate 
periodic fluctuations in the concentration of species, an appropriate feature would be to transform 
time series data into the frequency domain to extract information about present periods in the 
model. All these features could then be used to compare different simulation (with different 
parameter settings) with some proximity analysis (goal 2). An essential question will be; how will 
these features behave when stochasticity is abundant (signal-to-noise ratio)? There is a risk that 
feature sets from different parameter points will overlap too much because of the stochastic 
behaviour in each realization.  
Executing a global parameter sweep would involve generating a huge amount of simulations. Thus, it 
also becomes a big data problem. However, high dimensionality and stochasticity are the main 
problems in this thesis. The layout of the experiments performed in the project should demonstrate 
these problems. Even if clear clusters might not be present, the proximity analysis should still give us 
information about similar and dissimilar simulations. The visualization of high dimensional data and 
the proximity analysis will also be a challenge in these experiments.   
  
2 Background 

2.1 Stochasticity in biological systems 
The ultimate goal of in-silico experiments is to model biological systems in order to gain insight into 
their working and ultimately suggest or comprehend the results from wet-lab experiments. Biological 
simulations can account for many details and might thereby contribute with new knowledge about 
biological processes. Systems biology is an area where in-silico experiments has contributed with 
information on spatial-temporal dynamics of chemical reactions in and between cellular 
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compartments [2–4]. Spatial cellular compartments (such as the nucleus, cytoplasm, mitochondrion 
etc.) are usually separated by a lipid membrane, enabling a local environment with its own dynamical 
properties. Metabolic activities and signalling pathways are not only determined by local dynamical 
properties but also highly dependent on the relation between cellular compartments. These relations 
can be the distance between compartments which might affect the behaviour of signalling molecules 
that enable for communication during the signalling pathway. Signalling molecules are either 
transported by diffusion or active transport. A typical example is the process of gene regulation. 
Apart from spatial modelling, stochasticity and heterogeneity have shown to be important factors 
when modelling biological dynamics [5].  
The modelling of cellular dynamics have a long history of research. The most common modelling 
approach has been the deterministic reaction-rate ordinary differential equations. The first modelling 
of delayed cellular processes in translation and transcription using modified differential equations 
date back to the 1960’s [6]. Stochasticity associated with chemical reactions was introduced in the 
following decade in the pioneering work by Gillespie, Kurtz and others. With systems biology, this 
discrete stochastic view got renew interest because in a cellular environment where the 
concentration levels of a species are low, the randomness and discrete nature  of chemical reactions 
can no longer be foreseen. To account for this stochastic behaviour, Gillespie and Kurtz used 
nonlinear discrete Markov processes to capture the intrinsic noise. The Stochastic Simulation 
Algorithm [7] is a well-established simulation algorithm to generate statistically exact realizations of 
such processes. 
Typical biological patterns of interest when studying spatial-temporal dynamics of chemical reactions 
are oscillating concentration levels or molecules forming clusters. If an oscillating pattern is present 
for one specific species, one would assume also a correlation between species in the system that 
regulate the fluctuating periods. This is a phenomena seen in many biological networks, such as gene 
regulatory networks (GRN). An example of a GRN containing a negative feedback loop is the Hes1 
GRN which is important in the process of somitogenesis, the developmental stage and segmentation 
of vertebrate embryo [8]. The Hes1 GRN have also been observed in neural progenitor [9] and in 
Embryonic stem cells [10]. 
In a spatially heterogeneous system, the Reaction Diffusion Master Equation (RDME) has become an efficient approach of modelling stochastic spatial-temporal dynamics in biological systems [11]. The RDME governs the time-evolution as the probability density function of the discrete-state continous-time Markov process (CTMC) that models the reaction-diffusion process. The states in the CTMC describe the number of particles of each chemical species in each voxel in a computational mesh. The geometry model consist of voxels where particles reside. Each voxel is then treated as a well-mixed system [12] when it comes to chemical reactions, and diffusion is treated as jump events moving molecules between adjacent voxels. The partitioning of the volume enable the modelling of inhomogeneity due to diffusion, compared to other approaches where spatial homogeneity is an assumption [1] . Unstructured Reaction Diffusion Master Equation (URDME) [2] is a software for simulating realizations of the stochastic process using an unstructured tetrahedral mesh instead of a Cartesian mesh (Figure 1). This enable much more complex geometries to be simulated. 
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Figure 1. The mesh making up the Hes1 model 
The cell modelled by a mesh consists of many sub-volumes called voxels. The cell can in turn have different 
compartments. The Hes1 model consists of three compartments; the cytoplasm, nucleus and the gene 
subdomain (promotor site). Each voxel works as a well-mixed system. URMDE uses discrete-state Markov 
processes to describe different states of individual voxels. (Figure provided from Sturrock et al. 2013 [3] in 
agreement with Andreas Hellander)  
By using a non-deterministic stochastic approach to model molecular dynamics, it is often required to 
generate several realizations of the model to imply a significant behaviour. It is not possible for 
URDME to yield a deterministic solution because of its high complexity and randomness. To bypass 
the computational load when generating large sets of simulations, one can sample realizations of the 
stochastic process by using kinetic Monte Carlo algorithms. This process becomes heavy for 
commodity hardware to handle, and a distributed infrastructure is therefore needed. A researcher 
might also be able to test models with different parameter setups, where the amount of simulated 
realizations becomes many if they want to test for many different setups. pyURDME and MOLNs was 
introduce by Drawert et al. to ease the use of URDME on a cloud infrastructure [4]. 
pyURDME is a spatial stochastic simulation engine and a python API meant for practitioners to create 
complex models in a user-friendly environment that support basic visualizations of the results and 
capabilities. Together with pyURDME, MOLNs was developed, a cloud computing appliance for the 
management of spatial stochastic modelling on private, public and hybrid clouds. The interactive 
environment and first layer of the MOLNs platform is provided by IPython Notebooks which enable 
highly shareable and reproducible workflows. The second layer is the molnsclient where 
management and setup of the cloud infrastructure resources is provided. Here, the user can start or 
terminate virtual machines by easy commands in the CLI. For the practitioners to utilize parallel 
computing of the spatial stochastic models, the molnsutil library was introduced. Molnsutil is a high 
level API which fill the knowledge gap between parallel computing and the practitioners.   
The introduction of a user-friendly cloud management and spatial stochastic simulation APIs has 
provided the ability to explore models in a larger scale. In chemical reaction and diffusion dynamics, 
it is typical to explore model parameters such as reaction rate and diffusion constants. These 
parameters are specified in the model together with cell geometry, species, and initial conditions. 
Exploring the parameter space is a common task in a many simulation applications, where the 
modeller usually wants to optimize the system by tweaking the parameters. In system biology, apart 
from optimization problems the modeller wants to find different behaviours of the system when 
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exploring the parameter space. This might yield new findings that can contribute to better 
understanding of the biological system. Molnsutil mentioned above, provide functionality for this 
exact purpose. By introducing the ParameterSweep class, the modeller is able to sweep a set of 
parameter values in a distributed fashion. The modeller can then evaluate the parameter set by 
studying the behaviour of the realizations. Generating parameter sweeps can however became a 
heavy workload for the modeller if the parameter set is very large. The amount of effort needed from 
the modeller to study all hundreds or thousands of realizations is not efficient. Also, if the 
researchers have little domain knowledge of the biological problem, they might want to explore the 
parameter space in even greater scale. In other words, they want to perform a global parameter 
sweep. To offer and support a global parameter sweep, we need to look into the notion of Big Data 
problems.   
 

2.2 High-throughput simulations: A big data problem 
Exploring large parameter space for large simulations will generate data on a massive scale. Hence, it 
becomes a big data problem to analyze and store the high-throughput data. As an example, imagine 
a researcher who wants to explore a set of parameters of size N and their combinations where each 
parameter should span a fixed number of K values. The amount of simulations generated by a 
parameter sweep would grow exponentially with respect to N. If each parameter would only take 
five values (K = 5) and the number of parameters in the model is 7, we would get 57 (78 125) 
realizations. For a global parameter sweep, K = 5 is a small span of values. A more reasonable global 
parameter sweep would generate several hundreds of thousands of realizations and since each 
realization produce 2-10 Megabytes of data, we are coping with a total of Terabytes.   
To enable large scale parameter sweeps the amount of realizations needs to be reduced to a feasible 
number for the modeller to study and for storage management. This will require a system that can 
extract representative realizations of a larger set of realizations that have similar biological patterns. 
It applies for most scientific big data applications that exploration of the data is the underlying goal 
rather than searching for an exact answer when knowledge about expected and essential patterns is 
lacking. In other words, researchers might not know what to search for in the data. Hence, to ease 
the process of analyzing large data sets for researchers it would be appropriate to guide the 
researchers towards interesting points in the data, or at least guide them towards data that behaves 
similar or dissimilar.  
Outside of scientific applications, this kind of guidance is seen and has become a daily life 
phenomenon in social media. Based on large sets of gathered information from users for different 
appliances, services can provide support in decision making or direct users to data of particular 
interests. For example, for commercial purposes websites often have ads which tries to attract users 
to services or products based on the users browsing history. For streaming services, algorithms can 
predict what a user most likely would like to explore in the streaming database by giving 
recommendations. Different search engines have the ability to guide a user in the search space by 
giving recommendations of phrases that will retrieve more hits, or phrases that are regularly used. 
The list of examples is long but the common goal is all the same; the deluge of data from both 
scientific and non-scientific applications has made it impossible to independently explore the data, 
we need automatic data-driven approaches to narrow down the deluge of data.  
As mentioned above, for large sets of realizations from spatial stochastic simulations we need to 
narrow down the data so that researcher can observe and evaluate different representative patterns. 
The process of extracting realizations of similar behaviour does not necessarily need to find clear 
discriminative patterns, but rather give hints about properties seen in groups of realizations. These 
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hints can help researchers to further arrange the exploration progress of the model. Properties or 
patterns for a group of realizations that a researcher find interesting could be analyzed further and 
stored in a persistent manner for later use.  For example, after the reduction of realizations, the 
modeller is presented with a few representative behaviours seen in groups of realizations. The 
modeller can then prioritize representative behaviours based on their interest. Realizations 
corresponding to highly prioritized behaviours will also be stored following the same prioritizing 
system. This kind of feedback from the modeller could also be used to determine how a new 
parameter sweep should be polished on lower scale around a point in parameter space. As 
demonstrated earlier, K = 5 is a small span of parameter values which does not resemble a global 
parameter sweep, but still it generates many realizations. However, K = 5 could be used as an initial 
parameter sweep, and based on prioritization feedback from the modeller a second parameter 
sweep with K = 5 can be focused on a parameter sub-space. A second option for the modeller could 
also be the opportunity to explore a model with particular parameter setup with longer simulation 
time. The modeller might notice an uprising pattern (such as oscillating), but the simulation time did 
not seem long enough for it to unfold completely. Giving this option would in turn provide an initial 
parameter sweep with short simulation time and therefore a more efficient time complexity of the 
simulations. Instead of using a fixed time interval we can calibrate it based on feedback from the 
modeller.   
The most difficult part of the guiding procedure is to extract meaningful information from each 
individual realization. How do we find important pattern in a simulation? This is a field of Data mining 
which will be covered in the following Theory section.    
3 Theory 
Data mining or knowledge discovery is an intensive field of research and is used within many 
engineering and scientific applications. In data mining, the process of grouping large sets of data 
points into subsets or classes based on some proximity measure is called clustering. Data mining has 
become closely related to machine learning since clustering can be considered a type of 
unsupervised learning, where prior knowledge of the data is lacking. The evolution of data mining 
has mainly been focused on non-spatial and non-temporal data. However, with the advancements in 
geosciences (remote sensoring), medical visualization, image processing and weather forecasting, 
data mining techniques for spatial-temporal data has emerged.   
Dealing with this kind of data is challenging due to the combination of spatial and temporal 
information. Post-processing and visualizations of the results can also be problematic since the data 
usually reside in high dimensional space [13]. Even though there are some application fields that 
have managed to develop efficient data mining approaches to classify and find important patterns, 
these algorithms are mostly specific for the application domain and are applied to supervised or 
semi-supervised data [14]. There is no straightforward approach to handle spatial-temporal data in 
the literature, especially if the spatial component belongs to the 3D space. However, the DBSCAN 
(Density-Based Spatial Clustering of Applications with Noise) clustering algorithm, which uses a 
density-based clustering approach has been used for spatial-temporal applications. Modifications of 
DBSCAN, such as ST-DBSCAN consider the temporal and spatial component [15]. Another example of 
a clustering algorithm has been introduced [16], which is based on agglomerative hierarchical 
clustering. Most clustering algorithms are designed to operate on databases, referred generally as 
Knowledge Discovery of Databases. The data associated with spatial stochastic simulations is raw 
data and is not contained in a structured database manner with records. To be able to look for 
patterns (like similar behaviors) between large sets of simulations and use clustering techniques we 
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need to reduce the high dimensional raw data of individual simulations into something that 
resembles records.      

3.1 Spatial-temporal data mining 
In the case of spatial stochastic simulations, before looking at similarities between different 
simulations we need to extract meaningful information locally in each single realization. Hence, the 
initial problem is to perform data mining locally on each individual realization concerning the motion, 
appearance and disappearance of molecules. Performing clustering techniques directly on the raw 
data could yield information of voxels or time snapshots that behaves the same. However, the 
generated clusters will only give us information about similarity and not information about the 
dynamical behaviour of each cluster. For that we would need to extract information from each 
cluster and also study how each cluster correlate to each other. 
Simulations that generate the spatial distribution of species result in one 3D image per time unit 
(snapshots). A single simulation can therefore be seen as a large set of 3D images or a set of voxels 
where each voxel has its own dynamical behaviour. Applying a clustering directly on this raw data 
output will only yield 3D images or voxels which behave the same. Since the raw data is usually very 
sparse, the dominant cluster will consist of 3D images or individual voxels which are (or very close to) 
the null vector. The remaining data points will then simply be considered as outliers when using a 
clustering algorithm. Hence, such approach for finding patterns in the data will in most cases only 
yield information about the sparseness and one big cluster.  
Clustering algorithms can also be used to reduce the amount of data as a pre-processing stage. 
However this might be problematic since the amount of reduced data can vary between different 
realizations. There are other pre-processing strategies to reduce the amount of data or for 
dimensional reduction to make the data more suitable for data mining. Some of these strategies 
involves aggregation of data, linear and non-linear dimension reduction and feature creation (which 
concerns both feature extraction and construction, explained below). Aggregation follow the notion 
of “less is more” by aggregating attributes or objects of the data. A great motivation for aggregation 
is the change of scale, from low-level to high-level representation of the data [17]. For example, 
instead of looking at a very sparse system we aggregate to make attributes or data objects less 
sparse.  
Dimensional reduction concerns reducing the number of attributes of the data. This applies well for 
data that should later on be used as input for some other algorithm, since the workload will be less 
for the algorithm. High-dimensional data is a common problem for several applications, which is 
usually referred as “The Curse of Dimensionality”.  It implies that data analytics become increasingly 
complicated to perform when the dimensionality is high. This is one of the reasons of having much 
sparseness in the data. A commonly used linear dimension reduction technique is Principal 
Component Analysis (PCA) which uses linear algebra to project data points from high-dimensional 
space to low-dimensional subsets of principal components [17]. A non-linear technique is for 
example Self-Organizing Maps (SOM), which implements an artificial neural network algorithm (it can 
also be seen as a type of clustering algorithm) to create 2D or 1D maps containing weight vectors 
from high-dimensional data [18]. SOM has mainly been used as a visualization tool to represent high 
dimensional data. However, with the concept of Conceptual Number associated with indices of the 
weight vectors or output nodes, these numbers can be considered as a sequential patterns when 
projecting onto 1D (similar to univariate time series) [19]. If we would apply a dimension reduction 
technique on the raw data from spatial stochastic simulation, we would hopefully yield a more 
compact (less sparse) data set. However as mentioned above, it becomes a problem when we have 
to perform the reduction for each individual simulation. The downside of dimension reduction is the 
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loss of information associated with it. For example, if we apply PCA to the spatial-temporal data 
using K top principal components for each simulation, the amount of information loss might differ a 
lot between simulations. The same apply for implementing SOM on the data. Using the weight 
vectors from SOM for a similarity search between simulations also seems too computationally heavy 
to perform.  
Feature creation is another way of reducing the dimensionality. This usually involves capturing 
important properties or features from the data in the form of feature extraction, mapping the data 
to a new space of different attributes (for example by mapping temporal data onto frequency space) 
and feature construction.  Feature extraction and construction are quite similar. In extraction one 
tries to explicitly find properties of data to use for data mining which lack feature to begin with. This 
requires some domain knowledge of the data, and thus feature extraction techniques become highly 
domain specific. For construction on the other hand, features are already available in the data but 
not suitable for data mining. An example can be the construction of a density feature from mass and 
volume features [17].  
Feature extraction could be applied to spatial-temporal data, by computing operations or functions 
on the data. These functions would then resemble important properties of the spatial stochastic 
model. Since the data consist of two important components, spatial and temporal, the functions can 
be applied on subsets of the data. There are several perspectives of where to apply the functions. We 
could follow the trajectory of one single molecule, but that would not yield the overall dynamic 
pattern of the system. We could apply them to the static 3D images of the molecules localization at a 
specific time point (snapshot). Or we could look at the behaviour of voxels individually. In other 
words, we divide the problem into sub-problems either along the temporal or the spatial axis so that 
these lower dimension partitions can be operated upon using novel analysis methods as functions 
returning a single value. For analytical methods which do not return a single value, functions 
associated with the method could be aggregate functions, such as mean, variance or norm. The 
feature extraction process would in the end return a one dimensional feature vector or sequence, 
referred as feature space. The features can then be used as input for a clustering algorithm to 
measure similarity between different simulations (more on how this can be done is explained in 
section 4.4 about time series data mining). 

3.2 Pre- and post-processing of a feature extraction approach 
If we would use the feature extraction approach to reduce the dimensionality of spatial-temporal 
data, both pre- and post-processing needs to be done before using a clustering algorithm on the 
feature space. Feature extraction by itself is a pre-processing task, however, sometimes the data 
need to be prepared in a certain way so that proper features can be extracted. For example, these 
tasks may include discretization and normalization of the data. Discretization is more commonly 
performed in supervised classification problems, however, some typical features based on 
measurement of informational content (such entropy) requires data to be binned. One example of a 
discretization technique for continuous spatial-temporal data has been proposed in [20]. Since 
pyURDME already generate discrete data by using discrete-state Markov processes, this kind of 
technique is not suitable for this application. The sparseness of data makes categorical discretization 
difficult since partitions of the data can differ a lot in activity (an example is provided in the next 
section about time series data mining).  
Normalization is a type of variable transformation which avoids features from being overrepresented 
when executing calculations on the feature space, such as similarity measures.  Even though 
normalizations is usually applied as a pre-processing task, for heterogeneous spatial stochastic 
systems, the precise quantity of molecules might be an important feature by itself. Imagine two 
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different simulations where the maximum copy number of a particular species varies a lot. This 
difference in copy number might have an essential meaning for the biological phenomena in study. 
Also, a researcher might want to compare the in-silico result with experimental data. By transforming 
variables, this kind of analysis can become elusive. However as mentioned, the transformation is 
important for disabling unwanted weights to variables. Hence, a normalization can instead be 
applied to the feature space as a post-extraction process. Weights of variables can also be considered 
when performing proximity calculations in the clustering algorithm, where similarity measures 
include the weights for each variable. Perhaps it can be desirable to have a particular feature with 
extra weight. For example, imagine a feature which capture the oscillating behaviour of the Hes1 
model. If the modeller consider this feature as the most important, this can be accounted for in 
modified similarity measures which account for weights which otherwise treat each feature equally.      
Further post-extraction processes might involve feature sub-set selection. This can for example be 
features containing unwanted values or features with low variance. More generally, feature selection 
involves removing redundant and irrelevant features [17]. For high-dimensional and sparse data, 
functions associated with a feature will most definitely for some input return non-numeric values, 
such as undefined values when division by zero occurs. Features containing non-numeric values can 
either be removed or replaced. Since the feature space is intended to be used for similarity measures 
in clustering, it can also be desirable to remove features with low variance in the data set. Based on a 
variance threshold (default usually zero variance) features can be removed, which otherwise would 
take up workload for the clustering algorithm. It can also be necessary to evaluate the feature space 
to find the most representative features in the datasets. One way of doing this is to use PCA for the 
purpose of feature selection [21]. 
The purpose of performing pre-processing and post-extraction is to facilitate the clustering 
algorithm. Several clustering algorithms exist, and it is not straight-forward to choose the best 
applicable. The choice of clustering algorithm should, for example, be dependent on if outliers should 
be considered as noise or single clusters. It also becomes difficult to choose the correct algorithm 
when knowledge about the desired number of clusters is lacking. The choice of clustering algorithm 
is of course also very dependent on the type of data. Therefore, before we go into details about 
different clustering techniques, we need to know how we should extract features from spatial-
temporal data. Since there is a temporal component in the data, it automatically becomes a time 
series analysis problem.  

3.3 Time series data mining 
Time series are sequences of quantities taken over a time interval where the time lag is usually 
uniform. There are many applications involving time series analyses, and the great extent of different 
kinds of dynamic scientific data have enabled the advancement of many analysing techniques [22]. 
These techniques have the common goal of extracting useful disciplinary information from one or 
several time series signals. The techniques can for example be used for forecasting predictions, 
anomaly detections or classifying by clustering time series based on a similarity measure [23].  
A well-known application in biology is DNA microarray time series, where the researcher try to 
discern patterns between different gene expression profiles [24]. By clustering gene profiles, 
researchers can find genes that are similarly expressed, which can infer that they are co-regulated. 
This helps researchers to study the regulatory mechanisms of the cell being examined. There are a 
large number of clustering and analysis methods for temporal microarray data [24]. One approach of 
particular interest for us, utilizes feature-based similarity. It is common in microarray analysis to 
extract features that should represent important aspects of the data. These features can then be 
used for pointwise clustering, such as K-means. The most difficult part of this approach is of course to 
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choose a correct set of features which manage to capture important and desired information. A 
typical feature extraction method in microarray time series is to use the discretization of gene 
expression levels to retrieve the dynamical shape of expression in a profile [25, 26]. Phan et al. [25] 
proposed a method which constructs an expression trajectory for each profile based on the change in 
expression between two or several time steps (time windows). For example, based on some 
threshold, the bins from discretization can be NoChange, SteepFall and SteepRise. With the 
trajectory vector, Phan et al. could calculate, for each profile vector, an index associated with a 
shape. The index can then be seen as a feature for each gene expression profile. The problem with 
these indices is that the number of indices which a profile can take grows exponentially with the 
amount of time steps. Since the number of time steps for measurements in microarrays are usually 
small, this method is well suited for this application.  However, for applications with larger time 
series (such as spatial stochastic simulations) it is not feasible. 
Another method proposed in [27], also utilizes a discretization procedure but for time series in 
general and extend it to multi-dimensional time series. Here, they use entropy calculations and 
statistical linguistic techniques on binned symbolic sequences of the time series to extract features.  
Even though it seems popular to bin time series data, it becomes problematic when dealing with 
stochastic and sparse events. To convert the spatial-temporal data associated with stochastic 
reaction-diffusion simulations, much effort has to be applied to how the discretization should be 
implemented for a sparse system. This is beyond the scope of this thesis work, but a few techniques 
were considered before moving on with another approach [20, 28].  
Analysis of time series data in different disciplines might seem like a uniform problem since the 
structure of time series are usually the same (one to several variables and one time axis). However, 
the diverse amount of techniques developed for time series analysis are mostly niched towards a 
particular context [22], such as periodic fluctuations or anomaly detection. This becomes a problem 
when t the expected behaviour of the underlying dynamics is not known. The problem can be tackled 
by performing a large amount of operations on the time serie as a feature extraction process. These 
operations can be in the thousands and involve simple statistics as well as more complex statistical 
modelling. These individual features are often represented as a single real values of the time series. 
The wide variety of operations might include correlation studies (e.g. auto- and correlations), 
distribution statistics (such as spread, burstiness, skewness, Gaussianity and outliers etc.), 
information content such as entropy, stationarity, model fits and transformations (e.g. fast fourier 
transform and wavelet transform)[27, 29, 30]. For an extensive study of different methods on a large 
variety of univariate time series for both single time series analysis and time series classification, 
please see [22] and [31].  
Performing a feature extraction process would involve operating various feature functions on subsets 
of the output result from spatial stochastic simulations. Since pyURDME generate connective voxels 
making up the whole cell volume, we could apply these functions on individual voxels since they hold 
the copy number evolution of a particular species as a univariate time series. Equally, we could apply 
these functions along a particular time point which corresponds to a sequence of voxels as 3D image 
or snapshot (similar to how a pixel vector can be taken from a picture). However, the output result 
from pyURDME does not preserve the correct connectivity between voxels. To actually preserve the 
exact 3D spatial information into a 1D sequence is quite challenging. However, there are methods to 
do this, for example by using Hilbert's space-filling curve [32], but this is not applicable for the result 
generated from pyURDME. Since the ultimate goal is to use the feature space (generated from time 
series and sequential analyses) to perform a proximity analysis between different simulations, 
perhaps it is not necessary to keep the exact spatial information since we will be comparing the same 
setup of (voxels-wise and time-wise) features. A question which might arise from this is; is it really 
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necessary to extract features from both spatial and temporal components? The answer to that 
question is that, if we do not include the per time point snapshot we will not gain information about 
the spatial correlations between different compartments or any localizations in the cell.   
Once we have applied all feature functions to partitions of the output space, we will gain a 1D 
feature vector which can be used in a proximity analysis (clustering). 

3.4 Clustering techniques 
The most basic separation between different types of clustering algorithms is into hierarchical 
(nested) and partitional (unnested) clustering. In partitional clustering each individual data object 
belongs to exactly one cluster, while in hierarchical a data object can belong to several sub-clusters 
of a parent cluster. The cluster of a hierarchical clustering make up a tree structure containing nodes 
(clusters) and leaves (data objects) usually referred as a dendrogram [17]. While partitional clustering 
yields flat clusters, hierarchical clustering outputs connections or relationships between data objects 
and clusters. However, by cutting the tree structure at a threshold (magnitude of similarity is the 
height between clusters or data objects) flat clusters can be retrieved. Clustering can further be 
categorized into exclusive, overlapping and fuzzy cluster assignments. Exclusive clusters means that 
each data object belongs to exactly one cluster (and their sub-clusters in hierarchical clustering). 
Non-exclusive or overlapping clusters on the other hand means that a data object can belong to 
more than one cluster [17]. In our spatial stochastic modelling application, overlapping clusters on 
the feature space is a possibility since we are studying the behaviour of several species. One 
particular data object (output of a single simulation) might fall into a cluster which have high 
similarity for the behaviour of one of the species, but not the second species. For example, in the 
Hes1 model the protein species might behave similar in several simulations, but the mRNA species 
could show a different pattern compared to those simulations but instead fall in another cluster 
where the mRNA similarity is higher. A simulation could also fall in a fuzzy cluster, which means it 
belongs to several clusters but with some probability assigned for each cluster.  
A commonly used clustering algorithm is K-means. K-means is a partitional technique which uses a 
prototype-based cluster assignment approach. Prototype-based means that data objects which fall 
into a cluster is determined by the distance or similarity of a prototype which defines the cluster. 
Usually, this prototype is the centroid (the mean of all data objects in the cluster) of the cluster. 
Hence, the shape of the clusters will be globular. A modification of K-means is K-medoid which uses a 
medoid instead of the centroid. A medoid is the most representative (central) data object in the 
cluster. K-means is typically applied when we have some knowledge about the number of clusters. 
The initial stage of K-means is to guess the number of clusters which should be generated. This can 
either be done manually by using domain knowledge or a random guess [17]. To perform a K-means 
clustering on the feature vector set from spatial stochastic simulations would mean that we use 
random guessing. Most often, it is required to perform several random guesses to elucidate the best 
performance of the clustering by choosing clusters with the lowest sum of squared error.  However, 
this approach may produce erroneous assignment of data objects into clusters [17]. In general for k-
means, the initial guess of number of clusters and their centroids is a difficult task without domain 
knowledge. Additionally, since the clustering only finds globular shape clusters, is sensitive to outliers 
and have difficulties with clusters of different densities, K-means is not considered the most 
appropriate technique for the feature vector set generated from spatial stochastic simulations.  
Hierarchical clustering on the other hand requires no initial cluster number assignment. There are 
two types of this clustering technique, agglomerative and divisive. In agglomerative, each individual 
data object is a cluster and they are then merged based on proximity measures. Divisive clustering 
starts with all data object as one all-inclusive cluster and splits the cluster until we get singleton 
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clusters. The proximity analyses for the agglomerative approach can be classified into single, 
complete, average and Ward. Single (also called MIN version) computes a similarity matrix by 
calculating the minimum distance between clusters. Complete is the opposite of single where it 
instead calculate the maximum distance. Average is an intermediate of single and complete, where 
the proximity between two clusters are determined by calculating the average pairwise proximity for 
all data point pairs in a cluster. Ward is similar to K-means in the sense that it uses a prototype-based 
proximity analysis. Single have the ability to find clusters of non-elliptical shapes, but does not handle 
noise and outliers well. Complete on the other hand prefers globular shaped clusters, but can treat 
noise more efficiently than the single approach [17]. 
The last clustering algorithm discussed will be the density-based approach of finding clusters. 
DBSCAN mentioned earlier is a technique which finds clusters of points based on two parameters, 
Eps and MinPts. Eps defines the radius for which each individual data point should look for 
neighbouring points. Further, MinPts is the minimum amount of points assigned to a cluster. Thus, 
the returned number of clusters is highly dependent on these parameters. The selection of these 
parameters can be challenging, but there are well defined methods to rely on. For example, one can 
perform a k-nearest neighbour search. By calculating the distance to the k-nearest neighbour for 
each data point, one can sort and plot the sequence of distances. The graph will show a drastic 
change which corresponds to the outliers in the set. The proper value for Eps should be where this 
change occur, if MinPts is set to be k. The main downside with DBSCAN is that it does not handle 
clusters of different density well. However, if the modeller is not interested of outliers in the data set, 
DBSCAN can be a good choice of clustering algorithm [17]. 
 
4 Method 
This section will cover the techniques used and the overall layout of a feasibility study for a global 
parameter sweep with spatial stochastic simulations. It involves the procedure of finding 
representative behaviours or patterns of individual stochastic realizations corresponding to one 
parameter point (feature extraction), and to group realizations of similar behaviour using data mining 
methods and clustering techniques.  

4.1 A generic approach 
Because of the complexity of the data associated with spatial stochastic simulations where each 
individual simulation by itself is a spatial-temporal problem, it is not possible to apply spatial-
temporal data mining techniques directly on the set of all simulations in a sweep. First, we need to 
reduce the data of each simulation into a representative data object of appropriate dimensions, 
which then can be used in a proximity analysis between a set of data objects. In other words, we 
need to extract features for each individual simulation and then cluster on the feature vectors from 
several individual simulation generated from the parameter sweep. We perform this as a naive 
approach since we will apply several feature extraction functions to the data without knowing how 
much meaningful information they will yield about the behaviour. We also call it a generic approach 
since it applicable for data associated with time series.      
An initial test run of this approach will be performed by executing a parameter sweep for only one 
parameter (local parameter sweep). By choosing a particular parameter in a model where we expect 
to observe different behaviours through the sweep, we can evaluate and analyze the feature space. 
The ultimate goal of this initial test is to remove redundancy and features which lack robustness.  
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Consecutively, a global parameter sweep will be performed involving several parameters in the 
model. The amount of realizations generated will be much greater compared to the initial test. The 
ultimate goal is to study the outcome of a feature based clustering on a large set of realizations.  

4.2 Feature extraction from spatial stochastic simulations 
This section will introduce the functions associated with feature extraction applied to the spatial-
temporal data of individual simulations. Each individual simulation outputs a spatial-temporal matrix 
for each species in the model. The matrix contains the copy number where the rows corresponds to a 
particular time point (temporal component) and the columns are individual voxels (spatial 
component), i.e. 

∀ ∈ :  ( ) ∈  ℤ      (1) 
where S is the total set of species, T is the length of the time interval and V the total number of voxels 
in the model. Thus, the Mi,j element for species p corresponds to the copy number of p at voxel Vj  and 
time point Ti.  
A feature vector ∈ ℝ  is constructed by a feature function f operating on M. Each function f takes a 
one-dimensional vector as input and outputs a single real value (except for two of the functions, see 
table 1). Thus, f can be applied to each row and column of M. Let Mi● be a row vector and M●j a column 
vector, where i = {1,…,T} and j = {1,…, V}, then 

( ●)  ⇒ ●  ∈  ℝ  , ∀  ∈  {1, … , }   (2) 
● ⇒ ●  ∈  ℝ  , ∀  ∈  {1, … , }   (3) 

These row and column feature vectors will become very large for high values on T and V. To reduce 
the size of the feature vectors we can further apply an aggregation function a on ● and ●  
respectively, in exchange of losing some information. It is also possible to apply an aggregate 
function on M before the feature extraction, for example by taking the sum over the species copy 
number values  for all voxels (summing out columns) for every time point. This will yield a univariate 
time series (Sm) of the total copy number of a species in the entire cell. A feature function f can then 
be applied to Sm. 

=  ∑ ● ⇒  ∈  ℝ        (4) 
Observe that we can also compute the transpose of Sm. SmT will instead yield a sequence of voxels 
containing the total copy number for each voxel.  
A final feature vector ∈ ℝ  for species p is constructed by concatenating the sets { ●, ● } and 
{f(Sm), f(SmT)}. f(Sm) and  f(SmT) will together be referred as aggregated features while  ● and 

●  together will be referred to as the spatial features in the result and discussion section. Table 1 
shows the set of f used in this study. The aggregation functions used for constructing the spatial 
features are the Euclidean norm, arithmetic mean, sum and variance.  
Table 1. Feature functions   

Description Formula Reference 
Returns the burstiness statistic as ℝ by taking a 
ℝ  vector  

( ) − ̅
( ) + ̅  [22], [33] 
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Estimates the custom skewness measure, Pearson skewness. Return ℝ and take a ℝ  vector 
3 ̅ −  

( )  [22] 

Coefficient of variation of order 1. Return ℝ and take a ℝ  vector 
( )

̅  [22] 
Autocorrelation estimation. Returns  ℝ  up to lag k. Takes a ℝ  vector.* 

1
( − ) ( ) ( −  ̅)( − ̅) [22] 

Pearson product-moment correlation coefficient for element (1,1) in the correlation coefficient matrix R. 

=  
where C is the covariance matrix 

No ref. 

One-dimensional discrete Fourier Transform (DFT) with the Fast Fourier Transform (FFT) algorithm. Takes a ℝ  vector and returns the real part as a ℝ  vector.* 

=  exp (−2 ) 
= {0, … , − 1} = exp (2 ∆ ) At linear frequency f and sampling interval ∆  

[34] 

*To reduce these functions so they return a single real value, an aggregation function a will be applied to the 
output vector. 

4.3 Test model 
The model used for the study was the Hes1 model from [3], using a coarser mesh than in the paper. 
The cell contains three different compartments, the cytosol, nucleus and the gene subdomain. The 
mesh consists of a total of 2427 voxels (Figure 1). Both the cytosol and the nucleus comprise a 
spherical geometry with radius 7.5 and 3 µm respectively, and are both centred at the origin (0,0). 
The gene subdomain, or promoter site, is represented by a single voxel located at a radial distance r 
from the nuclear membrane. In this study, the radial distance r will be 3 µm, in other words located 
at the centre of the cell. The model contains a total of four species, namely the protein, mRNA and 
the gene (promoter site) at a free (Pf) and an occupied state (Po). The initial condition of copy number 
for each individual species will be 200 proteins, 10 mRNAs and one Pf, i.e. the promoter will be 
unoccupied in the initial state. Sturrock et al. showed in their study that the model was insensitive to 
changes in initial copy number of the species. The Hes1 proteins and the mRNAs are uniformly 
distributed in the cytosol and the nucleus, respectively, while the gene site is immobile. The 
immobility of the gene, and of proteins bound to the promoter is implemented in the model by 
assigning diffusion constants for Pf and Po to zero. The default diffusion constants for the remaining 
species and reaction coefficients for the model is represented in table 2. Note, that the parameter 
values in table 2 is a default setup which will serve as template for the parameter sweep later on. The 
simulation time for all experiments will be set to 400 seconds.  
 
Table 2. Default parameter setup 
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Table derived from Sturrock et al. 2013 [3]. 
Reaction Description Localization Parameter values                           +   ⇋  

                         
 Binding/unbinding of Hes1 protein to promoter 

Promoter site k1 = 1.00 x 109 M-1 min-1, k2 = 0.1 M-1 min-1  
           Basal transcription of Hes1 mRNA Promoter site    = 3.00 min-1 

      /       Repressed transcription of Hes1 mRNA 
Promoter site    = 3.00 min-1,   = 30.00 

        +  
Translation of Hes1 protein Cytosol     = 1.00 min-1 

          Degradation of Hes1 mRNA Entire cell    = 0.015 min-1 
         Degradation of Hes1 protein Entire cell    =  0.043 min-1 

|
    | |     |  Molecular diffusion  Entire cell D = 6.00 x 10-13 m2 min-1 

Radial distance of gene from nuclear membrane  
Nucleus r = 3  µm 

       
4.4 Initial test: Sweeping degradation of Hes1 mRNA parameter 

An initial test will be conducted by sweeping the parameter concerning the degradation of Hes1 
mRNA. This parameter was chosen to reflect the result of a similar sweep performed in [3]. By 
running several trajectories per parameter value, we can study the effect of stochasticity in the 
system on the feature space. In this test we will run 50 simulations for each parameter value. Since 
the sweep concerns the parameter in charge of the degradation of Hes1 mRNA, we expect to 
observe discriminative behaviour between high and low parameter values. Low values should 
resemble persistent expression of Hes1 protein while high values should show the opposite. The test 
is conducted to observe if the feature space can capture these behaviours. The parameter values will 
span a total of 12 values in the interval 0.001 to 1.0 min-1. Since we only use 12 values, these can be 
used as labels to evaluate the feature space by mapping them back to each individual trajectory.  

4.5 Global Parameter Sweep 
The global parameter sweep or exploration will involve the parameters responsible for the binding 
and unbinding of Hes1 protein to promoter and the diffusion rate constant. The remaining 
parameters are left out since these have been fairly well determined by wet-lab experiments (see [3] 
and references therein). Using only three parameters will enable us to sweep a larger span of values 
for each parameter. Because of computational resource restrictions (compute time and storage), the 
span of values will be 25. This will yield a total of 15625 trajectories.  

4.6 Parameter Sweep Workflow 
The parameter sweep will be executed in a distributed fashion on a cloud (Figure 2) environment 
using the MOLNs software [4]. MOLNs is an interactive cloud framework for computational 
experiments on multi-cloud environments, and it handles contextualization and orchestration of 
IPython clusters [35]. Once the Hes1 pyURDME model and the span of values for the parameters are 
defined in a MOLNs notebook, a sweep can be automatically conducted using the molnsutil library. 
Realizations will be computed in parallel over the cloud workers and stored on the Master node 
(Controller). When all simulations are completed, a feature extraction process will be performed on 
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the result objects from each individual realization (containing the spatial-temporal matrix M for each 
species p). This is executed in the same parallel manner by applying a Mapper function to all result 
objects. The Mapper contains the associated feature functions introduced in table 1 (section 4.2). 
The process follows the Map and Reduce paradigm (but unlike execution in a Hadoop environment, 
no sorting or shuffling is being conducted) where the final object contains the aggregation of feature 
vectors from all realizations, and thus for all parameter points.    

 
Figure 2. Distributed execution of the parameter sweep 
A pyURDME model together with a set of parameters and their values work as inputs to the Parameter Sweep 
class. The Parameter Sweep distributes simulations over the cloud where workers in parallel produce result 
objects (Mp). The mapper function (containing our feature functions) are applied to each result object. All 
feature vectors from individual simulations are then collected into an aggregated object.  
After the parameter sweep, a post-processing stage is performed involving removal of invalid values 
(such as NaN and ±inf), features with zero variance and normalization (Figure 3). If invalid values for 
a feature are encountered, the feature is removed from the aggregated object. A typical hazard for 
unwanted values is the division of zero or very close to zero in any of the feature functions. The 
normalization will be column-wise to remove any extra weight to the features using standard score 
normalization. After the post-processing stage, a dimensional reduction will be conducted using PCA. 
The dimensional reduction will primarily be used to project the data onto 2D space for visualization. 
An alternate route in the workflow will be to skip the PCA and go directly to the clustering phase. The 
clustering will use an agglomerative hierarchal clustering technique since we do not know the 
expected number of clusters. A hierarchical clustering can also enable a wider perspective of 
analysing closely related parameter points by studying a dendrogram (tree structure). The proximity 
matrix used in the clustering will be based on Euclidean distance and the proximity method will be 
single linkage or complete. Lastly, an evaluation of the parameter sweep, the feature space and 
clustering will be done by various visualization techniques (Figure 3). 
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Figure 3. Data mining workflow of the parameter sweep 
After the Parameter Sweep, the aggregated object containing all feature vectors from all simulations will first 
be post-processed. An optional stage will follow including a PCA, to observe if the result looks any different 
with or without a dimensional reduction. A hierarchical clustering will then be performed on the dataset, 
followed by evaluation and visualization.   
5 Result 

5.1 Initial test 
A parameter sweep was run for 12 values of the µm parameter, ranging from 0.0001 to 1.0 min-1. For 
each parameter value 50 trajectories was initiated, yielding a total of 600 realizations. In the mapping 
process, a sum was computed both row-wise (yielding a sequence of total copy number for each 
voxel) and column-wise (yielding a univariate time series) on the outputted spatial matrix M(p). For 
the sake of convenience, the column-wise sum will be referred as Sm and the row-wise as SmT (since 
it is the transpose of Sm, see equation 4 in section 4.2).  
 The feature functions was applied to both the Sm and the SmT. As the first analysis process, these 
features was extracted from the feature data set having a low or high parameter value. For each of 
these two parameter values, features was plotted for all 50 trajectories to observe how robust the 
features are in response to stochasticity in the model. This is a simple and quite naive way of 
evaluating the features, but can be useful to determine which features should not be included in 
further analyses. As a low parameter value, 0.0001 min-1 was chosen. For a high parameter value, 0.7 
min-1 was extracted (Supplementary figures 1-6). No similar evaluation was done for the spatial 
features. 
The correlation between protein and mRNA expression showed very high positive correlation for the 
low parameter value, while it somewhat decreased for 0.7 min-1. The correlation feature seem quite 
robust for Sm, while it looked more random for SmT.  The Coefficient of variation feature showed to 
be robust for both high and low parameter values and independent of species. Skewness on the 
other hand fluctuated a lot between the trajectories, however it seem to capture the difference in 
mRNA degradation. The skewness for mRNA between high and low parameter values were different, 
while the protein show similar behaviour between high and low values. The burstiness showed 
robust behaviour for both protein and mRNA for Sm but higher variation for SmT. The burstiness also 
seems to be able to discern between high and low parameter values. Some features used an 
aggregation function so it would return a single real value instead of a vector. One such feature was 
the autocorrelation. We tried three different aggregation functions, namely norm, max and mean. 
Since max almost always showed a high value for Sm, it is considered not suitable to use for 
discerning objects. The norm and mean showed similar patterns. It is therefore only necessary to 
keep one of these two features. The autocorrelation for SmT showed values outside of the range [-
1,1], which is unreasonable. This feature was therefore removed completely. Another feature which 
uses an aggregate function is the fast fourier transform (FFT) which fluctuated a lot for Sm and low 
parameter value. The aggregation function used was norm. However, for higher parameter values 
the FFT for protein seem quite robust.  
It was decided to remove 9 features from a total of 19.  Features which were removed include min 
and max of both Sm and SmT (mean is sufficient), Correlation for SmT, Skewness for SmT, all 
autocorrelation features for SmT and the max and norm autocorrelation features for Sm (keeping 
mean).  
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5.1.1 PCA and clustering of initial test data set 
After the removal of features, a PCA was performed on the feature data set involving the aggregated 
features and the spatial features (please see section 4.2 for an explanation of these notions). The 
result yielded two principal components with eigenvalues above 0.1 (supplementary figure 7). These 
two components was used to visualize the data in 2D space (Figure 4). By mapping the corresponding 
parameter value for each data point, we can evaluate how well the feature space captures the 
different behaviours for the range of parameter values. In Figure 4, we see that low and high values 
seem to cluster together, respectively.  For values in the middle range, it becomes much noisier for 
the aggregated features compared to the spatial. For the spatial features, the middle range values 
fall into the low values cluster. We also see that the cluster for high values are more extended over 
the y-axis for the spatial data set. By adding up both the aggregated features and the spatial features 
the clusters become even more separated but also noisier than the spatial features alone.   

 

 
 Figure 4. Projection onto 2D using PCA and mapping of parameter values of the initial test dataset  
(Top): Aggregated features. (Bottom): Spatial features. (Middle): All features combined. 
After the parameter sweep, a PCA was performed on the dataset containing all feature vectors. The two 
highest principal components were taken (eigenvalues above 0.1) to project the dataset onto 2D. The colorbars 
show the parameter values. 50 trajectories were simulated per parameter value.    
By performing an agglomerative hierarchical clustering on the same subsets of the feature space as 
in figure 4, we observe two arbitrary clusters (see supplementary figures 8-11 for all subsets). Figure 
5 show the clustering result of all features (both sum and spatial) with and without PCA.  The sorted 
rows in the matrix where the columns are the features, show a clear contrary pattern between the 
upper and lower half of the matrix.  By performing the clustering on the PCA data set for all features, 
we see that the first principal component is clearly the leading discriminative component. The PCA 
also seem to remove some outliers seen in the clustering without any PCA. Unfortunately we were 
unable to map the rows (parameter point) to corresponding parameter values. This made it difficult 
to evaluate the clustering.   
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Figure 5.  Hierarchical clustering on initial test dataset 
A dendrogram and matrix containing the feature vectors where each row (realization) corresponds to the 
leaves in the dendrogram. The colorbar indicates normalized feature values from low (green) to high (red).  
Left: PCA dataset using two principal components (columns). Right:  All features (columns). The features are 
normalized.   
As a final analysis of the initial dataset, we plotted all 50 trajectories for each parameter value (see 
supplementary figure 12 for all parameter values). Figure 6 shows all trajectories for parameter 
values 0.0001, 0.005, 0.05 and 0.7 min-1.  The protein expression for the low parameter values 
ranging from 0.0001 to 0.001 min-1 show a clear persistent expression (PE) pattern.  Oscillations start 
to emerge at 0.005 and 0.01 min-1. At 0.05 min-1 the protein copy number get a high peak within 50 
seconds of the simulation time, which thereafter drops to much lower quantity of expression, but 
still fluctuates for the lower copy number. The amplitude of these fluctuations and the peak 
decreases with the increase of parameter value.  Since we observed two distinct clusters in clustering 
process, ultimately these clusters belong to low and high parameter values, respectively. The outliers 
seen in the clustering without PCA could be parameter points which fall in the midrange parameter 
values.   
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Figure 6. The total copy number of protein and mRNA 
The plots show four out of 12 parameter values and its 50 simulated trajectories as the total sum for protein 
and mRNA. For very low values on the degradation of mRNA (top left), a persistent expression patterns is 
shown for both mRNA and protein. At 0.005 min-1 we start to see oscillating patterns for the protein 
expression. At 0.05 min-1 the expression of protein and mRNA drops after an initial fluctuation. At very high 
parameter value (bottom left), protein and mRNA decay and remain suppressed.   

5.2 Global Parameter Sweep 
The global parameter sweep was performed on parameters k1, k2 and the diffusion constant for 
protein and mRNA. The span of parameter values was generated based on a lower and upper 
boundary. The lower boundary was retrieved by multiplying corresponding default parameter value 
introduced in table 2 (section 4.3) by 0.1. The upper boundary was retrieved in the same manner by 
multiplying the default parameter value with 2.0 (Table 3). 
Table 3. Parameters and their span in the global parameter sweep 

Parameter Value span 
k1 {1.0e9x0.1,…, 1.0e9x2.0} 
k2 {0.1x0.1,…, 0.1x2.0} 
D {6.0e-1x0.1,…, 6.0e-1x2.0} 

 
The spans have equal size steps and 25 values in total for each parameter. This resulted in a total of 
15625 parameter points and the same number of realizations. Figure 7 shows the result of different 
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subsets of the feature space after PCA. All feature subsets show one very high density cluster. 
Interestingly, the high density of the cluster seem to fade out in a particular direction.   

 

 
Figure 7.  Projection onto 2D using PCA of the global parameter sweep dataset 
(Top) Aggregated features. (Bottom) Spatial features. (Middle) All features combined. 
After the global parameter sweep, a PCA was performed on the dataset containing all feature vectors. The two 
highest principal components were taken (eigenvalues above 0.1) to project the dataset onto 2D.  
To visualize the result of an agglomerative hierarchical clustering we need a more sophisticated 
visualization and analysis tool because of the size of the dataset.  Hierarchical Clustering Explorer 
(HCE) is a visualization and analysis tool used mainly for microarray analyses [36]. However, HCE’s 
capability of handling and visualizing dendrograms from big data makes it suitable for our study. 
Because of the high density clusters seen in Figure 7, it is no longer appropriate to use the single link 
method for the proximity analysis, as in the initial test. Using the single link method will result in very 
short branches in the dendrogram, and thereby obstruct the visualization. By performing the 
complete method instead, we get a much more clear and manageable structure of the dendrogram. 
Figure 8 shows the result after performing a hierarchical clustering with the complete method on all 
features (both sum and spatial features), except for a few spatial features which had a really low 
variance (these were removed before the clustering). The three bottom rows are the parameters k1, k2 and D (from top to bottom). As Figure 8 demonstrates, k1 and k2 seem to be uncorrelated to the 
clustering. The diffusion constant on the other hand, show similar values for some clusters in the 
dendrogram, a close up of one such region is shown in figure 8.  
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Figure 8. Visualization of the hierarchical clustering on the global parameter sweep dataset 
The dataset containing all feature vectors from the global parameter sweep was loaded into Hierarchical 
Clustering Exploration (HCE) visualization tool. A dendrogram could be visualized by using the complete 
method (top). Rows in the matrix corresponds to features while columns are individual realizations (leaves). 
The features are normalized. By sliding the Minimum Similarity bar different number of flat clusters can be 
retrieved. The region highlighted in yellow is shown in the bottom figure. The bottom three rows (which are 
separated from the features) show k1, k2 and D (from top to bottom) normalized parameter values.   
To evaluate the clustering, we can study one particular cluster for a specific similarity threshold. 
Figure 9 shows another region where the diffusion constant is stable (left), here we have plotted the 
sum of protein and mRNA for all trajectories in the cluster. The figure also shows another cluster 
where the behaviour of Hes1 GRN shows an oscillating pattern of Hes1 protein. Clearly, when 
oscillating patterns are present, stochasticity is high (in accordance with the conclusion in [3]) and it 
can be difficult to discern trajectories. The figure, therefore, also shows a third cluster with a total of 
12 trajectories, each with their own plot.  
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Figure 9. Visualization of individual trajectories within a cluster using all features 
The figure is divided into three sections (top left, top right and bottom). Top left and right show plots of the 
total copy number in the entire cell and the correlation between parameter values (red/green plot) of several 
realizations belonging to a small cluster. In the bottom section, individual realizations have been plotted but 
they all belong to the same cluster. The bottom section lack the plots showing the correlation between 
parameters. (Top left) D is stable at 0.06 for 48 trajectories in the cluster. (Top right) 46 trajectories within 
another cluster showing an oscillating patterns for the protein, D take values in the upper half of the value 
span. (Bottom plots) 12 trajectories within a small cluster.   
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6 Discussion  
6.1 Initial test 

As expected for the initial test, the clustering and the PCA showed two clusters corresponding to low 
versus high µm (degradation of Hes1 mRNA) parameter value. Clearly, the test also demonstrates the 
stochasticity of the model since a parameter point containing 50 trajectories was scattered out 
around a small area (figure 4). Parameter points corresponding to mid-range values seem to have the 
highest spread, especially for the subset features containing the aggregated features. The default 
value from Sturrock et al. [3] is 0.015 min-1 which belong to the mid-range. They demonstrate by a 
similar parameter sweep that the mid-range to higher values contain a broader mean period of the 
oscillations. This is what we observe in our test also. Parameter points in the mid-range seem to have 
the ability to vary greatly in the feature space (Figure 4). Further, low values show a persistent 
expression of Hes1, where the expression of both mRNA and protein are very high (Figure 6). For 
very high values (above 0.05 min-1) the expression of protein and mRNA quickly fades away. Hence, 
we discover three essential dynamical behaviors of the model; two seemingly stable fixpoints and 
one oscillatory behavior. 
By comparing the hierarchical clustering on the data with and without PCA, we observe that they are 
very similar in the sense that they both seem to find two overall clusters. The two most intriguing 
differences are however the capturing of outliers in the data without PCA (the white cluster in the 
right clustering of figure 5) and the rearrangement of the branches in bottom part of the 
dendrogram. A high similarity threshold (minimum similarity) in the PCA data will yield more clusters 
compared to the data without PCA. This can be seen as a demonstration of loss of information when 
performing a PCA. Usually, PCA is performed to reduce the data load for upcoming algorithms. Since 
the exaction time for the clustering between the two datasets was almost indiscernible, PCA is on 
our case more needed for visualizing high-dimensional data in this study. However, we are using a 
fairly coarse computational mesh in the Hes1 model. With the resolution used in [3] PCA might 
become essential to narrow down the time complexity and memory usage by reducing the feature 
space. This study does not include any performance analysis, but rather focuses on if it is feasible to 
use a feature based approach in the sense of a proximity analysis for spatial stochastic simulations. 
However, some aspects of performance will be discussed later. 
One might believe that a clustering should capture more than two clusters based on the behaviour of 
each individual parameter point (figure 6 and supplementary figure 12). However, because of 
stochasticity clusters for individual parameter points (for example µm = 0.05 min-1) are merged with 
other parameter points. This is where the beauty of hierarchical clustering comes in. Even though the 
overall observed number of clusters is two, agglomerative hierarchical clustering will present clusters 
within clusters. This will enable for parameter exploration even though stochasticity prevents clear 
clusters to be present. Unfortunately, no exploration was done on individual leaves (realizations) to 
evaluate the proximity analysis. However, based on figure 4 it is believed that the clustering and its 
smallest clusters (pairs of leaves/realizations) will be combinations of warm colours (0.4 – 1.0 min-1), 
mild colours (0.05 – 0.2 min-1) and cold colours (0.001 – 0.01 min-1), respectively. Some of the mid-
range parameter values (mild colours), and the close-by values for the other colour bins (warm and 
cold), are actually the best separated parameter points. The reason for this is probably because very 
high and low values, respectively, act very similarly (supplementary figure 12). While values in the 
mid-range are more unique for each trajectory.  

6.2 Global parameter sweep 
When we perform a global parameter sweep involving combinations of values for several 
parameters, we observe a very high density cluster with some spread around it. Again this is believed 
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to be because of the stochasticity in the system. It may seem naïve to think it is only because of 
stochasticity and not because of a poorly and indiscriminative constructed feature space. But, as 
seen in figure 9  the hierarchical clustering manage very well to find realizations of similar behaviour 
based on the feature space. A leading question from this becomes; are all features really necessary to 
get the same performance of the proximity analysis? For example, can we get a similar performance 
by only using the aggregated features or the spatial features?  Supplementary figure 13 shows a few 
realizations from a cluster where only the aggregated features from the protein has been used in the 
clustering. As the figure shows, the realizations are quite similar in behaviour. Supplementary figure 
14 shows a similar performance when using only spatial features for both protein and mRNA. 
However, an important note is that the evaluation and the visualization of these realizations and 
small clusters only demonstrates the total copy number behaviour (the sum of protein and mRNA, 
respectively). Even though the aggregated features and spatial features show similar performance 
when studying the total copy number of a species, the spatial features contain supplementary 
information which is difficult to visualize. Therefore, an additional challenge when exploring a 
parameter space and its associated realizations is how to visualize a spatial-temporal object to 
provide feedback to the practitioners. The most optimal solution might be to present a video of the 
motion where the user is also able to interact by navigating to different locations in the cell. 
However, such volume rendering is very computationally expensive and requires a lot of storage 
space, which is the initial problem we are trying to avoid.  
The initial goal of this project was to perform a feasibility study for an automatic parameter sweep 
framework. The resulted parameter sweep in this study can be considered semi-automatic but not 
fully automatic since it does not guide the modeller towards any particular clusters. A fully automatic 
sweep is not implementable in this study because of the unsupervised structure of the data and 
because of the result not yielding distinct clusters. There is a possibility that by combining the initial 
test and the global parameter sweep we might get discriminative clusters. In other words, if each 
parameter point in a global parameter sweep had an ensemble of realizations we could get a 
representative feature vector by executing the average of all feature vectors associated with those 
realizations or computing a probability distribution.  This would hopefully reduce the stochasticity 
and dissolve the high density cluster seen in figure 7. If a flat number of clusters should present itself 
by performing this approach, these clusters would be presented to the practitioner. By doing this it 
would also be possible to create supervised data by collecting feedback from the practitioner about 
the interestingness of clusters. The supervised data could then be used to build an intelligent system 
which can guide practitioners towards interesting points in the parameter space. However, one 
problem of generating supervised data is how the system should visualize one or several realizations 
and parameter points associated with a cluster. Which realization should be presented to the 
practitioner? Perhaps it is possible to create a model fit of all realizations in a cluster which would act 
as a representative realization?  
However, since our result show that it is possible to use a feature extraction based approach and 
hierarchical clustering to identify similar and dissimilar behaviours between realizations, we can 
develop an interactive global parameter exploration application and a distributed infrastructure 
associated with it. The idea came from Hierarchical Clustering Exploration (HCE, figure 8) for 
microarray analyses [36]. Figure 10 shows a proposal of an explorative parameter sweep workflow 
involving user feedback. The practitioner (the user) provides a model and a parameter baseline to a 
Global Parameter Sweep class. The parameter baseline is an object containing the desired 
parameters for the sweep and an associated default value for each parameter. The span of values for 
each parameter will be stretched in both negative and positive direction of the default value (for 
example as in this study, we used a span between 0.1xB and 2.0xB where B is the default value, the 
size of the span is dependent on how many parameters are involved in the sweep). The most 
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important goal of the workflow is that it should work in a dynamical fashion so the practitioners can 
give feedback to the system during the sweep and alter it. This require some sort of incremental flow 
of information to the user, instead of performing the complete parameter sweep and then present 
the result. A possible way of implementing this would be to use batch processing where partitions of 
the spanned values are processed in the parameter sweep. The result objects (realizations and 
feature vectors) are stored as key-value pairs. Hierarchical clustering is then performed on the set of 
feature vectors from the batch. As new batches and new sweeping results come in, the user could 
have the opportunity to either cluster individual batches, combinations of batches or all batches. This 
will enable a much more easy visualization of big data.  

 
Figure 10. A workflow proposal of an explorative parameter sweep 
The user provides a model, parameter baseline and user defined feature functions (blue) to a Global Parameter 
Sweep class (purple). The parameter baseline contains centralized values for the parameters being swept. The 
Parameter Sweep class creates batches for a set of parameter points which are then processed according to 
the regular parameter sweep framework (yellow) (figure 2). Realizations and their feature vectors are 
temporarily stored as key-value pairs until feedback from the user is received. Each feature dataset from a 
batch (or several batches as they are consequently being swept) is clustered using hierarchical clustering. The 
clustering result is loaded into a visualization and exploration tool for the user to interact with (green). Based 
on acquired knowledge, the user can alternate the parameter sweep (green arrows). For example by giving 
new inputs to the Global Parameter Sweep class, terminating batches and giving feedback about which 
realizations to store based on a prioritizing system.   
Consecutively, the result from the clustering is loaded into a client application which supports 
exploration of the dendrogram and all realizations (parameter point) in the batch (or several 
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batches). The client could also be the component which receives the feedback from the practitioners 
(however, this is not shown in figure 10) and communicate with different parts in the infrastructure.  
The practitioners should be able to give feedback about realizations which are considered interesting 
and uninteresting. This can for example be implemented by a priority system which will also affect 
the storage management, following the same priority.   
The user should be able to see the spanned parameter values for upcoming batches. This will enable 
the user to control the batches. If the user gained knowledge about the model and its parameters 
from previous batches, perhaps the user wants to remove batches from the stack. This will of course 
require that the batches are constructed following a particular structure of the spanned parameter 
values. For example, the first batch will be sweeping values for one or two specific parameters.  
Finally, the practitioners should be able to completely alternate the global parameter sweep by 
polishing the parameter baseline. This can be done by giving new default values, removing or adding 
parameters, increase or decrease the distance between the lower and upper boundary in the span 
and alternating the size of the span. To make this process more automatic, the system could have 
predefined actions based in the previous baseline. For example, an action could be “zoom in” which 
would refer to decreasing the distance between the boundaries of spanned values, but still keeping 
the same size of the span.  
A third optional input parameter to the Global Parameter Sweep class from the user should also be 
the opportunity to use their own or additional feature functions. This would be a great way of 
expanding the database of feature functions for spatial-temporal analyses. The user could also have 
the opportunity to provide weights to features, if they consider some features to be extra important. 
This will of course alternate the proximity method used in the hierarchical clustering.  
Additionally, a great feature would be the opportunity to continue an already finished realization by 
expanding the simulation time. If the user noticed an upcoming behaviour in the model, but the 
simulation time was not sufficient enough for it to fully develop, the user can rerun specified 
realizations or batches with longer simulation time. In this case, this would be possible since the 
underlying model is a Markov process, and has the “memoryless” property.    
Provided some standardized output format from spatial-temporal results (or any data in sequence 
format), this framework could actually be used in a wide extent of applications and not only in spatial 
stochastic diffusion-reaction simulations.  
7 Conclusion 
The goal of this thesis project was to perform a feasibility study for an automatic behavioural analysis 
of spatial stochastic diffusion-reaction simulations. The taken approach involved a proximity search 
between large sets of simulations with different parameter settings to be able to discern between 
simulations with different behaviour. We call this a global parameter sweep or parameter 
exploration. By using the pyURDME spatial stochastic simulation software and associated libraries 
supporting distributed cloud computing [4], a model of the Hes1 gene regulatory network was 
evaluated by applying a feature extraction approach based on various feature functions applied to 
the spatial-temporal data associated with these simulations. The feature functions are taken from 
disciplines such as time series analysis and distribution statistics. The unsupervised dataset 
containing features from individual simulations were then used for an agglomerative hierarchical 
clustering.  
As an initial test, the procedure was applied to the Hes1 model [3] by only sweeping one parameter 
but with several realizations for one parameter value. The parameter was the degradation rate of 
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Hes1 mRNA (from 0.0001 – 1.0 min-1), and the result showed as suspected two discriminate patterns 
or clusters corresponding to low and high degradation rates. The mid-range values, which resemble 
oscillating behaviour of Hes1 protein, showed a much more stochastic behaviour when studying the 
feature space.  
A larger exploration of the parameter space for the model was applied by sweeping three 
parameters. Namely the diffusion constant, and the reaction rates of binding and unbinding of Hes1 
protein to the promoter site. Only one realization per parameter value was simulated, which resulted 
in a total of 15625 realizations. Stochasticity was highly abundant in this study were one big cluster 
was visualized by projecting the data to 2D using PCA. Agglomerative hierarchical clustering however, 
enable the exploration of similar realizations by studying the associated dendrogram. Exploration 
further down the dendrogram showed realizations of similar behaviour. Thus, we believe our feature 
based approach efficiently work as a way of finding similar realizations.  
The ultimate goal of this project was to develop a fully automatic approach. However, because of the 
stochasticity in the output and the unsupervised structure of the data, this is unfortunately not yet 
possible. If we are to use an unsupervised approach for finding similar realizations, we could develop 
a framework which enable support and exploration of large parameter sweeps. For example by 
implementing an interactive application which can visualize large parameter sweeps and alternate 
procedures within the sweep in a dynamical fashion. Before this can be realized, the feature based 
approach needs to be optimized. This would involve a quantitative evaluations of the features being 
used, time complexity analyses and cloud infrastructure integration.  
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10 Supplementary Material  
10.1 Initial test 

10.1.1 Feature evaluation 

 Figure 1. Correlation between protein and mRNA, low parameter value 
X-axis: realizations belonging to the parameter point ensemble, a total of 50 realizations. Y-axis: correlation 
between protein and mRNA, +1.0 and -1.0 corresponds to perfect positive and negative correlation, 
respectively.    

 

 
Figure 2. Low parameter value and aggregated features for protein 
X-axis: realizations belonging to the parameter point ensemble, a total of 50 realizations. Y-axis: feature value,  
Mean and Min/Max features show the total copy number of protein in the entire cell. For the rest of the  
features, please see table 1 in section 4.2. 
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  Figure 3. Low parameter value and aggregated features for mRNA 
X-axis: realizations belonging to the parameter point ensemble, a total of 50 realizations. Y-axis: feature value, 
 Mean and Min/Max features show the total copy number of mRNA in the entire cell. For the rest of the  
features, please see table 1 in section 4.2. 
 

 
Figure 4. Correlations between mRNA and Protein, High parameter value 
X-axis: realizations belonging to the parameter point ensemble, a total of 50 realizations. Y-axis: correlation 
between protein and mRNA, +1.0 and -1.0 corresponds to perfect positive and negative correlation, 
respectively.    
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Figure 5. High parameter value and aggregated features for protein 
X-axis: realizations belonging to the parameter point ensemble, a total of 50 realizations. Y-axis: feature value,  
Mean and Min/Max features show the total copy number of protein in the entire cell. For the rest of the  
features, please see table 1 in section 4.2. 
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Figure 6. High parameter value and aggregated features for mRNA 
X-axis: realizations belonging to the parameter point ensemble, a total of 50 realizations. Y-axis: feature value,  
Mean and Min/Max features show the total copy number of mRNA in the entire cell. For the rest of the  
features, please see table 1 in section 4.2. 
 

10.1.2 Hierarchical clustering on different subsets of the feature space and PCA 

 
Figure 7. PCA of initial test dataset 
X-axis: Principal component. Y-axis: eigenvalue  
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Figure 8. Two principal components from PCA dataset and aggregated features  
Left to right: mRNA features, protein features and both mRNA and protein  
 

 
Figure 9. Aggregated features without PCA 
Left to right: : mRNA features, protein features and both mRNA and protein. 
Features (left to right, columns): Correlation, Mean, Burstiness, Burstiness SmT, Skewness, Coefficients of  
variation, Coefficients of variation SmT, Autocorrelation, FFT, FFT SmT.  A clustering on the columns was also  
performed here. 
 

 Figure 10. Two principal componets from PCA dataset and spatial features  
Left: Protein features. Right: mRNA and protein features. 
Unfortunately the figure for mRNA features was lost.   
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  Figure 11. Spatial features without PCA 
Left to right: mRNA features, protein features, mRNA and protein features (48 features in total) 
 

10.1.3 Behaviour of individual trajectories in each parameter value 
 

 

 

  
Figure 12.  50 trajectories plotted as the total sum of protein and mRNA for each parameter value 
X-axis: simulation time (s). Y-axis: Copy number in the entire cell.  
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10.2 Global parameter sweep 
10.2.1 Cluster evaluation on different subsets of the feature space  

 

 

 
Figure 13. A small cluster using only proteins aggregated features 
Minimum similarity > 0.95 yield this small cluster. The top three plots show the correlation between the 
parameters point in the cluster, where the parameter values have been normalized. Subsequent plots show 
individual trajectories from the cluster, where the x-axis shows the simulation time (s) and the y-axis the total 
copy number in the entire cell.    
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Figure 14. A small cluster using only spatial features 
Minimum similarity > 0.95 yield this small cluster. The top three plots show the correlation between the 
parameters point in the cluster, where the parameter values have been normalized. Subsequent plots show 
individual trajectories from the cluster, where the x-axis shows the simulation time (s) and the y-axis the total 
copy number in the entire cell.    


