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Abstract

Compression efficiency of different picture coding
structures in High Efficiency Video Coding (HEVC)

Johan Bartelmess

Video content is expected to account for 80 percent of 
all Internet traffic in 2019. There is therefore an 
increasing need for better video compression methods, 
to decrease the use of internet bandwidth. One way of 
achieving high video compression is to predict pixel 
values for a video frame based on prior and succeeding 
pictures in the video. The H.265 video compression 
standard supports this method, and in particular makes 
it possible to specify in which order pictures are coded, 
and which pictures are predicted from which. The 
coding order is specified for Groups Of Pictures (GOP), 
where a number of pictures are grouped together and 
predicted from each other in a specified order. This 
thesis evaluates how the GOPs should be structured, for 
instance in terms of sizing, to maximize the 
compression efficiency relative to the video quality. It 
also investigates the effect of multiple reference 
pictures, a functionality that enables the picture that 
renders the best prediction to be selected. The results 
show that the largest tested GOP size of 32 pictures is 
preferable for all tested video characteristics, and that 
support for multiple reference pictures renders a similar 
increase in compression efficiency for all GOP sizes.
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Sammanfattning 
Konsumtion av videomaterial stod under år 2014 för 64 procent av all Internettrafik. 
Denna konsumtion är ständigt ökande, och förväntas stå för 80 procent av all 
Internettrafik år 2019. Det finns därför ett behov av att minska den mängd data som 
video använder, utan att kvaliteten på videomaterialet påverkas märkbart. Detta är 
möjligt genom videokomprimering, där data som är överflödig och onödig för videons 
kvalitet tas bort för att minska dess filstorlek. Hur video ska komprimeras fastställs 
genom standardiseringar, där HEVC/H.265 är den senaste standarden satt av MPEG och 
ITU. 

Ett sätt att komprimera video är genom att förutsäga innehållet i en bild i en video, 
kallad frame, baserat på tidigare och senare frames i videon. H.265 stödjer denna metod, 
där det även är möjligt att specificera i vilken ordning bilderna i en video ska 
komprimeras och vilka bilder som ska predikteras från vilka. Detta möjliggörs genom 
att dela in ett antal på varandra följande bilder i grupper, kallade Group Of Pictures 
(GOP). Denna studie undersöker hur dessa grupper ska struktureras för att maximera 
videokomprimeringen med bibehållen videokvalitet. Mer specifikt undersöks ett antal 
aspekter av grupperingarna, såsom antalet bilder en GOP bör innehålla, och om detta 
antal varierar för videosekvenser med olika karaktärsdrag. De storlekar som evalueras är 
grupper om 1, 2, 4, 8, 16, eller 32 bilder. Där studeras även hur den hierarkiska 
ordningen inom en GOP påverkar komprimeringen. Vidare undersöks hur stöd för 
multipla referensbilder påverkar hur olika GOP-storlekar presterar. Multipla 
referensbilder innebär att flera bilder finns tillgängliga som kandidater för prediktion av 
en specifik bild, vilket gör det möjligt att välja den referensbild som ger bäst prediktion. 
Detta jämförs med standardfallet där det är fördefinierat vilka bilder som predikteras 
från vilka. Slutligen undersöks en metod där valet av referensbild är blockerat för vissa 
bilder, för att studera om det finns några vinster i att hindra vissa bilder från att välja 
vilken bild de ska prediktera från. 

Studiens resultat visar att den största GOP-storleken med 32 bilder per grupp ger mest 
effektiv komprimering för alla typer av testade videosekvenser. Vinsterna som den 
större GOP-storleken ger varierar dock beroende på karaktärsdragen i de olika 
sekvenserna, där vinsterna är störst för långsamma sekvenser med lite rörelse, och lägst 
för komplexa sekvenser med mycket rörelse. Stöd för multipla referensbilder minskar 
vinsten som storlek 32 har gentemot storlek 4 marginellt, dock är storlek 32 fortfarande 
mest effektiv. Vidare visar sig en fullt hierarkisk komprimeringsordning vara att föredra 
framför plattare hierarkiska strukturer. Den metod som testas där multipla referensbilder 
stängs av dynamiskt ger mycket små vinster, men ger en något minskad 
komprimeringstid.  
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Abbreviations 
B-frame   A frame coded using inter prediction from previous and future frames 
BD-rate   A measure to compare the performance of two video coding algorithms 
C65   Ericsson research’s internal prototype encoder conforming to the H.265 standard 
CU   Coding Unit, a square-shaped section of a frame 
Frame   A picture in a video 
FPS   Frames Per Second 
GOP   Group Of Pictures 
H.264/AVC   Advanced Video Coding, predecessor of the H.265 standard 
H.265/HEVC   High Efficiency Video Coding, the current video coding standard set by ITU              

gand MPEG 
HVS   Human Visual System, a part of the central nervous system controlling how  

hhumans perceive visual information 
I-frame   A frame coded using intra prediction 

Inter-   Prediction from other pictures 
prediction  
Intra-   Prediction within a picture 
prediction  
P-frame   A frame coded using inter prediction from a previous frame 
PSNR   Peak Signal-To-Noise Ratio, a video quality metric 
PU   Prediction Unit, the smallest section of a frame allowed to specify prediction   

pparameters for 
QP    Quantization Parameter 
x.264   An open-source encoder conforming to the H.264 standard 
x.265   An open-source encoder conforming to the H.265 standard 
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1. Introduction 
The amount of distributed video content has in recent years exploded through video 
delivery services such as Youtube and Netflix, and the market for streaming video 
services is constantly growing. This fact, plus the introduction of higher video 
resolutions such as Full-HD and 4K, puts high pressure on bandwidth use for streaming 
video services, and requires large amounts of storage space. In 2014, video accounted 
for 64 percent of all consumer Internet traffic, a number that is expected to be 80 
percent in 2019 [1]. This puts an increasing pressure on the bandwidth capacity of 
Internet providers and mobile networks. Since the consumption of video seems to be 
constantly increasing, there is a growing need for other ways to keep its data size and 
bandwidth usage under control. This is done using video coding, where perceptually 
irrelevant and redundant information in the video data is removed. The goal of this 
compression to reduce the video file size while retaining as much as possible of the 
video quality.  

High Efficiency Video Coding (HEVC/H.265) is the latest video coding standard set by 
the ITU-T Video Coding Experts Group and the Moving Picture Experts Group 
(MPEG) [2]. Its first version was finalized in 2013, and Ericsson Research has been one 
of the main drivers in its development. As activities towards developing a successor to 
H.265 are starting, even better algorithms are needed in order to further improve the 
video compression. One way of achieving high video compression is to predict pixel 
values for a frame based on prior and succeeding pictures in the video. Like its 
predecessors, H.265 features the ability to predict pixel values between pictures, and in 
particular, to specify in which order pictures are coded and which pictures are predicted 
from which. The coding order is specified for Groups Of Pictures (GOP), where a 
number of pictures are grouped together and predicted from each other in a specified 
order. The pictures available to predict from, called reference pictures, are specified for 
every individual picture. H.265 has support for multiple reference pictures to be 
specified for each picture, so that the reference picture rendering the best prediction can 
be selected. State-of-the-art encoders for previous video coding standards, such as x264 
for H.264, use an algorithm to select the best GOP size and prediction structure 
dynamically, where the GOP size is adapted to the characteristics of the video. For 
example, if the video has a scene change, the GOP size would typically be adapted so 
that a new GOP is used for the next scene.  

1.1 Purpose 

A typical fixed GOP size in encoders such as x.264 and x.265 is four pictures, which is 
known to perform well. A dynamically selected GOP structure is then generally 
assumed to further improve video compression. To Ericsson’s knowledge there is 
however a lack of research into which fixed GOP sizes render the best results, both in 



5 
	

general and for specific types of video sequences. This includes how the reference 
picture selection affects certain GOP sizes. There is also no clear understanding of when 
a dynamic GOP structure is beneficial, and which characteristics of the GOP structure 
are essential for making it beneficial. This is especially the case for the newer H.265 
standard, where there is no clear understanding of what a favourable strategy for setting 
the GOP structure is. Since there are many differences in the specifications of the 
standards H.264 and the newer H.265, there is a possibility that these differences have 
changed how GOPs should be structured.  

The overall purpose of this thesis is to evaluate some of the characteristics of GOP 
structures with the aim of improving the method of how GOP structures are set. All the 
work is done in encoders conforming to the newer H.265 standard. The existing x.265 
encoder is used as a baseline for initial testing, and Ericsson research’s own prototype 
encoder C65 is then used and modified for further investigation of GOP structures. 
Specifically, the following questions are considered in this project: 

§ How does a fixed GOP size compare to a dynamic GOP size in encoding 
efficiency, when is a dynamic GOP size beneficial? 

§ What is the favourable number of frames per GOP when a fixed algorithm is 
used?  

§ What are the effects on various GOP sizes when multiple reference frames are 
allowed?  
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2. Background 
This section aims at providing a basic understanding of the concepts of video 
compression. It is by no means a comprehensive description of the field of video 
coding. The aim is instead to provide enough information for understanding the purpose 
and results of the study.  The section starts with an introduction to video sequences, 
followed by the areas of video compression that are relevant to this report. 

2.1 Video 

Even though video appears to display continuous motion, a moving picture, a video 
sequence is in fact made up of a series of still pictures shown in rapid succession [3]. 
The use of short time intervals between each picture gives the impression of continuous 
motion. For the human eye to perceive video as motion without noticeable stuttering, a 
rate of at least 24 pictures per second is needed, a rate that is commonly used in movie 
theatres. The picture rate is referred to as frames per second (fps), with some other 
common frame rates being 25 fps, 50 fps and 60 fps. Figure 1 illustrates an example of 
frames present in one second of video, and the difference between 60 and 24 fps. Each 
picture, or frame, consists of a number of pixels, with some common video resolutions 
being 1280x720, or 1920x1080 pixels (often referred to as Full-HD). Each of those 
pixels are represented by values describing its colour and intensity [5]. 

 
Figure 1. One second of video shown in two different frame rates [4] 

2.2 Video coding 

Video coding, or video compression, is the process of reducing the amount of data 
required to represent a digital video. The goal is to minimize the amount of data, i.e. the 
number of bits needed, while sacrificing as little as possible of the video quality [5]. 
Figure 2 shows the basic process of video going from the source to it being shown on a 
display. The compression involves two parts, the encoder and the decoder. The encoder 
compresses the source video into a reduced number of bits to be either stored or 
transmitted. The task of the decoder is to convert the compressed data back to a 
representation of the original video, which then can be displayed. The compression 
done in the encoder is achieved by removing redundancy in the video data, which can 
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be done either by lossless or lossy compression. Lossless compression does what the 
name implies, the data is compressed in a way so that the reconstructed data is an exact 
copy of the original. The downside of this is that only a modest amount of compression 
is possible. With the quality requirements and size of today’s video this is not sufficient, 
and lossy compression is therefore a necessity [6]. In lossy compression, the 
reconstructed data is not an exact copy of the source data, some information is lost in 
the compression process. This allows for a much higher compression ratio but in return 
gives a lower video quality. The basis for lossy video compression is to remove data 
that has little or no effect on visual quality of the video.  

 

Figure 2. The process from video source to the video being shown on a display [5] 

2.3 Video coding standards 

There are many different techniques for compressing video, and new and innovative 
techniques are continuously proposed in research. The wide range of available 
techniques is an issue when multiple manufacturers are involved in different parts of the 
video coding process. There is therefore a need for standardized video compression 
techniques, to simplify interoperability between different manufacturers. As an 
example, the company producing a DVD video may not be the same as the company 
manufacturing a DVD player, so there is a need for a standard that specifies the video 
coding format so that the DVD is encoded in a way that the DVD player understands 
and thus knows how to play. Looking at figure 2 again, the DVD video producer in the 
example would do the encoding to the DVD disc and the DVD player would do the 
decoding and send the video to the display. 

High Efficiency Video Coding Standard (HEVC/H.265) is the latest video coding 
standard set by ITU-T and MPEG, successor of H.264/MPEG-4 AVC. Compared to 
H.264, H.265 achieves around a 50% reduction in bitrate while retaining the same video 
quality [7]. A fundamental property of these standards is that they only define and put 
restrictions on the decoding process. How the encoding is performed is outside the 
scope of the standard, which implies that freedom is given to develop different types of 
encoders as long as their output conforms to the standard and thus can be decoded [8]. 
There are a number of encoders for both the older H.264 standard, and for the newer 
H.265 standard. Popular open-source encoders are x.264, which conforms to the H.264 
standard, and x.265, which conforms to the H.265 standard. The encoder used in this 
report is mainly Ericsson research’s internal prototype encoder for H.265, called C65.  
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2.4 Encoding and decoding process 

An overview of the stages performed in encoding and decoding is shown in figure 3. 
This section provides a brief walkthrough of the transformation-, quantizer-, and 
entropy encoder stages. Since the prediction stage is central to this report, it is described 
separately in section 2.5. When the video data has been through the prediction stage, it 
arrives at the transformation stage. The purpose of the transformation stage is to convert 
the video data into the transform domain, which allows a more compact representation 
of the data [5]. The transformed data is then quantized in the quantizer stage. A 
quantizer is a function that takes a value and maps it to values of a reduced range. A 
simple example of what is called a scalar quantizer is the process of rounding a real 
number to the nearest integer. It is possible to represent the rounded value with fewer 
bits than the fractional number, since it is not as precise, which leads to a higher 
compression of the data. This process is lossy however, since it is not possible to 
reverse the process and determine the exact value from the integer, i.e. decoding the 
quantized value only renders an approximation of the original. The range of values that 
the quantizer maps to is controlled by the step size quantization parameter (QP). A 
larger step size means that the range of quantized values is small, and the data can 
therefore be highly compressed. A smaller step size means that the values are quantized 
to a value closer to their original, but on the other hand reduces compression efficiency. 
So, a higher QP setting reduces the accuracy of the data, which in video compression 
corresponds to lower video quality. Conversely, a lower QP renders better video quality, 
but also less compression efficiency. 

The next stage in the encoding process is the entropy encoder where the video data is 
converted into a compressed bit stream representing the video, and with that the video is 
ready for storage or transmission. The whole process is reversed on the decoder side, 
with the entropy decoder, the dequantizer stage, and the inverse transform stage, to form 
a reconstruction of the compressed video data.  
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Figure 3. Block diagram describing the encoding and decoding process [6] 

2.5 Compression using prediction 

One of the main functional units of a video encoder is the prediction model [5]. The 
prediction model attempts to utilize the similarities within a frame and between 
neighbouring frames in a video to reduce the data redundancy. The underlying 
assumption is that these regions have many similarities, so coding each frame by itself 
would give redundancy. Simplified, a frame can instead be coded as the previous frame 
but with some changes added to it, if for example an object in the frame has moved 
slightly. This movement is then described with a motion vector that specifies the 
direction of the movement. The prediction approach enables the actual output of the 
prediction model to be reduced to a residual frame, which is the difference between the 
prediction and the actual current frame, and a set of model parameters indicating the 
prediction type and a description of how the motion was compensated.  

There are two types of predictions used in H.265, intra prediction, where the prediction 
is formed from data within the current frame, and inter prediction, where the prediction 
is formed from previous or future frames [5]. Intra predicted frames are called I-frames, 
and inter predicted frames are called either P-frames or B-frames. P-frames use previous 
frames for prediction, whereas B-frames use both previous and future frames in the 
video. The usage of future frames as references is possible due to the possibility of 
encoding and decoding frames in an order that is different from their display order. This 
is described in the next section, called Group of pictures. 
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Inter prediction is also called motion prediction, since that is a more describing name of 
what actually is going on. The motion prediction is done individually for smaller 
sections of the picture called prediction units (PU, see section 2.8).  If a PU contains an 
object that has moved relative to its position in the earlier frame, it is assigned a motion 
vector that specifies how the object has moved together with an index of the reference 
frame that it is using. It should be noted that P-frames and B-frames are allowed to use 
intra prediction for certain sections of the picture if that is beneficial, such as if the 
picture shows a new scene and thereby is totally unrelated to the reference picture. I-
frames, however, are not allowed to use inter prediction. 

2.6 Group Of Pictures 

To enable the encoding order to be different from the display order and allow 
predictions from future frames, the frames are divided into groups of pictures (GOP). 
The H.265 standard provides many options for choosing reference pictures for inter 
prediction. An example of a simple prediction structure is the IPPP-structure, where the 
first frame is intra-coded and the following frames are inter-coded using the previous 
frame as reference [5]. Prediction efficiency for this structure is relatively low, since 
only the previous frame can be used as reference for a frame, and there is no way to use 
future frames as references. This structure is however beneficial in applications such as 
video chat and video conferencing, where latency is of importance and the delay is to be 
kept at a minimum, since coding the pictures in the same order as they are displayed 
helps keeping the delay as low as possible. 

A more advanced prediction structure, which is central in this report, is the hierarchical 
prediction structure. The hierarchical structure is known to provide better coding 
efficiency than the flat structures such as IPPP [9]. The encoding order of frames within 
a hierarchical GOP differs from their display order, which makes it possible to use 
certain future frames as references for prediction. Figure 4 shows an example of a 
hierarchical prediction structure for a GOP size of eight pictures. The display order goes 
from left to right, while the encoding order is indicated by the number in each picture. 
Picture number zero is either the first frame in the video, or the last frame in the 
previous GOP. The actual GOP consists of pictures one to eight. The last frame in the 
GOP is encoded first, followed by the other frames in the order indicated. The encoding 
order within a GOP can be chosen in different ways, with the requirement that pictures 
have to be coded before they can be used as references for other pictures. The use of a 
coding order that differs from the display order allows some frames to predict from 
future frames in display order, which renders a more accurate prediction. The reference 
structure used in the example is indicated by the arrows, the fourth frame in display 
order is for example using frames number eight and zero as reference frames. 

The pictures in the lowest hierarchical layer are called key pictures [10]. A picture is a 
key picture when all previously coded pictures also precede the picture in display order. 
The key pictures mark the starting and ending points of a GOP, where only the ending 
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key picture is included in the current GOP. This means that the key pictures in figure 4 
are pictures number zero and eight, with picture number zero either belonging to the 
previous GOP or being a standalone picture if it is the first frame in the video. Key 
pictures are coded as either I-frames or P-frames, since no future frames have been 
coded and therefore are not available as reference pictures. The remaining pictures 
within a GOP are coded as B-frames. The number of hierarchical layers normally 
depends on the GOP size used. A doubled GOP size would add a hierarchical layer to 
the top, and a halved GOP size would remove the top layer. So GOP size 4 would have 
three hierarchical layers, and GOP size 16 would have five. 

 

Figure 4. Structure and coding order of a hierarchical GOP of size 8. Each square 
represents a frame, and the numbers in the squares indicate the coding order. Frame 

number 0 is the last frame in the previous GOP. 

2.6.1 GOP sizing 

A question to consider when grouping pictures is what GOP sizing to use. The sizing 
has shown to be a factor that affects coding efficiency, so determining the optimal size 
for the groups of pictures in a video sequence is a critical problem for video coding [9]. 
Research on the H.264 standard suggests that larger GOP sizes are preferable in 
sequences with low motion [11], while smaller GOP sizes can be more efficient in 
sequences with higher motion [10]. The best sizing for a GOP is therefore assumed to 
depend on the actual video content, and may vary for different types of video sequences. 
Tests performed on the H.264 standard have concluded that continuously adapting the 
GOP size within a video can be advantageous when the sizing is based on factors such 
as video content complexity [9], and scene change detection [12], [13].  

Similar research for H.265 seems to be missing, and there is no clear understanding of 
how the GOP structure should be formed. The differences between H.264 and the newer 
H.265 standard might have changed how GOPs should be structured. As mentioned in 
section 1.1, Purpose, this is the basis for this report and its objectives.   
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2.7 Reference pictures 

The reference pictures are the frames that can be used as references for inter prediction. 
For a frame X to be available as a reference for frame Y, X has to be encoded (or 
decoded) before Y and kept in memory until Y is encoded. The frames that are available 
as references for a certain frame are specified in two reference picture lists named list 0 
and list 1 [8]. List 0 contains frames that are displayed earlier in the video, and list 1 
contains future frames. This is not an absolute truth, in some cases list 0 and list 1 can 
contain the same frames. However, for all the work done in this project, list 0 can be 
thought of as containing previous frames, and list 1 containing future frames. The 
possibility of using certain future frames as references is due to the encoding order 
being different to the display order when using hierarchical GOP structures, so these 
future frames have been encoded prior to the frame using them as reference. When 
coding a P-frame, pictures from list 0 are used. When coding a B-frame, both list 0 and 
list 1 are used for prediction. The H.265 standard has a limit set at a maximum of eight 
unique pictures to be simultaneously kept in memory, which means that list 0 and list 1 
together can hold a maximum of eight unique reference pictures. 

2.7.1 Reference picture selection 

A factor that is closely related to GOP sizing and its performance is how reference 
pictures are selected for pictures within the GOP. In simpler coding structures such as 
the previously mentioned IPPP-structure, only previous frames can be used as 
references. Since the H.264 standard, there is support for providing multiple reference 
frames, which is known to increase coding efficiency [14]. When multiple reference 
frames are provided, the encoder selects the reference that results in the best prediction 
for the current picture. There are many situations where a reference several frames back 
can be better than the previous one, such as situations where a moving object 
temporarily covers the background, or when objects are affected by camera shaking. In 
both these cases, a reference that is several frames back might prove to be a better 
match for the current picture. 

2.8 Picture partitioning 

Just like its predecessor, H.265 uses a block-based coding scheme where a picture is 
divided into smaller picture areas that can be coded in separate ways [15]. This has a 
number of benefits, mainly because the characteristics of a picture can differ greatly for 
various regions within the picture. Consider the common example of a video where the 
background in the upper region of the picture is still, while objects in the lower regions 
of the picture have moved. Pictures are in H.265 partitioned into square areas called 
Coding Units (CU), with a maximum size of 64x64 pixels. These CUs can then be split 
into smaller CUs depending on the characteristics of the picture region, all the way 
down to a size of 8x8 pixels. The prediction mode to be used, either intra or inter, is 
then chosen separately for each CU. Figure 5 shows an example of a CU partitioning. 
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The coding units can then be split further into smaller units called prediction units (PU). 
Each CU can contain multiple PUs, and the PU size ranges between the size of its root 
CU down to blocks of a minimum of 4x4 pixels. A difference from CUs is that PUs do 
not have to be square-shaped, and therefore can be even better adapted to the shape of 
objects in the picture. As the name suggests, PUs are the smallest blocks that individual 
prediction data is applied to. This implies that while the decision to use inter or intra 
prediction mode is set at the CU level, the individual prediction data such as motion 
vector data and reference picture index are set for each PU. 

 

Figure 5. Example of CU partitioning in a picture. The outermost square is a CU of 
64x64 pixels that is split into smaller CUs. 

2.9 Picture quality toggling based on importance 

The main method of controlling the video quality when encoding is by changing the 
quantization parameter (QP), which was mentioned in section 2.4. A higher QP value 
renders lower video quality but lower bitrate, and a lower QP renders higher video 
quality at the expense of a higher bitrate. The QP value can be set individually for each 
picture in a video, and even individually for each CU block within a picture. This makes 
it possible to adapt the quality of frames in a video according to certain conditions. One 
such method is to change the quality based on what the human eye is sensitive to, so 
that areas with a characteristic that the eye is not sensitive to gets a lower quality and 
vice versa. An example of an area that the human eye is less sensitive to can be the 
distinction between a building and a blue sky, which appears to look good even if it has 
a lower quality. Another method, which C65 has support for, is to adaptively change the 
QP based on how important the CU is. C65 uses a similar functionality to the one 
developed for x.264 [16] to achieve this. The importance is primarily measured by how 
much the current CU is used by other pictures, in other words, how many times the 
current CU is used as reference by other pictures. If a CU is considered important, it is 
given a lower QP to improve its quality and make it more useful as a reference. 
Similarly, if a CU is considered to be of less importance, it is given a higher QP. The 
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effect of this in the hierarchical GOP structure is that pictures generally get higher QP 
values the further up they are in the hierarchy, since pictures at lower hierarchical levels 
are more often used as references. The pictures at the top level are normally never used 
as reference pictures, and are therefore assigned a much higher QP.  

2.10 The YCbCr color space 

There are various ways of representing color information in digital video. RGB is a 
common color space with three numbers indicating the relative proportions of red, 
green, and blue [5]. By combining the three colors in varying proportions, any color can 
be created. A different color space, called YCbCr, is used in most modern coding 
standards. It also represents a color with three values, Y for the luminance (brightness), 
and Cb and Cr (chroma components) for the color differences. Just like the case with 
RGB, any color can be created by combining various proportions of these values, but 
YCbCr has an advantage over RGB that can be utilized in video coding. The human 
visual system (HVS), which handles the way humans perceive visual information, is 
less susceptible to changes in color than changes in luminance. Since YCbCr has 
separate components for luminance and color, this characteristic of the HVS can be 
utilized by representing the chroma components at a lower resolution than the 
luminance component. This way, precious bitrate can be saved with little to no visual 
difference. 

2.10.1 The 4:2:0 sampling format 

The sampling format refers to the resolution that is used for each component of the 
color space. A widely used sampling format that also is used in this report is the 4:2:0 
sampling format. The rather odd numbering denotes that the chroma components are 
represented at half the vertical and half the horizontal resolution of the luminance 
component [5]. This means that for every four luminance samples, there is only one of 
each chroma sample, which effectively means that the number of bits needed to 
represent color is exactly half of the bits needed for full resolution YCbCr sampling or 
RGB video. 

2.11 Video coding evaluation 

2.11.1 PSNR 

The most common metric for evaluating the quality of compressed video is peak signal 
to noise ratio (PSNR). PSNR measures the quality of the reconstructed video compared 
to the original, with a value expressed in decibels (dB) [17]. A higher PSNR translates 
to a closer resemblance to the original, which should mean better video quality. This is 
however not a guarantee for PSNR, because there is a difference in the way humans 
notice irregularities in the picture and how PSNR calculates error. It is however a 
popular metric that works in most cases, is accepted in the field, and is simple to 
calculate. PSNR is based on the mean squared error, which is calculated per pixel in a 
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video frame. If !" denotes the pixel value of pixel i in the original frame, and #" denotes 
the pixel value of pixel i in the reconstructed frame, the mean square error of the frame 
is defined as: 

$%& = (
) (!" − #")-)

".(    (1) 

With RMSE denoting the square root of the MSE, PSNR is defined as: 

!%/0 = 20 log(6 789:|<:|=>?@  ,   (2) 

where ABC"|!"| is the maximum value that a pixel in the frame has. For the videos used 
in this report, which have a bit depth of eight bits, the maximum possible value for a 
pixel is 255. 

2.11.2 BD-rate 

Video coding is a balance between bitrate reduction and video quality. A higher bitrate 
generally yields a better looking video, but it also means that the compressed video data 
is larger in size. When comparing two similar video encoding algorithms, it is often the 
case that one of the algorithms renders both better video quality and higher bitrate. 
There is then no easy way to determine which of the two algorithms has the best 
performance. For an easy comparison to be possible, the encoded video from the two 
algorithms either must have the exact same bitrate, or the exact same video quality. As 
this is hard to achieve, the Bjøntegaard Delta rate (BD-rate) is commonly used to 
facilitate the comparison between two compression algorithms [18]. The BD-rate 
calculates the average gain or loss in bitrate for a fixed video quality (PSNR value), and 
presents the result as a percentage value. A negative value indicates a lower bitrate, 
which is good, and a positive value indicates a higher bitrate. As an example, say that 
algorithm 2 yields a BD-rate of -5 percent when compared to algorithm 1. That 
translates to algorithm 2 on average being able to encode the video with a 5 percent 
reduction in bitrate while retaining the same video quality as algorithm 1. 

The BD-rate calculation requires at least four encodings of a video for each of the two 
algorithms, with each encoding having distinct PSNR and bitrate values. The 
differences in video quality between the encodings are usually acquired by setting 
different QP-values for each encode. To determine the change in bitrate relative to 
change in PSNR for an algorithm, a third degree polynomial curve is fitted to the 
relation between the PSNR and bitrate values. The actual BD-rate is then calculated as 
the average difference between the curves representing the two algorithms.  
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3. Method 
This section describes the approach taken and aspects of GOP structures that are 
evaluated. The work process in this project is based on an iterative approach, where 
every iteration involves implementation and testing of new functionality in C65. The 
incremental steps are based on the results of previous tests, and the work is focused on 
testing the performance of the functionality and continually grounding the development 
direction of the thesis on the previous results. The term performance hereafter refers to 
how efficient the compression is, i.e. the degree of compression achieved relative to the 
quality of the encoded video. 

3.1 Frame types and coding order 

The tests conducted are primarily based on GOP sizes of 4, 8, 16, or 32 pictures. The 
first frame in the video is encoded as an I-frame, and the remaining key frames are 
coded as P-frames. All other frames are coded as B-frames. Every increase in GOP size 
adds a hierarchical layer to the GOP, as indicated in table 1. 

The coding order of pictures within a GOP has to be chosen so that pictures are coded 
before they are made available as references [10]. This can be achieved by a using a 
number of different strategies, where the main difference is their resulting memory 
requirement and decoding delay. The strategy used in this project is chosen to incur a 
minimal decoding delay, as seen in [10]. The decoding delay is referred to as the 
number of pictures that have to be decoded before the first frame in the GOP can be 
displayed. This is an important aspect when trying to minimize the decoding time 
needed before the video can start playing. For a minimal coding delay, picture number 
one in the GOP has to be coded as quickly as possible. This is achieved by the coding 
orders shown in table 1, where the last picture in the GOP is encoded first, followed by 
one picture of each hierarchical layer until picture number one is reached.  

Table 1. Number of hierarchical layers and picture coding order for each GOP size 

GOP size Hierarchical 
layers 

Coding order  
(Number indicates display order) 

2 2 2,1 
4 3 4,2,1,3 
8 4 8,4,2,1,3,6,5,7 
16 5 16,8,4,2,1,3,6,5,7,12,10,9,11,14,13,15 
32 6 32,16,8,4,2,1,3,6,7,12,10,9,11,14,13,15, 

24,20,18,17,19,22,21,23,28,26,25,27,30,29,31 
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3.2 Reference picture selection 

As described in section 2.7, inter-coded pictures (P-frames or B-frames) use other 
previously coded pictures as references for motion prediction. In C65, the reference 
frames to be used are explicitly specified for each picture within a GOP. Specifically, a 
maximum of one previous picture and one future picture is specified, which means that 
the reference picture selection is fixed. The reference pictures are stated as the nearest 
pictures in display order that are stored in memory, i.e. pictures which have been coded 
and are available as references. This means that list 0 contains the nearest previous 
picture, and list 1 contains the nearest future picture.  

A multiple reference picture selection algorithm is also implemented in C65 to evaluate 
the effects that multiple reference frames has on the compression efficiency of different 
GOP sizes. The use of multiple reference frames allows a picture to select the reference 
frame that provides the best prediction. More specifically, the reference frame selection 
is done at the PU level of the coding process, where the reference frame to be used is 
chosen separately for each PU within the picture. This means that for every PU within 
the picture, the best reference frame can be selected. 

An interesting aspect of multiple reference frames is how to select the reference pictures 
to keep in memory. The limit of eight unique frames to be kept in memory implicates 
that there has to be some kind of selection strategy since not all previously coded frames 
can be stored. When varying the QP adjustment for every picture, as is done in all 
encoders mentioned in this report, there are primarily two factors that matter when 
selecting which frames to keep in memory. These are how close the reference picture is 
in display order, and what level of quality the reference picture has. The strategy 
implemented in C65 is based on the 1+X reference picture setting, which is proven to be 
effective [19] and is adopted by the H.265 reference encoder HM. It basically suggests 
the use of one reference frame that is as near as possible in display order, and then to 
use the remaining places in memory for pictures that have a high quality (hence the 
1+X). This effectively means that pictures with a higher quality generally are 
considered more useful as references even if they are slightly further away in display 
order. The implementation of the strategy in C65 is modified slightly for larger GOP 
sizes, in the sense that not only pictures in the lowest hierarchical layers were 
considered to be of good quality. This is because of the longer display order distances 
between pictures in the lowest layers of GOP sizes 16 and 32, where a slight decrease in 
quality is assumed to be beneficial over the long distance in display order. In particular, 
the limit of eight reference frames combined with the high hierarchy of GOP size 32 
played a part in this decision. A picture has to be kept in memory if it is to be used as a 
reference for a picture that is to be encoded in the future, even if it is deemed a bad 
reference for the current picture. This effectively limits the number of high quality 
frames that can be kept in memory for longer periods, since the memory is partly filled 
with pictures in higher hierarchical layers that are needed as references for some future 
frames. Small scale testing showed that the number of times a reference picture is 
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chosen by the encoder generally decreases with the increase in display order distance, 
which supports the assumption that nearer pictures of medium quality often are better 
than high quality pictures that are much further away in display order. 

3.2.1 Finding the best motion compensation parameters 

H.265 has support for three different techniques for motion vector prediction within a 
PU. These are Motion merge mode, SKIP mode, and explicit encoding of motion 
parameters [15]. The first two modes are used when a simpler motion prediction is 
sufficient, such as if there is little motion between frames or if motion in the current PU 
is the same as in neighbouring PUs, and utilize a list of predefined motion vectors. 
Since the objective of video coding is to reduce the number of bits that have to be coded 
to the bit stream, it is beneficial to not have to encode motion information for every PU. 
With these two modes, only the index for which motion vector to use in the predefined 
list is encoded instead of all the motion parameters, which saves precious bits. 

It is in the third mode, explicit motion parameter encoding, that the different reference 
pictures are compared in the implementation in C65 to find the best one. The process of 
finding the best explicit motion vector among several reference pictures is outlined in 
the steps in table 2. This process is done once for every PU in P-frames (where 
reference list 0 containing previous frames is searched) and twice for every PU in B-
frames (one time for each of the reference lists, list 0 for previous frames and list 1 for 
future frames). 

Table 2. Process of explicit motion vector search among multiple reference frames 

1. An approximate motion vector (MV) is calculated with vertical and horizontal 
movement parameters, together with an index of the reference picture used. 
This MV is used as a starting point when searching for the best explicit MV. 

2. The starting point is scaled according to the ratio of the distance between the 
current picture and the first reference picture in the reference list, and the 
distance between the current picture and the reference picture used in the 
approximate MV. 

3. The best full-pixel MV is calculated for each reference picture in the current 
list. This is done by searching a square area surrounding the starting point. For 
each point in the area, the MV’s prediction error is calculated. An 
approximated cost of signaling the MV parameters and reference index used is 
also calculated. The error and the cost of signaling are then summed and 
compared to the best full-pixel MV found so far. 

4. Thanks to interpolation filters, it is possible to calculate motion vectors with 
quarter-pixel accuracy, which allows for better prediction performance [15]. A 
narrower quarter-pixel search is performed for the best full-pixel MV of each 
reference picture. The MVs are compared in the same manner as in the full-
pixel search. 
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5. The parameters for the best MV are encoded. These parameters consist of the 
horizontal and vertical adjustment from the current picture, an index of the 
reference picture used, and a reference picture list flag. 

3.3 Test sequences 

The coding performance has been tested on 15 different video sequences that are listed 
in classes A, B, C, and D in the HEVC Common test conditions [20]. The test 
sequences have varying characteristics to test the encoding performance for different 
types of video sequences. The test sequences are originally 10 seconds long, except for 
‘Traffic’ and ‘PeopleOnStreet’ which are 5 seconds because of their high resolution that 
otherwise would result in very long encoding times. The ending frames of all videos 
have then been cut so that the total number of frames is integer divisible by the largest 
tested GOP size (32), plus the first frame that is coded as an I-frame. This is done to 
provide more accurate test results, whereas all the ending frames that would not fit into 
a GOP otherwise are encoded in a GOP size of 1 in C65 which potentially has a big 
effect on the results. All sequences contain one continuous scene with no scene cuts. 
The video sequences are listed in table 3. 

Table 3. Test sequences [Name_Horizontal x Vertical resolution_FPS] 

1. BQSquare_416x240_60 
2. RaceHorses_416x240_30 
3. BasketballPass_416x240_50 
4. BlowingBubbles_416x240_50 
5. BQMall_832x480_60 
6. PartyScene_832x480_50 
7. RaceHorses_832x480_30 
8. BasketballDrill_832x480_50 
9. Kimono1_1920x1080_24 
10. ParkScene_1920x1080_24 
11. Cactus_1920x1080_50 
12. BQTerrace_1920x1080_60 
13. BasketballDrive_1920x1080_50 
14. Traffic_2560x1600_30_crop2 
15. PeopleOnStreet_2560x1600_30_crop 

 

3.4 Test setup and procedure 

All sequences are encoded using four different QP values, since four pairs of PSNR and 
bitrate values are required to calculate the BD-rate. The QP values used are 22, 27, 32, 
and 37. The results are compared using the BD-rate, with separate comparisons for the 
luma (Y) channel and each of the chroma (Cb and Cr) channels. As mentioned earlier, 
the luma comparison is the most significant since the human eye is more sensitive to 
changes in luma, and there are four times as many luma samples as there are of each of 
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the chroma samples in a picture. Only the first frame in the video sequences is encoded 
as an I-frame, with the following frames encoded as either P- or B-frames depending on 
their position in the GOP. A first set of tests were conducted in both x.264 and x.265, to 
investigate the performance of different GOP sizes in popular open source encoders and 
gain an understanding of how different GOP sizes perform in those contexts. The 
behavior and results were similar for both encoders, so only the results of x.265 are 
presented for brevity.  These results were also used for comparing performance gains in 
C65 to see if the results were similar, and if not, investigate what could be causing the 
difference. All the tests following these initial tests were conducted in Ericsson 
research’s internal prototype encoder C65. 

3.4.1 Test cases x.265 

Various GOP sizes 

GOP sizes of 1, 2, 4, 8, and 16 pictures are tested as well as the adaptive GOP sizing 
functionality called B-adapt 2. It should be noted that x.265 is continually being 
developed, since H.265 still is a fairly new standard. The performance may therefore be 
different for newer iterations of the encoder. Version 1.7 is used for the tests, as it was 
the most recent stable version at the time of testing. The command line parameters 
shown in figure 6 are used, with everything else set to default. 

Figure 6. Command line parameters used for x.265 

X is set to the desired GOP size minus one for each test of fixed GOP sizes. In the case 
of adaptive GOP, --b-adapt 2 is used and X is set to 15, marking the upper limit of the 
allowed GOP size minus one. This value is close the maximum allowed (16) and chosen 
to enable a maximum GOP size of 16 pictures. 

Multiple versus single reference frames 

A test is also run to analyze the importance of multiple reference frames, and see if it 
affects the performance of different GOP sizes. This test compares the performance of 
choosing from a maximum of one available reference frame to the performance of 
having multiple reference frames to choose from. This setting in x.265 only affects list 
0, the previous frames, and still leaves list 1 free to select from multiple future frames if 
they are available in memory. 

3.4.2 Test cases C65 

Various GOP sizes with single reference frames 

GOP sizes 1, 2, 4, 8, 16, and 32 are tested with a fully hierarchical structure. The 
reference picture lists are fixed at one available reference picture for both list 0 and list 

--preset veryslow --no-b-adapt --tune psnr --no-scenecut --bframes X --keyint -1 
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1. The aim is to find the GOP size that renders the best encoding performance when 
only a single reference picture is available, and to find out for which types of video it is 
beneficial. 

GOP size 32 with a flattened hierarchy  

A larger GOP size has a very high hierarchy compared to smaller GOP sizes. A GOP 
size of 32 has six hierarchical layers, compared to three layers for a GOP size of 4. To 
evaluate the effect that the hierarchy height has on encoding performance, the hierarchy 
of GOP size 32 is flattened to three and five layers. This is achieved by moving the 
pictures in the top layers to the layer below. An effect of this modification is that the top 
layer for the cases of three or five layers now has seven or three succeeding pictures 
respectively between each picture of a lower layer. Since the nearest picture of a lower 
hierarchical layer is used as reference when single reference pictures are used, this 
effectively means that the reference pictures for the highest layer are further away in 
display order than in the case of a fully hierarchical structure. 

To investigate the possible disadvantage of having the reference pictures further away 
for pictures in the top layer, a test is also run where the pictures in the top level are set 
to use the picture in the same level as the reference. This only works for the reference 
pictures that are previous in display order though, since the future pictures in the same 
hierarchical layer are later in encoding order. 

Various GOP sizes with multiple reference frames 

This case tests the implementation of multiple reference frames for GOP sizes 4, 8, 16, 
and 32. As mentioned before, the main objective of these tests is to see if support for 
multiple reference frames benefits certain GOP sizes more than others, and thereby 
affects the relative performance between GOP sizes. An effect of having multiple 
reference frames available is that GOPs can use reference frames from the previous 
GOP, and even frames from two GOPs back in time in the case of GOP size 4. This 
might be something that smaller GOP sizes can benefit more from than larger GOP 
sizes. 

Multiple reference frames except for the top layer of GOP size 32 

Using a large GOP size such as 32 pictures renders a very high hierarchical structure 
which, mainly because of the picture quality toggling based on picture importance, 
results in a big difference in quality between pictures in the highest layer compared to 
the lowest layer. This basically means that very few bits are spent on pictures in the 
higher layer compared to the lowest layer. This has a potential effect on the amount of 
information that should be specified and coded for the frames in the highest layer. 
Specifically, this case tests the performance when the highest hierarchical layer is 
limited to choosing from a single previous and future reference frame. This could be 
beneficial mainly because of two reasons. The first is that there is a bit cost involved in 
coding information on which reference frame to use. If there is only one reference 
picture available, there is no need to send information on which reference is used since 
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only one is available. If multiple reference pictures are available however, an index of 
the chosen reference picture has to be encoded. Since the pictures in the highest layer 
already are coded in such a low quality, a change of which reference frame to use might 
cost more than it gives in performance gain. This cost is calculated approximately when 
a reference picture is chosen, but calculating it accurately is difficult because of the 
second reason as to why this method could be beneficial.  

The second reason has to do with the entropy stage of the encoder (see figure 3 in 
section 2.4). The entropy encoder uses certain probability measures to be able to 
compress the video data even more than it already is. What this basically means for 
reference picture selection is that if the first reference picture in the reference list always 
is used by all PUs in a picture, the entropy encoder can be very certain that the first 
reference picture is used for any upcoming picture. The probability approach then 
makes it possible to code this data in a very compact and compressed way. The 
backside of this is that a choice of any reference picture other than the first in the list 
then gets more expensive to code, possibly wiping out the performance gain that the 
selected reference picture had. Such a choice also has an effect on the compression of 
upcoming data, since it affects the probability distribution so that the expectancy of the 
first reference picture in the list is lowered slightly and thereby gets more expensive to 
code. If a reference picture other than the first in the list is used for very few PUs within 
a picture, choosing between multiple reference frames might do more damage than it 
brings performance gain. This is especially true for the pictures with high QP in the 
highest hierarchical layer, which rarely use any other reference than the first in the list 
and are coded with very few bits relative to the pictures with a lower QP. 

Individual disabling of multiple reference frames  

This case tests a slightly more advanced method of disabling certain pictures from 
choosing between multiple reference frames, and only applies to the top one, two, or 
three hierarchical layers. The underlying assumption is that if the hierarchical layer 
below the layer of a certain picture rarely used any other reference frames than the first 
in the list, then it is unlikely that the picture in the higher layer would benefit from 
choosing between multiple reference frames. If this is the case for the layer below, then 
the current picture in the higher layer is limited to a single reference frame. The 
algorithm is designed so that the most recently coded picture in the lower layer decides 
if the upper layer is allowed to use multiple reference frames. The tests are applied to 
the top one, two, or three layers of GOP size 32, and to the top layer of GOP size 16. A 
question is what the limit should be for the number of reference frames other than the 
first that have to be used in the lower layer, for the higher layer to be allowed to select 
from multiple reference frames. This is tested for multiple values, where the value 
denotes the limit for the percentage of inter coded PUs that use a reference frame other 
than the first in the list. If the actual value is higher than the limit, then the higher 
hierarchical layer is allowed to select from multiple reference frames. 
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4. Results and discussion 
This section presents and discusses the results obtained from the test cases, in the order 
that the test cases are presented in section 3.4. If no sequence-specific results are 
presented, the results represent the average BD-rate values of all test sequences. See 
appendix for detailed results of the individual test sequences. 

4.1 x.265 

The following results are from tests using the open source x.265 encoder. 

4.1.1 Various GOP sizes 

Table 4 shows the performance of x.265 when the default value of three available 
references per frame is used. GOP size 4 is chosen as the test anchor instead of GOP 
size 1 that would be the natural choice, to facilitate easier comparison to the C65 results 
where a BD-rate comparison with GOP size 1 as anchor was not possible. 

For the test set used, GOP size 4 has the best performance and performs even better than 
the adaptive mode on the Luma (Y) channel. The performance then degrades 
significantly for larger GOP sizes. It should be noted that x.265 is currently 
implemented to use a maximum of three hierarchical layers, with the P-frames in the 
lowest layer, the B-frame in the middle of the GOP in the second layer, and then all the 
remaining frames in the third layer. This potentially gives a significant disadvantage to 
larger GOP sizes, since it effectively flattens the hierarchy and partly eliminates some of 
the gains of the hierarchical approach, such as a coding order separate to the display 
order. It also has the effect that reference pictures are further away in display order for 
the top hierarchical layer, which makes inter prediction harder and less efficient. 

Table 4. Average BD-rate [%] compared to GOP size 4 

GOP size Y Cb Cr 
1 29.0 41.9 44.8 
2 8.2 10.2 10.7 
8 5.0 2.6 2.4 

16 21.2 18.4 18.1 
Adaptive 0.8 -0.4 -0.5 

 

4.1.2 Multiple versus single reference frames 

A test of limiting the number of available reference frames to one was run to understand 
the importance of multiple reference frames in x.265. Note that this only puts a limit on 
the number of reference frames in reference list 0, the encoder may use multiple 
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references in list 1 if multiple future frames are available in memory. The results show 
how the default limit of three references compare to the performance of limiting list 0 to 
one reference for the same GOP size. The gain of using multiple reference pictures is in 
the region of 5 to 8 percent, with the gain appearing to decrease for larger GOP sizes. 

Table 5. Average BD-rate [%] for multiple reference pictures compared to single 

GOP size Y Cb Cr 
4 -7.5 -8.5 -8.7 
8 -6.3 -7.0 -7.0 

16 -4.7 -5.1 -5.2 
 

4.2 C65 

All of the following results are from tests using the prototype encoder C65. 

4.2.1 Various GOP sizes with single reference frames 

Table 6 shows the average gains when compared to GOP size 4. GOP sizes smaller than 
4 are left out in the following results since they proved to perform much worse than 
larger GOP sizes. Figure 7 shows a plot of how the GOP sizes 2, 8, 16, and 32 perform 
for each individual test sequence, compared to GOP size 4. 

Table 6. Average BD-rate [%] compared to GOP size 4 

GOP size Y Cb Cr 
1 40.9 85.9 94.8 
2 13.6 27.4 30.5 
8 -8.0 -16.8 -17.8 

16 -11.8 -23.9 -26.1 
32 -13.9 -27.3 -30.2 
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Figure 7. Luma BD-rate [%] for each individual test sequence, compared to GOP size 4  

The larger GOP sizes perform significantly better, with gains appearing to increase the 
larger the GOP is. GOP size 32 consistently has the best performance for all video 
sequences except RaceHorses_832x480, where GOP size 16 has a 0.3 percent lower 
Luma (Y) BD-rate. The situation is the opposite for the lower resolution 
RaceHorses_416x240, where GOP size 32 has a 0.3 gain over GOP size 16. See 
appendix for details on individual sequences. This specific case was evaluated further 
by doubling the motion vector search area that the encoder is allowed to search for the 
higher resolution version of Racehorses. The idea was that this would even out the 
results of the two resolutions. This was not the case however, which could indicate that 
the motion vector search mistakenly chooses bad motion vectors. Figure 8 shows an 
example frame from RaceHorses_832x480. The sequence features large areas of similar 
color, either the green grass or the brown horse bodies. This possibly causes troubles for 
the motion vector search when it tries to find a match in an area of very similar color 
and texture. 
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Figure 8. Example frame from RaceHorses_832x480  

The base assumption for these tests, and the start of the project, was that different GOP 
sizes would perform better for different types of video. This was based on the fact that 
x.264 and x.265 both have an adaptive GOP sizing method, and it has proven beneficial 
for the previous H.264 standard [9]. Results in [9] suggest that adaptive GOP sizing is 
superior for video clips that either contain scene changes, or are very fast paced with 
high content variation. It is proposed that such sequences would favour a smaller GOP 
size. The results of the tests in this report do however indicate that a larger GOP size up 
to size 32 virtually always is as good or better when it comes to compression efficiency. 
As figure 7 shows, the gain varies depending on the characteristics of the video 
sequence, where the variation largely follows the previous suggestion that sequences 
with high content variation suit smaller GOP sizes better. GOP size 32 does however 
always, besides the higher resolution Racehorses sequence, result in a better 
compression efficiency even if the gain is smaller for sequences with high content 
variation. 

These results, indicating that a larger GOP size always is better, suggest that the gain of 
an adaptive GOP sizing is practically none in these cases. This led to the decision of not 
evaluating an adaptive GOP sizing in C65 any further. The results also mean that it 
would be very hard to test if an implementation of adaptive GOP sizing was working 
correctly, since there are no obvious cases where a smaller GOP size should be used. A 
possible explanation for the results can be that the improved and refined prediction 
methods introduced in H.265 have eliminated the need of an adaptive GOP sizing. 
There are special cases such as scene changes where an adaptive GOP sizing still might 
be beneficial. Scene changes are however not evaluated in this study, mainly to limit the 
project scope and the number of error sources. There is no such functionality in C65, 
meaning that it would have required an extensive amount of time for implementation 
and testing.   
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4.2.2 GOP size 32 with a flattened hierarchy 

Because of the large discrepancy between the optimal GOP sizes for x.265 and C65, 
tests with a flattened hierarchy were executed to mimic the hierarchical structure used in 
x.265. The results in table 7 show an obvious disadvantage of a flattened structure for 
larger GOP sizes. The difference between the tests with five layers indicates that about 
half of the loss when using five layers comes from reference pictures being further away 
in display order when the top layer is flattened. It is clear that a full hierarchy renders 
better compression efficiency. 

Table 7. Average BD-rate [%] for a flattened hierarchy compared to full. GOP size 32. 

Setting Y Cb Cr 
3 layers 43.6 25.8 22.1 
5 layers 7.5 3.7 2.8 

5 layers, top layer referencing 
allowed 

3.5 2.9 2.6 

 

4.2.3 Multiple reference frames 

Table 8 shows the performance of using multiple reference frames in C65. The gains are 
in the region of 5 to 8 percent, which is almost identical to the gains found in x.265. The 
implementation thereby seems to be working as intended. The gains of having multiple 
reference pictures available are larger for video sequences containing slow or no camera 
movement, with little motion involved in the picture. These sequences benefit 
significantly from having access to reference pictures of high quality that are further 
away in display order. A frequent situation where this is beneficial is when objects are 
passing in front of the background, temporarily covering it. If a reference picture 
containing the actual background as it was before or after the passing object is available, 
it provides a much better source for prediction. 

Table 8. Average BD-rate [%] for multiple reference frames compared to single 

GOP size Y Cb Cr 
4 -7.7 -7.9 -7.7 
8 -5.9 -5.5 -5.3 

16 -5.9 -5.6 -5.1 
32 -5.3 -5.4 -4.9 

 

A comparison between GOP sizes with multiple reference frames enabled is shown in 
table 9. This test is run to evaluate if support for multiple reference frames has any 
effects on the relative performance of different GOP sizes. GOP size 32 still has the best 
performance by a clear margin, although the gap to GOP size 4 is slightly smaller 
compared to when single reference frames are used. The relative differences between 
GOP sizes 8, 16, and 32 are basically identical to the single reference case. The ability 
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to choose from multiple reference pictures thereby appears to have a similar effect for 
all GOP sizes. The adaptive GOP sizing of x.265 is also included in table 9, to show a 
performance comparison between C65 and x.265. The Luma (Y) performance of x.265 
with adaptive GOP sizing is similar to GOP size 4 in C65, both chroma channels do 
however show a significant performance loss. Larger GOP sizes in C65 outperform any 
GOP structure in x.265 by a clear margin. This shows that C65 is a well-functioning 
encoder, which adds credibility to the results obtained in this report. 

A factor limiting the selection of which reference frames to have available is the 
restriction of eight distinct pictures to be kept in memory. This has a greater effect the 
larger the GOP is, so that some pictures that could be valuable references have to be 
discarded. The selection strategy used for the larger GOP sizes can possibly be modified 
slightly under the current memory restriction, but any major changes would require a 
larger picture memory. A modified selection strategy was not evaluated further. 

Table 9. Average BD-rate [%] with multiple reference frames enabled, compared to 
GOP size 4 

GOP size Y Cb Cr 
8 -6.0 -14.5 -15.5 

16 -9.8 -22.0 -24.2 
32 -11.4 -25.4 -28.3 

x.265 adaptive 0.5 21.0 18.6 
 

4.2.4 Multiple reference frames except for the top layer of GOP size 32 

The top layer of the GOP size 32 hierarchy is coded with a high QP relative to the other 
pictures. Considering this, there is a question whether having multiple reference frames 
available does more harm than good for the top layer. Table 10 shows the results of 
using a single reference frame for the top layer. The average result is a loss in coding 
gain, suggesting that this method decreases performance. Looking at the individual 
results per sequence, there are however small gains to be had in some cases. This 
suggests that the strategy of blocking the reference frame selection for some pictures 
might be beneficial.  

A major part of the average coding loss comes from BQSquare and BQTerrace. Both 
these sequences feature slow camera movement panning over areas of very low motion. 
Having a high quality reference picture slightly further off in time instead of a lower 
quality reference picture from the fourth layer, which is the case for pictures in the top 
layer, has a significant effect on the performance in these cases. The high quality picture 
contains virtually the same picture elements since there is almost no motion, and is 
therefore a better reference picture even though it is further off in display order. 

An effect of blocking the reference frame selection is that the encoding process for 
those pictures gets quicker, since only motion vectors for a single reference picture are 
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evaluated. The pictures in the top layer are however the least time consuming to encode, 
so the gain in encoding time for the whole sequence is quite modest and lies in the 
region of two to four percent. 

Table 10. Average BD-rate [%] for multiple reference frames except in the top layer, 
versus multiple reference frames for all layers. GOP size 32. 

Video sequence Y Cb Cr 
BQSquare_416x240_60 3,63 -0,03 0,59 
RaceHorses_416x240_30 -0,14 0,07 -0,01 
BasketballPass_416x240_50 -0,12 0,05 -0,08 
BlowingBubbles_416x240_50 0,02 -0,06 0,07 
BQMall_832x480_60 0,00 0,19 0,08 
PartyScene_832x480_50 0,79 -0,02 -0,03 
RaceHorses_832x480_30 0,35 0,37 -0,12 
BasketballDrill_832x480_50 -0,09 -1,20 -1,28 
Kimono1_1920x1080_24 -0,14 0,04 0,06 
ParkScene_1920x1080_24 -0,01 0,11 0,15 
Cactus_1920x1080_50 0,39 0,53 0,23 
BQTerrace_1920x1080_60 2,11 1,48 0,53 
BasketballDrive_1920x1080_50 0,26 0,16 0,37 
Traffic_2560x1600_30_crop2 0,69 1,75 1,34 
PeopleOnStreet_2560x1600_30_crop 0,00 -0,09 -0,03 
Average: 0.52 0.22 0.12 
 

4.2.5 Individual disabling of multiple reference frames  

Based on the results of the previous test, where a harsh blocking approach proved to be 
beneficial in some cases, a slightly more refined reference blocking strategy is tested. 
The idea is to avoid the big loss in coding performance for the panning sequences, while 
retaining or increasing the gains achieved for some sequences in the previous test. This 
is done by basing the blocking on the reference frame selection made by neighboring 
frames in lower hierarchical layers. Tests were run with the blocking functionality 
active for the top one, two, or three hierarchical layers in the case of GOP size 32, and 
for the top layer in the case of GOP size 16. A range of values denoting the limit for the 
blocking to be activated for an individual picture were also tested. Table 11 shows the 
results for GOP size 32 with the individual blocking functionality active for the two 
highest hierarchical layers, and the limit set to the number of inter-coded PUs divided 
by 30. It was the setting that showed the best overall performance, although the gains 
are modest. The method does limit the damage done to BQSquare and BQTerrace seen 
in the previous test, and keeps or increases most of the other gains. There is a (small) 
average gain in encoding performance, and it has a positive effect on the encoding 
duration. The encoding times are two to five percent faster for most sequences, though 
Traffic and BasketBallDrive show an increase in encoding time of eight and four 
percent, respectively. The encoding times are however estimates, since the encoding 
speed varies depending on factors such as the performance of the virtual machine 
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executing the encoding task. The virtual machine is chosen randomly from a server 
cluster for each encoding task, which means that variations in encoding times are 
expected. 

By raising the limit on the number of PUs that have to use a reference other than the 
first, higher gains were obtained in some sequences, but other sequences then suffered a 
larger loss in performance. This suggests that the tested method of blocking individual 
frames is unsuccessful in blocking the correct frames, since the results with a raised 
limit show that it is possible to get larger gains in some cases by using a blocking 
approach. A more advanced algorithm that more accurately evaluates the cost and gain 
of using a particular reference picture might be needed to achieve those gains, but such 
an algorithm would also result in a longer encoding duration. On the positive side, the 
tested method does deliver a small average encoding performance gain, and at the same 
time shortens the average encoding time. 

Table 11. Average BD-rate [% for the individual blocking method, compared to 
multiple reference frames for all layers. GOP size 32. 

Video sequence Y Cb Cr 
BQSquare_416x240_60 0,01 -0,02 -0,02 
RaceHorses_416x240_30 -0,06 0,01 -0,09 
BasketballPass_416x240_50 -0,10 -0,05 -0,17 
BlowingBubbles_416x240_50 -0,01 0,00 0,00 
BQMall_832x480_60 -0,10 0,01 -0,13 
PartyScene_832x480_50 0,00 0,00 0,00 
RaceHorses_832x480_30 0,01 0,06 0,05 
BasketballDrill_832x480_50 0,00 0,00 0,00 
Kimono1_1920x1080_24 -0,17 0,06 0,08 
ParkScene_1920x1080_24 -0,04 0,04 0,06 
Cactus_1920x1080_50 0,00 0,00 0,01 
BQTerrace_1920x1080_60 0,03 0,01 0,04 
BasketballDrive_1920x1080_50 -0,01 -0,17 0,10 
Traffic_2560x1600_30_crop2 0,02 0,03 0,02 
PeopleOnStreet_2560x1600_30_crop 0,00 0,00 0,00 
Average: -0.03 -0.00 -0.00 
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5. Concluding discussion 
There are a few things to consider when analyzing the obtained results. All the changes 
in performance are measured using the PSNR metric. Although PSNR is a metric that is 
accepted in the field, it does not fully represent subjective performance improvements 
seen by the human eye. During the testing, this was especially considered for GOP size 
32, where the QP value fluctuates greatly between pictures. There was a concern that 
this variation in QP values would show in different ways in the video, such as motion 
blur or other irregularities. Visual inspection of randomly chosen video sequences did 
however show no such things. On the contrary, when comparing GOP size 32 to a 
smaller GOP size with similar PSNR values, GOP size 32 often appeared to have a 
higher grade of visual detail. This was especially the case in low motion scenes. More 
extensive subjective testing is however needed to confirm this.  

A second thing to consider has to do with the design of C65. C65 uses a motion vector 
search that bases the size of its search area on how far away the reference picture is in 
display order. The initial size of the search area is multiplied by the distance between 
the current picture and the reference picture. This is to account for the fact that objects 
in the video have moved further when the reference is further off in time, which makes 
it harder to guess where they are in the reference picture. This effectively means that the 
algorithm is allowed to search in a bigger area for the best motion vector, especially for 
pictures in the lower hierarchical layers where display order distances are long. There is 
a possibility that this has a positive effect on the results for larger GOP sizes, and gives 
them an advantage. For this to be the case however, the motion vector search of smaller 
GOP sizes has to be failing significantly in locating their search area to the correct 
section of the picture, and thereby failing to find the correct motion vectors. Tests were 
run with a vastly expanded search area for GOP size 4, rendering a 400 percent increase 
in encoding time, with a resulting BD-rate of -0.2 percent. This indicates that the motion 
vector search is working as it should for smaller GOP sizes as well.  

A matter that is related to the behavior of the motion vector search, and only has been 
briefly mentioned in the discussion, is the encoding duration. The encoding duration in 
C65 grows for every increase in GOP size, and is 115 percent longer on average for 
GOP size 32 than GOP size 4 when single referencing is used. A major part, if not all, 
of the increase in duration is believed to be due to the larger search area explained in the 
previous paragraph. This is a drawback of using a larger GOP size when the motion 
vector search is designed as it is in C65. If encoding speed is of importance, a smarter 
algorithm for locating the correct search area is needed for larger GOP sizes to be an 
option. 

The study does however show that larger GOP sizes up to 32 pictures are beneficial for 
all tested video characteristics. This indicates that there is no need for an adaptive GOP 
sizing, since it appears to bring no performance gain for the types of videos tested. A 
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fully hierarchical coding structure is superior to flattened structures in all tested cases, 
which confirms the advantage of a hierarchical coding structure. Furthermore, the 
advantage of larger GOP sizes is unaffected by a multiple reference frame selection 
method.  
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Appendix A: Detailed results 

x.265 Multiple reference frames 

Average BD-rate [%] for GOP size 1 compared to GOP size 4 

Video sequence Y Cb Cr 
BQSquare_416x240_60 80,56 129,66 136,70 
RaceHorses_416x240_30 9,77 16,16 19,49 
BasketballPass_416x240_50 13,99 22,26 19,43 
BlowingBubbles_416x240_50 38,78 51,88 55,71 
BQMall_832x480_60 26,32 33,21 34,71 
PartyScene_832x480_50 37,89 51,24 53,47 
RaceHorses_832x480_30 9,68 19,19 20,05 
BasketballDrill_832x480_50 21,29 25,37 26,92 
Kimono1_1920x1080_24 19,94 28,14 28,17 
ParkScene_1920x1080_24 31,12 41,01 45,28 
Cactus_1920x1080_50 28,03 33,05 42,19 
BQTerrace_1920x1080_60 57,56 91,35 100,31 
BasketballDrive_1920x1080_50 17,62 28,93 27,47 
Traffic_2560x1600_30_crop2 35,01 37,62 43,53 
PeopleOnStreet_2560x1600_30_crop 7,33 19,51 18,69 
 

Average BD-rate [%] for GOP size 2 compared to GOP size 4 

Video sequence Y Cb Cr 
BQSquare_416x240_60 21,06 27,18 28,27 
RaceHorses_416x240_30 1,58 2,72 3,78 
BasketballPass_416x240_50 2,47 3,88 3,08 
BlowingBubbles_416x240_50 9,89 14,73 15,09 
BQMall_832x480_60 7,31 8,62 9,78 
PartyScene_832x480_50 7,57 10,96 12,01 
RaceHorses_832x480_30 2,68 4,07 3,94 
BasketballDrill_832x480_50 4,54 4,45 4,29 
Kimono1_1920x1080_24 5,66 7,85 7,64 
ParkScene_1920x1080_24 9,10 11,56 11,91 
Cactus_1920x1080_50 8,26 9,46 11,45 
BQTerrace_1920x1080_60 24,01 25,04 26,18 
BasketballDrive_1920x1080_50 5,57 7,68 7,07 
Traffic_2560x1600_30_crop2 11,58 11,54 13,00 
PeopleOnStreet_2560x1600_30_crop 1,34 3,34 3,16 
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Average BD-rate [%] for GOP size 8 compared to GOP size 4 

Video sequence Y Cb Cr 
BQSquare_416x240_60 -0,37 -6,82 -12,69 
RaceHorses_416x240_30 7,78 7,56 8,52 
BasketballPass_416x240_50 8,70 8,58 10,16 
BlowingBubbles_416x240_50 3,31 -1,23 -3,12 
BQMall_832x480_60 6,29 2,16 2,49 
PartyScene_832x480_50 3,02 0,03 0,80 
RaceHorses_832x480_30 7,13 8,09 9,00 
BasketballDrill_832x480_50 -1,25 -0,96 1,41 
Kimono1_1920x1080_24 10,29 8,18 7,31 
ParkScene_1920x1080_24 5,08 1,79 1,22 
Cactus_1920x1080_50 7,60 5,72 4,02 
BQTerrace_1920x1080_60 1,09 -7,83 -6,32 
BasketballDrive_1920x1080_50 7,82 6,80 7,54 
Traffic_2560x1600_30_crop2 2,21 -0,02 -0,89 
PeopleOnStreet_2560x1600_30_crop 6,91 7,15 6,55 
 

Average BD-rate [%] for GOP size 16 compared to GOP size 4 

Video sequence Y Cb Cr 
BQSquare_416x240_60 18,10 4,59 -3,97 
RaceHorses_416x240_30 27,20 29,75 31,86 
BasketballPass_416x240_50 25,24 28,59 29,82 
BlowingBubbles_416x240_50 18,99 10,75 9,12 
BQMall_832x480_60 25,76 19,47 20,12 
PartyScene_832x480_50 15,34 11,10 12,34 
RaceHorses_832x480_30 24,32 29,34 32,17 
BasketballDrill_832x480_50 4,91 8,06 13,72 
Kimono1_1920x1080_24 30,66 28,30 26,62 
ParkScene_1920x1080_24 24,30 17,93 16,25 
Cactus_1920x1080_50 27,94 24,68 21,90 
BQTerrace_1920x1080_60 14,08 0,69 2,37 
BasketballDrive_1920x1080_50 24,83 24,78 24,88 
Traffic_2560x1600_30_crop2 17,05 12,14 10,45 
PeopleOnStreet_2560x1600_30_crop 20,01 25,48 23,31 
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Average BD-rate [%] for Adaptive GOP sizing compared to GOP size 4 

Video sequence Y Cb Cr 
BQSquare_416x240_60 -0,76 -3,05 -3,54 
RaceHorses_416x240_30 -0,18 -0,81 -0,26 
BasketballPass_416x240_50 0,35 0,35 0,10 
BlowingBubbles_416x240_50 -0,37 -1,17 -0,28 
BQMall_832x480_60 0,67 0,36 0,94 
PartyScene_832x480_50 -0,41 -0,67 -0,53 
RaceHorses_832x480_30 0,57 0,52 0,33 
BasketballDrill_832x480_50 -0,22 -0,15 0,22 
Kimono1_1920x1080_24 3,59 2,36 2,24 
ParkScene_1920x1080_24 0,89 -0,25 -0,47 
Cactus_1920x1080_50 2,16 1,19 0,62 
BQTerrace_1920x1080_60 3,04 -5,56 -5,66 
BasketballDrive_1920x1080_50 1,34 1,28 1,11 
Traffic_2560x1600_30_crop2 0,63 -1,08 -1,86 
PeopleOnStreet_2560x1600_30_crop 0,03 -0,04 -0,09 
	

x.265 Multiple reference frames compared to single 

Average BD-rate [%] for GOP size 4 

Video sequence Y Cb Cr 
BQSquare_416x240_60 -21,19 -27,49 -25,28 
RaceHorses_416x240_30 -3,24 -3,41 -4,34 
BasketballPass_416x240_50 -1,97 -2,85 -1,96 
BlowingBubbles_416x240_50 -6,37 -8,38 -7,99 
BQMall_832x480_60 -3,43 -3,19 -3,19 
PartyScene_832x480_50 -9,84 -9,61 -10,27 
RaceHorses_832x480_30 -5,19 -5,87 -6,16 
BasketballDrill_832x480_50 -9,28 -10,94 -13,81 
Kimono1_1920x1080_24 -1,28 -1,59 -1,74 
ParkScene_1920x1080_24 -4,81 -5,07 -5,49 
Cactus_1920x1080_50 -8,72 -9,12 -9,70 
BQTerrace_1920x1080_60 -21,85 -21,15 -21,36 
BasketballDrive_1920x1080_50 -2,82 -3,19 -2,99 
Traffic_2560x1600_30_crop2 -9,67 -9,12 -9,81 
PeopleOnStreet_2560x1600_30_crop -3,28 -5,83 -5,65 
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Average BD-rate [%] for GOP size 8 

Video sequence Y Cb Cr 
BQSquare_416x240_60 -13,44 -14,49 -15,74 
RaceHorses_416x240_30 -2,40 -2,84 -2,48 
BasketballPass_416x240_50 -1,90 -2,65 -2,11 
BlowingBubbles_416x240_50 -4,72 -6,46 -6,75 
BQMall_832x480_60 -3,83 -4,49 -4,58 
PartyScene_832x480_50 -7,28 -6,88 -7,04 
RaceHorses_832x480_30 -4,03 -4,91 -4,43 
BasketballDrill_832x480_50 -13,10 -14,82 -15,60 
Kimono1_1920x1080_24 -1,10 -1,78 -2,19 
ParkScene_1920x1080_24 -3,47 -3,94 -4,37 
Cactus_1920x1080_50 -8,62 -8,29 -8,46 
BQTerrace_1920x1080_60 -16,83 -17,28 -15,14 
BasketballDrive_1920x1080_50 -1,56 -2,06 -1,75 
Traffic_2560x1600_30_crop2 -8,11 -8,11 -7,88 
PeopleOnStreet_2560x1600_30_crop -3,44 -6,28 -6,20 
	

Average BD-rate [%] for GOP size 16 

Video sequence Y Cb Cr 
BQSquare_416x240_60 -5,96 -5,21 -7,81 
RaceHorses_416x240_30 -1,55 -1,92 -2,21 
BasketballPass_416x240_50 -1,86 -2,25 -2,05 
BlowingBubbles_416x240_50 -3,02 -4,89 -3,92 
BQMall_832x480_60 -3,88 -4,71 -5,67 
PartyScene_832x480_50 -4,59 -4,66 -4,15 
RaceHorses_832x480_30 -2,24 -2,68 -2,17 
BasketballDrill_832x480_50 -15,32 -13,96 -13,33 
Kimono1_1920x1080_24 -0,55 -0,83 -1,42 
ParkScene_1920x1080_24 -1,87 -2,78 -3,01 
Cactus_1920x1080_50 -7,93 -7,41 -7,74 
BQTerrace_1920x1080_60 -11,21 -11,59 -10,25 
BasketballDrive_1920x1080_50 -0,70 -0,97 -1,25 
Traffic_2560x1600_30_crop2 -6,70 -6,78 -7,19 
PeopleOnStreet_2560x1600_30_crop -3,24 -5,14 -5,55 
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C65 Single reference frames 

Average BD-rate [%] for GOP size 1 compared to GOP size 4 

Video sequence Y Cb Cr 
BQSquare_416x240_60 111,62 262,69 264,35 
RaceHorses_416x240_30 19,20 42,07 45,71 
BasketballPass_416x240_50 33,46 63,39 43,03 
BlowingBubbles_416x240_50 69,07 106,62 115,42 
BQMall_832x480_60 44,30 90,27 84,11 
PartyScene_832x480_50 75,96 123,54 128,73 
RaceHorses_832x480_30 12,86 44,16 46,95 
BasketballDrill_832x480_50 53,86 76,27 73,98 
Kimono1_1920x1080_24 22,64 33,91 47,14 
ParkScene_1920x1080_24 44,61 80,99 91,97 
Cactus_1920x1080_50 22,15 32,22 60,33 
BQTerrace_1920x1080_60 27,14 168,35 239,40 
BasketballDrive_1920x1080_50 20,16 46,66 38,92 
Traffic_2560x1600_30_crop2 45,74 69,36 92,58 
PeopleOnStreet_2560x1600_30_crop 10,75 47,71 50,10 
	

Average BD-rate [%] for GOP size 2 compared to GOP size 4 

Video sequence Y Cb Cr 
BQSquare_416x240_60 36,03 74,77 76,29 
RaceHorses_416x240_30 6,47 12,35 12,13 
BasketballPass_416x240_50 8,64 17,01 11,08 
BlowingBubbles_416x240_50 22,72 40,36 44,13 
BQMall_832x480_60 13,39 28,81 27,68 
PartyScene_832x480_50 24,73 41,33 43,65 
RaceHorses_832x480_30 3,63 10,66 11,69 
BasketballDrill_832x480_50 16,80 22,07 20,61 
Kimono1_1920x1080_24 6,69 11,43 14,81 
ParkScene_1920x1080_24 14,83 26,40 29,99 
Cactus_1920x1080_50 7,73 14,63 22,63 
BQTerrace_1920x1080_60 12,41 52,03 77,72 
BasketballDrive_1920x1080_50 7,31 16,15 12,80 
Traffic_2560x1600_30_crop2 17,21 27,15 36,17 
PeopleOnStreet_2560x1600_30_crop 5,32 16,42 15,47 
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Average BD-rate [%] for GOP size 8 compared to GOP size 4 

Video sequence Y Cb Cr 
BQSquare_416x240_60 -18,04 -37,26 -37,92 
RaceHorses_416x240_30 -3,95 -6,81 -6,45 
BasketballPass_416x240_50 -4,38 -6,86 -3,82 
BlowingBubbles_416x240_50 -11,74 -21,22 -24,55 
BQMall_832x480_60 -7,71 -18,52 -18,17 
PartyScene_832x480_50 -14,01 -23,74 -24,18 
RaceHorses_832x480_30 -4,00 -10,31 -9,53 
BasketballDrill_832x480_50 -11,63 -14,62 -14,39 
Kimono1_1920x1080_24 -5,92 -14,00 -15,74 
ParkScene_1920x1080_24 -9,68 -19,02 -22,84 
Cactus_1920x1080_50 -3,29 -13,11 -17,18 
BQTerrace_1920x1080_60 -9,27 -32,36 -29,41 
BasketballDrive_1920x1080_50 -6,83 -14,46 -13,35 
Traffic_2560x1600_30_crop2 -8,92 -13,05 -19,81 
PeopleOnStreet_2560x1600_30_crop -0,55 -7,30 -8,95 
	

Average BD-rate [%] for GOP size 16 compared to GOP size 4 

Video sequence Y Cb Cr 
BQSquare_416x240_60 -25,15 -55,58 -57,06 
RaceHorses_416x240_30 -5,28 -9,19 -7,96 
BasketballPass_416x240_50 -6,09 -8,37 -3,84 
BlowingBubbles_416x240_50 -16,73 -31,92 -36,10 
BQMall_832x480_60 -11,44 -27,66 -27,31 
PartyScene_832x480_50 -20,74 -34,20 -35,30 
RaceHorses_832x480_30 -5,76 -13,85 -13,13 
BasketballDrill_832x480_50 -20,50 -24,23 -24,42 
Kimono1_1920x1080_24 -6,36 -12,50 -17,42 
ParkScene_1920x1080_24 -13,36 -27,13 -33,88 
Cactus_1920x1080_50 -5,01 -16,98 -23,20 
BQTerrace_1920x1080_60 -15,95 -47,06 -51,85 
BasketballDrive_1920x1080_50 -7,92 -16,87 -14,93 
Traffic_2560x1600_30_crop2 -14,96 -22,00 -32,51 
PeopleOnStreet_2560x1600_30_crop -2,11 -11,13 -13,11 
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Average BD-rate [%] for GOP size 32 compared to GOP size 4 

Video sequence Y Cb Cr 
BQSquare_416x240_60 -27,82 -63,63 -66,09 
RaceHorses_416x240_30 -5,62 -9,18 -8,31 
BasketballPass_416x240_50 -7,26 -8,89 -4,13 
BlowingBubbles_416x240_50 -18,97 -35,98 -40,97 
BQMall_832x480_60 -12,62 -31,43 -31,25 
PartyScene_832x480_50 -23,28 -38,88 -40,79 
RaceHorses_832x480_30 -5,50 -12,10 -11,56 
BasketballDrill_832x480_50 -26,51 -29,00 -29,18 
Kimono1_1920x1080_24 -7,48 -14,05 -19,64 
ParkScene_1920x1080_24 -15,39 -30,68 -39,26 
Cactus_1920x1080_50 -7,90 -21,07 -27,84 
BQTerrace_1920x1080_60 -19,22 -57,75 -63,83 
BasketballDrive_1920x1080_50 -9,08 -18,60 -16,09 
Traffic_2560x1600_30_crop2 -18,68 -25,42 -38,58 
PeopleOnStreet_2560x1600_30_crop -3,23 -13,29 -15,50 
	

C65 GOP size 32 flattened hierarchy 

Average BD-rate [%] for 3 layers compared to full hierarchy 

Video sequence Y Cb Cr 
BQSquare_416x240_60 29,00 -10,19 -13,62 
RaceHorses_416x240_30 43,88 38,47 41,39 
BasketballPass_416x240_50 42,98 39,63 42,95 
BlowingBubbles_416x240_50 39,93 14,26 10,57 
BQMall_832x480_60 56,17 27,35 30,13 
PartyScene_832x480_50 28,52 9,06 9,93 
RaceHorses_832x480_30 38,40 33,19 37,11 
BasketballDrill_832x480_50 27,55 32,90 31,95 
Kimono1_1920x1080_24 61,74 51,68 36,39 
ParkScene_1920x1080_24 55,17 26,67 12,41 
Cactus_1920x1080_50 73,21 58,26 39,01 
BQTerrace_1920x1080_60 32,70 -12,38 -18,85 
BasketballDrive_1920x1080_50 49,99 35,24 39,76 
Traffic_2560x1600_30_crop2 40,75 15,20 8,24 
PeopleOnStreet_2560x1600_30_crop 34,32 28,32 24,93 
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Average BD-rate [%] for 5 layers compared to full hierarchy 

Video sequence Y Cb Cr 
BQSquare_416x240_60 4,46 -2,01 -3,80 
RaceHorses_416x240_30 6,49 4,04 4,37 
BasketballPass_416x240_50 8,53 4,73 6,76 
BlowingBubbles_416x240_50 7,22 1,81 1,67 
BQMall_832x480_60 8,40 2,99 3,38 
PartyScene_832x480_50 5,74 0,78 1,10 
RaceHorses_832x480_30 5,51 3,15 3,89 
BasketballDrill_832x480_50 5,81 4,73 5,73 
Kimono1_1920x1080_24 12,20 13,48 9,56 
ParkScene_1920x1080_24 9,28 3,61 1,59 
Cactus_1920x1080_50 12,60 8,89 7,41 
BQTerrace_1920x1080_60 5,34 -3,56 -11,10 
BasketballDrive_1920x1080_50 9,76 7,56 8,67 
Traffic_2560x1600_30_crop2 5,54 0,87 -0,15 
PeopleOnStreet_2560x1600_30_crop 6,11 3,70 3,05 
	

Average BD-rate [%] for 5 layers with top layer referencing allowed compared to 
full hierarchy 

Video sequence Y Cb Cr 
BQSquare_416x240_60 10,77 5,10 3,98 
RaceHorses_416x240_30 1,41 2,31 2,18 
BasketballPass_416x240_50 2,53 2,21 2,90 
BlowingBubbles_416x240_50 4,00 2,59 2,44 
BQMall_832x480_60 3,45 2,33 2,90 
PartyScene_832x480_50 4,87 3,04 3,15 
RaceHorses_832x480_30 1,37 1,85 2,18 
BasketballDrill_832x480_50 1,71 2,24 2,49 
Kimono1_1920x1080_24 3,32 4,25 4,20 
ParkScene_1920x1080_24 3,08 2,86 3,10 
Cactus_1920x1080_50 3,64 2,98 3,22 
BQTerrace_1920x1080_60 2,63 3,26 0,48 
BasketballDrive_1920x1080_50 2,62 2,80 3,14 
Traffic_2560x1600_30_crop2 3,74 4,52 3,50 
PeopleOnStreet_2560x1600_30_crop 3,22 0,99 -0,46 
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C65 Multiple reference frames 

Average BD-rate [%] for GOP size 4 with multiple reference frames compared to 
single 

Video sequence Y Cb Cr 
BQSquare_416x240_60 -16,41 -17,04 -17,23 
RaceHorses_416x240_30 -2,67 -3,07 -3,11 
BasketballPass_416x240_50 -1,51 -2,19 -1,66 
BlowingBubbles_416x240_50 -6,15 -6,56 -7,29 
BQMall_832x480_60 -4,17 -3,92 -2,84 
PartyScene_832x480_50 -10,14 -11,03 -10,79 
RaceHorses_832x480_30 -4,67 -4,46 -3,94 
BasketballDrill_832x480_50 -10,59 -11,92 -11,97 
Kimono1_1920x1080_24 -1,29 -1,27 -2,10 
ParkScene_1920x1080_24 -4,29 -5,56 -5,20 
Cactus_1920x1080_50 -13,71 -14,91 -12,33 
BQTerrace_1920x1080_60 -23,41 -18,42 -19,23 
BasketballDrive_1920x1080_50 -2,70 -2,14 -3,03 
Traffic_2560x1600_30_crop2 -10,35 -11,98 -10,97 
PeopleOnStreet_2560x1600_30_crop -2,99 -3,48 -3,70 
	

Average BD-rate [%] for GOP size 8 with multiple reference frames compared to 
single 

Video sequence Y Cb Cr 
BQSquare_416x240_60 -10,17 -6,83 -8,48 
RaceHorses_416x240_30 -1,97 -2,01 -2,02 
BasketballPass_416x240_50 -1,32 -1,74 -1,64 
BlowingBubbles_416x240_50 -3,83 -4,02 -4,12 
BQMall_832x480_60 -3,44 -3,49 -2,64 
PartyScene_832x480_50 -6,55 -5,83 -5,59 
RaceHorses_832x480_30 -3,31 -3,47 -3,16 
BasketballDrill_832x480_50 -9,47 -9,35 -8,91 
Kimono1_1920x1080_24 -1,10 -1,51 -1,36 
ParkScene_1920x1080_24 -3,41 -3,92 -3,66 
Cactus_1920x1080_50 -13,90 -13,52 -10,20 
BQTerrace_1920x1080_60 -16,81 -11,41 -13,67 
BasketballDrive_1920x1080_50 -2,11 -2,22 -2,11 
Traffic_2560x1600_30_crop2 -8,00 -9,24 -7,86 
PeopleOnStreet_2560x1600_30_crop -2,45 -3,36 -3,48 
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Average BD-rate [%] for GOP size 16 with multiple reference frames compared to 
single 

Video sequence Y Cb Cr 
BQSquare_416x240_60 -10,31 -3,68 -4,85 
RaceHorses_416x240_30 -1,31 -1,43 -1,86 
BasketballPass_416x240_50 -1,85 -2,70 -1,87 
BlowingBubbles_416x240_50 -3,21 -3,35 -3,21 
BQMall_832x480_60 -3,74 -4,51 -3,71 
PartyScene_832x480_50 -6,61 -5,29 -5,13 
RaceHorses_832x480_30 -2,57 -2,84 -2,50 
BasketballDrill_832x480_50 -13,92 -13,32 -11,88 
Kimono1_1920x1080_24 -0,52 -1,32 -1,19 
ParkScene_1920x1080_24 -2,37 -3,08 -2,30 
Cactus_1920x1080_50 -14,05 -15,08 -11,07 
BQTerrace_1920x1080_60 -15,40 -9,96 -12,09 
BasketballDrive_1920x1080_50 -1,59 -2,28 -1,59 
Traffic_2560x1600_30_crop2 -7,98 -11,05 -9,43 
PeopleOnStreet_2560x1600_30_crop -2,90 -3,93 -4,32 
	

Average BD-rate [%] for GOP size 32 with multiple reference frames compared to 
single 

Video sequence Y Cb Cr 
BQSquare_416x240_60 -9,32 -3,55 -3,45 
RaceHorses_416x240_30 -1,01 -1,58 -1,80 
BasketballPass_416x240_50 -2,10 -2,58 -2,17 
BlowingBubbles_416x240_50 -2,66 -2,60 -2,86 
BQMall_832x480_60 -3,30 -4,67 -3,99 
PartyScene_832x480_50 -5,84 -4,80 -4,52 
RaceHorses_832x480_30 -2,06 -2,36 -2,15 
BasketballDrill_832x480_50 -14,54 -13,90 -12,41 
Kimono1_1920x1080_24 -0,09 -0,80 -0,65 
ParkScene_1920x1080_24 -1,70 -2,64 -2,30 
Cactus_1920x1080_50 -13,08 -14,67 -10,64 
BQTerrace_1920x1080_60 -12,74 -9,38 -11,09 
BasketballDrive_1920x1080_50 -1,19 -1,58 -1,56 
Traffic_2560x1600_30_crop2 -6,95 -11,65 -9,73 
PeopleOnStreet_2560x1600_30_crop -2,77 -3,76 -4,32 
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Average BD-rate [%] for GOP size 8 compared to GOP size 4 

Video sequence Y Cb Cr 
BQSquare_416x240_60 -11,60 -29,92 -31,61 
RaceHorses_416x240_30 -3,25 -5,77 -5,39 
BasketballPass_416x240_50 -4,20 -6,41 -3,79 
BlowingBubbles_416x240_50 -9,46 -19,08 -22,13 
BQMall_832x480_60 -6,93 -17,82 -17,79 
PartyScene_832x480_50 -10,49 -19,28 -19,88 
RaceHorses_832x480_30 -2,57 -9,26 -8,74 
BasketballDrill_832x480_50 -10,48 -12,02 -11,40 
Kimono1_1920x1080_24 -5,73 -13,99 -15,13 
ParkScene_1920x1080_24 -8,77 -17,52 -21,55 
Cactus_1920x1080_50 -2,90 -10,24 -14,29 
BQTerrace_1920x1080_60 -1,38 -25,88 -24,21 
BasketballDrive_1920x1080_50 -6,20 -14,24 -12,47 
Traffic_2560x1600_30_crop2 -6,16 -9,50 -16,18 
PeopleOnStreet_2560x1600_30_crop -0,07 -7,03 -8,52 
	

Average BD-rate [%] for GOP size 16 compared to GOP size 4 

Video sequence Y Cb Cr 
BQSquare_416x240_60 -19,02 -48,76 -50,65 
RaceHorses_416x240_30 -3,95 -7,63 -6,74 
BasketballPass_416x240_50 -6,41 -8,73 -4,04 
BlowingBubbles_416x240_50 -13,95 -29,52 -33,38 
BQMall_832x480_60 -10,97 -27,59 -27,69 
PartyScene_832x480_50 -17,41 -29,87 -31,26 
RaceHorses_832x480_30 -3,61 -12,22 -11,74 
BasketballDrill_832x480_50 -23,36 -25,21 -24,33 
Kimono1_1920x1080_24 -5,71 -12,50 -16,79 
ParkScene_1920x1080_24 -11,60 -25,15 -31,77 
Cactus_1920x1080_50 -4,83 -15,35 -21,12 
BQTerrace_1920x1080_60 -5,41 -40,79 -46,75 
BasketballDrive_1920x1080_50 -6,97 -16,67 -13,70 
Traffic_2560x1600_30_crop2 -12,15 -19,44 -30,01 
PeopleOnStreet_2560x1600_30_crop -2,09 -11,26 -13,28 
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Average BD-rate [%] for GOP size 32 compared to GOP size 4 

Video sequence Y Cb Cr 
BQSquare_416x240_60 -20,88 -58,02 -60,19 
RaceHorses_416x240_30 -4,01 -7,75 -7,02 
BasketballPass_416x240_50 -7,82 -9,17 -4,61 
BlowingBubbles_416x240_50 -15,74 -33,17 -38,22 
BQMall_832x480_60 -11,84 -31,41 -31,69 
PartyScene_832x480_50 -19,34 -34,41 -36,66 
RaceHorses_832x480_30 -2,86 -10,10 -9,86 
BasketballDrill_832x480_50 -29,61 -30,22 -29,44 
Kimono1_1920x1080_24 -6,48 -13,62 -18,54 
ParkScene_1920x1080_24 -13,11 -28,47 -37,27 
Cactus_1920x1080_50 -6,68 -18,65 -25,40 
BQTerrace_1920x1080_60 -6,00 -52,11 -59,04 
BasketballDrive_1920x1080_50 -7,81 -17,92 -14,84 
Traffic_2560x1600_30_crop2 -15,01 -22,84 -36,09 
PeopleOnStreet_2560x1600_30_crop -3,08 -13,14 -15,53 
	

Average BD-rate [%] for x.265 adaptive GOP sizing compared to C65 GOP size 4 

Video sequence Y Cb Cr 
BQSquare_416x240_60 -4,87 43,61 36,72 
RaceHorses_416x240_30 -0,80 18,78 15,64 
BasketballPass_416x240_50 8,32 26,79 14,70 
BlowingBubbles_416x240_50 5,29 27,32 31,75 
BQMall_832x480_60 1,98 26,94 16,27 
PartyScene_832x480_50 11,02 40,47 37,78 
RaceHorses_832x480_30 -4,85 16,91 9,61 
BasketballDrill_832x480_50 24,74 30,56 19,46 
Kimono1_1920x1080_24 -1,61 -2,11 10,21 
ParkScene_1920x1080_24 4,97 28,05 28,96 
Cactus_1920x1080_50 -2,39 5,63 7,60 
BQTerrace_1920x1080_60 -23,88 23,71 21,09 
BasketballDrive_1920x1080_50 -5,52 -9,81 -10,93 
Traffic_2560x1600_30_crop2 -2,75 18,15 18,53 
PeopleOnStreet_2560x1600_30_crop -2,54 21,01 21,06 
	

	

	

 

 


