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Abstract

This thesis aims to provide a thorough discussion on the early ARCH-
type models, including a brief background with volatility clustering, kur-
tosis, skewness of financial time series. In-sample fit of the widely used
GARCH(1,1) is discussed using both standard model evaluation criteria
and simulated values from estimated models. A rolling scheme out-of sam-
ple forecast is evaluated using several different loss-functions and R2 from
the Mincer-Zarnowitz regression, with daily realized volatility constructed
using five minute intra-daily squared returns to proxy the true volatility.

Keywords: ARCH, GARCH, Volatility clustering, fat tail, forecasting,
intra-daily returns
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1 Introduction

Ever since the first of many Autoregressive Conditional Heteroskedastic (ARCH) models
was presented, see Engle (1982), fitting models to describe conditional heteroskedasticity
has been a widely discussed topic. The main reason for this is the fact that up to
that point, many of the conventional time series and models used in finance assumed a
constant standard deviation in asset returns, see Black and Scholes (1973). Although the
ideas of volatility clustering was presented at an early stage, by Mandelbrot (1963) and
Fama (1965), it is not until the last few decades that econometricians have been able to
utilize the dependencies in the conditional variance to model volatility. In addition to the
first ARCH model, a wide range of extensions has been developed to correct drawbacks
and weaknesses for the earlier models. One of the first being a generalization of ARCH
(GARCH), see Bollerslev (1986). A few other important extensions are the exponential
GARCH (EGARCH), see Nelson (1991), the threshold GARCH (TGARCH), see Glosten,
Jagannathan, and Runkle (1993).

Although these models has been found to be useful for several time series, the appli-
cations in finance has been particularly successful, see Engle (2001). Volatility plays an
important role in measures of risk of investments. Finance-related decisions are often re-
lated to the tradeoff between risk and return, and several extensions of the ARCH model
have successfully been used in asset pricing, portfolio optimizing and building so called
value-at-risk models to help provide a picture of risks with potential investments.

The purpose of this paper is to present a clear picture of the current state of knowledge
on the topic of the theoretical framework behind the early ARCH-type models. It is also
the purpose of this paper to use real-world examples to show the importance of the models
to be able to understand why these ideas became so influential when first presented. For
the sake of being able to understand the rapid growth of similar structures based on the
same ideas, it is equally important to discuss the properties and drawbacks of the earliest
developed ARCH models.

In recent times, the focus have been shifted from developing new extensions of ARCH-
type models to making use of recent technological advanced which has introduced the
possibility to use high-frequency intra daily data (such as closing prices in five-minute
intervals) to both estimate models and evaluate forecasts. Evaluating forecasts from
GARCH-type models has been one of the most distinguished problems, casted light upon
by several authors, see for example Figlewski (1997) and Andersen and Bollerslev (1998).
In this paper, proposed methods for dealing with these problems using high-frequency
data will be briefly introduced by demonstration using five-minute intra daily data to
evaluate predictability of the GARCH(1,1) model.

2 Volatility

Statistical properties of financial time series has been a topic upon which much research
has been done in the last decades, and has led to a wide range of important findings.
Many of these serve as a solid ground upon which financial decisions are made on a daily
basis. Several of these findings are related to what in financial contexts is called volatility.
Volatility typically refers to the standard deviation of the return of an asset. Mandelbrot
(1963) and Fama (1965) found that one of the most important characteristics of volatility
is volatility clustering. Volatility tends to be big and small in periods. Large changes tend
to follow large changes, and vice versa. Another important characteristic is related to
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the unconditional distributions of returns. They tend to display heavy tails with large
excess kurtosis. In the following section, these features will be thoroughly discussed by
using the Standard & Poor’s 500 stock marked index1. The adjusted daily closing price
from March 16, 1993 through March 16, 2016 is displayed in Figure 1.

Figure 1: Adjusted Daily Closing Price S&P 500 March 16, 1993 to March 16, 2016

According to the efficient market hypothesis, an asset price cannot be forecast in such
a manner that profit is more probable than loss, i.e. the probability of losing is equal
to the probability of making a profit. If theoretically such a possibility would emerge,
the market would quickly compensate and make the return series revert to something
that resembles a white noise process. Hence, the implied model for the daily percentage
return at time t is

rt = ln

(
pt
pt−1

)
× 100 = µt + at (2.1)

where pt is the asset price and µt is the expected percentage return, both at time t. The
innovation, or shock, at has a zero mean, symmetric distribution, not serially correlated.
The return series are typically slightly autocorrelated, which can be taken care of by
introducing an ARMA model for the mean. To examine the characteristics of the return
series, such as autocorrelation, one often applies graphical tools such as Autocorrelation
Function (ACF) and Partial Autocorrelation function (PACF). What can be seen in
Figure 2 is that daily returns are in fact slightly autocorrelated, but not to the extent
that one could be confident to make profit. This is the typical situation with daily data.
The idea with volatility modelling is that even though the return series demonstrates little
serial correlation, it might still have higher order dependencies. Correlation is merely a
measure of linear dependency, and a series being serially uncorrelated does not necessarily
imply that it is independent. Several nonlinear instantaneous transformations can easily
be done at the series values, and such transformation should preserve independence, if
the series values were truly independent. That is, even though the series values might
look independent, examining transformations such as squared or absolute values might
give a hint about the existence of higher order dependencies in the data.

1Data collected from http://finance.yahoo.com.
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Figure 2: S&P 500 index percentage returns and a) ACF returns and b) PACF returns. The
blue dotted line represents a 95 % confidence band for what one could expect to be produced
by white noise. The same applies for all ACF and PACF plots throughout this paper.

Figure 3: a) ACF squared returns, b) PACF squared returns, c) ACF absolute values of
returns, d) PACF absolute values of returns

Figure 3 confirms that the ACF and PACF of both |rt| and r2t indeed demonstrate
severe serial dependency. Volatility modeling often includes also paying attention to mea-
sures related to the third and fourth moment, namely skewness and kurtosis. The presence
of skewness of the S&P 500 index in the interval of interest, defined by E(rt − µ)3/σ3

would indicate asymmetry in the conditional distribution of returns. The kurtosis, de-
fined by E(rt−µ)4/σ4, is a measure of thickness of the tail. It is often expressed as excess
kurtosis, which simply is the kurtosis that exceeds the kurtosis of a normal distribution.
The normal distribution has a kurtosis equal to 3. Table 1 summarizes these measures
of the daily returns from Standard & Poor’s 500 index.

Table 1: Descriptive statistics daily returns S&P 500 index

Obs Mean Med Min Max Std. Dev Skew Kurt JB
5793 0.03 0.06 -9.47 10.96 1.17 -0.24 8.46 17369

Sample period: 03/16/1993 - 03/16/2016
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We have strong reason to believe that returns from S&P 500 index are somewhat
negatively skewed, with a mean close to 0. It has a excess kurtosis of approximately
5.46. It has also been shown that the series has little serial correlation, but has higher
order dependencies, volatility clustering, demonstrated by looking at the ACF for two
transformations of the {at} series. These are typical characteristics for financial time
series.

Let us once again consider the model presented in (2.1). Denote the conditional mean
and conditional variance of rt given all available information at time t− 1, by Ft−1

µt = E(rt|Ft−1) σ2
t = V ar(rt|Ft−1). (2.2)

Using the fact that both µt and σ2
t are measured with respect to the set of information

we can define the process {at} as rt − µt and the conditional variance

σ2
t = V ar(rt|Ft−1) = V ar(at|Ft−1). (2.3)

The ARCH family introduced in the following sections are interested in the evolution of
σ2
t , and has been shown to perform very well for time series that possess characteristics

discussed above. The model for σ2
t will from now an onwards be denoted the volatility

equation. Also, a simple AR(2) model for µt will be denoted the mean equation, where
the number of lags has been chosen according to Akaikes information criterion, see Akaike
(1974).

µt = ω + φ1rt−1 + φ2rt−2. (2.4)

This means that instead of using the actual returns from the S&P 500 index to build a
model, the residuals from an AR(2) model will be used, which will allow for autocorre-
lation in the return series. Whether or not this proceeding actually improves the model
is a matter of discussion. It is obvious that it cannot impair the model, although some
authors have come to the conclusion that specifying a mean equation might be superflu-
ous. See for example Angelidis, Benos, and Degiannakis (2004) for a discussion of the
usefulness of a mean equation when forecasting VaR (Value at risk).

To formally test whether or not conditional heteroscedasticity, or ARCH effect as it
is usually referred to as, exists in return series, Engle (1982) proposed that one should
use the Lagrange multiplier test. To understand the test, it is informative to consider the
auxiliary regression

a2t = α0 + α1a
2
t−1 + · · ·+ αka

2
t−k + εt t = 1, 2, . . , n,

where n is the sample size, and εt the error term. We use this regression to construct a
test statistic F , which is asymptotically χ2(k) when the null hypothesis α1 = α2 = . . . =
αk = 0 is true.

F =
(SSR0 − SSR1)/k

SSR1/(n− 2k − 1)
. (2.5)

Here, SSR0 =
∑n

t=1(a
2
t − ω), SSR1 =

∑n
t=1 ε̂

2
t , denoting the sum of the least square

residuals ε̂, and ω denotes sample mean of a2t . In usual manner, the null hypothesis
will be rejected if the p-value is lower than some pre-specified significance level α, or
alternatively, bigger than the 100(1 − α) quantile of χ2

k. Given the earlier discussion of
high order dependencies, volatility clustering, in the return series of S&P 500 index, it
should not come across as a big surprise that this null-hypothesis was strongly rejected.

6



3 Autoregressive Conditional Heteroskedasticity

The very first ARCH model was developed by Engle (1982), and are built on the ideas
discussed in the previous chapter. Given that we have a return series that is serially
uncorrelated but admits higher order dependencies, such as volatility clustering, we can
define the shock as

at = σtet, (3.1)

where et is a sequence of independent and identically distributed random variables with
mean zero and variance 1. The conditional heteroskedasticity is assumed to be

σ2
t = α0 + α1a

2
t−1 + · · ·+ αpa

2
t−p = α0 +

p∑
i=1

αia
2
t−i. (3.2)

Restrictions on parameters when building a model is obviously not desirable, but since
variance cannot be negative, and the {at} series represent past shocks, the ARCH model
requires that α0 > 0 and αi ≥ 0 for i > 0. To estimate the ARCH and GARCH
models, the technique of maximum likelihood is frequently used. The maximum likelihood
estimates in the following models will then be the estimates that maximises the density
function for the ARCH och GARCH model, when the empirical data from S&P 500 index
are plugged in the places of the variables of the density function of the model. To apply
this approach, the density function of et in Equation 3.1 must be specified. If we consider
it a N(0, 1) process, and letting the parameter vector α = f(α0, α1, ... , αp)

′, then the
likelihood function L(α) of an ARCH(p) model can then be written as

f(norm)(a1, a2, ... , aT |α) = f(aT |FT−1)f(aT−1|FT−2) · · · f(ap+1|Fp)f(a1, ... , ap|α)

=
T∏

t=p+1

1√
2πσ2

t

exp

(
− a2t

2σ2
t

)
f(a1, ... , ap|α).

Since f(a1, · · · , ap|α), which is the joint probability density function of a1, ..., am, is com-
plicated it is usually dropped from the prior likelihood function, see Tsay (2010), which
means that we will instead be using the conditional likelihood function f(ap+1, ... , aT |α, a1, ... , ap).
Maximizing it’s logarithm we achieve the following log-likelihood function

−1

2

T∑
t=p+1

[
ln(σ2

t ) +
a2t
σ2
t

]
. (3.3)

In the case of an AR(2) for the mean equation and a GARCH(1, 1) for the volatility
equation, that is, µt = ω+φ1rt−1 +φ2rt−2, and σ2

t = α0 +α1a
2
t−1 +β1σ

2
t−1, the parameter

vector α = (ω, φ1, φ2, α0, α1, β1)
′. After this estimation, we should turn our focus to

the standardized residuals of the model,

ê =
(rt − µ̂t)

σ̂t
, (3.4)

where µ̂t and σ̂t are the values of the mean equation and volatility equations respectively,
when plugging in the maximum likelihood estimates of the parameters. Simply by study-
ing kurtosis and skewness of these residuals, we can get an idea of whether or not the
normality assumption of the et series was appropriate or not.
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3.1 ARCH(1)

The most simple version of the ARCH model is the ARCH with one lag.

σ2
t = α0 + α1a

2
t−1 (3.5)

with the same restrictions as above, that is α0 has to be positive and α1 ≥ 0. One can
also consider the ARCH(1) model an AR(1) model for the squared shocks of the asset
return, which would let us use our knowledge of ARIMA models to find properties of the
ARCH model. If we define ηt = a2t −σ2

t , then adding ηt to both sides of the ARCH model
gives

a2t = α0 + α1a
2
t−1 + ηt. (3.6)

The first two moments of at are easily obtained. the unconditional mean E(at) =
E[E(a|Ft−1)] = E(σtE(et)] = 0. The unconditional variance V ar(at) = E(a2t ) =
E[E(a2t |Ft−1)] = α0 + α1E(a2t−1). Since {at} is a stationary process, the unconditional
variance is the same in each time point. Therefore, E(a2t−1) = V ar(at−1) = V ar(at).
Thus, the unconditional variance can be written as

V ar(at) = α0 + α1V ar(at) =
α0

(1− α1)
, (3.7)

which clearly shows that a1 cannot equal 1, and since the variance variance of at must
be positive, the implied restriction is 0 ≤ α1 < 1, which can be shown is a necessary and
sufficient condition for weak stationarity for the ARCH(1). Also, by the properties of AR
processes, the autocorrelation function of a2t is easily shown to be

ρj = α1ρj−1 ρ1 = α1, (3.8)

which, since α1 ≥ 0 indicates that the ARCH(1) model indeed has positive autocorrela-
tion.

3.2 Implied Kurtosis of ARCH(1)

The kurtosis of at is used to study the tail-behaviour of the process. As previously
discussed, financial time series tend to have fat-tailed distributions. Statistically speaking
that means we can expect a kurtosis bigger than that of the normal distribution. In Table
1 the excess kurtosis of the S&P 500 index was shown to be 5.46. This section will present
proof that the ARCH-model ensures that the implied kurtosis is also bigger than that of
the normal distribution. First of all, the unconditional kurtosis, which is closely related
to the fourth moment (which has to be finite), can be defined as

E(a4t )

[V ar(at)]2
. (3.9)

If we assume that {et} in Equation 3.1 is normally distributed, then we can write

E(a4t |Ft−1) = 3[E(a2t |Ft−1)]2 = 3(αo + α1a
2
t−1)

2,

and after some simplification we have that

E(a4t ) =
3α2

0(1 + α1)

(1− α1)(1− 3α2
1)
.
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Using the fourth moment of at and the unconditional variance given above we find that

E(a4t )

[V ar(at)]2
= 3

1− α2
t

1− 3α2
1

> 3,

meaning that the unconditional kurtosis for at is always bigger than 3. This also means,
since the fourth moment is positive, that 0 ≤ a21 <

1
3
.

4 Generalized Autoregressive Conditional Heteroskedasticity

One of the earliest and most widely-used extensions of the ARCH model is the Gen-
eralized Autoregressive Heteroskedastic model (GARCH), often presented on the form
GARCH(p, q), where p is the order of the ARCH terms, and q is the order of GARCH
terms. GARCH was first presented by Bollerslev (1986) and could, as implied by its
name, be seen as a generalization of the earlier ARCH model. As usual when we have
heteroskedasticity, at = σtet, and at follows a GARCH(p, q) model if

σ2
t = α0 +

p∑
i=1

αia
2
t−i +

q∑
j=1

βjσ
2
t−j, (4.1)

where the same restrictions for αi are applied as for the ARCH model, that is α0 > 0
and αi ≥ 0 for i > 0. Also, to ensure that {at} is both weakly and strictly stationary,
one sufficient condition is that α1 + · · ·+αp +β1 + · · ·+βq < 1. The main motivation for
this generalization was that in practice, Engle’s ARCH model required many parameters
to capture the volatility process. Instead of, as proposed by Engle, include p lags in the
ARCH model, Bollerslev’s approach was to include q lags of the conditional variance.
Letting past volatilities directly affect the present volatility turned out successful for
many applications, although only lower order GARCH models are used in practice, due
to the degree of difficulty to specify the GARCH order.

4.1 GARCH(1,1)

Hansen and Lunde (2005) compared 330 different volatility models in their paper ”Does
Anything Beat a GARCH(1,1)?” using daily exchange rate data and IBM stock prices,
and came to the conclusion that the analysis did not point to a single winner, possibly
due to the difference in nature between exchange rate data and stock price data, but
none of the models that performed best on the different types of time series did actually
provide a significantly better forecast than the GARCH(1,1). The (1,1) order is one of
the most widely-used orders in GARCH, and a good way of understanding the GARCH
model.

σ2
t = α0 + α1a

2
t−1 + β1σ

2
t−1. (4.2)

As outlined above, α0 > 0, α1 ≥ 0, β0 ≥ 0 and (α1 + β1) < 1. Just like the ARCH
model, one can consider the GARCH an ARIMA model for the squared shocks of the
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asset return. That is, GARCH(1, 1) can be rewritten on the form of a ARMA(1, 1) for
{at}. If we let ηt = a2t − σ2

t then the GARCH(1,1) can be written as

a2t = α0 + (α1 + β1)a
2
t−1 + ηt − β1ηt−1, (4.3)

where ηt can be shown to be a martingale difference sequence (its conditional mean condi-
tioned on the past is equal to zero, but nothing is preventing it from having dependency
through the conditional variance), however ηt is often found not to be independently
identically distributed. The unconditional mean of a2t is then, by the properties of an
ARMA(1,1)

E(a2t ) =
α0

1− (α1 + β1)
. (4.4)

Also, the implied kurtosis of the GARCH(1,1) can be shown to be

E(a4t )

[E(a2t )]
2

= 3
[1− (α1 + β1)

2]

1− (α1 + β1)2 − 2α2
1

> 3 (4.5)

if 1−2α2
1−(α1+β1)

2 > 0. This means that the GARCH(1, 1) model, just like the ARCH(1)
model, will provide heavier tails than that of a normal distribution. Another interesting
remark to make about the GARCH(1,1) is that, since at−1 is normally distributed with
mean 0 and variance σ2

t−1, we can see that α1a
2
t−1 tends to be large if σ2

t−1 is large. Another
direct effect is of course that β1σ

2
t−1 is large, if σ2

t−1 is large, which are the effects that are
creating volatility clustering. The properties of the ARMA(1,1) also lets us observe the
autocorrelation function of the GARCH(1,1).

ρ1 = α1
1− β2

1 − α1β1
1− β2

1 − 2α1β1
ρj = (α1 + β1)ρj−1 j ≥ 2. (4.6)

Since α1 ≥ 0 it is clear that we have positive autocorrelation in the a2t process. These
properties of the GARCH model has proven to be very useful when trying to fit models
to series of squared innovations, which as proven demonstrates similar patterns, that is,
high kurtosis and positive autocorrelation. The by GARCH(1,1) implied kurtosis tends,
however, to be small with respect to the actual data, especially for daily data which is
what is used in this paper. To demonstrate, the implied kurtosis of the GARCH(1,1) when
trying several values of α, β and κ which will denote the kurtosis parameter, is presented
in Table 2. Note that the implied kurtosis of the GARCH(1,1) presented in Equation
4.5, is only valid when we assume et in Equation 3.1 to follow a normal distribution. The
formula for implied kurtosis could however easily be transformed to fit other conditional
distributions as well, by letting the formula for implied kurtosis be

κ
(1 + β + α)(1− β − α)

1− β2 − κα2 − 2αβ
. (4.7)

Keeping in mind that the true kurtosis for asset return series, such as the S&P 500 index
returns, are almost always bigger than 3, the benefits of introducing new conditional
distributions are obvious when looking at Table 2.

If one lets κ be larger than 3, which can be done by assuming a more heavy tailed
distribution of et, such as the standardized student-t, then one can allow for bigger
implied kurtosis. This will show to be a more realistic assumption, and how this is done
in practice will be the subject of the following section.
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Table 2: Implied kurtosis of GARCH(1,1) with different kurtosis coefficients, κ.

κ = 3 κ = 6

α β ρ1 α + β Implied Kurtosis Implied Kurtosis

0.05 0.85 0.06 0.90 3.08 6.42

0.05 0.90 0.073 0.95 3.16 6.88

0.10 0.80 0.14 0.90 3.35 8.14

0.10 0.85 0.18 0.95 3.77 12.31

5 Other Distributional Assumptions

As previously demonstrated, the distributional assumption can be changed to better
capture the characteristics of the data. The unconditional return series are often found not
to be normally distributed, but rather follow some heavy-tailed distribution with negative
skewness. So by studying the standardized residuals from ARCH-type models, Equation
3.4, we can get an idea of whether or not the distributional assumption made were
appropriate. The intuitively appealing idea to compare the conditional distribution of
returns to theoretical distributions is difficult. Instead, we can compare the skewness and
kurtosis of the residuals of the entertained models and compare to the normal distribution.
If the kurtosis is found to be more than that of the normal distribution, we should
consider assuming another distribution for et with heavier tails. This is done in practice
by estimating the model using different likelihood functions for the model estimation,
also introducing kurtosis and skewness parameters which will be estimated and hence
allow for skewness and kurtosis not captured by the normal distributional assumption.

5.1 Student-t

Among those who showed that assuming the standardized Student-t distribution better
captures the kurtosis in empirical return series are Bollerslev, Chou, and Kroner (1992).
This would include estimating the model with the log-likelihood function of the stan-
dardized student t-distribution instead of the normal log-likelihood function as outlined
in Section 3. Assuming et follows a t(0, 1, ν), and letting ν be another parameter to be
estimated, then the log-likelihood function becomes

ln

[
Γ

(
ν + 1

2

)]
− ln

[
Γ
(ν

2

)]
− 1

2
ln [π(ν − 2)]

−1

2

[
ln σ2

t + (1 + ν)ln

(
1 +

e2t
ν − 2

)], (5.1)

where Γ(·) is the usual Gamma function, that is, Γ(x) =
∫∞
0
yx−1e−ydy. Assuming et

follows a heavy-tailed distribution like the standardized student t-distribution has often
proven to be more in accordance with reality, see for example Hansen (1994), and the
excess kurtosis of the residuals are normally lower when doing so.
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5.2 Skewed Student-t

As previously discussed, financial asset returns tend to have a slightly negatively skewed
distribution, therefore the standardized skewed Student-t distribution was introduced
so as to handle this negative skewness, see Fernández and Steel (1998). This modified
version is often referred to as the skew-Student-t distribution, and below is presented one
procedure that is a modified version of the original skew-Student-t, introduced by Laurent
and Lambert (2001). Here, et is said to be standardized skewed Student-t distributed if

f(skt)(et|ξ, ν) =


2

ξ+ 1
ξ

sg[ξ(set +m)|ν] if et < −m
s

2
ξ+ 1

ξ

sg[ξ(set +m)/ξ|ν] if et ≥ −m
s

(5.2)

where g(·|ν) is the t(0,1,ν) density and ξ is the skewness parameter. The skewness
parameter is the square root of the ratio of probability masses above and below the mean

Pr(et ≥ 0|ξ)
Pr(et < 0|ξ)

= ξ2, (5.3)

which means that ξ > 0. Also, m is the mean and s is the standard deviation of the
non-standardized skewed Student-t distribution.

m =
Γ
(
ν−1
2

) √
ν − 2

√
π Γ(ν

2
)

s =

(
ξ2 +

1

ξ2
− 1

)
−m2. (5.4)

Since ξ > 0, the log of ξ can be either positive or negative. In practice, log ξ is estimated,
and if log ξ is positive, the density of et is positively skewed, and vice versa. Also, if log
ξ is zero, the density of et is symmetric and hence equal to the regular Student-t density.

5.3 Skewed Generalized Error Distribution

Theodossiou (2001) introduced a skewed version of the generalized error distribution
(GED) first used by in this context by Nelson (1991). The usual GED has the following
density function

f(GED)(et|ν) =
ν exp(−0.5|et/λ|ν)
λ21+1/νΓ(ν−1)

, ν > 0, (5.5)

where ν is the is the shape parameter and λ =
√

2(−2/ν)Γ(ν−1). Note that when ν = 2,
the density reduced to that of the standard normal. For values of ν bigger than two,
the distribution of et will have thinner tails than that of the normal distribution, and for
values smaller than two, the opposite.

The skewed version of GED has the density function

f(SGED)(et|ν, ξ) = ν(2θ Γ(1/ν))−1 exp

(
− |et − δ|ν

1− sign(et − δ)ξ]νθν

)
, (5.6)

where,
θ = Γ(1/ν)0.5 Γ(3/ν)−0.5 S(ξ)−1 δ = 2ξ AS(ξ)−1

S(ξ) =
√

1 + 3ξ2 − 4A2ξ2 A = Γ(2/ν) Γ(1/ν)−0.5Γ(3/ν)−0.5.
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Again, ξ denotes the skewness parameter, in this case ranging from −1 < ξ < 1, where a
positive value of ξ indicates positive skewness and vice versa. And also the shape param-
eter ν is positive and just as for the skew-Student-t distribution controls the height and
tails of the density function. Sign is the sign function, and Γ(·) is the Gamma function.

6 Diagnostics

6.1 In-Sample Fit Evaluation

There are several standard model evaluation criteria easily employed for ARCH-type
model comparison in terms of goodness of fit, or best in-sample fit of the data. Two of
the most popular and widely used criteria are the Akaike information criterion (AIC) and
the Bayesian information criterion (BIC), defined

AIC = −2log(θ) + 2k BIC = −2log(θ) + k log(N),

where ln(θ) is the maximized log likelihood function, N is the number of observations used
and k is the number of parameters estimated in the model. When comparing in-sample fit
of competing models, one should select the model with the lowest AIC and BIC. Hence,
it is obvious that BIC imposes larger penalty for adding abundant parameters than AIC
since all analyses use more than 8 observations. Even though AIC and BIC are useful
when ranking models, they do not say anything about the quality of the model. In-sample
fit can also, in accordance to the above earlier discussion of distributional assumption,
be evaluated by studying the standardized residuals from a fitted model.

6.2 Forecast Evaluation

A good model fit does not ensure accurate forecasts. Since the main use of ARCH family
models is to forecast volatility so as to make well grounded decisions in risk management
and pricing theories, selecting a model does not only include looking at goodness-of-fit,
but also forecast performance. Most people use out-of-sample forecast 2. However, ever
since the first GARCH model was estimated and used to forecast volatility, many opinions
have been voiced, and many problems have been given prominence. The main reason for
this is the difficulty to evaluate the out of sample forecast. The difficulty lies in the unob-
servable nature of true volatility and the fact that the correlation between the volatility
forecast for a given time point, and the squared shock, sometimes used as a proxy for true
volatility, at that time point is in empiric studies found to be very low, even though the
squared shock is a consistent estimator of the volatility. This problem have been assessed
by several authors, see for example West, Edison, and Cho (1993), West and Cho (1995)
and Franses and Dijk (2000), and the general conclusion was that the GARCH model
had limited practical value. However, another paper by Andersen and Bollerslev (1998),
worth mentioning by name ”Answering the Skeptics: Yes, Standard Volatility Models Do
Provide Accurate Forecasts”, did show that when using a more suitable way to evaluate
the out-of-sample forecast, the GARCH model does provide strikingly accurate volatility
forecasts, and argued that the aforementioned correlation between the forecasted volatil-
ity and the squared was bound to be low due to the fact that a single observation of a
random variable with known mean cannot provide a accurate estimate of it’s variance,

2out-of-sample forecasts essentially means saving one part of the data set and let those data that are
left out from the model fitting be used to evaluate the forecast
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and thus the Mean Squared Errors (MSEs), sometimes used to evaluate forecast perfor-
mance, is bound to be blown up. To illustrate, consider a random variable X, that is
normally distributed with mean 0 and variance σ2 = E[X2]−E[X]2 = E[X2]. In Figure
4, three different densities based on 100,000 observations with different σ2 are displayed.
Evidently, it is hard to distinguish from which distribution a random variable comes if one
only has a single observation. Likewise, using a single observation from daily squared in-
novation is a noisy proxy for the underlying volatility, even though the squared innovation
for a time point conditioned upon all information available at the previous time point is an
unbiased estimator of the underlying volatility at that time point, i.e. E(a2t+1|It) = σ2

t+1.

Figure 4: Densities for squared realizations from a zero mean normal distribution with different
variance.

Since using daily squared returns as proxies led to poor out-of-sample, various other
proxies have been introduced3. One particularly popular and intuitively appealing proxy
is realized variance (RV). Since recent technological progress made high-frequency data
more available, Andersen and Bollerslev (1998) argued that a more suitable proxy to
evaluate the forecast could be squared intraday returns,

RVt =
n∑
i=1

r2t,i, (6.1)

where rt is daily log return of an asset, and n is the amount of equally spaced intradaily
log returns. They showed that even though an out-of-sample forecast might seem poor
when using a proxy of one squared return per day, increasing the sampling frequency to
3 (8-hours), 24 (hourly), and 288 (five minute-level) drastically changed the evaluation
of predictive power of the same model. Intuitively, one might consider a large number of
equally spaced intradaily log returns, for example every second, but empirical research
has found that when using very small time intervals, the returns are affected by market
microstructure and leads to biased volatility estimates. For heavily traded assets, which
the S&P 500 index is an index of, 4-15 minutes is often used as an appropriate time inter-
val. Intuitively, one might consider a time interval as small as possible, but, as noted by

3In a majority of the references, a zero mean for returns is assumed for ease of notation, such that
r2t = a2t , and should cause no confusion when compared to other papers, this one included, where a mean
equation is assumed.
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Andersen, Bollerslev, and Diebold (2007), 5 minute intervals do offer a good balance be-
tween many observations on one hand, and robustness to market microstructure influence
that would come from using a too short time interval on the other hand. Yet another rea-
son in favour of using RV instead of squared returns in forecast evaluation was presented
by Hansen and Lunde (2006b), where they showed that when using squared returns as
volatility proxy to evaluate ARCH-type models, an inferior model can be implied to be
the ”best” with probability converging to one as sample size is increased. On the ground
of these previous findings, 5-minute level will be used in this paper to illustrate evaluat-
ing volatility forecasts. Furthermore, no single proxy is perfect and using RV does have
substantial drawbacks, such as the fact that overnight returns (the difference between
the closing price on one day and the opening price the following day) tends to be larger
than the other intra-day returns, potentially introducing a bias. This effect is however
smaller for indexes, such as the S&P, see Tsay (2010). Extensive research has been done
on this area in this and the last decade, since it was found that these ”jumps” in volatility
may be accounted for by instead of RV using realized bipower variation, RBV, see for
example Barndorff-Nielsen and Shephard (2003, 2004, 2006) where it is shown that using
realized bipower variation instead of realized variance is more robust to rare jumps, not
just overnight returns.

The 1-day-ahead forecast from the forecast origin h for a GARCH(p,q) is

σ2
h+1 = α0 +

p∑
i=1

αia
2
h +

q∑
j=1

βjσ
2
h,

where both the ah and σ2
h are known at time h. If one wish to forecast one day ahead

from the current time point, then similarly the 1-day-ahead forecast is then

σ2(1) = α0 +

p∑
i=1

αia
2
h +

q∑
j=1

βjσ
2
h,

For now let us focus on the forecast of a GARCH(1,1), where we can use that a2t = σ2
t e

2
t

and by simple algebra rewrite the one-day-ahead forecast

σ2
t+1 = α0 + α1a

2
t + β1σ

2
t = α0 + α1(σ

2
t e

2
t ) + β1σ

2
t = α0 + α1σ

2
t e

2
t + β1σ

2
t + α1σt − α1σt

= α0 + σ2
t (α1 + β1) + α1σ

2
t (e

2
t − 1),

which has a nice property in that E(e2h+1 − 1|Ih) = 0. So if we let h = t + 1 then the
2-days-ahead forecast can simply be written as a linear function of 1-day-ahead forecast,

σ2
h(2) = α0 + (α1 + β1)σ

2
h(1).

This can of course be generalized so that the s-days-ahead forecast can be written as a
linear function of the (s− 1)-days-ahead forecast.

σ2
h(s) = α0 + (α1 + β1)σ

2
h(s− 1) s > 1, (6.2)

which, by repeated substitution, can be shown to converge to the unconditional variance
of at in Equation 4.4 as s grows large, i.e,

σ2
h(s)→

α0

1− (α1 + β1)
, as s→∞.
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When performing out-of-sample forecasts, both economic and statistical loss functions
have been proposed to evaluate forecast performance. There is no simple way of decid-
ing which model performs the best, and economic loss functions that incorporates the
user’s needs and preferences seems appealing. Although these functions might be useful
in many situations, from a statistical point of view it makes more sense to use purely
statistical loss functions. One of the most widely used forecast evaluation methods is
Mincer-Zarnowitz (MZ) regression, which in this case regresses the volatility proxy on
the forecasted volatility with an additional constant. Inspecting the R2 of this regression
is the MZ method of evaluating forecasts.

σ̂2
P,t = u+ bσ2

t−1(1) + zt (6.3)

Here σ̂2
P,t is the volatility proxy and σ2

t−1(1) is the one-day ahead forecast at time t− 1.
In practice, what Andersen and Bollerslev (1998) actually showed was that the R2 from
this regression is bound from above by 1/3, if one uses the daily squared innovations as
a proxy, even if the forecasted volatility is the true volatility, but radically changed to
the better if compared to RV instead of squared returns. However, as noted by Hansen
and Lunde (2005), using R2 from the MZ regression might not be ideal when comparing
volatility models, since it does not penalize a biased forecast. This is also the case when
using the logarithmic version, which is less sensitive to outliers, discussed by Engle and
Patton (2001). Another loss function also very popular when evaluating forecasts from
GARCH-type models is the mean-squared error (MSE). MSE is, when talking about
out-of-sample forecasts, defined as the squared average difference between the actual
volatility, and the forecasted volatility. As noted by Andersen and Bollerslev (1998),
several loss functions can be used, since there is no obvious answer to the question which
loss function does in fact provide the most accurate picture. For this reason, even though
several other loss functions are also available, this paper includes two different version
of the MSE. Also, the percentage squared errors (PSE) is included as well as R2LOG
which, not much unlike MSE2 is fairly similar to R2 from Equation 6.3 except for the
constant term u. These three loss-functions were suggested by Bollerslev, Engle, and
Nelson (1994). They were however found to be quite sensitive to ourliers, hence Hansen
and Lunde (2005) suggested investigating the mean of the absolute deviations, MAD.

MSE1 =
1

n

n∑
t=1

(σ̂P,t − σt−1(1))2 MSE2 =
1

n

n∑
t=1

(
σ̂2
P,t − σ2

t−1(1)
)2

R2LOG =
1

n

n∑
t=1

(
log

σ̂P,t
σt−1(1)

)2

PSE =
1

n

n∑
t=1

(
σ̂2
P,t − σ2

t−1(1)
)2
σ−4t−1

MAD1 =
n∑
t=1

|σ̂P,t − σt−1(1)| MAD2 =
n∑
t=1

|σ̂2
P,t − σ2

t−1(1)|

Here, n is the number of days forecasted in the out-of-sample period, and σ2
t−1(1)

is the one-day-ahead forecasted volatility, and again, σ̂2
P,t is the volatility proxy. Before
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performing the out-of-sample forecast, one obvious question is how to split the data.
Consider T daily returns, then the first m returns {r1, . . ., rm} are used to fit the model,
and the last T −m returns {rm+1, . . ., rT} are used as the evaluation period. A reasonable
choice for the initial forecast origin m is m = 2T/3 if the sample is large enough, see
Tsay (2008). For a complete forecast using so called recursive scheme, one could compute
1-step-ahead to h-step-ahead forecasts at each and every time point from the forecast
origin to T , and before advancing the forecast horizon, fit a new model with the new
available data. In this paper, however, only 1-step-ahead forecasts will be computed
before proceeding to to fit a new model and advance the forecast origin, due to the
computational burden h forecasts at each time point would amount to. That is, at each
time point (day) form the forecast origin m all the way up to the last day in the sample,
T , a new AR-GARCH model will be fitted with the new available data, and then used
to compute a 1-step-ahead forecast, such that we have in total (T − m) 1-step-ahead
forecasts, which will then be evaluated by comparison to the RV for that day using MSE.

6.2.1 Value-at-Risk

Amongst people that are interested in measuring uncertainty in the future value of finan-
cial assets, another popular way is to evaluate GARCH-type models predictive ability
using economic loss functions such as Value at Risk (VaR). The popularity of VaR is
likely due to it’s simplicity and intuitive concept. VaR is essentially a way to calculate
the maximum possible loss with some given probability and can be applied to everything
from a single trade to a large portfolio. This has been the topic of an extensive set of
research and obviously has it’s inherited benefits and drawbacks. See Engle (2001) for a
informative example of the implementation of VaR using ARCH/GARCH models.

7 Illustrations

7.1 In-Sample Fit

The GARCH models of this section relies on the assumptions outlined in the above
section. Firstly, a AR(2) model is fitted to the return series of S&P 500 index to remove
any linear dependencies. After that, four GARCH(1,1) models are fitted. One that
assumes that the et series follows a normal distribution with mean 0 and variance 1. It is
known from previous research that return series of financial assets tend to follow a more
heavy-tailed distribution than the normal distribution. Hence, the model fit is improved
by instead letting the assumption regarding et be that it follows a standardized student
t distribution with mean 0, variance 1 and ν degrees of freedom, where ν is another
parameter to estimate. In addition, since return series also tend to be slightly negatively
skewed, a skew-Student-t distribution assumption is also tested for the et series. Lastly,
a skew-GED assumption is tested. The estimated parameter values are found i Table 3.
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Table 3: GARCH(1,1) fitted models with four different distributional assumptions for et

et ∼ ω φ1 φ2 α0 α1 β ν ξ AIC BIC

Normal 0.058 -0.022 -0.015 0.013 0.09 0.9 2.726 2.732

(***) ( ) ( ) (***) (***) (***)

Student-t 0.074 -0.033 -0.034 0.009 0.084 0.913 6.77 2.690 2.698

(***) (*) (*) (***) (***) (***) (***)

Sk.Student-t 0.056 -0.044 -0.047 0.009 0.083 0.912 6.77 0.897 2.684 2.693

(***) (***) (***) (***) (***) (***) (***) (***)

Sk.GED 0.052 -0.054 -0.046 0.01 0.0849 0.908 1.382 0.892 2.679 2.689

(***) (***) (***) (***) (***) (***) (***) (***)

Significance codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1

Looking at AIC and BIC for the four different GARCH(1,1) models, it is clear that the
lowest values are tied to the GARCH(1,1) with skewed GED as conditional distribution.
The AIC and BIC are, as outlined earlier, only for comparison and does not say anything
about the quality of the model. For the sake of seeing to what extent the fitted models
actually capture the information in the data set, it makes sense to use to models to
simulate observations and compare both descriptive statistics and distribution to the
true series of returns. Figure 5 shows the true distribution of S&P 500 returns, as
well as simulated values from the, by the S&P 500 returns implied, AR(2)GARCH(1,1)
model with the four, in the previous section discussed, assumptions for distribution of
et, including the normal, Student-t, Skewed Student-t and skewed GED as conditional
distribution. It is clear that the goodness of fit is increased when assuming that et follows
some heavy-tailed distribution rather than the normal distribution.

Figure 5: True density of S&P 500 index return and density of simulated values from
GARCH(1,1) with the conditional distribution: a) Normal, b) Standardized student-t c) Skewed
standardized student-t and d) Skewed generalized error.
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Table 4 contains descriptive statistics from two 5739 simulated values from the two
different AR(2)GARCH(1,1) models described in Table 3. They are also compared to the
empirical values from S&P 500 index. It is clear that the simulated values from the model
that assumes an standardized Student t distribution for et performs better than the model
which assumes a normal distribution for et. It is clear that the kurtosis increases as the
alternative distributions are tried, reflecting the true kurtosis of the return series. This is
expected given what was discussed in Section 4 and in particular Table 2 where different
kurtosis coefficients were tried to demonstrate what happens to the implied kurtosis of
GARCH(1,1).

Table 4: Descriptive statistics simulated observations from AR(2)GARCH(1,1)

Obs Mean Med Min Max Std. Dev Skew Kurt JB

et ∼ N(0, 1) 0.06 0.06 -7.91 8.73 1.32 0 3.83 3545

et ∼ t(0, 1, 6.77) 0.09 0.08 -7.15 10.45 1.09 0.22 5.83 8246

et ∼ skew. t(0, 1, 7.32) 0.05 0.09 -14.65 12.44 1.14 -0.35 9.56 221820

et ∼ SGED(0, 1, 1.38) 0.07 0.12 -10.89 10.02 1.21 -0.6 8.82 19127

S&P 500 0.03 0.06 -9.47 10.96 1.17 -0.24 8.46 17369

7.2 Forecast

Due to the fact that true volatility is latent, distinguishing a forecasting-wise superior
model between competing models is more of a challenge than in-sample-fit. As outlined
earlier, one has to use a proxy for the true volatility such that the forecasted volatility
can be evaluated. In this paper, the popular method of using realized daily volatility as
a proxy is illustrated. The S&P 500 index provides a picture of the 500 most heavily
traded stocks on the American stock market, and several financial institutions, websites
and banks provide free of charge daily data for historical prices ranging several decades
back in time. High-frequency data, such as 30-minute, 5-minute, 1-minute and 30-second
intervals, is however not as easily available for more than short periods. This is not strange
considering the amount of data and computational heaviness it would require to obtain,
store and share such enormous amounts of data. Moreover, there is no apparent reason
to obtain and provide such kind of data for indexes whose purpose is merely to present
a picture of a large amount of stocks, even though some traders might be interested in
high-frequency data for individual stocks. For this reason, obtaining high-frequency data
for indexes such as S&P often amounts to personally obtain data, or use shorter periods
available for free. In this paper, only a short period of one month will be used to evaluate
the forecast errors4, which obviously opens up for discrepancies, irregularities and errors
due to small sample size. For 1 day realized volatility, the sum of 79 squared 5-minute
intra-day log returns are summed up as a proxy for the true volatility at that day. Each

4Data collected from http://stooq.com.
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day from the forecast origin, a new model is fitted with the new information available and
used to produce a 1-day-ahead forecast, which is then compared to the realized volatility
using the six loss-functions described earlier.

Table 5: Evaluation of models with six different statistical loss functions

et ∼ MSE1 MSE2 PSE MAD1 MAD2 R2LOG

Normal 3.2856e-07 1.5630e-13 0.30485 2.7506e-05 0.0023330 0.94089

Student-t 5.6146e-07 4.9878e-13 0.31422 2.8640e-05 0.0024114 0.97602

Sk.Student-t 4.0330e-07 3.5792e-13 0.30976 2.8064e-05 0.0023727 0.95841

Sk.GED 6.8994e-06 9.2368e-10 0.30374 2.7298e-05 0.0023203 0.93420

Note: bold text is used to mark smallest error for each loss function

As outlined in previous sections, these statistical loss functions all measures in some
aspect the error of the forecast when compared to the proxy for the true volatility. This
means that a small value indicates a small forecast error. As can be seen in Table
5, the GARCH(1,1) with four different distributional assumptions all produce forecasts
relatively close to the realized volatility for that given day. The fact that the skewed
GED-GARCH produced the smallest errors according to all loss-function is not due to
anything else than a small sample was used, and should not be interpreted as it is superior
to the other distributions when modeling volatility. The fact that the normal distribution-
GARCH performed better than student-t and skewed student-t speaks in favour of that
this particular sample had some irregularities since in most studies; skewed, fat-tailed
distributions do tend to fit empirical return data better than the normal distribution.

Table 6: R2 from Mincer-Zarnowitz regression

et ∼ MZ R2

Normal 3.644%
Student-t 3.473%

Sk.Student-t 4.218%
Sk.GED 4.545%

In Table 6, R2-values from the Mincer-Zarnowitz regression in Equation 6.3 can be
found. These values show that the explanatory power of the forecast is limited when
evaluated to the daily Realized Volatility. Other similar studies have reported that well-
specied GARCH models can explain as much as 50-60 % of unbiased and efficient volatility
proxies, see Andersen and Bollerslev (1998). That is, to obtain high R2 values, not only
does the model have to be well-estimated to capture all features of the data, it also has
to be evaluated against a volatility proxy close to the true volatility. The MZ regression
somewhat parallels the previously discussed loss-functions implying the GARCH(1,1)
with Skewed GED distribution as the most accurate model. These low R2 are likely
largely due to the small sample size used, and a combination of several other factors in-
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cluding market microstructure changes affecting the volatility proxy and misspecification
of models.

8 Summary, Conclusions and Further Research

In the first section of this paper, the concept of volatility were explained using histori-
cal daily data from the S&P 500 index. Several influential papers where mentioned to
demonstrate that different characteristics of volatility, such as volatility clustering, nega-
tive skew and fat-tailed distribution of return series, has been discussed for decades. The
originator of the first ARCH-type models were mentioned to present a brief but clear
picture of the history of volatility modeling. Furthermore, the statistical properties of
these models were explained to demonstrate the drawbacks of the earliest ARCH model,
and the need for the first important extension, GARCH. Estimation of the parameters in
ARCH-type models were briefly introduced to demonstrate what happens when assuming
different conditional distributions. On the topics of forecast and forecast evaluation, the
problems induced by the latent nature of volatility were discussed, and a way of dealing
with this problem using recent technological progress resulting in the possibility to use
high frequency data were briefly introduced. Actual fitting of four different GARCH(1,1)
models with different distributional assumptions showed that the GARCH(1,1) did cap-
ture the features of the data quite well, with skewed Generalized Error Distribution
having the best in-sample fit. Simulated observations from these models showed that
assuming a more heavy-tailed conditional distribution than the normal distribution did
in fact greatly improve the ability to capture the characteristics of the data generating
process, S&P 500 index, which was shown by comparing descriptive statistics, such as
kurtosis and skewness. Lastly, six commonly used loss-functions where used to evaluate
the accuracy of the forecast. All loss-functions did point in the same direction, although
due to the small sample size of high-frequency data used to evaluate the forecast, this
particular finding does not in any way rule out the possibility that using a longer time
period for forecast evaluation would result in a completely different result. R2 values from
the widely used Mincer-Zarnowitz regression was also conducted to evaluate the forecast
accuracy, and these values were found to be low, most likely due to insufficient sample size
and slight model misspecifications. The obvious first step to generalize the forecast eval-
uation part of this study is simply to extend the evaluation period, and compute not only
one-day-ahead forecast but h−step ahead forecasts at each day from the forecast origin.
This would include dealing with many of the inherited problems with Realized Volatility,
such as comparing different interval-lengths and account for market microstructure noise
and jumps such as overnight returns. In general, the usage of high-frequency data is now
widespread and research in this area is now focused on making full use of it.
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9 Appendix

Figure 6: Auto-Correlation Function (ACF) of squared standardized residuals from
GARCH(1,1) fit with distributional assumption: a) Normal, b) Standardized student-t c)
Skewed standardized student-t and d) Skewed generalized error. Except for sporadic lag lengths,
there seems to be little or no partial autocorrelation left in the squared residuals from the fit,
indicating little ARCH-effect

Figure 7: Partial Auto-Correlation Function (PACF) of squared standardized residuals from
GARCH(1,1) fit with distributional assumption: a) Normal, b) Standardized student-t c)
Skewed standardized student-t and d) Skewed generalized error. Except for sporadic lag lengths,
there seems to be little or no partial autocorrelation left in the squared residuals from the fit,
indicating little ARCH-effect
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Figure 8: QQ-plot of standardized residuals from GARCH(1,1) with distributional assump-
tion: a) Normal, b) Standardized student-t c) Skewed standardized student-t and d) Skewed
generalized error.

Figure 9: Time series plot over Standardized Residuals from GARCH(1,1) with distributional
assumption: a) Normal, b) Standardized student-t c) Skewed standardized student-t and d)
Skewed generalized error.
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Figure 10: QQ plot over simulated values from GARCH(1,1) with distributional assumption:
a) Normal, b) Standardized student-t c) Skewed standardized student-t and d) Skewed gener-
alized error. It is clear that the GARCH model captures the fat-tail when assuming another
conditional distribution than the normal distribution

26


