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Abstract

The peaks over threshold (POT) method provides an attractive framework for estimating the risk
of extreme events such as severe storms or large insurance claims. However, the conventional
POT procedure, where the threshold excesses are modelled by a generalized Pareto distribution,
suffers from small samples and subjective threshold selection. In recent years, two alternative
approaches have been proposed in the form of mixture models that estimate the threshold and
a folding procedure that generates larger tail samples.

In this paper the empirical performances of the conventional POT procedure, the folding
procedure and a mixture model are compared by modelling data sets on fire insurance claims
and hurricane damage costs. The results show that the folding procedure gives smaller stan-
dard errors of the parameter estimates and in some cases more stable quantile estimates than
the conventional POT procedure. The mixture model estimates are dependent on the starting
values in the numerical maximum likelihood estimation, and are therefore difficult to compare
with those from the other procedures. The conclusion is that none of the procedures is overall
better than the others but that there are situations where one method may be preferred.

Keywords: extreme value analysis; peaks over threshold; generalized Pareto distribution; mix-
ture models; folding procedure.



Contents

1 Introduction 3

2 Methodology 5
2.1 Extreme Value Distributions . . . . . . . . . . . . . . . . . . . . . . . . . . . 5
2.2 Peaks Over Threshold . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6

2.2.1 Threshold Selection . . . . . . . . . . . . . . . . . . . . . . . . . . . 8
2.2.2 Parameter Estimation . . . . . . . . . . . . . . . . . . . . . . . . . . . 10
2.2.3 Quantiles and Return Levels . . . . . . . . . . . . . . . . . . . . . . . 11
2.2.4 Model Fit Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

2.3 Improved Extreme Quantile Estimation via a Folding Procedure . . . . . . . . 13
2.4 Extreme Value Mixture Models . . . . . . . . . . . . . . . . . . . . . . . . . . 14

3 Application and Results 15
3.1 Danish Fire Insurance Data . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15

3.1.1 Modelling the Original Data Set . . . . . . . . . . . . . . . . . . . . . 15
3.1.2 Removing the Largest Observation . . . . . . . . . . . . . . . . . . . . 16
3.1.3 Adding a New Largest Observation . . . . . . . . . . . . . . . . . . . 17

3.2 Hurricane Damage Cost Data . . . . . . . . . . . . . . . . . . . . . . . . . . . 17
3.2.1 Threshold Selection . . . . . . . . . . . . . . . . . . . . . . . . . . . 19
3.2.2 Model Fit Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . 20
3.2.3 Modelling the Original Data Set . . . . . . . . . . . . . . . . . . . . . 22
3.2.4 Removing the Largest Observation . . . . . . . . . . . . . . . . . . . . 23
3.2.5 Adding Generated Observations . . . . . . . . . . . . . . . . . . . . . 24

4 Conclusions 26



1 Introduction

Extreme value analysis aims to investigate the behaviour of the extreme or unusual values of a
stochastic process. It has applications in for example meteorology, finance and insurance. In
insurance extreme value analysis can be used to estimate the risk of extreme events (such as
severe storms or fires) that result in large insurance claims. In meteorology the concern may be
in modelling extreme temperatures or rainfall. Often the interest is in more extreme events than
what have already been observed, which makes extrapolations necessary, and extreme value
analysis provides a framework for these kinds of extrapolations. The aim of this study is to
make an empirical comparison of three extreme value modelling procedures.

A common approach in extreme value analysis is the peaks over threshold (POT) method.
In this method a predetermined and fixed threshold is set between what are considered extreme
and non-extreme observations and a generalized Pareto distribution (GPD) is fitted to the ex-
cesses above the threshold. An important question is where to set the threshold. Setting it
too low may violate the underlying asymptotics of the model which imposes bias. Setting the
threshold too high decreases the number of excesses above it, which increases the uncertainty
of parameter estimates. Several methods for threshold selection exist, although most tradi-
tional approaches do not account for the uncertainty associated with manual threshold selection
(Coles et al., 2001).

The conventional POT procedure where a threshold is selected and the excesses are mod-
elled by a GPD suffers from some weaknesses. The number of threshold excesses are usually
small but the GPD approximation relies on asymptotic results which may not be met for small
samples. The validity of the GPD approximation also relies on the threshold choice, which is
made subjectively and affects parameter and quantile estimates. Further, Davison and Smith
(1990) point out that the conventional POT procedure is sensitive to single influential observa-
tions.

In recent years various procedures to overcome the weaknesses of the conventional POT
procedure have been developed. You et al. (2010) propose an improved POT approach using a
folding procedure in which each observation below the threshold is "folded" to a new observa-
tion above, and an enlarged sample of excesses is generated. Thereby estimation with higher
precision can be obtained. The authors show that the folding procedure performs better than
the conventional POT concerning variance and bias, particularly for heavy tailed distributions
and small samples. A potential weakness of the folding procedure is that the distribution of the
folded observations only approximately corresponds to the distribution of the tail. If the model
fit is poor the procedure may therefore impose additional bias.

During the past 15 years several extreme value mixture models have been proposed. Mix-
ture models serve as one method to overcome the subjectivity in manual threshold selection.
The procedure is to fit one distribution to the non-extreme part of the data and a GPD to the tail.
The boundary between the two distributions is represented by the threshold which is estimated
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as a parameter. The uncertainty associated with the threshold selection can thereby be captured
in the inferences. Mixture models are claimed to perform comparably to the conventional POT
procedure in simulation settings. In empirical settings some mixture models have been shown
to have substantial shortcomings. Mixture models can also be computationally complex and
may need relatively large samples to perform well (Scarrott and MacDonald, 2012).

The purpose of this study is to make an empirical comparison of the estimation perfor-
mances of the folding procedure, a mixture model and the conventional POT procedure. The
estimation performances are compared with regard to precision and stability of parameter and
quantile estimates. Precision is measured by the standard errors of the parameter estimates.
Stability concerns how robust the procedures are to small changes in the data and how sensitive
they are to the choice of threshold.

Inspiration is taken from a previous paper on extreme value modelling in the conventional
POT framework by McNeil (1997). McNeil (1997) investigates a data set of 2156 observations
of Danish large fire insurance claims exceeding one million Danish Krone (DKK). The author
tries to capture some of the threshold selection uncertainty by calculating parameter and quan-
tile estimates for a range of thresholds. The Danish fire insurance data is reanalysed in this
paper using both the conventional POT procedure and the folding procedure and the results
are compared. Resnick (1997) showed that the data set fulfils the necessary assumptions for
the POT method. Figure 1 shows the distribution of the Danish fire insurance claims data and
clearly indicates that it has a heavy right tail.

(a) Boxplot of claim sizes in millions of DKK. (b) Natural logarithm of claim sizes.

Figure 1: Distribution of the Danish fire insurance claims data.

The remainder of the thesis is organized as follows: The methodological framework for
the POT method is presented in Section 2. Sections 2.1 and 2.2 describe extreme value theory
and the POT method. Sections 2.3 and 2.4 illustrates the folding procedure and the mixture
model respectively. Section 3 presents the estimation results from the different modelling pro-
cedures on the Danish fire insurance data and on a data set of hurricane damage costs from the
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United States. Section 4 presents the conclusions of the study.

2 Methodology

2.1 Extreme Value Distributions

Sections 2.1 and 2.2 follow the work of Coles et al. (2001). The aim of extreme value analysis is
to investigate the behaviour of the extreme values from a stochastic process. Often the objective
is to estimate the probability that a more extreme event than what has already been observed
will occur.

Extreme value theory is based on the asymptotic behaviour of the largest order statistic
in a sequence of independent and identically distributed random variables. Coles et al. (2001)
illustrates the behaviour by setting X1, . . . , Xn to be a sequence of independent and identically
distributed random variables with distribution function F . Of interest is then the maximum
order statistic defined as

Mn = max{X1, . . . , Xn} (2.1.1)

which has the distribution function F n. For any x such that F n(x) < 1, F n(x)→ 0 as n→∞
which makes the distribution of Mn asymptotically degenerate. As a remedy, sequences of
normalizing constants {an > 0}n≥1 and {bn}n≥1 are introduced such that

M∗
n =

Mn − bn
an

. (2.1.2)

The limiting distribution of M∗
n is specified in the following theorem developed by Gnedenko

(1943) and in a different form by Fisher and Tippett (1928).

Theorem 1 (The extreme value theorem) If there exist sequences of constants {an > 0}n≥1
and {bn}n≥1 such that for all x ∈ R

P

{
Mn − bn
an

≤ x

}
→ G(x) as n→∞ (2.1.3)

where G is a non-degenerate distribution function, then G belongs to one of the following

distribution families:

(i) : G(x) = exp

{
− exp

[
−
(
x− b
a

)]}
, −∞ < x <∞; (2.1.4)

for ξ > 0

(ii) : G(x) =

0, if x ≤ b,

exp
{
−
(
x−b
a

)−1/ξ }
, if x > b;

(2.1.5)
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for ξ < 0

(iii) : G(x) =

exp
{
−
[
−
(
x−b
a

)−1/ξ]}
, if x < b,

1, if x ≥ b,
(2.1.6)

for parameters a > 0 and b ∈ R.

These distributions are referred to as extreme value distributions and their respective names
are (i) Gumbel, (ii) Fréchet, and (iii) Weibull. The extreme value theorem can be seen as
the extreme value equivalent to the central limit theorem. The three model families above
can be combined into a parameterized form called the generalized extreme value family of
distributions with distribution functions

G(x) = exp

{
−
[
1 + ξ

(
x− µ
σ

)]−1/ξ}
(2.1.7)

which are defined for {x : 1+ ξ(x−µ)/σ > 0}, where −∞ < µ <∞ is a location parameter,
σ > 0 is a scale parameter, and −∞ < ξ <∞ is a shape parameter (Coles et al., 2001).

2.2 Peaks Over Threshold

A common extreme value modelling method is the peaks over threshold (POT) method. The
POT method is applied by ordering the observations x1, . . . , xn by size and selecting a threshold
u between the main part and the right tail of the data set. The tail is then modelled by a
parametric distribution. The observations exceeding the threshold, xi > u, are referred to as
exceedances and the zj = xi − u above u the excesses. The conditional distribution of the
excesses is specified as

Fu(x) = P (X − u ≤ x|X > u) =
F (x+ u)− F (u)

1− F (u)
, 0 ≤ x < x∗ − u (2.2.1)

where x∗ = sup ({x ∈ R : F (x) < 1}) ≤ ∞ (Reiss and Thomas, 2007). Pickands (1975) and
Balkema and de Haan (1974) showed that if the threshold is set sufficiently high the excesses
asymptotically follow a generalized Pareto family of distributions as specified in Theorem 2.

Theorem 2 (Pickands - Balkema - de Haan) Let X1, . . . , Xn be a sequence of independent

and identically distributed random variables with distribution function F. Supposing that F sat-

isfies Theorem 1 and for a sufficiently large value of u, the distribution function of the threshold

excesses z = X − u conditioned on X > u is approximately

H(z) =

1−
(
1 + ξ z

σu

)−1/ξ
if ξ 6= 0

1− exp
(
− z
σu

)
if ξ = 0

(2.2.2)

for z > 0 if ξ ≥ 0 and 0 < z < u− σu
ξ

if ξ < 0, where σu = σ + ξ(u− µ).

6



If the excesses over a threshold u follow a GPD then excesses over a higher threshold u′ > u

also follow a GPD with the same shape parameter but with the scale parameter σu′ = σu + ξu′

(Coles et al., 2001). This is referred to as the threshold stability property.
The shape parameter ξ indicates the heaviness of the tail. If ξ > 0 the distribution has

a heavy tail. If ξ < 0 the distribution has an upper bound given by u − σu/ξ. The third case
is when ξ = 0 which should be interpreted as taking the limit ξ → 0 in H(z). The GPD then
corresponds to an exponential distribution (Coles et al., 2001).

To assess if the data set has a heavy tail and if it is reasonable to model the data with a
GPD, a QQ-plot against the exponential distribution can be used. A concave departure from
the reference line indicates a heavier tail than exponential (McNeil, 1997). Figure 2 illustrates
a QQ-plot for the Danish fire insurance data and there is a clear concave departure from the
reference line which indicates a heavy tail.

Figure 2: QQ-plot of sample quantiles against exponential
distribution quantiles.

Assuming that the occurrences of the exceedances are independent, the number of ex-
ceedances are binomially distributed as Bin(n, p) where n is the total sample size and p is the
probability that a random observation exceeds the threshold. As n → ∞ and p → 0 in such
a way that np → λ > 0, by the law of small numbers the binomial distribution tends toward
a Poisson distribution. Thus if the exceedances are considered to be rare events, which means
that p is small, the binomial distribution can be approximated by a Poisson distribution Po(λ)
where λ = np. For a sufficiently high threshold the occurrences of the exceedances are approx-
imately Poisson distributed while the sizes of the excesses approximately follow a GPD (Reiss
and Thomas, 2007).
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2.2.1 Threshold Selection

Theorem 2 is dependent on the threshold u to be set sufficiently high. If the threshold is set too
low, the asymptotics underlying the GPD approximation may not be met. If the threshold is
set higher than necessary, fewer observations will be left for estimating the parameters, which
increases the uncertainty of the parameter estimates. Thus the threshold selection is a balance
between bias and variance. Coles et al. (2001) point out that it may be challenging to deter-
mine an appropriate threshold. Two common graphical techniques that can assist in threshold
selection are the mean residual life plot and parameter stability plots.

The mean residual life plot is based on the behaviour of the mean of the GPD through
the empirical mean excess function. Assuming that a variable X follows a GPD, the mean of
X is E [X] = σ/(1 − ξ) for ξ < 1. If a GPD is appropriate for modelling the excesses over a
threshold u then the conditional mean of the excesses is

E [X − u|X > u] =
σu

1− ξ
. (2.2.3)

According to the threshold stability property, the excesses of any higher threshold u′ > u also
follow a GPD but with a different scale parameter which gives the conditional mean

E [X − u′|X > u′] =
σu + ξu′

1− ξ
. (2.2.4)

If the data follow a GPD, the mean of the excesses change linearly with the threshold u′. The
mean excess function can be plotted with confidence intervals in a mean residual life plot with
points specified by (

u′,
1

nu′

nu′∑
i=1

(x(i) − u′)

)
(2.2.5)

where n′u is the number of excesses above the threshold u′. The plot should be linear with
intercept σu/(1− ξ) and slope ξ/(1− ξ) where a GPD is appropriate (Coles et al., 2001; Reiss
and Thomas, 2007). In practice, random fluctuations in the sample will distort the linearity for
areas where a GPD is appropriate. It may therefore be difficult to find a single threshold only
based on the mean residual life plot.

Figure 3 illustrates a mean residual life plot for the Danish fire insurance data. The plot
is close to linear for almost the entire range of thresholds. It indicates that a GPD may fit the
whole data set well, something that is also pointed out by McNeil (1997).

A second method is to study parameter stability plots which are also based on the thresh-
old stability property of the GPD. The scale parameter for a GPD over a threshold u′ where
u′ > u is specified as

σu′ = σu + ξ(u′ − u). (2.2.6)

The scale parameter thus changes for different values of u′ for ξ 6= 0. To remove the scale
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Figure 3: Mean residual life plot where the three largest ob-
servations have been excluded.

parameters dependence on u′ it is re-parameterized as

σ∗ = σu′ − ξu′. (2.2.7)

Both parameters ξ and σ∗ should then be constant with respect to thresholds above an appro-
priate threshold u (Coles et al., 2001). In practice the estimates ξ̂ and σ̂∗ are plotted against u′

with symmetric confidence intervals. The threshold should be set to the lowest value for which
the parameter estimates are approximately constant.

Figure 4 illustrates parameter stability plots for the Danish fire insurance data. The mod-
ified scale parameter looks stable for the entire range plotted. Some departures from stability
can be seen at higher levels but the uncertainty is also larger because of the fewer observations
above higher thresholds. The shape parameter shows some variation but looks stable between
5 and 10 million DKK. Thus a threshold of about 6 million DKK may be appropriate according
to the parameter stability plots.

In addition to the methods mentioned in this section there exist a variety of computational
and other graphical approaches, and also rules of thumb such as fixed quantile methods (see
e.g. Scarrott and MacDonald (2012) for a brief review). In the present paper both the mean
residual life plot and the threshold stability plots are used to find appropriate thresholds.
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Figure 4: Parameter stability plots for the Danish fire insurance
data for the range 1 to 25 million DKK. The upper plot for σ̂∗ and
the lower for ξ̂.

2.2.2 Parameter Estimation

Diebolt et al. (2007) studied the asymptotic normality of different high quantile estimators and
concluded that the maximum likelihood estimation (MLE) has the smallest variance and bias
of the investigated methods. The MLE procedure is outlined as follows:

Let z1, . . . , znu be excesses over a threshold u. The log-likelihood function of the GPD
for the case when ξ 6= 0 is

l(ξ, σu; zj) = −nu lnσu −
(
1

ξ
+ 1

) nu∑
j=1

ln

(
1 + ξ

zj
σu

)
(2.2.8)

with the constraint that (1 + (ξzj)/σu) > 0. If ξ = 0 the log-likelihood function is

l(σu; zj) = −nu lnσu −
1

σu

nu∑
j=1

zj. (2.2.9)

The values ξ̂ and σ̂u that maximize the log-likelihood function are used as the maximum like-
lihood parameter estimates. The log-likelihood function of the GDP must be maximized nu-
merically. The regularity conditions for maximum likelihood estimation are not necessarily
met in an extreme value estimation setting. Smith (1985) showed that if ξ > −0.5 then max-
imum likelihood estimators are asymptotically efficient, consistent and normally distributed.
For ξ ≤ −0.5 the regularity conditions may not be met. The latter case is uncommon in ex-
treme value analysis which means that the maximum likelihood estimators are generally valid
in practice. In this study MLE is used to estimate the model parameters.
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2.2.3 Quantiles and Return Levels

In applications the estimated quantiles or return levels are often of more interest than the pa-
rameter estimates. Assuming that a GPD is reasonable for modelling the threshold excesses
from a random variable X , the conditional survival probability is

P (X > x|X > u) =


[
1 + ξ

(
x−u
σu

)]−1/ξ
if ξ 6= 0

exp
(
−x−u

σu

)
if ξ = 0.

(2.2.10)

The unconditional survival probability can therefore be written as

P (X > x) =

ζu
[
1 + ξ

(
x−u
σu

)]−1/ξ
if ξ 6= 0

ζu exp
(
−x−u

σu

)
if ξ = 0

(2.2.11)

where ζu = Pr(X > u). To derive the level xk which corresponds to a quantile such that xk is
expected to be exceeded once every k observations, the following equations are specified

1

k
=

ζu
[
1 + ξ

(
xk−u
σu

)]−1/ξ
if ξ 6= 0

ζu exp
(
−xk−u

σu

)
if ξ = 0

(2.2.12)

and are solved respectively for xk which leads to the solutions

xk =

u+
σu
ξ

[
(kζu)

ξ − 1
]

if ξ 6= 0

u+ σu ln (kζu) if ξ = 0.
(2.2.13)

The k-observation return level is estimated with Equation 2.2.13 by substituting the parameters
ξ, σu, and ζu by their respective maximum likelihood estimates (Coles et al., 2001).

2.2.4 Model Fit Evaluation

Coles et al. (2001) suggest the use of probability plots and quantile plots to evaluate whether
an estimated GPD fits the data well. The model fit evaluation tools in this section are specified
for the case when ξ 6= 0 but can be adjusted for the case when ξ = 0. A probability plot is
constructed by plotting the points specified by(

j

nu + 1
, Ĥ(z(j))

)
for j = 1, ..., nu (2.2.14)
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where Ĥ(z) is the estimated GPD distribution function

Ĥ(z) = 1−
(
1 + ξ̂

z

σ̂u

)−1/ξ̂
. (2.2.15)

If the GPD fits the data well, the points in the probability plot should be approximately linear.
Quantile plots are constructed from the points(

Ĥ−1
(

j

nu + 1

)
, z(j)

)
for j = 1, ..., nu (2.2.16)

where Ĥ−1(z) is the empirical quantile function

Ĥ−1(z) = u+
σ̂u

ξ̂

(
z−ξ̂ − 1

)
. (2.2.17)

The points in the quantile plot should be approximately linear for a good fit.
Figure 5a illustrates a probability plot for the Danish fire insurance claim data and the

points follow the reference line well. A quantile plot for the same data set is shown in Figure
5b and most of the points follow the reference line. Some departure from the line is seen for
higher quantiles. Judging by both plots the model fits the data well.

(a) Probability plot. (b) Quantile plot.

Figure 5: Diagnostic plots for the Danish fire insurance data with the threshold set to 3 million DKK.
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2.3 Improved Extreme Quantile Estimation via a Folding Procedure

You et al. (2010) suggest an improved extreme quantile estimation technique using a folding
procedure. The idea is to make the tail sample larger in order to reach higher accuracy in the
parameter and quantile estimation. To obtain a larger tail sample, each observation that is below
the threshold is "folded" to a value above the threshold. You et al. (2010) specify the folding
procedure in the following lemma.

Lemma 1 (You et al., 2010) Let X be a random variable with an absolutely continuous distri-

bution function F, and let u be a real number such that u < τF where τF = sup({x ∈ R :

F (x) < 1}). The following folding random variable can be defined:

X(F )(u) =

F←
(
F (u)
F (u)

F (X) + F (u)
)

if X < u

X if X ≥ u
(2.3.1)

where F← is the inverse function of F and F := 1− F is the survival function of X . Then for

all x, P
(
X(F )(u) ≤ x

)
= P (X ≤ x|X > u).

The authors specify the folding variable for a POT setting as follows: define for i = 1, . . . , n

X̂
(F )
i (u) :=

F̂←
(
Fn(u)
Fn(u)

Fn(Xi) + Fn(u)
)

if Fn(Xi) < Fn(u),

Xi if Fn(Xi) ≥ Fn(u),
(2.3.2)

where F̂←(q) is the empirical quantile function which is defined as x̂1−q(u) (the POT estimator
of the quantile x1−q). Fn(x) := 1

n

∑n
i=1 1{Xi ≤ x} is the empirical cumulative distribution

function, and F n(x) := 1−Fn(x) is the empirical survival function. If Fn and F̂← are suitably
chosen, the distribution of the folded excesses X̂(F )

1 (u) − u, . . . , X̂(F )
n (u) − u should be close

to the true distribution of the excesses (You et al., 2010). The authors suggest the use of
the empirical CDF and the empirical quantile function. The empirical CDF is motivated by
its simplicity and well-known properties, and by that it does not depend on the underlying
distribution. Regarding the quantile function, the authors argue that if the excesses over a
threshold u can be modelled by a GPD, then for q close to 1 the quantile function F←(q) can
be estimated by the POT estimator x̂1−q.

By using the proposed estimators the folding variable is re-specified as

X̂
(F )
i (u) =

u+
σ̂u
ξ̂

[(
1− ri,n

n−nu

)−ξ̂
− 1

]
if ri,n < n− nu

Xi if ri,n ≥ n− nu
(2.3.3)

where ri,n is the rank of the ith observation, n is the total sample size, and nu is the number of
excesses over the threshold u (You et al., 2010).
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The threshold is manually specified and the tail is modelled by a GPD just as in the
conventional POT procedure. The authors claim that the folding procedure performs better
than the conventional POT regarding MSE, especially for small samples and distributions with
heavy tails. For heavy tailed distributions the folding procedure gives smaller bias than the
conventional POT procedure but for light tailed distributions the bias is larger. The folding
procedure is also claimed to be less volatile for very high quantile estimation. It should be noted
that one observation is lost in the procedure because the observation with rank n − nu cannot
be folded. It should also be noted that the folding procedure uses additional approximations
compared to the conventional POT procedure. These approximations may impose bias if the
model fit is poor.

In practice the folding procedure is performed by first selecting a threshold and modelling
the excesses by a GPD. Second, an enlarged set of excesses is generated from the folding
variable by using the parameter estimates from the GPD estimation. Third, the enlarged tail
sample is modelled with a GPD and updated parameter estimates are obtained. The second and
third steps are repeated until convergence is attained.

2.4 Extreme Value Mixture Models

To avoid the subjectivity and uncertainty associated with manual threshold selection, a variety
of extreme value mixture models have been proposed (see Scarrott and MacDonald (2012) for
a brief review). The procedure is to fit one distribution to the data below the threshold (the bulk
of the data) and a GPD to the tail. The threshold is estimated as a parameter and the uncertainty
associated with the threshold selection can often be captured in the inferences. One benefit
of mixture models is that the sample size is fixed because the entire data set is used. For the
conventional POT the sample size changes with the threshold which affects the estimation.

Mixture models can be categorised into parametric, semi-parametric and non-parametric.
The parametric models perform well if the chosen distribution below the threshold fits the data
well. The non-parametric models are more robust but are computationally complex and it can
be difficult to ensure convergence. A potential issue with the parametric mixture models is
that the fitted bulk and tail distributions are dependent to some extent because they share the
region at the threshold. The model fit below the threshold therefore affects the estimation of the
GPD parameters. Mixture models may also be sensitive to the starting values used in numerical
optimization (Scarrott and MacDonald, 2012).

The choice of mixture model depends on the situation and in the present study a data set
consisting of costs for hurricane damage in the United States is modelled. There are indications
that the data set follows a log-normal distribution with a potentially heavier right tail which is
further discussed in the "Application and Results" section. Therefore, a mixture of a normal
distribution and a GPD is used to model the natural logarithm of the data. The chosen mixture
model is developed by Behrens et al. (2004) and further investigated by Cabras and Castellanos
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(2011). It is implemented in the R package evmix by Scarrott and Hu (2015). Behrens et al.
(2004) specifies the general form of the mixture model as

F (x|η, ξ, σu, u) =

G(x|η), if x < u,

G(u|η) + [1−G(u|η)]H(x|ξ, σu, u), if x ≥ u
(2.4.1)

where G(x|η) is the distribution below the threshold and H(x|ξ, σu, u) is a GPD.
Behrens et al. (2004) point out potential convergence issues for small samples and that

particularly the threshold may be difficult to estimate. Another weakness is that the model does
not take into account the dependence between the threshold and the scale parameter (Scarrott
and MacDonald, 2012). The model is claimed to give similar GPD parameter estimates to the
conventional POT procedure. Quantile or return level estimates tend to be larger for the mixture
model than for the conventional POT, at least for return periods of one week up to two years.
If the model fit is acceptable, it is expected that the chosen mixture model will give similar
parameter estimates as the conventional POT procedure. The return level estimates will likely
be larger.

3 Application and Results

3.1 Danish Fire Insurance Data

The Danish fire insurance claims data set is included in the evir package in R. It consists of
2156 fire insurance claims exceeding 1 million DKK from January 1980 to December 1990.
The claims range from 1 million to 263 million DKK and are adjusted to the 1985 price level.
Several researchers (see e.g. Cabras and Castellanos (2011); Carreau and Bengio (2009); Lee
et al. (2012)) have modelled the data set with different mixture models and therefore no mixture
models are used to model it in the present study. The data set has been presented throughout
the paper, and in this section estimation results from the conventional POT procedure and the
folding procedure are presented and compared.

3.1.1 Modelling the Original Data Set

The model parameters are estimated by maximizing the log-likelihood function with optim in
R. Starting values for the optimization are set to

√
(6s2)/π for σu which is common in the liter-

ature and 0.5 for ξ because the data set appears to have a heavy tail. The same thresholds as in
McNeil (1997) are used (3, 4, 5, 10, and 20 million DKK) but the 0.99 quantile has been added.
The 0.99 quantile corresponds to the 100-observation return level. It should be interpreted as
the claim size that is expected to be exceeded once in 100 fire insurance claims given that
the model fits the data. Tables 1 and 2 show shape parameter and return level estimates from
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the conventional POT procedure and the folding procedure respectively. More comprehensive
parameter estimation results can be found in the Appendix.

The folding procedure gives smaller parameter estimates for all thresholds, and the return
level estimates are smaller than in the conventional POT for almost all thresholds, which is
consistent with the results from You et al. (2010). The range of the return level estimates
between different thresholds is smaller for the folding procedure than for the conventional POT
in actual numbers. In relative numbers there is not a clear difference between the procedures.
None of the procedures can be therefore claimed to be less sensitive to the threshold choice for
this data set.

Table 1: Conventional POT procedure estimation results from the Danish fire
insurance data.

Threshold Excesses ξ̂ s.e. ξ̂ 0.99 0.995 0.999 0.9999

3 532 0.67 0.07 27.6 44.0 130 604
4 362 0.72 0.09 28.2 46.3 147 768
5 254 0.63 0.10 27.6 43.3 121 523

10 109 0.50 0.14 27.4 40.3 95 306
20 36 0.68 0.28 25.9 38.1 103 473

As expected, the parameter standard errors from the folding procedure are smaller than
those from the conventional POT procedure, particularly for higher thresholds with fewer ex-
cesses. Also, the folding procedure standard errors are almost the same for all thresholds as a
product of the consistent sample size.

Table 2: Folding procedure estimation results from the Danish fire insurance
data.

Threshold Excesses ξ̂ s.e. ξ̂ 0.99 0.995 0.999 0.9999

3 2155 0.64 0.04 26.7 41.9 118 521
4 2155 0.68 0.04 27.0 43.2 129 615
5 2155 0.57 0.03 26.4 40.2 104 391

10 2155 0.39 0.03 26.8 38.0 79 209
20 2155 0.39 0.03 26.6 37.7 79 206

3.1.2 Removing the Largest Observation

McNeil (1997) showed that removing the largest observation from the Danish fire insurance
data set had a substantial impact on the conventional POT return level estimates. Table 3 illus-
trates the folding procedure estimation results after the largest observation has been removed.
The parameter estimates are smaller than in Table 2 which suggests a lighter tail, especially
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for the highest threshold. The return level estimates are also smaller, particularly for higher
thresholds and quantiles. It is clear that the folding procedure estimates are greatly affected by
removing the largest observation from the Danish fire insurance data set.

Table 3: Folding procedure estimation results from the Danish fire insurance
data after removing the largest observation.

Threshold Excesses ξ̂ s.e. ξ̂ 0.99 0.995 0.999 0.9999

3 2154 0.61 0.03 25.5 39.3 106 438
4 2154 0.64 0.04 25.7 40.1 112 487
5 2154 0.51 0.03 25.0 36.9 87 286

10 2154 0.28 0.03 25.8 35.1 65 142
20 2154 0.21 0.03 26.1 35.9 65 127

3.1.3 Adding a New Largest Observation

McNeil (1997) added a new largest observation of 350 million DKK and noted that it had
great effect on the conventional POT procedure parameter and return level estimates. Table
4 illustrates the folding procedure estimation results after adding a new observation of 350
million DKK to the Danish fire insurance data set. There is a clear difference in parameter and
return level estimates compared to when modelling the original data set, particularly for higher
thresholds and quantiles. Thus the folding procedure estimates are also substantially affected
by adding a new largest observation to the Danish fire insurance data set.

Table 4: Folding procedure estimation results from the Danish fire insurance
data after adding a new largest observation of 350 DKK.

Threshold Excesses ξ̂ s.e. ξ̂ 0.99 0.995 0.999 0.9999

3 2156 0.67 0.04 27.9 44.7 132 624
4 2156 0.72 0.04 28.5 46.7 149 781
5 2156 0.63 0.04 27.9 43.9 123 531

10 2156 0.50 0.03 28.0 41.3 97 315
20 2156 0.55 0.03 27.1 39.9 98 350

3.2 Hurricane Damage Cost Data

The hurricane damage cost data set has 144 observations of the total estimated costs for hur-
ricane damage in the United States from 1926 to 1995, expressed in billions of U.S. dollars.
Pielke and Landsea (1998) adjusted the data set for the 1995 level in terms of inflation, wealth
and population density to make the damage costs comparable over the time period. The data
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set can be accessed in the extRemes package in R. Figure 6 illustrates a time series plot of the
data which shows that the most costly hurricane damage was reported in 1926 and the second
most costly in the early 1990s with several years in between without any reported hurricane
damage costs. Katz (2002) investigates the data set and concludes that it contains little to no
dependency after the normalization by Pielke and Landsea (1998). Thereby the independence
assumption is considered to be met.

Figure 6: Time series plot of the hurricane damage
cost data. Damage costs in billions of dollars.

The data ranges from $0.001 billion to $72.3 billion and has a mean of 2.417 and a
median of 0.201 which indicates a right skewed distribution. The skewed distribution can be
seen in Figure 7a where most of the observations are of relatively small damage costs and a
few are of large costs. Figure 7b illustrates a histogram of the natural logarithm of the damage

(a) Damage costs in billions of dollars. (b) Natural logarithm of damage costs.

Figure 7: Distribution of the hurricane damage cost data.

costs and indicates that the data may follow a log-normal distribution, which is also pointed
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out by Katz (2002). Katz (2002) suggests that the heaviness of the right tail may not be fully
captured by a log-normal distribution which supports the use of a GPD. A QQ-plot illustrated
in Figure 13 in the Appendix indicates that the data set follows a log-normal distribution with
a potentially heavier right tail. Support for a heavy tail is also seen in Figure 8 which exhibits
a concave departure from the reference line and indicates a heavier tail than exponential. With
the plots combined it is motivated to model the data with a GPD.

Figure 8: QQ-plot of sample quantiles against exponential
distribution quantiles.

3.2.1 Threshold Selection

Figure 9 shows a mean residual life plot where the three largest observations have been removed
to make the plot easier to interpret. The plot has a slight upward trend, and there is a curve close
to zero followed by approximately linear parts at low threshold values. It should be noted that
most of the observations are close to the very left part of the plot and that only 31 of the 144
observations exceed $2 billion. There appears to be a linear part at the beginning of the plot
and another after approximately $2 billion. However, only inspecting the mean residual life
plot is not sufficient for determining an appropriate threshold in this data set.

The parameter stability plots illustrated in Figure 10 have been set to a maximum of $5
billion. Only 19 observations exceed $5 billion and to set the threshold higher would give
estimates with much uncertainty. The plots are quite stable from about $0.3 billion which
suggests that 0.3 may be an appropriate threshold. Some departure from the stability is seen
above $1.5 billion, but the uncertainty also increases with the threshold. The shape parameter
stability plot exhibits some stability above $2 billion which agrees with the mean residual life
plot. Based on both the mean residual life plot and the parameter stability plots, the thresholds
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Figure 9: Mean residual life plot where the three largest ob-
servations have been excluded.

0.3 and 2 are selected. The threshold $0.3 billion corresponds to the 0.53 quantile of the data
and $2 billion corresponds to the 0.78 quantile.

Figure 10: Parameter stability plots for the hurricane damage cost
data. The upper plot for σ̂∗ and the lower for ξ̂.

3.2.2 Model Fit Evaluation

Figure 11 illustrates probability and quantile plots after modelling the excesses above the
threshold of $0.3 billion with the conventional POT procedure. For a good model fit the points
in the plots should follow the reference line. In Figure 11a the points follow the line well except
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for some discrepancies at higher probabilities. Figure 11b is not as clear because of a few large
observations that distort the plot. The main part of the data set follows the line with a jump at
about 4 or 5. When considering both plots the model fit is deemed acceptable.

(a) Probability plot. (b) Quantile plot.

Figure 11: Diagnostic plots after conventional POT estimation with the threshold set to $0.3 billion.

(a) Probability plot. (b) Quantile plot.

Figure 12: Diagnostic plots after mixture model estimation with the threshold estimated to $0.53 billion.

Figure 12 illustrates probability and quantile plots after fitting the mixture model to the
data with the estimated threshold $0.53 billion. Despite the relatively small number of obser-
vations, convergence is attained. Neither the probability plot nor the quantile plot suggests a
particularly good fit which may be a consequence of the relatively small number of observa-
tions.

Probability and quantile plots after modelling the excesses over the threshold of $2 billion
with the conventional POT procedure are found in Figure 14 in the Appendix. The model fit
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is relatively poor, but there are also only 31 excesses above $2 billion. Diagnostic plots are
studied after each estimation but are not presented in the paper because they look similar as the
plots included.

3.2.3 Modelling the Original Data Set

The starting values for the GPD parameters are the same as for the Danish fire insurance data.
For the mixture model additional parameters are estimated. Starting values for the normal
distribution parameters are the sample mean and the sample standard deviation. The initial
value for u is set to 0.3 and 2 for the two thresholds respectively. Because the mixture model
is fitted to the natural logarithm of the data, the starting values are also converted to log scale.
The mixture model is fitted with the evmix package.

Estimation results from the conventional POT, the folding procedure, and the mixture
model are presented in Table 5. Quantiles corresponding to 10-, 50-, 100-, and 200-observation
return levels are estimated. Starting with the upper half, the parameter estimates from all pro-
cedures are quite large which indicates a heavy tail. The mixture model suggests a threshold
of 0.53 and a shape parameter estimate similar to that of the folding procedure. The return
level estimates from the mixture model are notably larger than in the other procedures, and the
reason is that the scale parameter estimate from the mixture model is several times larger than
in the other procedures (see the Appendix). The conventional POT and the folding procedure
give similar estimates for the 10-observation return level. For higher quantiles the differences
between the two procedures are greater.

Table 5: Estimation results from the hurricane damage cost data. The upper half is with
the threshold set to $0.3 billion and the lower half with the threshold set to $2 billion.

Threshold Excesses ξ̂ s.e. ξ̂ 0.9 0.98 0.99 0.995

POT 0.30 68 0.79 0.22 5.4 24 42 74
Folding 0.30 143 0.67 0.14 5.2 20 33 53
Mixture 0.53 60 0.65 0.14 23.6 95 157 255

POT 2.00 31 0.50 0.27 6.0 21 33 49
Folding 2.00 143 0.27 0.11 6.2 19 26 34
Mixture 4.06 20 0.68 0.14 5.5 19 32 52

The lower half of Table 5 shows estimation results with the threshold set to $2 billion.
The parameter estimates from both the conventional POT and the folding procedure are smaller
than for the threshold of $0.3 billion. The mixture model suggests the heaviest tail and the
folding procedure the lightest. The folding procedure gives smaller standard error estimates
than the conventional POT procedure also for this data set.

The mixture model estimates a threshold of $4.06 billion which shows that the threshold
estimate depends on the starting value. As a test, the mixture model is fitted for several different
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threshold starting values and in most cases different estimates are obtained. A possible expla-
nation is that the tail may have spurious peaks that the threshold estimate is drawn to (Scarrott
and MacDonald, 2012). The relatively small sample size may also be an issue.

The return level estimates from both the conventional POT and the folding procedure
are smaller when the threshold is set to $2 billion except for the 10-observation return level.
Concerning stability, the difference between the return level estimates for the two thresholds is
smaller for the folding procedure than for the conventional POT in actual numbers. In relative
numbers there is no clear difference between the procedures.

The folding procedure gives smaller standard errors of the parameter estimates than the
conventional POT, but shows no clear gain in return level estimate stability between the thresh-
olds. The mixture model estimates are difficult to compare because of the dependency on the
threshold starting value.

3.2.4 Removing the Largest Observation

As a first step to investigate how robust the procedures are to changes in the hurricane damage
cost data set, the largest observation is removed. Estimation results from modelling the updated
data set are presented in Table 6. The shape parameter estimates from all procedures change
substantially when the largest observation becomes $33.094 billion, which is less than half of
the observation that was removed.

Starting with the upper half of Table 6, the estimated threshold from the mixture model is
$0.36 billion, and the return level estimates are again much larger than in the other procedures.
Both the conventional POT and the folding procedure estimates are notably smaller compared
to when modelling the full data set, and the difference compared to Table 5 is similar for both
procedures.

Table 6: Estimation results from the hurricane damage cost data after removing the
largest observation. The upper half is with the threshold set to $0.3 billion and the
lower half with the threshold set to $2 billion.

Threshold Excesses ξ̂ s.e. ξ̂ 0.9 0.98 0.99 0.995

POT 0.30 67 0.65 0.20 4.9 18 30 49
Folding 0.30 142 0.52 0.13 4.8 15 24 35
Mixture 0.36 63 0.53 0.13 42.5 147 228 345

POT 2.00 30 0.14 0.21 5.9 16 21 27
Folding 2.00 142 0.00 0.08 6.0 15 18 22
Mixture 3.34 20 0.41 0.12 5.7 26 39 58

With the threshold set to $2 billion, the folding procedure shape parameter estimate is
close to 0 (8.61 × 10−5) which corresponds to an exponential tail. The shape parameter esti-
mate from the conventional POT shrinks to 0.14 but the standard error remains comparatively

23



large. The return level estimates from both the conventional POT and the folding procedure are
smaller compared to Table 5, and the change is larger for higher quantiles. The difference in
return level estimates between the thresholds is smaller for the folding procedure than for the
conventional POT.

The folding procedure gives smaller standard errors of the parameter estimates and also
more stable return level estimates between the thresholds. Compared to when modelling the
full data set, the change in return level estimates is smaller for the folding procedure than for
the conventional POT in actual numbers. In relative numbers the change is similar for both
procedures. All procedures are notably affected by removing the largest observation.

3.2.5 Adding Generated Observations

To further investigate how robust the procedures are to changes in the data, 10% extra simulated
observations (corresponding to 14 observations after rounding) from a log-normal distribution
are added to the data set. The log-normal distribution is chosen because the data set appears
to be log-normally distributed. The sample mean and standard deviation are used as parameter
values and the observations are generated with rlnorm in Rwith seed 34. The 14 observations
range from $0.029 billion to $4.681 billion which adds more data to the middle range of the
set. Five of the simulated observations are over $0.3 billion and three are over $2 billion. The
model fit above the threshold of $2 billion is somewhat improved, which indicates that the poor
model fit seen in Figure 14 may be due to the small number of excesses.

Table 7 illustrates estimation results after adding the 14 simulated observations to the
original data set. For the threshold of $0.3 billion the shape parameter and return level estimates
from both the conventional POT and folding procedure are smaller compared to modelling the
original data set. The likely reason is that there are more observations in the lower range of the

Table 7: Estimation results from the hurricane damage cost data after adding 10%
simulated observations from a log-normal distribution with mean = sample mean and
standard deviation = sample standard deviation. The upper half is with the threshold set
to $0.3 billion and the lower half with the threshold set to $2 billion.

Threshold Excesses ξ̂ s.e. ξ̂ 0.9 0.98 0.99 0.995

POT 0.30 73 0.70 0.20 5.2 21 36 59
Folding 0.30 157 0.60 0.13 5.1 18 29 45
Mixture 0.48 66 0.64 0.14 25.5 101 167 271

POT 2.00 34 0.52 0.26 5.6 20 31 47
Folding 2.00 157 0.31 0.10 5.8 17 24 33
Mixture 6.29 18 0.90 0.16 6.6 15 24 41

data set. The change in return level estimates compared to when modelling the original data
is smaller for the folding procedure than for the conventional POT. It indicates that the folding
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procedure is less affected by the additional data. The folding procedure also uses all the added
observations, not only the observations above the threshold, which may be a reason for the
smaller change.

When the threshold is set to $2 billion, both the conventional POT and the folding pro-
cedure estimates are similar to when modelling the original data set. A possible explanation is
that there are only three additional observations above the threshold and that those observations
are in the lower part of the tail. The difference in return level estimates between the thresholds
is similar for both procedures. The estimated threshold from the mixture model increases to
$6.29 billion which leaves only 18 observations above it. The estimated shape parameter is
0.90 and the return level estimates are quite close to those from the other procedures.

Table 8: Estimation results from the hurricane damage cost data after adding 10% sim-
ulated observations from a log-normal distribution with mean = sample mean and stan-
dard deviation = 1.5 × sample standard deviation. The upper half is with the threshold
set to $0.3 billion and the lower half with the threshold set to $2 billion.

Threshold Excesses ξ̂ s.e. ξ̂ 0.9 0.98 0.99 0.995

POT 0.30 73 0.76 0.21 5.9 25 44 77
Folding 0.30 157 0.64 0.13 5.7 21 35 56
Mixture 0.53 65 0.62 0.13 28.4 110 179 285

POT 2.00 36 0.42 0.24 6.7 22 33 47
Folding 2.00 157 0.23 0.10 6.9 20 27 35
Mixture 2.19 34 0.66 0.14 7.3 32 53 88

To further observe how the procedures react to additional data, 14 new observations are
generated from a log-normal distribution with the same mean as the previous generated obser-
vations, but with the standard deviation multiplied by 1.5. These simulated data range from
$0.01 billion to $20.671 billion and add five more observations above both thresholds. Estima-
tion results from the updated data set are presented in Table 8. For the threshold of $0.3 billion
the parameter and return level estimates from both the conventional POT and the folding pro-
cedure are almost unchanged compared to modelling the original data set. A probable reason
is that the added observations cover most of the range of the original data and thereby do not
change the composition of the data set. The estimated threshold from the mixture model is the
same as when modelling the original data set but the parameter and return level estimates are
larger.

When the threshold is set to $2 billion the shape parameter estimates from all procedures
are slightly smaller compared to when modelling the original data set. The standard errors of
the parameter estimates decreases for both the conventional POT and the folding procedure
because of the larger sample size. The return level estimates remain almost unchanged after
adding the simulated data.
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4 Conclusions

The purpose of this study is to make an empirical comparison of the estimation performances
of the folding procedure, the chosen mixture model and the conventional POT procedure. The
results are largely in line with previous research. The folding procedure gives smaller return
level estimates than the conventional POT for most cases. Also, the shape parameter standard
errors from the folding procedure are smaller in all investigated situations because of the larger
sample size. Thereby the folding procedure gives more precise parameter estimates than the
conventional POT. There may however still be additional bias in the estimates from the folding
procedure due to the extra approximations.

Both the conventional POT and the folding procedure estimates are greatly affected by
adding or removing influential observations. Still, for the hurricane damage cost data both
adding and removing observations affects the return level estimates from the folding procedure
less than those from the conventional POT. It shows that the folding procedure estimates are
more stable than the conventional POT estimates for the hurricane damage data set. The folding
procedure is claimed to give more accurate and stable estimates than the conventional POT in
small samples with heavy tails, which applies to the hurricane damage cost data set, and may
be the explanation for the more stable estimates.

The mixture model does not fit the data well and the parameter estimates are dependent
on the starting values in the optimization. The reason may be that the threshold estimate is
drawn to spurious peaks in the tail of the sample and that the estimation method is inadequate
for such situations. Also, previous research has shown that the threshold may be difficult to
estimate for small samples. The parametric mixture model concept is appealing but the need
for both a good model fit below the threshold and a relatively large sample makes the model
less flexible than the other procedures in this study. For situations with larger samples mixture
models may still be a competitive modelling alternative.

The study shows that none of the investigated procedures is consistently better than the
others. There are however situations where one procedure may be preferred over another. For
situations where the sample size is small, and a GPD is appropriate to model the data, the
folding procedure can improve the estimation with smaller standard errors and more accurate
return level estimates. For sufficiently large sample sizes and where the threshold selection is
ambiguous, a parametric mixture model can probably be advantageous if the dependence on
the parameter starting values is handled.

For future research it would be interesting to further investigate the properties of mixture
models. In particular, the empirical properties have not been fully investigated due to much of
the literature being quite new. The poor performance of the parametric mixture model in this
study shows that fitting the models may be challenging. A better understanding of their empir-
ical performances can make mixture models more available to researchers in different fields.
It would also be interesting to investigate the bias of the folding procedure for different model
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misspecifications to better understand for what situations the procedure may be beneficial over
the conventional POT procedure.
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Appendix

Figure 13: QQ-plot of the natural logarithm of the
hurricane damage cost data against normal distribu-
tion quantiles.

(a) Probability plot. (b) Quantile plot.

Figure 14: Diagnostic plots after conventional POT estimation with the threshold set to $2 billion.
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Table 9: Parameter estimates with standard errors from modelling the Danish
fire insurance data.

Conventional POT Threshold σ̂u ξ̂ s.e. σ̂u s.e. ξ̂

3 2.19 0.67 0.17 0.07
4 2.63 0.72 0.26 0.09
5 3.81 0.63 0.43 0.10

10 6.97 0.50 1.16 0.14
20 9.63 0.68 2.95 0.28

Folding procedure Threshold σ̂u ξ̂ s.e. σ̂u s.e. ξ̂

3 2.22 0.64 0.09 0.04
4 2.70 0.68 0.11 0.04
5 3.96 0.57 0.15 0.03

10 7.41 0.39 0.27 0.03
20 11.55 0.39 0.41 0.03

Folding drop obs. Threshold σ̂u ξ̂ s.e. σ̂u s.e. ξ̂

3 2.25 0.61 0.09 0.03
4 2.75 0.64 0.11 0.04
5 4.09 0.51 0.15 0.03

10 7.72 0.28 0.27 0.03
20 11.94 0.21 0.40 0.03

Folding add obs. Threshold σ̂u ξ̂ s.e. σ̂u s.e. ξ̂

3 2.19 0.67 0.09 0.04
4 2.65 0.72 0.11 0.04
5 3.85 0.63 0.15 0.04

10 7.16 0.50 0.27 0.03
20 11.26 0.55 0.43 0.03

30



Table 10: Parameter estimates with standard errors from modelling the hur-
ricane damage cost data.

Original data Threshold σ̂u ξ̂ s.e. σ̂u s.e. ξ̂

POT 0.30 1.66 0.79 0.38 0.22
Folding 0.30 1.78 0.67 0.27 0.14
Mixture 0.53 9.80 0.65 1.48 0.14

POT 2.00 4.26 0.50 1.32 0.27
Folding 2.00 4.91 0.27 0.66 0.11
Mixture 4.06 3.78 0.68 0.58 0.14

Drop largest obs. Threshold σ̂u ξ̂ s.e. σ̂u s.e. ξ̂

POT 0.30 1.73 0.65 0.38 0.20
Folding 0.30 1.88 0.52 0.27 0.13
Mixture 0.36 19.02 0.53 2.77 0.13

POT 2.00 5.02 0.14 1.38 0.21
Folding 2.00 5.39 0.00 0.64 0.08
Mixture 3.34 7.81 0.41 1.09 0.12

10% added data 1 Threshold σ̂u ξ̂ s.e. σ̂u s.e. ξ̂

POT 0.30 1.79 0.70 0.39 0.20
Folding 0.30 1.90 0.60 0.27 0.13
Mixture 0.48 10.66 0.64 1.61 0.14

POT 2.00 3.82 0.52 1.14 0.26
Folding 2.00 4.38 0.31 0.57 0.10
Mixture 6.29 1.96 0.90 0.32 0.16

10% added data 2 Threshold σ̂u ξ̂ s.e. σ̂u s.e. ξ̂

POT 0.30 1.92 0.76 0.42 0.21
Folding 0.30 2.07 0.64 0.30 0.13
Mixture 0.53 12.34 0.62 1.85 0.13

POT 2.00 4.80 0.42 1.35 0.24
Folding 2.00 5.40 0.23 0.68 0.10
Mixture 2.19 5.11 0.66 0.78 0.14
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