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Abstract

For the purpose of modelling and prediction of volatility, the family of Stochastic
Volatility (SV) models is an alternative to the extensively used ARCH type models. SV
models differ in their assumption that volatility itself follows a latent stochastic process.
This reformulation of the volatility process makes however model estimation distinctly
more complicated for the SV type models, which in this paper is conducted through
Markov Chain Monte Carlo methods. The aim of this paper is to assess the standard
SV model and the SV model assuming t-distributed errors and compare the results
with their corresponding GARCH(1,1) counterpart. The data examined cover daily
closing prices of the Swedish stock index OMXS30 for the period 2010-01-05 to 2016-
03-02. The evaluation show that both SV models outperform the two GARCH(1,1)
models, where the SV model with assumed t-distributed error distribution give the
smallest forecast errors.
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Introduction

Volatility and volatility modelling plays an important role in the financial markets. It is used
in the pricing of financial derivatives and plays for instance a key feature in the well known
option pricing model Black-Scholes. Much research has been devoted to the subject for the
past half century, and the issue of optimal modelling and forecasting is still relevant. More-
over, volatility can even be viewed as an asset itself as the VIX index1 can be traded through
types of derivatives. In the early 60’s, Mandelbrot and Fama gave findings concerning the
leptokurtic distribution of asset returns. Another key feature is that of volatility clustering,
a behavior that can be seen in return plots where high volatility tends to appears in clusters.
In the mid 70’s, Black gave evidence that returns are negatively correlated with volatility as
a consequence of falling stock prices increasing the leverage of firms, constituting a higher
risk and higher volatility.

These stylized facts have been a springboard to various volatility models that are formulated
in both discrete and continuous time. Since Engle introduced the ARCH model in 1982, the
models within the ARCH family have been used extensively to model and forecast volatility
of financial and economic time series. There is a vast amount of various models within the
family, where perhaps the most popular has been the GARCH(1, 1) model, proposed by
Bollerslev and Taylor in 1986. See Hansen and Lunde (2005) for an extensive review and
comparison of ARCH type models. The GARCH(p, q) model is given by,

yt = σtεt (1)

σ2
t = ω +

p∑
i=1

αiy
2
t−i +

q∑
j=1

βjσ
2
t−j (2)

where yt denotes the asset return, σt the time-varying volatility, ω is a constant and εt is a
series of IID disturbances following some assumed distribution. The volatility at time t is
modeled as deterministic conditioned on the available information of lagged values of squared
observations and squared volatility. Given a distribution of εt in (1), a likelihood is available
and parameter estimation is straightforward. Setting p = q = 1 gives the GARCH(1, 1), for
which the condition α1 + β1 < 1 insures covariance stationarity for the model. The uncon-
ditional variance is given by ω/(1− α1 − β1) and the fourth moment exists in the Gaussian
model if 2α2

1 + (α1 + β1)
2 < 1 (Bollerslev, 1986).

An alternative to the ARCH type models is the family of Stochastic Volatility (SV) mod-
els. A main difference is that the volatility is itself assumed to follow a latent stochastic
process. Early proposals of SV models came from the idea that the arrival of information is
random and not observable, which motivates the use of a latent stochastic process for the
volatility itself (Ghysels et al., 1996). One key issue of the SV model is that the likelihood

1The CBOE Volatility Index (VIX) measures market expectations of the volatility of the S&P 500 index
for a 30 day period ahead.
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is intractable and other methods than Maximum Likelihood must be used. Various methods
have been proposed such as quasi maximum likelihood, based on the transformation log y2,
making the system linear. This is employed by Harvey et al. (1994) and Ruiz (1994) in
both univariate and multivariate settings. The estimator is consistent and asymptotically
normal, but rather inefficient (Mondarfini, 1998). Mondarfini instead argue for the usage
of indirect inference, proposing two different auxiliary models, one autoregressive and one
ARMA model. The difficulty in indirect inference lies in the auxiliary model that needs
to be easily estimated but still reflect the features of the original model. Efficient Method
of Moments has also been applied by, for example, Andersen et al. (1999) where ARCH,
GARCH and EGARCH are considered as auxiliary models. They show that efficiency gains
are made in comparison to GMM, but that it is not as well performing as Markov Chain
Monte Carlo (MCMC) methods, which will be employed in this paper.

The aim of this paper is to perform estimation and prediction using the basic SV model
and the SV model when the error distribution of returns is assumed to follow a Student’s t-
distribution. The performance is put in relation to the corresponding GARCH(1,1) models,
i.e., one where the conditional distribution is set to the normal distribution and one where
Student’s t-distribution is assumed. Do the SV models outperform the GARCH type models?
The rest of this paper is organized as follows. The next section describes the Stochastic
Volatility model and some of its extensions. The following section give a brief introduction
to Markov chains before the estimation method is presented. Then the data used in this
paper is described before the results are presented. The paper is then summarized with some
concluding remarks.
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Stochastic volatility

The family of SV models has gained much attention in financial mathematics for its contribu-
tion to option pricing theory. Hull and White (1987) generalized the Black-Scholes formula
to allow for stochastic volatility and as for the ARCH framework, many variations have been
proposed. Among the techniques proposed for the estimation of SV models, MCMC meth-
ods has gained much popularity as computationally intensive methods have become more
feasible to work with. An early application of MCMC methods to SV models was outlined by
Jaquier et al. (1994), analysing both stocks and exchange rates. Kim et al. (1998) present
several MCMC algorithms to estimate the basic SV model and give results for modelling
returns of the GBP/USD exchange rate for the period 1 October 1981 to 28 June 1985. The
basic SV model, simply denoted as SV , is given by,

yt = eht/2εt (3)

ht = µ+ φ (ht−1 − µ) + σηt (4)

h1 ∼ N
(
µ, σ2/(1− φ2)

)
(5)

where ht is the log volatility and the disturbance vector (εt, ηt)
′ is bivariate normal as

N (0,Σ). For the basic model, the variances in Σ are equal to 1 and εt and ηt are in-
dependent. For the parameter φ, it is assumed that |φ| < 1 such that the log volatility
follows a stationary process. The family of SV models has been extended to include many
variations analogous to those within the ARCH family. Letting εt in (3) follow a Student’s
t-distribution with v degrees of freedom, the model can account for heavy tails. The re-
formulation exploits the relation between the inverse gamma and the normal distribution,
where τt ∼ IG(v/2, v/2) and ut ∼ N(0, 1) such that,

√
τtut = εt ∼ t(v)

where v are the degrees of freedom, estimated as a parameter in the model which we can
denote as SV t. As previously mentioned, a feature that these models attempt to capture is
the behavior of the returns, which deviates from normality. Both models are able to capture
excess kurtosis, for the SV model the second and fourth moments are given by,

E[y2t ] = E[eht ]E[ε2t ]

= eµ+0.5σ̃2

E[y4t ] = E[eh
2
t ]E[ε4t ]

= e2µ+2σ̃2

3

where σ̃2 = σ2/(1− φ2). Notice that these results follow from that eht follow the log normal
distribution. For a log normal distributed random variable X ∼ LN(α, β2), the n:th moment
is given by enα+0.5n2β2

. The model implied kurtosis is then given by,

K =
E[y4t ]

E[y2t ]
2

= 3 exp

(
σ2

1− φ2

)
5



which is larger than 3 given that σ2 > 0. For the SV t model we recall that the t-distributed
disturbance εt can be rewritten as

√
τtut, where τt ∼ IG(v/2, v/2) and ut ∼ N(0, 1). Using

results from the inverse gamma distribution it follows that,

E[y2t ] = E[eht ]E[τt]E[u2t ]

= eµ+0.5σ̃2 v

v − 2

E[y4t ] = E[eh
2
t ]E[τ 2t ]E[u4t ]

= e2µ+2σ̃2 v2

(v − 2)(v − 4)
3

The model implied kurtosis is then given by,

K =
E[y4t ]

E[y2t ]
2

= 3 exp

(
σ2

1− φ2

)
v − 2

v − 4
.

Ding and Meade (2010) conduct a simulation experiment as an attempt to see how different
volatility scenarios affect the model performance of SV models against GARCH models.
Their results give that SV models perform only slightly better for periods of very high
volatility. In further extensions of the SV model, leverage effect can be treated by allowing
εt and ηt to be contemporaneously correlated such that,

Σ =

(
1 ρ
ρ 1

)
where ρ reflects the correlation between the disturbances. The correlation can also be con-
stituted by a lagged effect on the volatility equation so that the correlation lies between εt
and ηt+1. Yu (2005) investigates the leverage effect assessing daily returns of the S&P 500
stock index for the period January 1980 to December 1987 and reports a negative correlation
of −0.31 between the error terms. A jump component can also be considered by adding stwt
to (3) so that the model becomes,

yt = stwt + eht/2εt (6)

ht = µ+ φ (ht−1 − µ) + σηt (7)

where wt is a Bernoulli distributed random variable that takes the value 1 with probability
p. The size of the jump is given by the random variable st ∼ N(µs, β

2
s ). The SV model with

jump component is studied by Hautsch and Ou (2009) for returns of the DAX index over the
period 1 January 1991 and 21 March 2007, observing an average jump size of µs = −0.005 and
βs = 0.029 occurring on average every 100 trading day. In common for the models within the
SV family is the issue of estimation. The likelihood function p(y|θ) =

∫
p(y|h,θ)p(h|θ)dh

is a high-dimensional integral w.r.t. the latent volatility states, and is not available on
closed form (Hautsch and Ou, 2009). Markov Chain Monte Carlo methods are employed
in this paper to focus on the density π(h,θ|y), which by Bayes’ theorem is proportional to
p(y|h,θ)p(h|θ)p(θ), where p(θ) is the prior distribution for the parameters.
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Estimation of the SV model

This section will outline the estimation of the SV model, and cover the parameter estimation,
volatility smoothing, filtering and prediction. A brief introduction to Markov chains is given
before the MCMC procedure is described. The convergence of the chain is assessed through
two diagnostics which are discussed before the filtering algorithm is presented.

Markov Chains

This paper will use MCMC methods to obtain samples from the target distribution π(h,θ|y).
Algorithms within the frameword of MCMC are constructed based Markov chains which
can be thought of as an iterative process, converging to a stationary distribution that is
represented by the sample. Detailed outline of Markov chains and MCMC methods can be
found in Chib (2001), Tierney (1994), or in textbooks regarding stochastic processes such as
Stirzaker (2005).

A (discrete time) Markov chain is a series of random variables where the value taken on
at time t only is dependent on the value taken on at time t-1. Under certain conditions,
the limiting distribution of the properly defined chain is its stationary distribution π(·), the
target distribution of interest. Let Φ = {Φi, i ∈ T} be the series of a random variable or of
p-dimensional vectors of random variables. The chain evolves on the space Ω ⊆ Rp from x
to A with transition kernel,

P (x , A) = Pr(Φi+1 ∈ A|Φi = x ,Φi−j)

= Pr(Φi+1 ∈ A|Φi = x )

where j > 0, x ∈ Ω and A ⊂ Ω. The Markov property is constituted by that the transition
probability when conditioning on all previous information, is equal to the transition prob-
ability when conditioned only on the random variables current value (Chib, 2001). Among
other characteristics of interest are if the Markov chain is π-irreducible and aperiodic. π-
irreducible means that the chain can reach all subsets A ⊂ Ω from any current value x in
some n number of steps. Let A be a measurable subset of Ω with π(A) > 0, then the Markov
chain is said to be π-irreducible if the probability of reaching A from any x is greater than
zero. I.e., if there exists an n such that P (n)(x , A) > 0 ∀ x is satisfied.

The periodicity of the Markov chain reflects any cyclic behavior in the chain. The period
of a state is given by j, which is the greatest common divisor of the number of steps in
which the state can be revisited. If j = 1, the state is aperiodic. Consider if we observe the
hour marker of a clock as a Markov chain with state space S = {1, 2, . . . , 12}. Si can only
be revisited after the chain has cycled through all other states, i.e., after 12, 24, 36, 48, . . .
steps. This would give each state the periodicity 12. An aperiodic chain ensures that the
chain does not exhibit this cycling behavior.

7



Markov chains are the underlying feature of Markov Chain Monte Carlo. The idea of MCMC
methods is to generate a sample from the target distribution π without sampling directly
from π. This is carried out by using a Markov chains {Φi} that converge to its stationary
distribution π, the target distribution (Robert and Casella, 1999). The usage of such a chain
guarantees the convergence of M−1∑M

i=1 g(Φi) to Eπ[g(Φi)].

To generate samples of the parameters from the target distribution, a popular method is the
Gibbs sampling method. A detailed outline is given by Casella and George (1992). To obtain
samples of the parameters Ψ, the vector is divided into blocks as Ψ = (Ψ1,Ψ2, . . . ,Ψp) where
the block Ψk can be univariate of multivariate. The sampling is performed on the so called
full conditional distributions p(Ψk|Ψ−k). Notice that the subscript −k refers to the entire
vector Ψ, but excluding the block Ψk. This results in the p full conditional distributions,

p(Ψ1|Ψ2, . . . ,Ψp)
...

p(Ψk|Ψ1, . . . ,Ψk−1,Ψk+1, . . . ,Ψp)
...

p(Ψp|Ψ1, . . . ,Ψp−1).

The full conditional distributions are iteratively updated to include the latest draws for the
variables that are conditioned upon. I.e., when sampling the i:th draw from the k:th block,
Ψ

(i)
k , the i:th draws are used for all the blocks up to k, and for the remaining blocks, the

i-1:th draws are used. Using the latest updates available in this manner gives that the i:th
draw from block k is sampled from,

p(Ψ
(i)
k |Ψ

(i)
1 , . . . ,Ψ

(i)
k−1,Ψ

(i−1)
k+1 , . . . ,Ψ

(i−1)
p ).

Under general conditions, the chain converges to draws from the target distribution. If the
full conditional distribution is not available, the Gibbs sampler cannot be used and some
other suitable method must be employed. This will be the case when sampling the volatility
states ht|Ψ−ht , for which an Accept-Reject Metropolis Hasting step is used (See Tierney,
1994).
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MCMC procedure

This section will report for the algorithm that is used to estimate the SV model. We employ
the single-move Markov Chain Monte Carlo presented by Kim et al. (1998) that is based on
both Gibbs sampling and Accept-Reject Metropolis Hastings sampling. Again, we state our
model as,

yt = eht/2εt (8)

ht = µ+ φ (ht−1 − µ) + σηt (9)

where εt ∼ N (0, 1), ηt ∼ N (0, 1) and h1 ∼ N(0, σ2/(1 − φ2)). For notational purposes
we collect the parameters as θ = (σ2, φ, µ) and the vector h = (h1, h2, . . . , hT ). Further-
more, we will refer to h−t as the entire vector h, but excluding the state ht such that
h−t = (h1, . . . , ht−1, ht+1, . . . , hT ). The steps for the algorithm are outlined below.

1. Initialize the vector h(0) and the parameters σ2(0) , φ(0) and µ(0) and set j = 1.

2. Sample h
(j)
t from p

(
ht|h−t,y,θ(j−1)

)
for t = 1, 2, . . . , T .

3. Sample σ2(j) from p
(
σ2|y,h(j), φ(j−1), µ(j−1)

)
.

4. Sample φ(j) from p
(
φ|y,h(j), σ2(j) , µ(j−1)

)
.

5. Sample µ(j) from p
(
µ|y,h(j), σ2(j) , φ(j)

)
.

6. If j < J , set j = j + 1 and go to step 2.

Repeat step 2 to 6 where J is the number of iterations. Among the four sampling steps,
the first step where the T volatility states are sampled is the more complicated one as we
cannot sample directly from the full conditional posterior. The aim is to sample the volatility

states from the target distribution p
(
ht|h−t,y,θ(j−1)

)
. This implies that T volatilities are

sampled within each iteration of the algorithm. Kim et al. (1998) suggest an accept-rejection
sampling and initially states the proportionality,

p (ht|h−t,y,θ) ∝ p (ht|h−t,θ) p (yt|ht,θ) (10)

From the right hand side of (10) it holds that,

p (ht|h−t,θ) = p (ht|ht−1, ht+1,θ)

which is normally distributed as N (h∗t , ψ) where,

h∗t = µ+
φ[(ht−1 − µ) + (ht+1 − µ)]

1 + φ2
, ψ =

σ2

1− φ2

9



The second term of the r.h.s. of (10) is directly given by the form of our model as,

p (yt|ht,θ) ∼ N(0, eht)

By taking the logarithm of this density and noticing the convexity of e−ht , the function can
be bounded2 by the first order Taylor expansion around the above described h∗t ,

log p∗ (yt, ht,θ) = −0.5ht − 0.5y2t e
−ht

≤ −0.5ht − 0.5y2t
(
e−h

∗
t (1 + h∗t )− hte−h

∗
t
)

= log g∗(yt, h
∗
t , ht,θ)

The r.h.s. of (10) is now bounded as

p (ht|h−t,θ) p∗(yt, ht,θ) ≤ N(h∗t , ψ)g∗(yt, h
∗
t , ht,θ)

where N(h∗t , ψ)g∗(yt, h
∗
t , ht,θ) is proportional to N(αt, ψ) where,

αt = h∗t +
ψ

2
(y2t e

−h∗t − 1).

The actual sampling of ht now consists of sampling a proposal value of ht from N(αt, ψ) and
accepting this value with probability p∗(yt, ht,θ)/g∗(yt, h

∗
t , ht,θ) as,

1. Sample a proposal ht from N(αt, ψ).

2. Sample U from the uniform distribution U(0, 1).

3. If U ≤ p∗/g∗, accept the value of ht, else return to 1.

Notice that the scheme outlined above is applied for each t ∈ [1, T ] within each iteration
of the chain. The following steps are simpler to conduct as the full conditional posteriors
are available for sampling. Given the prior distributions p(σ2), p(µ) and p(φ), the posterior
distribution we sample from are given by,

p(σ2|y,h, µ, φ) ∝ p(y|h, µ, φ, σ2)p(h|µ, φ, σ2)p(σ2)

p(µ|y,h, σ2, φ) ∝ p(y|h, µ, φ, σ2)p(h|µ, φ, σ2)p(µ)

p(φ|y,h, σ2, µ) ∝ p(y|h, µ, µ, σ2)p(h|µ, φ, σ2)p(φ)

where p(y|h, µ, φ, σ2) can be ignored as it is constant with respect to each parameter. Com-
monly chosen priors for the parameters are the Inverse-Gamma for σ2, the Normal distribu-
tion for µ and a function of φ as the Beta distribution, where (φ+ 1)/2 ∼ Beta. This latter
choice for φ is suggested by Kim et. al (1998) as it imposes stationarity for the persistence
parameter φ as its support becomes [−1, 1]. However, it requires an accept-rejection sampling

2After taking the logarithm, the constant part −0.5 log(2π) is ignored.
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for the parameter draws. Another commonly used prior is instead the normal distribution
but truncated over [−1, 1], which allows for immediate sampling from the posterior. In this
paper, the truncated Normal distribution is employed rather than the Beta distribution.

Following Hautsch and Ou (2008), we use the prior distributions and resulting conditional
posteriors as stated in Table 1. These are the posterior distribution from which the draws in
step 3 to 5 in the algorithm are drawn from. Given the initial values of h(0), σ2(0) , φ(0) and µ(0),
the chain is iterated a large number of times until convergence. The burn in3 period is then
discarded and from the remaining draws various quantities of interest can be obtained. The
smoothed volatilities are obtained by averaging the volatility draws and sample averages for
the parameters are recorded as the estimates of µ, φ and σ2. These parameter estimates will
be utilized in the particle filter as described in the following section. From the particle filter
we obtain filtered volatility estimates, which subsequently are used for volatility prediction.
We refer to the volatility estimates from the MCMC procedure as smoothed volatilities since
{ht}Tt=1 is estimated using all the information available at time T .

Prior Posterior Hyperparameters

µ N(aµ, bµ) N(a∗µ, b
∗
µ) a∗µ = b∗µ

[
h1(1− φ2) + (1− φ)

∑
(ht+1 − φht)

σ2
+
aµ
bµ

]

b∗µ =
1− φ2 + (T − 1)(1− φ)2

σ2
+

1

bµ

φ N(aφ, bφ)I(−1,1) N(a∗φ, b
∗
φ)I(−1,1) a∗φ = b∗φ

[∑
(ht+1 − µ)(ht − µ)

σ2
+
aφ
bφ

]

b∗φ =

[∑
(ht − µ)2 − (h1 − µ)2

σ2
+

1

bφ

]

σ2 IG(aσ2 , bσ2) IG(a∗σ2 , b∗σ2) a∗σ2 = aσ2 +
T

2

b∗σ2 = bσ2 +
1

2

[∑
(ht+1 − µ− φ(ht − µ))2

+(h1 − µ)2(1− φ2)
]

Table 1: Prior and full conditional posterior distributions for µ, φ and σ2.

3The burn in period refers to the early phase of the chain where it has not yet reached its stationary
distribution.

11



Convergence

Given a correctly defined Markov chain that converges to its stationary distribution, samples
regarded as from the target distribution of interest are obtained. However, the researcher has
less certainty about the exact time when convergence is achieved and tests must be carried
out to assess the convergence. Brooks and Roberts (1998) and Cowles and Carlin (1996) give
extensive reviews of convergence diagnostic tools from which the often used Gewekes Z-score
and the Heidelberg and Welchs test will be employed in this paper. Let ψ be a sample from
the full conditional posterior obtained from Gibbs sampling. This will be our objective for
each of the parameters φ, µ and σ2. After discarding the burn in period, Geweke’s test as-
sesses the the mean of the chain in its early phase ψ(A) and in its late phase ψ(B). Assuming
that the sample constituted from the chain represents the underlying stationary distribution
of the chain, the test statistic is asymptotically standard normal and there should be no sig-
nificant difference in the means of ψ(A)and ψ(B). Commonly, the first 10% of the sample is
compared to the last 50%. Figure 1 below gives an example of a sample obtained as output.
The iterations to the left of proportion A are discarded as burn in, and the means of the two
proportions A and B are compared.

Heidelberg and Welch’s test consists of two parts. The length of the chain after removing the
burn in period is tested for covariance stationarity. This is consistent with the idea of Geweke
that given that the sample comes from the stationary distribution, the chain should exhibit
a constant mean and variance structure. Furthermore, the test assesses the relative accuracy
of the mean of the chain. Constructing a 95% confidence interval around the mean, the ratio
between half the width of the interval and the mean should not be larger than some small
predetermined value. In the R package Coda, this predetermined value is set to 0.1 as default.

  I terat ion A

1.
4

1.
5

1.
6

1.
7

A B

Figure 1: The figure gives a graphical example of
Geweke’s Z-score test where mean of the propor-
tions A and B are compared. The part of the chain
prior to A is discarded as burn in.
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Auxiliary particle filter

Once the Markov Chain Monte Carlo estimation has been performed, the volatility estimates
obtained are the smoothed volatilities, ht|ΩT , where we denote ΩT as the entire information
set available at time T . These are useful to study the evolution of volatility over a period of
interest. However, if interest lies in prediction, these estimates of volatility cannot be used
as future information is considered in their estimation. The filtered volatilities give the es-
timated volatilities ht|Ωt, that is, the estimated volatilities based on the contemporaneously
available information set at time t. These values will later be considered in the estimation of
predicted values of ĥt+1|Ωt. The filtering process is conducted through the Auxiliary Particle
Filter which was introduced by Pitt and Shepard (1999). This section is restricted to the
practical steps of the filter. For further theoretical discussions, consult Pitt and Shepard
(1999) or Chib et al. (2002). The latter give applications to other modifications of the SV
model, where the filter is applied to the SV model with Student’s t-distributed disturbances
and when jumps are included in the model.

In short, the filter produces proposal values that are resampled according to certain weights
based on the conditional density of yt. The steps of the filtering procedure are given below.
M and R define the number of so called particles and auxiliary variables, respectively, and
R is often taken to be several times larger than M (Chib et al., 2002).

1. (a) Given the sample of particles {hmt−1}Mm=1, calculate {ĥmt }Mm=1 from ĥmt = µ +
φ(hmt−1 − µ).

(b) Calculate their associated weights, wmt = p(yt|ĥmt , θ).

(c) Sample R times from the integers {1, 2, . . . ,M} with probabilities proportional
to {w1

t , w
2
t , . . . , w

M
t }. Denote this sample {l1, l2, . . . , lR}, these are called the R

auxiliary variables.

(d) ”Connect” {l1, l2, . . . , lR} to {ĥmt }Mm=1 to obtain {ĥl1t , ĥl2t , . . . , ĥlRt }.

2. (a) ”Connect” the values {l1, l2, . . . , lR} also to the sample {hmt−1}Mm=1 from step 1,
which gives {hlrt−1}Rr=1.

(b) Use {hlrt−1}Rr=1 and simulate {h̃l1t , h̃l2t , . . . , h̃lRt } where h̃lrt = µ+ φ(hlrt−1 − µ) + σηrt .

(c) Calculate the weights wlr
t =

p(yt|h̃lrt , θ)
p(yt|ĥlrt , θ)

.

3. Sample M times with replacement from {h̃l1t , h̃l2t , . . . , h̃lRt } with probabilities propor-
tional to wlr

t . The now obtained sample {h1t , h2t , . . . , hMt } are the filtered estimates from
p(ht|Ωt).

13



Since future information is not considered in the estimation of the filtered volatilities, we
expect to see the filtered volatilities lag the smoothed and exhibit some more erratic behav-
ior. Once filtered estimates {h1t , h2t , . . . , hMt } have been calculated, the prediction of ĥt+1 is

straightforward as the mean of the draws from p(h
(m)
t+1|h

(m)
t ,θ) based on {h(m)

t }Mm=1. The fore-
casts produced can then be evaluated against a proxy for daily conditional squared volatility
by the Mean squared error (MSE), Root mean squared error (RMSE) and Mean absolute
error (MAE). These measures are constructed as,

MSE = T−1
T∑
t=1

(
σ2
t − σ̂2

t

)2

RMSE =

√√√√T−1
T∑
t=1

(σ2
t − σ̂2

t )
2

MAE = T−1
T∑
t=1

∣∣σ2
t − σ̂2

t

∣∣ .
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Data

The data examined in this paper cover daily closing prices of the Swedish stock index
OMXS30 for the period 2010-01-05 to 2016-03-02. From the closing prices we calculate
the log difference and subtract the mean, yielding {yt}Tt=1, the demeaned log returns that
will be assessed in our models with a total of 1548 observations.

yt = log

(
Pt
Pt−1

)
− 1

T

T∑
t=1

log

(
Pt
Pt−1

)
The data is divided into two parts, one for in sample model evaluation and one part for
forecast evaluation. The in sample data consist of 1297 observations and the last 251 obser-
vations are reserved for the out of sample evaluation. Table 2 below reports some descriptive
statistics for the 1297 in sample observations. The data exhibit some negative skewness and
distinct excess kurtosis. The Jarque-Bera test for normality is strongly rejected, consistent
with the notion of leptokurtic behavior of financial returns. Not reported in the table is
the ARCH LM test, for which the test statistic 208.66 with p-value 0.000 rejects the null
hypothesis of no ARCH effect, indicating the presence of ARCH effect. From Figure 2 below
it can be seen that volatility appear to cluster in periods.

Min Max Mean Median St.dev Kurtosis Skewness Jarque-Bera

-0.070 0.062 0.000 0.000 0.012 6.293 -0.221 596.719

Table 2: The table give some descriptive statistics for the demeaned log returns.
The data consists of 1297 observations used for the in sample analysis over the period
2010-01-05 to 2015-03-03 for the Swedish index OMXS30.
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Figure 2: The graph plots the demeaned log returns used for the in sample
analysis. The data seem to exhibit the behavior of volatility clustering, which
is supported by the ARCH LM test.
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Results

The results reported for in this section are divided into in sample and out of sample evalua-
tion. The in sample period covers 1297 observations for the period 2010-01-05 to 2015-03-03.
The last 251 observations for the period 2015-03-04 to 2016-03-02 are used for the out of
sample anaylsis, where one step ahead predictions are performed using the different models.

In sample

Using the previously described single-move algorithm we estimate the parameters and the
smoothed volatilities for the SV model. The prior distributions are set to trN(0, 1)(−1,1) for
φ, N(0, 10) for µ and IG(2.5, 0.025) for σ. The algorithm is set to perform 100 000 iterations4

where the first 20 000 iterations are discarded as burn in period. The 80 000 iterations kept
from the chain represent a sample from the full condition distribution of each parameter,
and the sample mean is taken as the estimated value of the parameter. Table 4 reports the
values of the parameters, where the reported value for φ of 0.980 indicates strong persistence
in volatility. The subfigures of Figure 6 in the Appendix plots the posterior densities of the
parameter samples. The distribution of µ seem rather symmetric around its mean, whereas
φ and σ2 show some skewness in the sample. The convergence diagnostics are checked for
the parameter samples and reported in Table 3. All samples pass both the Geweke Z-score
test and the Heidelberg & Welch test. The Half width ratio is passed if the ratio between
the half width and the mean is smaller than some predetermined value. R package Coda
uses 0.1 as default but it is here set to even lower criteria 0.05.

Geweke Heidelberg & Welch

Z-score Stationarity Half-width ratio

µ -0.62 (0.545) 0.520 passed

φ 0.79 (0.432) 0.324 passed

σ2 -0.63 (0.529) 0.389 passed

Table 3: The table reports the results of the Geweke’s Z-
score test and the Heidelberg & Welch test. The results
for Geweke’s test report the Z-value along with the p-
value within parenthesis. All parameters pass the test
as all p-values are large. P-values are reported for the
stationarity test, which is passed by all parameters along
with the Half width ratio test.

4This many iterations are actually not needed. Convergence is achieved for the chain on 30 000 iterations
with the first 10 000 iterations as burn in. This shorter chain will be used when performing the rolling
forecasts for the out of sample period.
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Once the parameter estimates are obtained, the filtered volatilities can be computed through
the Auxiliary particle filter. M and R are set to M = 60 000 and R = 300 000. The filter
runs fast and allows for large values of M and R, which ensures the accuracy of the filter.
From the filter we obtain M filtered samples of h

(m)
t , from which the average is denoted

as the filtered volatility ĥt. The filtered volatilities give the volatility estimate of ht given
the information available at time t. This is in contrast to the smoothed volatilities that are
conditioned on the information of t + 1 as well, therefore we expect the filtered volatilities
to exhibit a more erratic behavior and lag the smoothed volatilities. Figure 3 show this
behavior, where the smoothed volatilities are plotted along with the filtered. Using the
filtered volatilities we can compute the residuals, ε̂t = e−ĥt/2yt. Subfigure (a) of Figure 5
gives the QQ-plot of the standardized residuals for the SV model. The QQ-plot show some
tail-deviation but seem to fit well along the line apart from the tails. The residuals are tested
for ARCH effect and serial correlation. Table 5 reports the results indicating that no ARCH
effect is present in the standardized residuals, and the Ljung Box test up to 10 lags cannot
reject the null hypothesis of no serial correlation.
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Filtered

Figure 3: The figure plots the smoothed volatilities and the filtered volatilities. The
filtered volatilities lag the smoothed, which is expected since filtered volatilities only
are conditioned on contemporaneously available information. The series refer to the
peroid 2010-01-05 to 2015-03-03 for the estimated SV model.

For the GARCH(1,1) with assumed normally distributed innovations we can see from Table
4 that the model indicates high persistence but that it is stationary as α1 + β1 is less than
1 at 0.982. Neither the ARCH LM test, nor the the Ljung Box test are rejected, indicating
the absence of ARCH effect and serial correlation in the standardized residuals. Subfigure
(c) in Figure 5 gives the QQ-plot for the standardized residuals, showing greater departure
from the line than for the SV model. Notice that the tail-deviations for the GARCH model
and for the SV model lie on opposite sides of the line. The sample quantiles for the SV
model lie within the theoretical quantiles at both tails, whereas the sample quantiles for
the GARCH model lie outside the theoretical quantiles in both tails. This implies that
the SV model overestimates volatility, whereas GARCH underestimates. Figure 4 plots the
estimated volatilities of the GARCH model compared to the filtered volatilities of the SV
model. They appear to follow each other rather closely, however, the GARCH estimates
appear to lag the SV model as if the SV model adapts quicker to changes in volatility. This
is more apparent from Figure 7 in the Appendix where periods of the in sample period are
plotted to better show this behavior.
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Parameter Mean S.D.

SV µ -9.187 0.391
φ 0.980 0.008
σ2 0.026 0.009

SVt µ -9.274 0.279
φ 0.978 0.009
σ2 0.028 0.010
v 43.330 25.567

GARCH(1,1) ω 2.41e-06 8.87e-07
α1 0.075 0.014
β1 0.907 0.018

t-GARCH(1,1) ω 2.39e-06 1.01e-06
α1 0.081 0.018
β1 0.903 0.020
v 7.749 1.702

Table 4: The table reports the parameter estimates for the different mod-
els. The estimates refer to the models estimated for the in sample period
that covers 1297 observations over the period 2010-01-05 to 2015-03-03.
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Figure 4: The figure plots the filtered volatilities of the SV model (black dotted) against the
GARCH(1,1) model (red solid). The graph shows that the estimated volatilities of the GARCH
model tend to be slightly larger than of the SV model.
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SV SVt GARCH t-GARCH

ARCH LM 14.113 14.297 15.031 13.986
(0.294) (0.282) (0.240) (0.302)

LB10 13.201 13.077 10.020 9.995
(0.213) (0.219) (0.439) (0.441)

Table 5: The table reports the results of the ARCH LM test
and the Ljung Box test using up to 10 lags for the standard-
ized residuals of the four different models.

For the SV t model, the estimated degrees of freedom5 for the t-distribution is v = 43.33,
whereas the GARCH model with t-distributed innovations obtain an estimate of v = 7.749.
This could be a result of the GARCH model feeding all variation to the return equation
variance, whereas part of the variance in the SV t model is captured in the equation of ht.
Table 5 reports that the standardized residuals for both models pass the ARCH LM test
and the Ljung Box test. The QQ-plots are given in Figure 5 by subfigures (b) and (d),
respectively. The extensions do not appear to improve the capturing of tail-behavior as both
QQ-plots resemble that of their respective basic model. Only a slight improvement can be
seen for the SV t model in the tail quantiles.
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Figure 5: The subfigures give the QQ-plots of the standardized residuals of the four different
models. The theoretical quantiles are plotted along the x -axis and the sample quantiles along
the y-axis. The SV and the SV t models seem to better capture the data although tail deviation
still present for the SV models.

5The prior set for the degrees of freedom v is a uniform distribution with lower bound 2 and upper
bound 100. Estimation is carried out with R package stochvol using 100 000 iterations, where the first 20
000 iterations are discarded as burn in. R produce only smoothed volatilities but filtered volatilites are
generated through the auxiliary particle filter, modified to suit the SV t model. The two GARCH models
are estimated using R package fGarch.
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Out of sample

The models estimated above covered the period 2010-01-05 to 2015-03-03, we will follow this
by performing one step ahead preditions for the period 2015-03-04 to 2016-03-02. This yields
251 one step ahead predictions for the four different models that are estimated using a rolling
500 days window. That is, for the estimation of volatility at time t+1, the model is estimated
using the 500 returns yt−499 : yt, and a prediction is made for volatility at time t + 1. In
the following step, the window is moved forward one step, the model is estimated and the
prediction is made for volatility at time t + 2, and so on. For the SV models, each window
estimation is estimated using 30 000 iterations where the first 10 000 iterations are discarded
as burn in. The auxiliary particle filter is then run with M = 60 000 and R = 300 000. As
volatility is unobservable, a proxy must be constructed in order to evaluate the forecasts.
An often used proxy for daily squared conditional volatility is the usage of squared returns,
which is an unbiased but however very noisy estimator. Patton (2002) propose the usage of
the Parkinson estimator, a range-based estimator given by,

σ2
t =

(lnHt − lnLt)
2

4 ln 2

where Ht is the highest price on price on day t and Lt is the lowest price. On the form given
above, the estimator σ2

t is unbiased and more efficient than the squared return proxy (Pat-
ton, 2002). Using the Parkinson estimator as a proxy for daily squared conditional volatility,
we evaluate the forecasts through the MSE, RMSE and MAE. The results are reported for
in Table 6. The SV t model gives the smallest error according to all three measures, the
MSE, the RMSE and the MAE. Rescaling the MSE to RMSE gives the measure on the
same scale as on the y-axis if data were plotted. Both SV models give smaller errors than
the GARCH models, where the GARCH(1,1) with t-distributed innovations give the largest
errors according to the three measures.

MSE RMSE MAE

SV 1.59e-8 1.26e-4 8.74e-05

SVt 1.54e-8 1.24e-4 8.35e-05

GARCH 2.47e-8 1.57e-4 1.09e-4

GARCH-t 2.56e-8 1.60e-4 1.12e-4

Table 6: The table reports the values for the measures Mean
squared error (MSE), Root mean squared error (RMSE) and
Mean absolute error (MAE). The emboldened value gives the
smallest error according to each measure.
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Conclusions

The aim of this paper has been to assess two types of Stochastic Volatility models and put
their results in relation to the corresponding GARCH(1,1) models. The two SV models con-
sidered are one where the innovations in the return equation are normally distributed (SV )
and one where the innovations are assumed to follow the Student’s t-distribution (SV t).
The continuous-time representation of SV models fit very well into the framework of finan-
cial mathematics and asset pricing models, where the underlying idea of SV type models
is that volatility itself is assumed to follow a stochastic process. This is in contrast to the
GARCH model where volatility is modelled as deterministic conditional on contempora-
neously available information. Furthermore, a difference between the model types is the
procedure of estimation, which is distinctly more complicated for the SV type models where
approximations or simulation techniques are necessary. This paper employs Markov Chain
Monte Carlo methods to estimate the two SV models. The estimation outlines and cover
the smoothing, filtering and prediction of volatility for the Swedish stock index OMXS30
over the period 2010-01-05 to 2016-03-02, where the last 251 dates are reserved for one step
ahead predictions. Correspondingly, the data is assessed using the standard GARCH(1,1)
with conditional normal distribution and when considering the Student’s t-distribution.

The results show that all models are able to capture the ARCH effect that is present in the
data, however, the SV type models seem to fit better to the data. A noticeable difference can
be seen from the QQ-plots of the standardized residuals for the models. The tail deviation
of the SV models fall on opposite sides compared to the tails of the GARCH models. This
is a result of the SV models overestimating volatility, whereas the GARCH models under-
estimate. The SV models lead the GARCH models slightly, resulting in higher estimates in
periods of increasing volatility.

One step ahead predictions are made as well, as the model that fits the data best does
not necessarily produce the best predictions. The predictions are evaluated against the
Parkinson estimator of daily conditional squared volatility, which makes use of the range
between daily highest and lowest price. The estimator is unbiased and more efficient than
the often used proxy squared returns. The forecast evaluation give consistent result where
the SV t model give the smallest MSE, RMSE and MAE. Both SV models outperform the
GARCH type models, where the GARCH(1,1) with assumed t-distribution give the largest
forecast errors. In common for the four models is that they fail to capture the tail behavior
in the data. The SV type model appear to be advantageous from this perspective, but the
complexity of the estimation remains a drawback in comparison to the GARCH framework.
Allowing for heavy tails does not improve the model fit much in either case, and inclusion
of a jump component and, perhaps more relevant, the leverage effect should be considered
in the models as an attempt to better accommodate the behavior of volatility.
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Appendix
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Figure 6: Posterior denisities of µ, φ and σ2 of the SV model. The densities refer to the
parameter vectors from the single-move algorithm after discarding the burn in period.
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Figure 7: The three different graphs show the filtered volatilities of the SV model against
the estimated volatilities of the GARCH(1,1) model. The graphs show different samples of
the in sample period which is showed entirely in Figure 4 in the Results section. From the
above graphs it can be seen that the SV model seem to lead the GARCH(1,1) model.
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