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Abstract 

The use of the p-value in determination of statistical significance—and by 

extension in decision making—is widely taught and frequently used.  It is not, however, 

without limitations, and its use as a primary marker of a worthwhile conclusion has recently 

come under increased scrutiny.  This paper attempts to explain some lesser-known properties 

of the p-value, including its distribution under the null and alternative hypotheses, and to 

clearly present its limitations and some straightforward alternatives. 
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0. Introduction 
In scientific work, the term “significance” is sometimes used without distinction between its two 

different interpretations.  Often, it is considered in a general context as “the quality of being important 

or having value.” It is not obvious what criteria can be used to so characterize a finding.  Such a 

judgement must be context-dependent, and will change depending on the nature of the scenario. 

The other, more limited, meaning is most relevant in connection with scientific investigations, namely 

statistical significance.  In statistical analysis a significant event is one determined to be too unlikely to 

occur by chance alone.  This will be discussed later.  

It is not impossible for these meanings to be at odds: a statistically significant event may not be of any 

practical value, but that is again dependent on context.  In medical literature, there is a widespread 

habit to connect any conclusion of significance with a so-called p-value.  In some journals, a p value is 

recommended for every comparison.  It is doubtful, though, if the p-value is understood in a deeper 

sense by all of the authors and editors who use it frequently.  Therefore, this paper will try to comment 

in more detail on some of the lesser-known properties of this “magic” p-value. 

1. Presentation of the P-Value—Three Examples: 

1.1  A Classical Example 
The grand old man of statistical science, Sir Ronald Fisher, not only contributed greatly to the arsenal 

of tools for statistical analysis, but also had a particular genius for creating examples to explain 

statistics to a wider audience.  In The Design of Experiments, he introduces the “tea drinking lady” 

who claims she can determine whether the milk or tea was poured into her cup first.  The so called null 

hypothesis, denoted H0, is that she cannot do this.  He then describes how an experiment can be 

arranged, testing the alternative hypothesis, HA, that she can.  The intention is to serve her, in random 

order, eight cups of tea: four prepared with milk first and tea after and four with the opposite order of 

tea, then milk.  The lady then is confronted with the task of selecting the four cups which were 

prepared with milk before tea. 

Selecting four items out of eight can be done in 70 different ways, only one of which will match the 

correct preparation.  If she selects that one, the null hypothesis is discarded in favor of the alternative 

hypothesis and her claim is regarded as believable. 

Of course, this conclusion could be incorrect.   She could have selected the right combination by 

chance without any ability to feel a difference.  That 1/70 chance—that she only guessed correctly and 

the null hypothesis was rejected in spite of being true—is the p-value in a very elementary, classical 

presentation.  In this particular situation, it was possible to calculate an exact value for this possibility 
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1.2 A Clinical Example 
In an example from the textbook Biostatistics in Clinical Medicine (Ingelfinger et al, 1987), a patient 

has chest pain that is exacerbated by exercise.  After keeping track over several months, he establishes 

that he has had chest pain 80% of the time he has climbed the stairs to his attic.  In the two weeks after 

starting a new medication, he climbs to the attic 11 times and experiences chest pain 4 times.  Has 

there been a change? 

For the purpose of this example, it is assumed that the trips to the attic are independent of each other.1  

The null hypothesis is that the rate he is able to climb stairs without pain has not changed with the new 

medication.  A “success” is defined as climbing the stairs without pain.  Based on his previous record 

of painful climbs 80% of the time, the probability of success under the null hypothesis is 0.2.  How 

does this compare to his 7 successes out of the last 11 trials?  The probability of multiple successes 

when P(success)=0.2 is given below: 

Figure 1.1 

 

 

If the null hypothesis is true, and the success rate is still 0.2 after the new medication, 7 or more 

successful attempts out of 11 would happen by chance with a probability of 0.002, or 0.2% of the time.  

By most common criteria, this would be considered sufficient evidence to reject the null hypothesis 

and consider a statistically significant change to have occurred. But unlike the four teacups of the 

                                                           
1 There is no reason to believe this absolutely in this particular example, except for the purpose of easy illustration.  He could, 

for instance, have experienced chest pain on trips completed in quick succession, which would introduce the question of 

whether sustained exertion played a role in the incidence of chest pain, or made trips up the stairs in different states of well-

being apart from the new medication.  Both would interfere with determining the effect of the medication, as they themselves 

would have to be accounted for.  But it shall be assumed here that all trips were completed with sufficient recovery time in 

between so that no one trip is influenced by any other and that none occurred in noticeably different circumstances.  

Probability of d or more successes 

when the probability of success 

equals 0.2 

d Probability d Probability 

≥0 1.000 ≥6 0.012 

≥1 0.914 ≥7 0.002 

≥2 0.678 ≥8 <0.001 

≥3 0.383 ≥9 <0.001 

≥4 0.162 ≥10 <0.001 

≥5 0.051 ≥11 <0.001 
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previous example, there is no longer one single, obvious answer.  We decide that 0.2% is such a small 

probability that it is reasonable to discard the null hypothesis. 

1.3 A Common Situation—Difference of Means 
Imagine that the average potato yield per acre is compared on the basis of two simple random samples 

of 50 from the American states of Washington and Idaho.  For Washington, the sample mean, x̄, is 

found to be 385 hundredweight per acre.  For Idaho, the mean yield is 366 hundredweight2 per acre.  

The null hypothesis is that there is no difference between the mean (µ) yields of the two states:          

H0: µWA-µID = 0. 

The original distribution of the yields per acre over every acre may be unknown, but by taking the 

mean yield from each of the 50 farms in each state, the sample means (and the difference between 

them) becomes approximately Normally distributed.  For the sake of example, let the standard 

deviation of both states be 59.  The test statistic appropriate to this case follows the t-distribution and 

is calculated by the formula 

𝑡 =
𝑥̄ 1 − 𝑥̄ 2

√𝑠2(
1
𝑛1

−
1
𝑛2
)

 

Where s2 is the pooled variance.  So calculated, t=30.25 with 98 degrees of freedom.  Under these 

conditions, the probability (p-value) of obtaining a value at least that large if there is no difference 

between the true state yields (𝜇𝑊𝐴 𝑎𝑛𝑑 𝜇𝐼𝐷) is 0.03.  By the conventional determination that p-values 

less than 0.05 indicate significant results, the null hypothesis would be rejected and the result would be 

considered significant. 

2. On Significance Levels 

 2.1 Conventional Levels 
The previous examples have hinted at a need to decide exactly how rare an event must be before it is 

accepted as statistically significant.  The most common method is to decide at the beginning of the 

study that events that would happen by chance less than a certain percentage of the time, usually 5% or 

1%, will be considered not to have happened by chance, i.e., to be significant.  There is nothing, 

though, that makes those particular values inviolate3.  Fisher, writing in Statistical Methods for 

Research Workers, (1925) bases his rationale for the use of 0.05 as a cutoff on the standard deviation 

of the standard Normal distribution: 

“Twice the standard deviation is exceeded only about once in 22 trials, thrice the 

standard deviation only once in 370 trials,…to exceed the standard deviation six fold would need 

nearly a thousand million trials.  The value for which P=.05, or 1 in 20, is 1.96 or nearly 2; it is 

                                                           
2 112 pounds or 1% of a metric ton 
3 The 2016 statement on the topic by the American Statistical Association notes with frustration the usual circular nature of 

this: “Significance means p<0.05” is taught because it is common in scientific papers and is common in scientific papers 

because it is what is commonly taught.  
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convenient to take this point as a limit in judging whether a deviation is to be considered significant or 

not.  Deviations exceeding twice the standard deviation are thus formally regarded as significant.  

Using this criterion we should be led to follow up a false indication only once in 22 trials, even if 

statistics were the only guide available.” 

There is a general purpose usefulness of having a standardized cutoff with an agreed-upon meaning: to 

say that significant results are those that would “normally” occur less than 5% of the time by chance 

leaves little room for equivocation about what might be interesting.  It has also been possible to denote 

different significance levels with stars—rather like cognac—where *means p<0.05; **, p<0.01; and 

***, p<0.001; which adds flexibility while corresponding to common values.  The habit has also been 

to label these same levels as “almost significant”, “significant”, and “strongly significant.”   

The trend, though, is to report the more-or-less exact p-value alongside whether or not the result was 

significant at a predetermined level.  It must be stressed that the level of significance is to be decided 

upon before researchers have even seen the final data.  It is not proper to adapt suitable significance 

levels to particular data. But it is possible that the p-value, which is now much easier to calculate 

precisely, is becoming over-used or poorly-used in characterizing significant outcomes.  Particularly in 

large studies with many results to report, problems can arise from the use of the p-value if it is the only 

measure relied upon. 

2.2 Consequences 
It will have been noted that defining significant values as those below a certain cutoff means risking 

erroneous conclusions by declaring that the chosen percentage of rarely occurring values must always 

be too rare to have occurred by chance.  Rare events can and will occur, at their expected rate, without 

necessarily being an indication of a change in the underlying circumstances.  To extend an earlier 

example, imagine if 70 tea-drinkers were given the test Fisher proposed for one.  Knowing that there 

are 70 possible combinations of the teacups, of which one is perfectly correct, how much evidence 

would one perfect response be out of those 70?  It would be hard to claim that that lady has 

particularly discerning taste instead of concluding that everyone guessed and she by chance was able 

to do so correctly. 

2.3 Publication Problem 
A singular focus on obtaining significant values also leads to what has become known as publication 

bias or the “file drawer problem” which describes the preference of researchers to submit and journals 

to accept papers that contain only statistically significant findings, creating a higher probability for 

publication for a paper with a significant result.  This temptation to favor results that imply change 

(by rejecting H0 or producing low p-values) is perhaps understandable, but counterproductive. The 

cumulative result of discarding or downplaying studies that don’t show statistically significant results 

is to distort perceptions of a topic and suggest consensus where none necessarily exists.  In effect, it 
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means that the given significance level in the journal as a whole is not the same as the one specified by 

individual authors. 

To allow this chase for the “magic p” to be a final arbiter of what is worthy of broader interest is to, 

potentially, create a body of available research that does not reflect the total existing research on the 

topic. Nor does it necessarily even suggest what is missing.   This is akin to a single study that only 

reported the handful of significant variables and not the many originally examined.  The deliberately 

exaggerated scenario from Robert Rosenthal’s early warning call on the topic is superbly illustrative of 

the problem: suppose that journals are comprised of the 5% of results that are false positives, while the 

95% that aren’t significant gather dust in the eponymous file drawer.  While that is almost certainly 

not the case, this does pose a problem for any research that proposes to draw a conclusion based on the 

presumption that many results will accurately reflect underlying phenomena. 

3.  The P Value: How is it Distributed?  
To consider conclusions based on multiple p-values, it is worthwhile to consider the distribution of the 

p-value as a statistic.  Even on its own, a low p-value is not usually interesting just because a rare 

event has occurred, but because it indicates that one or more assumptions about the underlying 

distribution is not correct. .  Meanwhile, the only thing which is occasionally said in elementary 

textbooks concerning the distribution of the p-value is that it can take any value between 0 and 1 with 

the same probability when the null hypothesis is true.  This points at a rectangular distribution.   

To return to the earlier potato example, again consider the yield per acre for the hypothetical Idaho 

potatoes4, where the existence of a mean and standard deviation is sufficient knowledge of the 

underlying distribution5.   

Figure 3.1 

 

With this, it can again be stated that the mean of a particular sample taken from this population can be 

regarded as an observation from a Normal distribution of sample means centered on the true 

                                                           
4 Generated data for example purposes, not actually potato yields 
5 Distributions without a defined mean and/or standard deviation do exist, most notably the Cauchy distribution, but are not 

particularly relevant here. 
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population mean µ=366. Its variability depends both on the standard deviation of the original 

population and the size of the sample taken, following the formula, 𝜎 √𝑛⁄  .  

Figure 3.2 

 

Plotting this sampling distribution gives an illustration of this derivation (figure 3.2).  If a sample is 

taken from the population with a mean x̄, the p-value of a one sided test6 is classically represented by 

shading the area to its right under the curve of the distribution.  It is more fruitful, though, to consider 

the cumulative distribution function (cdf) for the proposed sampling distribution, which maps the 

probability of obtaining a value less than or equal to a given x.  This may be clearly seen to be 1 minus 

the p value, which allows the coordinates to be defined for this example as: ( x̄, 1- P(x̄|H0True) ).  This 

procedure for the case of a sample mean of 386 is detailed in Figure 3.3.  The p-value of 0.154 marked 

as a dot on the right side of the graph as well. 

Figure 3.3 

                                                                                                                                                                                                                                                     

                                                           
6 A reminder that, purely for simplicity, all tests here are one sided, measuring the probability of obtaining a value equal to or 

greater than the one obtained, if the null hypothesis is true.  It is often more useful to use a two-sided test, measuring the 

probability of obtaining a value at least as far away from the mean in either direction.  The same principles would apply. 
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This sample-and-plot procedure can be quite simply repeated numerous times, with the resulting p-

values under the null hypothesis swept to one side of the plot.  In the case where the null hypothesis is 

true, the p-values will be distributed evenly over the range between 0 and 1. 

Figure 3.4 

 

If, however, the underlying distribution is not consistent with H0, the distribution of the p-values will, 

accordingly, change.  (In Figure 3.5, the mean has been increased by 8.  Perhaps it has been an 

unexpectedly good year for potato yields.)  Sampling again, the sample means are higher and the p 

values under the old null hypothesis are correspondingly lower.  When “swept” to one side, the 

distribution is no longer uniform, (quite plainly if the disagreement between the null hypothesis and 

the data is substantial) with an abundance of “rare” p-values 

Figure 3.5 

 

From the above, it is obvious that the variable p will have a skew distribution when the null hypothesis 

is not true.   
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That being said, it is useful to consider how this might be quantified rather than just examined 

graphically—just how skew must the distribution of p-values be before it is enough to conclude that 

the null hypothesis is incorrect? Use of the CDF in the examples above suggests an application of the 

Kolmogorov-Smirnov test, which measures the maximum distance between the empirical CDF of the 

data and the CDF of its hypothesized underlying distribution.   

In the case of the preceding plots of many p-values, the underlying distribution in question is clearly 

defined (the test would not be valid if it was necessary to estimate an underlying distribution directly 

from the data).  If the null hypothesis of the experiment is true, then the distribution of the p-values is 

uniform between 0 and 1.  The hypotheses of the Kolmogorov-Smirnov test, then, become H0: The 

data come from a Uniform distribution and HA: The data are not uniformly distributed.  , The 

empirical CDF is created by ordering the n observations and considering how many fall below each 

data point.  When plotted with the values on the x-coordinate, the y-coordinate of each point is 

increased by 1/n, creating a stepwise function.  (Stevens, 1974)  This is compared with the uniform 

CDF, and the test statistic becomes the maximum distance between the two curves.  Using the 

appropriate tables or software, this can be compared to a critical value for a chosen significance level 

as previously described.  

To illustrate this graphically, the correct H0 and incorrect H0 data are both plotted against the straight-

line CDF of the uniform distribution (here, by using R’s built-in empirical CDF function, ecdf) 

Figure 3.6 

 

It is clear that the maximum distance from the true Uniform CDF is greater for the curve where the 

null hypothesis (from the previous example, not the Kolmogorov-Smirnov test yet) is false and that the 

CDF corresponding to the correct null hypothesis data follows the “ideal” CDF line much more 

closely.  Finding the Kolmogorov-Smirnov test statistic for the correct-H0-data (against a uniformly 
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distributed sequence of the same sample size7) gives a test statistic of 0.0375 with a corresponding p-

value of 0.998.  Meanwhile, the incorrect-H0-data has a test statistic of 0.1418 and a p-value of 0.0354 

that the data come from a Uniform distribution. 

4.  Confidence Intervals as the Alternative 
In light of the limitations of the p-value, a broader method of presentation may be proposed.  A 

confidence interval contains all possible values of the alternative hypothesis that cannot be discarded 

on the basis of the available data.  When calculating many confidence intervals, they will be expected 

to cover the true value a certain percentage of the time. (Again, 95% is a common choice.)   The 

confidence interval still requires a choice of semi-arbitrary cutoff, but provides more information than 

the p-value alone.  The British Medical Journal-sponsored “early manifesto” for confidence intervals, 

Statistics With Confidence (Altman et al, 2000), had this to say:  

“The excessive use of hypothesis testing at the expense of other ways of assessing results has reached 

such a degree that levels of significance are often quoted alone in the main text and abstracts of 

papers, with no mention of actual concentrations, proportions, etc., or their differences.  The 

implication of hypothesis testing—that there can always be a simple “yes” or “no” answer as the 

fundamental result from a medical study—is clearly false and used in this way hypothesis testing is of 

limited value.”  

The p-value, and more broadly statistical significance, refers only to the unlikelihood of an event 

happening by chance.  This does not necessarily mean that the outcome ultimately is of any practical 

interest, particularly if the study was known to be limited in scope.  A particular limitation of the p-

value—in the search for both statistical significance and practical meaning—is its inability to capture 

the variation within the data, which if it were known might affect decision making.   

4.1 A Striking Example 
Consider a hypothetical exampleiof a trial of two acne face creams, whose results can be described as 

simply  “improvement” or “no improvement,” and where each participant tries both products, say, one 

on each half of the face with proper randomization.  The theoretical frequencies and frequencies for 

three differently sized trials are shown below: 

Figure 4.1 

 Face Cream A  

Face Cream B No Improvement Improvement Total 

No Improvement a b a+b 

Improvement c d c+d 

Total a+c b+d n 

 

                                                           
7 i.e., the R command: punif(0, 1, 0.005) 
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Figure 4.2 

 Data Set 

Frequencies I II III 

a 10 120 320 

b 15 15 15 

c 5 5 5 

d 20 260 660 

n 50 400 1000 

Χ² 5 5 5 

    

 

where a represents no overall improvement, b represents improvement only on the side of the face 

where cream A was used, c improvement on cream B's side only, and d improvement across the whole 

face—thus improvement with both creams. 

The standard method for determining significance in such a case is to compute the chi-squared 

statistic, via McNemar's test, 𝜒2 = (𝑏 − 𝑐)2 (𝑏 + 𝑐)⁄ , which relies solely on the frequency of 

respondents who report a difference in effect between the two treatments: improvement with face 

cream A but not face cream B, or vice versa in this example. In this case we get χ2 = 5, p=0.044.  The 

usual conclusion is that the difference in effect is so large that it cannot be explained just by chance—

and nothing more. This case is also illustrative of the difference between statistical and practical 

significance. 

 In trials where respondents who report different effects are few, the resulting p-value, though 

significant, is an inadequate representation of the outcome.  It might intuitively seem that 5 or 15 cases 

of differing treatment results out of 50 subjects might have different implications than the same 

number of cases out of a sample of 1000.  A different picture of the data may be formed by looking at 

the difference in the rates of improvement between the two treatments.  This difference, D, is given 

by:  𝐷 =
𝑎+𝑐

𝑚
−

𝑐+𝑑

𝑚
=

𝑎−𝑐

𝑚
 At the 95% confidence level the upper and lower confidence limits for the 

preceding three data sets become as shown in Figure 4.3 on the following page. 
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Figure 4.3 

 

While all of these differences are statistically significant, one might consider a difference in success 

rate that is potentially between 3.2% and 36.8% very differently than one of 0.1% and 1.9%.  This 

particular example is theoretical, but a clinician might have to consider what amount of benefit would 

be “worth the trouble” in light of potential side effects or difficulty of treatment regimen. It is also 

potentially misleading to report “a significant increase in improvement (or success)” without the 

context that the improvement was minor or might vary widely.  Even though all of these differences 

would be declared statistically significant under the most common method, it is not particularly likely 

that an acne cream whose success rate is at most 1.9% better is a particularly noteworthy advancement 

in the field, if that is the criterion up for debate8.  Particularly wide confidence intervals may also pose 

a practical difficulty, showing that the findings are compatible with both a large and small potential 

effect, although this may be more of a problem if making a medical judgement rather than a statistical 

one.  The p-value only determines whether or not an outcome would likely have occurred by chance.  

In this, all three trials come to the same conclusion.  It does not, however, give any indication of the 

very real differences between the trials. 

4.2 Recent Warnings About P-Values 
It is important now to draw attention to a series of authoritative statements by Wasserstein and Lazar 

recently published on behalf of the American Statistical Association on these matters.  Citing a 

growing concern amid both the statistical and scientific communities on p-value misuse—enough to 

make some consider dropping the p-value all together—the authors sought to clarify the limits of the 

p-value and make a pragmatic statement about its proper use in the future.  

Their paper makes six points on the use of the p-value: 

1. P-values can indicate how incompatible the data are with a specified statistical model. 

                                                           
8 As will be discussed briefly later, context is important, especially if p-values are being used liberally.  If face cream A's 

primary recommendation was that it was more economical or the treatment regimen was easier, then a result that showed it 

was marginally more effective than face cream B might be perfectly acceptable. 
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2. P-values do not measure the probability that the studied hypothesis is true, or the probability 

that the data were produced by random chance alone 

3.  Scientific conclusions and business or policy decisions should not be based only on  whether 

a p-value passes a specific threshold 

4. Proper inference requires full reporting and transparency9 

5.   A p-value, or statistical significance, does not measure the size of an effect or the importance 

of a result. 

6.  By itself, a p-value does not provide a good measure of evidence regarding a model or 

hypothesis. 

The relationship between the null hypothesis and the p-value in particular was singled out for 

clarification:  

“The smaller the p-value, the greater the statistical incompatibility of the data with the null 

hypothesis, if the underlying assumptions used to calculate the p-value hold.”   

What the p-value does not do is comment directly on the truth of the proposed model.  It might be said 

instead that the null hypothesis is not necessarily true itself, but that the data found is consistent with 

it.  More bluntly, even if the null hypothesis is rejected, it does not mean that any particular 

alternative model is true, nor that the desired answer has been obtained.  (Consider the face cream 

example) There may be other, similar models that would fit at least as well. The confidence interval, 

as the range of values that would fail to be rejected under the postulated model, is of use in 

determining how meaningful the value obtained is in context with the available data, and its use is 

encouraged as a potential alternative in the article. 

Perhaps the most important point is the vehement statement that statistical significance is insufficient 

to dictate policy.  Even as decisions may require a yes or no answer, the idea that there simply a line 

beyond which all conclusions are true is, quite simply, wrong.  A single p-value usually does not 

provide enough information.  A p-value from a poorly-conceived study provides even less, and the 

authors call stress that good analysis is uninformative when performed on bad data.  Even taken in 

aggregate, which can be more informative, the p-values are limited by the quality of the studies and 

the assumption that the data obtained—or presented—is accurate. This was elaborated on in a practical 

sense, that even for a single study: “Whenever a researcher chooses what to present based on 

statistical results, valid interpretation of those results is severely compromised if the reader is not 

informed of the choice and its basis.”  The p-value is a useful tool, but it is not a substitute for a 

thoughtful exploration of the data. 

                                                           
9 Specifically, that all comparisons with p-values are reported, not just significant ones. 
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4.3 How to Obtain Confidence Intervals From P-Values 
Even in cases where only the p-value is given, it may be possible to construct a confidence interval for 

the statistic in question.  The following formulas are provided by the BMJ and based specifically for 

calculation of a confidence interval when a p-value, P, and point estimate, d, are given in the paper: 

1.  Through the Normal distribution, find the value 𝑧𝑑 corresponding to the p-value:   

𝑧𝑑 = −0.862 + √0.743 − 2.404 ∗ log (𝑝) 

2.  The value of the standard error 𝑆𝐸(𝑑) is given by:  𝑆𝐸(𝑑) =
𝑑−0

𝑧𝑑
 

3. Calculate the 95% CI: 𝑑 ± 1.96 ∗ 𝑆𝐸(𝑑) 

In cases where the p-value is given as an inequality, such as P<0.05 or extremely small p-values such 

as P<0.0001, the value that P is stated to be smaller than should be used.  The resulting confidence 

interval will be too large, but is an appropriate conservative estimate if a more exact number is 

unknown. 

To create a confidence interval for a ratio, it is necessary to use a log transformation on d, as well as 

the p-value, so that step 2, above, becomes: 𝑆𝐸(𝑑) =
log (𝑑−0)

𝑧𝑑
 

The resulting confidence interval is thus on a log scale.  The results on a natural scale are given by 

reversing the transformation after the confidence intervals are completed, which becomes:  

exp(±1.96 ∗ 𝑆𝐸(𝑑)) 

It should be noted that this formula is not universally applicable—it would not be appropriate for the 

McNemar’s test in the face cream example, for instance.  But if the odds ratio, 𝑎𝑑 𝑏𝑐⁄  , for the same 

data was desired, the log transformation given above to create confidence intervals would be 

appropriate to use. 

5.  Many P-Values 

5.1 In One Investigation 

The problem of many p-values in determining significance has been mentioned repeatedly throughout 

this paper.  Imagine that a study makes 20 different tests.  Applying a p=0.05 significance level to all 

of them, one false positive would still be expected when all H0 are false10.  A number of methods have 

been devised to avoid this problem.  The Bonferroni method is common and straightforward, 

proposing that the risk of a false rejection of the null hypothesis should not increase as the number of 

comparisons increase.  Thus, the initially chosen significance level is divided by the number 

comparisons being made, so that the significance level for any one comparison is much lower.  This is 

a fairly conservative method.  A stepwise alternative was proposed by Holm (1979), where for a series 

                                                           
10 P(False Positive=1)=0.377, P(False Positive≥1)=0.642) 
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of n null hypotheses H1 through Hn sorted in ascending order by their corresponding p-values, test 

against 𝛼 𝑛⁄ , 𝛼 𝑛 − 1⁄  ,𝑎 𝑛 − 2⁄ ,…𝛼 1⁄  stopping when the p-value in question is less than the 

corresponding test.  Reject the current and previous null hypotheses.ii 

So far, the focus has been on inference based on small p-values.  But there is sometimes reason to 

consider whether or not too many large p-values have occurred.  While not universal, there has been 

an occasional bad habit in clinical trials to consider groups to be well-chosen if no significant 

difference may be found in regards to background markers.  This, however, would not necessarily 

happen if the groups had been properly randomized.  As discussed previously, the distribution of p 

when there is no difference between the groups takes any value between 0 and 1 with equal 

probability, not just the ones that would always be classified as non-significant.  If the p-values for the 

pre-trial variables, when plotted, show a cluster of large p-values, even when chance would suggest 

small ones should exist, it is likely that the data has been “nicely arranged” rather than properly 

randomized. 

5.2 One P-Value For Each Investigation 
Conversely, p-values on one topic might be collected across many studies. This idea is implied in the 

second half of some common definitions of the confidence interval, where it is stated that the outcome 

is what would be expected if the experiment was repeatedly carried out. In such an ideal case, the 

trials themselves could be reasonably considered independent, barring practical concerns. They would 

then become multiple measurements of an underlying phenomenon that was consistent or not with the 

given null hypothesis. If a very large number of repetitions were possible, graphing the resulting p-

values ought to result in plots similar to those in the example given in section 3 above, where data 

consistent with the null hypothesis will display evenly distributed p-values and data inconsistent with 

it will show a more-or-less distinct skew towards one end.  Meta-analysis, where the results (which 

can, of course, include more than just the p-values) of many studies are compared, relies on this idea 

that multiple results can describe the same underlying phenomenon, and that results from many studies 

can be combined in order to gain insight that might impossible or prohibitive to obtain from a single 

trial.  That these results themselves must come from well-conducted studies is apparent.  This is also 

where publication bias becomes a serious practical concern.   If the conclusions that show 

“uninteresting” non-significant results are left out of the data available, the conclusion cannot be 

accurate. 
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6. Appendix 
6.1  Pooled Sample Variance 
Where s2 is now the sample variance. 

(𝑛1 − 1)𝑠1
2 + (𝑛2 − 1)𝑠2

2

𝑛1 + 𝑛2
 

6.2  Confidence Interval Example Calculations 
Taube, A. 1980 

Define a new variable XA as 1 if there is improvement with face cream A, regardless of the outcome 

with face cream B, and 0 otherwise.  Likewise, XB takes a value 1 for any improvement with face 

cream B, and 0 otherwise.   

The difference between XA and XB becomes a third variable, z, which may take the values of -1, 0, and 

1.  The distribution of z is given graphically: 

The mean of this variable z will be: 

𝑐 ∗ (−1) + (𝑎 + 𝑑) ∗ 0 + 𝑏 ∗ 1

𝑛
=
𝑏 − 𝑐

𝑛
= 𝑧  

And the standard deviation will be: 

𝑠2 =
𝑛 ∗ (𝑏 + 𝑐) − (𝑏 − 𝑐)2

(𝑛 − 1) ∗ 𝑛
 

As in previous examples with sample means, when the total n is large enough, 𝑧  is approximately 

normally distributes, regardless of the underlying distribution of z.  Thus the confidence interval for 

the true difference can be given by 𝑧 ± 𝑘𝑆𝐸(𝑧 ), where 𝑆𝐸(𝑧 ) =
𝑠

√𝑛
 and k is obtained from a table of 

the Normal distribution.  

  

6.3  Proof of the Distribution of P under H0 and HA: 
Donahue, R.M. 1999 

Under the null hypothesis, it may be shown that the distribution of p-values is uniform between zero 

and one by using the cumulative distribution function ,FP(), of the random variable P as the p-value: 

      FP(p|H0)   = prob( 1 - FX(X)  ≤  p|H0 ) 

-1  (c) 0   (a+b)  1  (d)

Distribution of z = XA - XB
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= 1 – FX( FX-1( 1 - p )) 

 = 1 - ( 1 – p ) 

 = p 

Mathematically, the cumulative distribution function under the alternative hypothesis  

FP(p|Ha) = prob( P ≤ p | Ha ) = prob( 1 – FX(X) ≤ p | Ha )  

   = 1 – GX( FX-1( 1 - p)) 

Which means that the density of the p-value becomes: 

        ƒP(p|HA)  =  ∂/∂p FP(p|HA) 

        =  ∂/∂p [1 – GX ( FX-1( 1 – p ))] 

  =  - gX(FX-1( 1 – p )) ∂/∂p FX-1( 1 – p ) 

  =  - gX(FX-1( 1 – p )) 1/[-ƒX(FX-1( 1 – p ))] 

  =  gX(FX-1( 1 – p )) / ƒX(FX-1( 1 – p )) 

where ƒX() and gX() are the densities corresponding to the null and alternative cdf's FX() and GX() 
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