
Non-Convex Potential Function
Boosting Versus Noise Peeling 

– A Comparative Study

By Viktor Venema

Department of Statistics

Uppsala University

Supervisor: Rauf Ahmad

2016



Abstract

In recent decades, boosting methods have emerged as one of the leading en-
semble learning techniques. Among the most popular boosting algorithm is
AdaBoost, a highly influential algorithm that has been noted for its excellent
performance in many tasks. One of the most explored weaknesses of AdaBoost
and many other boosting algorithms is that they tend to overfit to label noise,
and consequently several alterative algorithms that are more robust have been
proposed. Among boosting algorithms which aim to accommodate noisy in-
stances, the non-convex potential function optimizing RobustBoost algorithm
has gained popularity by a recent result stating that all convex potential boost-
ers can be misled by random noise. Contrasting this approach, Martinez and
Gray (2016) propose a simple but reportedly effective way of remedying the
noise problems inherent in the traditional AdaBoost algorithm by introducing
peeling strategies in relation to boosting. This thesis evaluates the robustness
of these two alternatives on empirical and synthetic data sets in the case of
binary classification. The results indicate that the two methods are able to en-
hance the robustness compared to traditional convex potential function boosting
algorithms, but not to a significant extent.
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Introduction

Boosting is a machine learning ensemble meta-algorithm that stems from the
probably approximately correct (PAC) learning framework of Valient (1984),
in which the boosting problem was originally posed (Valient and Kearns, 1988,
1989). An important concept in the PAC framework is that of weak respectively
strong PAC learnability. A weak learner is a learning algorithm capable of pro-
ducing a classifier with strictly (albeit only slightly) better accuracy than that
of chance. A strong learner, however, is capable of producing a classifier with
arbitrarily high accuracy (given enough training data). The boosting problem
concerns transforming weak learners into strong ones, and boosting algorithms
are methods that convert collective ensembles of weak learners into composite
strong ones. In recent years, boosting methods have emerged as some of the
most influential ensemble learning techniques (Freund and Schapire, 2012; Fer-
reira and Figueiredo, 2013), the sentiment of Hastie et al. (2008) is that boosting
is “one of the most powerful learning ideas introduced in the last twenty years.”

For binary classification, Adaboost (abbreviation of Adaptive Boosting) al-
gorithm of Freund and Schapire (1997) is among the most popular boosting
algorithms. The algorithm is adaptive in the sense that its weights are updated
by increasing the relative weights associated with instances that are misclassi-
fied, which forces the algorithm to concentrate on instances that the algorithm
finds harder to classify correctly. In itself, Adaboost only has one tuning param-
eter (number of iterations) and is traditionally used in conjunction with decision
trees, but any weak classifier with the ability to be trained on weighted data can
be used, which makes the Adaboost algorithm particularly versatile and partly
explains it popularity (Hastie et al., 2008; Martinez and Gray, 2016). Most pop-
ular boosting algorithms (including Adaboost) belong to the Anyboost frame-
work, where boosting can mathematically be understood as a forward fitting
procedure of a generalized additive model in functional space which iteratively
optimizes the expected risk defined by a convex loss function using gradient
descent (Mason, et al. 2000; Friedman et al., 2000). For Adaboost, this corre-
sponds to optimizing with respect to an exponential loss function.

Adaboost has been observed to be resistant to overfitting, a highly attractive
property for any predictive learning algorithm (Ferreira and Figueiredo, 2013;
Miao et. al, 2015). However, the notion that Adaboost is not prone to overfit
is conditional. The Adaboost algorithm has a well-documented history of being
susceptible to label noise (Grove and Schuurmans, 1998; Dietterich, 2000; Ma-
son and Bartlett, 2000; Rätsch and Müller, 2001). This is commonly explained
by the fact that the Adaboost algorithm invests too much effort in adjusting
for noisy observations, which it in fact should fail to classify correctly. Conse-
quently, algorithms such as GentleBoost and LogitBoost (Friedman et al., 2000)
have been developed based on the idea that the weighting scheme of the Ad-
aboost is too extreme, penalizing outliers too heavily, which in turn may hurt
its generalizability. These boosting methods have also been explored as ways of
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obtaining classifiers that are less vulnerable to class noise (Freund et al., 2014;
Miao et. al, 2015; Martinez and Gray, 2016). Furthermore, classifiers with
the explicitly stated aim of increasing the robustness of the Anyboost frame-
work algorithms have been proposed (Domingo and Watanabe, 2000; Rätsch
and Müller, 2001). On a different note, Freund (2001, 2009) presents two adap-
tive boosting algorithms, BrownBoost and its successor RobustBoost, which
both utilizes non-convex potential functions to combat class label noise. In
fact, Long and Servedio (2010) proved that any boosting algorithm utilizing a
convex potential function (i.e. belonging to the Anyboost framework) can be
deceived by random label noise. This assertion was further tested in a simula-
tion setting by Freund et al. (2014), which finds merit to the use of non-convex
potential boosters.

In a recent article, Martinez and Gray (2016) introduces the concept of noise
peeling in relation to boosting, as crude but reportedly effective way of rectify-
ing the noise problems inherent in the Adaboost algorithm. In several instances,
their results show that the noise peeling Adaboost algorithm outperforms not
only boosters with convex potential function such as LogitBoost and Gentle-
Boost, but the non-convex potential function RobustBoost algorithm as well.
Given that these results enable a simple approach to predictive modelling in
the presence of noise, the aim of this thesis is to expand the analysis of peeling
methods introduced in Martinez and Gray (2016) to more data sets and noise
settings, and to further contribute to the existing but small literature of com-
parison studies conducted between non-convex and convex potential function
boosting algorithms. This thesis aims to investigate the performance of these
divergent methods of accommodating noisy instances with the objective of eval-
uating these methods through a series of simulation experiments on real and
synthetic benchmark data sets.

Preliminaries

For binary classification, the general goal of learning is to find a decision rule
that correctly assigns labels based on input. The task can be formalized as
F : X→ Y, using input-output training data pairs S = {(x1, y1), . . . , (xn, yn)} ∈
Rp × {−1, 1} randomly generated from an unknown probability distribution
P (x, y). The quality of such a classifier can be assessed by its generalization
error (the prediction error over an independent test sample)

L(f) = ES [λ(f(x), y)]

where λ denotes a loss function, most commonly the 0-1 function λ(f(x), y) =
I(y 6= f(x)) (Friedman et. al, 2000). Since the 0-1 function is non-differentiable,
most methods rely on differentiable and convex approximations for the sake of
numeric optimization.
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Boosting, Margins and Robustness

Non-recursive boosting algorithms generate a decision rule that is a thresholded
linear combination of ”base” decision rules. By letting ht : X → {−1, 1} (note
that this can be the sign of an additional real valued function) denote the base
rules and T the number of iterations, the output of a non-recursive binary
boosting algorithm is a decision rule of the form (Freund, 2010)

H(x) = sign

(∑
t

αtht(x)

)

where sign: R → {−1, 1}, the term αt is the weight of the tth weak learner

and generally 0 ≤ αt ≤ 1,
∑T
t=1 αt = 1. A metric closely associated with the

robustness of boosting algorithms is the margins of a classifier. Schapire et al.
(1998) define the margin as

m(xi, yi) = yi

T∑
t=1

αtht(xi)

which is an important metric and plays a role analogous to the residuals of re-
gression (Hastie et al., 2008). The margin has the property of m(xi, yi) > 0 if
the weighted majority of the examples are correctly classified and m(xi, yi) < 0
for missclassified examples. As such, the margin can be interpreted as a measure
of classifier confidence in its ability to predict (Hastie, 2008; Freund, 2009). Sev-
eral popular boosting algorithms belong to the AnyBoost framework, in which
boosting algorithms have the interpretation of performing coordinate-wise gra-
dient descent to minimize some arbitrary potential function of the margins of a
dataset (Mason et al., 2000; Long and Servedio, 2010; Ferreira and Figueiredo,
2013). The potential function Φ is a decreasing function of the margin which
upper bounds the 0-1 error function, i.e. Φ(m) ≥ I[m ≤ 0]. As the poten-
tial function upper bounds the error, decreasing it is an intuitive approach of
decreasing the classification error associated with a classifier. Minimization of
these potential functions can be efficiently done using gradient descent methods.
By denoting mi = m(xi, yi) and using the chain rule we can calculate a simple
expression for the derivative of the average potential function w.r.t. αt (Freund,
2010)

d

dαt

n∑
i=1

φ(mi) =
1

n

n∑
i=1

dmi

αt

dφ(m)

dm

∣∣∣
m=mi

=
1

n

n∑
i=1

yiht(xi)
dφ(m)

dm

∣∣∣
m=mi

.

As such, it is natural to define a potential weight function w(m) that is minus
the derivative of the potential function w.r.t m. Using this formulation, we can
write

d

dαt

n∑
i=1

φ(mi) =
1

n

n∑
i=1

yiht(xi)w(m(x, y))
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which has the interpretation that the derivative of the average potential func-
tion w.r.t. αt is equal to the sample correlation of ht(x) and y weighted by
w(m(x, y)). The potential function weights represent the relative importance of
different examples in reducing the average potential (Freund, 2009).

The AdaBoost algorithm of Freund and Schapire (1997) represents the first
adaptive boosting algorithm (pseudocode presented in Algorithm 1). The algo-
rithm trains the learners ht on weighted versions of the input sample. The
weights αt force the algorithm to concentrate on instances which it deems
harder to correctly classify. From a statistical perspective, by interpreting
the AdaBoost model as a forward stagewise fitted generalized additive model
FT (x) =

∑T
t=1 ft(x) (where H(x) = sign(F (x)), Freidman et. al (2000) showed

that the additive expansion produced by the Adaboost algorithm is

ft(x) =
1

2
ln

(
P (y = 1|x)

P (y = −1|x)

)
(1)

and that the algorithm adapts in order to minimize exponential loss, in a step-
wise optimization procedure (Friedman et. al, 2000). Motivated by the fact
that log-ratios can be numerically unstable which may hurt the generalizability
of a classifier (as in Eq 1), Friedman et. al (2000) propose the LogitBoost
and GentleBoost algorithms. LogitBoost minimizes potential function ln(1 +
exp(−m)) instead of exponential loss. GentleBoost utilizes the adaptive formula

ft(x) =
1

2
ln (P (y = 1|x)− P (y = −1|x)) . (2)

AdaBoost’s inability to deal with noisy data sets have been thoroughly analyzed
in the literature (Grove and Schuurmans, 1998; Dietterich, 2000; Mason and
Bartlett, 2000; Rätsch and Müller, 2001). This notion is commonly explained
by the fact that the aggressive reweighting scheme of Adaboost penalizes incor-
rectly assigned instances exponentially, as functions of w = e−m, making the
algorithm focus too much on adjusting for noisy instances which it will wrongly
predict (i.e. by correctly predicting a noisy instance) (Freund, 2009; Schapire,
2013). Some studies even use this overfitting property of AdaBoost in order
to detect noise (Frenay and Verleysen, 2014). By contrast, the LogitBoost po-
tential function is approximately linear and the algorithm penalizes incorrectly
assigned instances by w = 1/(1 + exp(m)), which in turn is believed to make it
less prone to overfit noise. The relationship between the potential and weight
functions of AdaBoost and LogitBoost is depicted in Figure 1. GentleBoost
calculates its weak learners by iteratively optimizing the weighted least square
error. Thus, whereas AdaBoost aims to decrease the training error, GentleBoost
tries to reduce the variance of its weak classifiers (Freidman et al., 2001). Be-
cause the training error reduction based on the obtained base learners is more
conservative than AdaBoost, GentleBoost is interpreted as being less vulnerable
to noise (compare Equations 1-2). LogitBoost and GentleBoost has a history of
being closely studied in robustness studies and have been used as benchmarks
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for comparisons of robust boosting classifiers (Freund, 2009; Masnadi-Shirazi
and Vasconcelos, 2009; Freund et al., 2014; Miao et al., 2015; Martinez and
Gray 2016). Consequently, we will include these methods as a proxy for tradi-
tional noise-resistant boosters. The reader is referred to Freidman et al. (2001)
for derivation and details regarding their implementation.
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Figure 1 – Illustration of the weight and potential function associated with AdaBoost
and LogitBoost with respect to margins. Note that the LogitBoost functions have been
scaled in order to pass through the point (0, 1).

Examples of methods explicitly derived for the purpose of rectifying the prob-
lems of Adaboost in the presence of noise includes the work of Rätsch et al.
(2001), which characterizes algorithms that maximize the smallest margin as
hard margin algorithms. Since noisy instances can be expected to be asso-
ciated with negative margins, algorithms that do not focus on the smallest
margins can be expected to be more robust under noisy circumstances and the
authors present methods for robustifying Adaboost by introducing algorithms
that trade off between influence and margin. Further examples include Mad-
aBoost (Domingo and Watanabe, 2000) which uses a filtering framework in
order to rectify AdaBoosts robustness and WeightBoost which robustifies by in-
troducing an input-dependent regularization factor to the combination weights.
The list of robustifying modifications presented here is not exhaustive, but it
represents some of the most commonly applied algorithms so far.

A common denominator of the above-mentioned boosting algorithms is that
they are based on convex potential functions. In their seminal article, Long and
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Algorithm 1 AdaBoost

input: S = {(x1, y1), . . . , (xn, yn)} for T iterations

initialize: w
(1)
i = 1/n

for t = 1 to T do
(a) Obtain ht on the sample set {S,w(t)}
(b) Compute ε =

∑n
i=1 w

(t)
i I(yi 6= ht(xi)

(c) Compute αt = 1
2 ln

(
1−ε
ε

)
(d) Update w

(t+1)
i =

w
(t)
i exp(−αtyihy(xi))

Zt
, where

Zt =
∑n
i=1 w

(t)
i exp(−αtyihy(xi))

end for
output: H(x) = sign

(∑T
t=1 αtht(x)

)

Servedio (2010) proved that for any such convex potential function and any ran-
dom noise rate, there is a dataset which cannot efficiently be learned with better
accuracy than 0. This result affects all above-mentioned algorithms and all al-
gorithms belonging to the Anyboost framework, which covers almost all popular
boosting algorithms to date (Long and Servedio, 2009). Among algorithms that
are unaffected by the result of Long and Servedio (2010) are the three non-
convex potential function algorithms introduced in Freund (1995; 2001; 2009).
For comparisons, this thesis will only consider the most recent (and arguably
most improved) of the presented algorithms called RobustBoost (Freund, 2009).
RobustBoost is a self-terminating algorithm which uses a real valued variable
called time, denoted by t, where 0 ≤ t ≤ 1. Initially, the variable is set to t = 0
and is sequentially increased in each iteration until t ≥ 1 whereby it terminates.
At each step, the algorithm solves a differential equation optimization problem
to find a positive step in time ∆t and a corresponding positive change in the
average margin for training data ∆m. Compared to algorithms in the AnyBoost
framework, RobustBoost does not minimize a specific loss function. Instead, it
minimizes the number of examples with classification margin below a certain
margin threshold θ. Intuitively, the algorithm “gives up” on instances which
fall below a margin threshold which indicates that the instances are noisy, in
turn making the learning process focus on extracting information from “clean”
instances that it can successfully manage to classify rather than adapting to the
corrupt information caused by noise. The algorithm has potential function

Φ(m, t) = 1− erf

(
m− µ(t)

σ(t)

)
where erf denotes the error function

erf(a) =
1√
π

∫ a

−∞
e−x

2

dx.

Parameters µ(t) and σ(t) are defined by

σ2(t) = (σ2
f + 1)e2(1−t) − 1
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and

µ(t) = (θ − 2ρ)e1−t + 2ρ.

Positive constant σf defines the slope of the step in the potential function and
ρ is chosen for a specified ε to satisfy

ε = Φ(0, 0) = 1− erf

 2(e− 1)ρ− eθ√
e2(σ2

f + 1)− 1


where parameter θ is the goal margin (see Freund (2009) for definition).The po-
tential weight function is attained by taking the partial derivative w.r.t. Φ(m, t)
i.e.

w(m, t) = exp

(
− (m− µ(t))2

2σ(t)2

)
and we see that the potential functions and their assigned weights change as
functions of time, which is a continuous. For a complete description of the
algorithm, see Freund (2009). In simulation experiments, RobustBoost has
been found to perform significantly better than Adaboost and LogitBoost in the
presence of noise (Freund et al., 2014). Two conceptually similar approaches
which also opt to restrict the inclusion of instances by thresholding have recently
been proposed. These methods are dealt with in the section following.

Noise Peeling Methods

Martinez and Gray (2016) introduced the concept of noise peeling in relation to
AdaBoost. Essentially, the presented peeling methods scan the data for poten-
tial noisy instances by using different criteria. If a noisy observation is identified,
it is removed from S before refitting the AdaBoost algorithm. If the scan man-
ages to detect and remove the noisy observations, then the original limitations
of AdaBoosts performance in the presence of noise will be mitigated. Theoret-
ically, due to its convex potential function, Adaboost can still be deceived by
any non-zero noise rate in according to the result of Long and Servedio (2010),
if the peeling method fails to remove all noisy observations. However in prac-
tical settings, AdaBoost have been found to yield sensible results in low-noise
settings (Dietterich, 2000). Indeed, Martinez and Gray (2016) report better
performance than the non-convex RobustBoost algorithm by using their noise
peeling methodology. They derive several alternate peeling schemes; however,
evidence suggests that two of the noise peeling methods are better at detecting
noise than others among several data sets, namely the Margin Peeling (MP)
method and the Weighted Misclassification Peeling (WMP) method. Conse-
quently, these methods are the sole noise peeling methods considered in this
thesis.
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The MP method is based on margin theory and the idea that a small mar-
gin is suggestive of low confidence in the prediction. For Adaboost (assuming
standardized margins), −1 ≤ mi ≤ 1, where mi = −1 corresponds to the case
in which all rounds of boosting misclassify. In conceptual conformity with Ro-
bustBoost, MP method sets a margin threshold mθ which defines what should
be considered noise or not. Setting mθ = 0 is an intuitive choice that is used in
Martinez and Gray (2016) and is also the setting considered here. The general
procedure is explained in Algorithm 2.

Algorithm 2 Margin Peeling (MP)

fit: AdaBoost to data
obtain: mi = yi

∑T
t=1 αtht(x)

peel: mi < mθ

refit: AdaBoost

The WMP method is based on the idea that the number of times an observation
is misclassified, Mit = I(yi 6= ht(xi)), can be used as an assessment of its predic-
tive difficulty. An observation that is difficult to classify is in turn indicative of
being a noisy observation. However, since the adaptiveness of boosting results
in procedures that weighs misclassified observations more heavily than correctly
classified observations, some weak learners will be biased toward concentrating
on difficult cases. To remedy this problem, Martinez and Gray (2016) introduce
a metric of classifier strength ri =

∑
i I(yi = ht(xi))/n. Finally, the weighted

rate of missclassification of an observation is calculated as

wi =

T∑
t

rt∑T
t rt

Mit.

As such, high values of wi suggest high level of misclassification, with the ad-
vantage that larger weights are assigned to accurate weak learners. In alignment
with previous methods, the WMP method peels observations based on a thresh-
old wθ. This parameter is set to equal wθ = 0.5, which is also the threshold
considered in Martinez and Gray (2016). The method is presented as Algorithm
3.

Algorithm 3 Weighted Misclassification Peeling (WMP)

fit: AdaBoost to data
obtain: wi for each data point
peel: wi > wθ
refit: AdaBoost

Previous results suggest that the MP approach is a viable alternative for a wide
range of noise settings, while the WMP approach tends to perform well primarily
in high noise settings and for higher dimensional data sets.
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Data and Noise

When referring to noise in classification settings it is important to distinguish
between class noise and attribute noise as different types of noise warrants
different treatments (Zhu and Wu, 2004). The methods mentioned here solely
focus on remedying class noise, i.e. cases wherin class labels have been assigned
incorrectly. The training data S are initially assumed to be noiseless. The simple
device suggested in Angluin and Laird (1988) offers a convenient and flexible
way of contaminating the data sets and has been used in many of previous
robustness studies, see e.g. Li et al. (2007), Freund (2008) and Martinez and
Gray (2016). Letting η correspond to the noise rate, the random classification
(label) noise model can be described by

EηP(x, y) =

{
(x, y), with probability 1− η
(x,−y), with probability η

.

where the noise model flips signs of the labels with uniform probability (An-
gluin and Laird, 1988). The data sets considered all have a binary response
y, with characteristics presented in Table 1. Data sets with varying class prior
distributions and varying complexity are chosen in order to reflect a wide range
of possible scenarios. Furthermore, the data sets have been previously analyzed
in similar benchmark studies, see e.g. Miao et al. (2015), Wu and Nagashi
(2015) and Martinez and Gray (2016). As such, they are in part selected with
the hope of achieving some comparability of the results. With the exception
for the synthetic data set, TwoNorm, all data sets are from the UCI machine
learning repository. The synthetic data set enable analysis with oracle error
rates, for TwoNorm ES [ε] = 2.3%. Given that the earlier work on peeling
methods have expressed interest in analyzing peeling methods in cases where
p > n, the TwoNorm dataset is simulated according to n = 100 and p = 150.
The inputs of the TwoNorm data set are points from two Gaussian distribu-
tions with unit covariance matrix. For further details regarding the synthetic
data set, the reader is referred to Breiman (1998). Noise rates considered are
η = {0.01, 0.05, 0.1, 0.2, 0.3}, which expands the previous analysis conducted
with peeling methods. Observations with missing values are removed for the

Dataset Name n p Class prior distribution on S
Breast Cancer Wisconsin 699 10 0.64/0.36
Chess 3196 36 0.52/0.48
Congressional Voting Records 232 16 0.47/0.53
Credit Approval 653 15 0.55/0.45
Ionosphere 351 34 0.65/0.35
Mammographic 830 5 0.51/0.49
Sonar 208 20 0.55/45
TwoNorm 100 150 0.5/0.5

Table 1 – Data description table.
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sake of reproducibility. A random training-testing split of 0.6/0.4 using stratified
sampling is conducted in order to retain class balances.

Results

All models are trained using a heuristically assigned 10-fold cross-validation pro-
cedure, where the choice of folds is motivated in-part by the results of Kohavi
(1995). In order to inject noise we use the label noise model of the foregoing
section. The weak learner considered for the algorithms is the classification and
regression trees of Breiman et al. (1984) since decision trees have been noted to
achieve high generalizability in relation to alternate weak learners for boosting
algorithms (Wu and Nagashi, 2015). They are generally also invariant to out-
lier problems in the feature domain and represent the most commonly applied
weak learner for boosting algorithms (Hastie et al., 2008). The number of splits
for the weak learners is set by cross-validating over a grid of values ranging
from 2 (decision stumps) to 8 splits (in accordance with the heuristic notion for
boosting algorithms expressed in Hastie et al., 2008) expectantly allowing for a
thorough exploration of the feature space. The splitting criterion of the weak
learners is Gini-impurity. The number of iterations T , is set by cross-validating
the training set over a grid of parameters ranging from 100 to 500 for the Ad-
aBoost, LogitBoost and GentleBoost algorithms. For RobustBoost, parameter
T = 300 (and runs unitil termination) , the splits considered are the same as
for the convex potential function boosters and the margin goal is set to 0, akin
to the setting of the noise criterion of the MP method. Parameter σf is set
using cross-validation and the parameter ε is chosen to target the η present in
given sample. Targeting the noise rate represents an intuitive strategy given
the results of Kalai and Servedio (2005), in which the authors propose a bound
showing that no boosting algorithm can attain better accuracy than the noise
rate present (meaning that the optimal generalization error will at best equal
the noise rate). This of course requires oracle knowledge of η which cannot hold
in practice where one would have to indirectly estimate it by e.g. applying the
adaptive-ε heuristic of Freund et al. (2014).

As for the peeling methods, the initial fitting of the algorithm (i.e. Step 1 in Al-
gorithms 1 & 2) is set to lower number of boosting iterations T1 = {20, 50, 80},
than the final fitting T2 = {100, 300, 500} and the number of splits considered
are 2 and 5, where the parameters are set using cross-validation. The reason
as to set T1 notably lower than T2 is due to the fact that the adaptivity of the
AdaBoost algorithm makes the algorithm overfit to noise quickly (i.e. training
error goes to zero even in the presence of noise). If the algorithm correctly
classifies all instances of the training set (i.e. even the wrongly predicting the
noisy instances “correctly”), the noise scans will be rendered useless since it
makes the algorithm unable to register the noise. As a result, a more unrefined
fitting of the algorithm is preferred in its initial run. Martinez and Gray (2016)
make no distinction between these parameters and offer no insight in suitable
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tuning strategies, apart from discussing the innate possibility of different pa-
rameter settings when using the two noise criteria. Adjusting the noise criteria
will also lead to an increased sensibility, for the purpose of comparability, how-
ever, the same parameter setting as of Martinez and Gray (2016) are considered.

The results of running the algorithms on the various data sets are illustrated in
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Figure 2 – Generalization error results of data sets Breast Cancer, Chess, Congressional
Voting Records and Credit for noise rates η = {0, 0.01, 0.05, 0.1, 0.2, 0.3}.
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Figures 2 & 3 and presented in Tables 2 & 3 (see Appendix). Each test error
corresponds to the result of fitting an algorithm based on the above-mentioned
cross-validation procedure to an independent test set of corresponding noise
rate.
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Figure 3 – Generalization error results of data sets Ionosphere, Mammographic, Sonar
and TwoNorm for noise rates η = {0, 0.01, 0.05, 0.1, 0.2, 0.3}.

In many instances – particularly for noise level η = 0.3 – we observe that
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increasing η is not always equivalent to increasing the error. For the conven-
tional convex boosters, this occurrence provides a clear indication of when the
algorithms have begun overfitting to the noise by adapting to nonsensical in-
formation. For some data sets, most notably the p > n synthetic data set
TwoNorm, this event is substantial and occurs throughout most noise rates.
This does clearly not infer that the algorithms presented here are unable to
maintain its robustness in cases of p > n, given that we only have one data set
for which the condition holds and that we can expect higher errors from smaller
data sets (note that in this case, the training portion of the data only consists of
n = 60 observations). It does, however, suggest that the robustness of boosting
algorithms can become mitigated in small data sets with many variables (some-
thing that can be expected when dealing with gene expression data), which is
a topic that deserves further study.

Among the convex potential function algorithms, we observe that AdaBoost in
many instances is able to perform comparably to GentleBoost and LogitBoost
for data sets Breast Cancer, Chess, Ionosphere, Mammographic and Sonar, for
both high and low noise rates. Given that AdaBoost has well-documented his-
tory of being notoriously non-robust, the results question the notion that Logit-
Boost and GentleBoost are often perceived as being more robust alternatives to
AdaBoost. The assertion that LogitBoost and GentleBoost are often incapable
of handling high levels of noise has been previously verified in empirical and
simulation studies (Hand et. al, 2003; Freund et al. 2014; Miao et. al, 2015;
Martinez and Gray, 2016). Consequently, the widespread use of these algorithms
as benchmark algorithms representing more robust classifiers than AdaBoost
when proposing new algorithms, should perhaps be questioned. Moreover, the
results suggest that AdaBoost is generally able to operate without dramatic
increase in error when noise rates are low (i.e. when η = {0.01, 0.05}), which
reiterates earlier findings in Diettrich (2000) and Martinez and Gray (2016).
This property is an essential prerequisite for the success of peeling methods as
they cannot be expected to detect all noisy instances in an empirical setting.

As in the case of Martinez and Gray (2016), we observe that the peeling meth-
ods generally perform worse or as well as AdaBoost in cases when η = 0. Albeit
in two data sets, Credit and Ionosphere, the two peeling methods actually per-
form better than AdaBoost at η = 0. This seems curious given that these
data sets are clean, however false-alarms of the peeling methods may turn out
to be spuriously advantageous, which is also observed in Martinez and Gray
(2016). However, this attribute is of course unlikely to aid the generalizability
in noiseless settings in comparison to AdaBoost since it leads to a less adaptive
algorithm. Among the two peeling methods, the MP method generally outper-
forms the WMP method for most data sets and noise rates. However, the WMP
method is able to produce comparable results with the MP method in particular
for more complex (as defined in terms of containing many predictors) data sets
such as Chess, Ionosphere, Sonar and TwoNorm, which also replicates previous
results using peeling methods (Martinez and Gray, 2016). Previous work with
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peeling methods has considered noise rates up to η = 0.2. However, at η = 0.3,
we observe that for the data sets Breast Cancer, Chess and Credit (all data sets
for which p ≥ 20) neither of the peeling methods is able to produce lower error
than AdaBoost. This suggests that the robustifying effects of the noise peeling
methods become debilitated as the noise rates increase, but it is important to
note that the tuning process considered here is quite simple (holding the noise
criteria constant for both models) and a more intricate tuning regimen (such as
estimating the noise criterion using cross-validation) can be expected to influ-
ence this effect. Generally, the attained results fail to replicate the success of the
peeling methods reported in Martinez and Gray (2016), even for data sets that
occur both in the paper and in this thesis. This primarily concerns the Breast
Cancer and Ionosphere data sets, for which the authors report lower errors for
higher noise rates. However, a difference is to be expected in this case, since the
authors use the predicted response of a purifying decision tree as the response
rather that retaining the original class labels and evaluate the validation error
rather than the generalization error.

Rank 1 Rank 2 Rank 3 Rank 4 Rank 5 Rank 6
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Figure 4 – Bar chart depicting distibution of ranks in which Rank 1 corresponds to hav-
ing the lowest error and Rank 6 corresponds to having the highest error. For illustrative
purposes, ties are dealt with by choosing the maximum possible rank in this plot.

Figures 2 & 3 illustrate that RobustBoost dominates the other algorithms the
most in terms of lowest error. This is made clearer when looking Figure 4 which
depicts the errors in terms of ranks across all data sets, where Rank 1 corre-
sponds to achieving the lowest error and Rank 6 corresponds to achieving the
highest error. What becomes evident is that RobustBoost, while having the
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most top ranks is also among worst performing in many cases. On data sets
Ionosphere, Sonar and TwoNorm this fluctuation of model fit is most noticeable,
as we observe that the algorithm is able to attain both the highest and the lowest
error in the same data sets across varying noise rates. For noise rates η > 0.05,
however, RobustBoost rarely performs the worst (only in two instances of the
TwoNorm set). If the experiment would have been constructed to solely concen-
trate on high or low values of η, it may have yielded other results. In contrast
to RobustBoost, the MP method displays more even ranks. Table 2 displays
the mean ranks where we notice that RobustBoost and the MP method are
actually attain the same mean rank value. The same is true for AdaBoost and
GentleBoost which both perform better than the WMP method and LogitBoost
in terms of ranks. What is salient, is that the mean ranks of the algorithms
only marginally differ for these data. This contrasts earlier results of Martinez
and Gray (2016), which evidentially supports the use of peeling methods over
RobustBoost and the traditional convex boosters and the results of Freund et
al. (2014) which finds that RobustBoost performs significantly better than the
AdaBoost and LogitBoost algorithms on various synthetic data sets.

Mean rank values
Algorithm AdaBoost LogitBoost GentleBoost MP WMP RobustBoost
Mean Rank 3.656 3.854 3.656 3.083 3.666 3.083

Table 2 – Mean rank values of algorithms calculated over all data sets and noise rates

Using the Friedman test we can evaluate the significance of the above-mentioned
comparisons globally and to follow it up using post-hoc Holm-Bonferroni tests
for pair-wise comparisons against an adequate control classifier (e.g. Robust-
Boost or MP) if the null hypothesis of the Freidman test is rejected. For a
motivational case as to why this post-hoc is preferred over the Nemenyi test in
this case, see Dešmar, 2006. As a consequence of selecting a non-parametric
test, the statistical power of the test will be lower than that of a parametric
test. However, it only requires qualitative commensurability of measures across
different data sets and does neither assume normal distributions nor homogene-
ity of variance (both of which are nonviable in this case). The null hypothesis
of the Friedman test states that the six algorithms are equivalent, and as such
their mean ranks should also be equivalent. The Friedman test has test statistic

χ2
F =

12N

k(k + 1)

∑
j

R2
j −

k(k + 1)2

4


which is asymptotically distributed according to χ2 with k−1 degrees of freedom,
where N equals the number of data sets, k equals the number of classifiers
and Rj = 1

N

∑
i r
j
i equals the mean rank of classifier j summed over all data

sets. Moreover, Imam and Davenport (1980) showed that Friedmans χ2
F is
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undesirably conservative and proposed a correction

FF =
(N − 1)χ2

F

N(k − 1)− χ2
F

which follows an F -distribution with k−1 and (k−1)(N−1) degrees of freedom.
The result of the Friedman test is presented in Table 5 and shows that we are
unable to reject the null hypothesis of equal ranks among the algorithms at
α = 0.05. The test result is hardly surprising, considering the modest difference
of mean ranks.

Conclusion

The results presented in this thesis question the use of the convex potential
function booting algorithms, LogitBoost and GentleBoost in noisy data sets.
For the considered data sets, these algorithms are generally as incapable of han-
dling noise as AdaBoost. Furthermore, the results suggest that the use of peeling
methods, specifically the MP method, in relation to boosting in many cases is
able to enhance the robustness of AdaBoost. What is clear, however, is that
the enthusiasm expressed in Martinez and Gray (2016) needs to be alleviated.
The results further indicate that the non-convex potential function algorithm
RobustBoost dominates the other algorithms in terms attaining lowest error
rank, but its expected success is largely dependent upon the underlying data
structure and noise rate. Using the Friedman test, we are unable to reject the
hypothesis of equal performance in terms of rank. However, this result may dif-
fer when considering noise rates other than those considered in this thesis, as we
e.g. observe that RobustBoost generally performs well in cases with moderately
high noise rates but contrastingly generally performs poorly for lower noise rates.

Further research is needed to verify if significant differences can be inferred for
cases when the noise spectra are more tightly concentrated on e.g. low and high
rates respectively. In addition, further analysis needs to expand on the analysis
conducted using noise-peeling methods in cases where p ≥ n for more data sets
in order to thoroughly evaluate the robustifying properties of peeling methods
under this condition. The noise peeling methods may furthermore be extended
to the setting of multiclass-class AdaBoost peeling, but their performance in
that scenario also needs to be investigated.
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Appendix

Average out of sample error
η = 0% η = 1% η = 5% η = 10% η = 20% η = 30%

Breast Cancer Wisconsin
AdaBoost 3.33% 5.9% 8.1% 13.9% 26, 4% 34, 4%
LogitBoost 4.0% 5.9% 9.5% 16.9% 23.8% 36.6%
GentleBoost 3.3% 6.2% 8.4% 15.0% 26.0% 43.2%
Margin Peeling 4.4% 4.8% 7.0% 11.0% 25.3% 35.9%
Weighted Missclassification Peeling 4.4% 5.1% 8.4% 12.5% 37.0% 43.2%
RobustBoost 4.0% 5.5% 12.1% 14.6% 35.9% 38.1%
Chess
AdaBoost 0.9% 3.4% 7.0% 12.8% 24.3% 34.9%
LogitBoost 1.3% 3.1% 7.2% 13.8% 24.6% 34.6%
GentleBoost 1.0% 2.7% 7.6% 11.4% 24.8% 34.4%
Margin Peeling 1.0% 3.1% 7.0% 11.9% 23.9% 33.9%
Weighted Missclassification Peeling 0.8% 7.3% 7.0% 11.9% 23.9% 42.6%
RobustBoost 0.7% 2.6% 6.2% 13.2% 24.0% 33.9%
Congressional Vote
AdaBoost 3.3% 4.3% 14.1% 21.7% 34.8% 47.8%
LogitBoost 3.3% 4.4% 13.0% 17.4% 23.8% 36.6%
GentleBoost 4.3% 4.3% 14.1% 18.5% 26.1% 42.4%
Margin Peeling 3.3% 4.3% 6.5% 9.8% 30.4% 38.0%
Weighted Missclassification Peeling 3.3% 4.3% 6.5% 14.1% 23.9% 42.4%
RobustBoost 4.3% 4.3% 6.5% 12.0% 27.2% 41.3%
Credit
AdaBoost 28.8% 28.1% 26.9% 35.0% 44.2% 41.9%
LogitBoost 15.4% 16.9% 19.6% 26.5% 37.7% 41.5%
GentleBoost 26.5% 23.5% 28.1% 35.0% 45.4% 43.1%
Margin Peeling 25.4% 30.0% 31.9% 32.3% 50.8% 43.5%
Weighted Missclassification Peeling 25.4% 30.0% 26.9% 33.8% 44.2% 44.2%
RobustBoost 15.4% 16.8% 17.7% 26.2% 37.7% 38.8%

Table 3 – Generalization error results of data sets Breast Cancer, Chess, Congressional
Voting Records and Credit for noise rates η = {0, 0.01, 0.05, 0.1, 0.2, 0.3}.
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Average out of sample error
η = 0% η = 1% η = 5% η = 10% η = 20% η = 30%

Ionosphere
AdaBoost 7.9% 10.0% 10.7% 17.1% 30.0% 47.9%
LogitBoost 4.3% 10.0% 14.3% 18.6% 30.2% 50.4%
GentleBoost 6.4% 7.9% 10.7% 17.9% 28.6% 50.0%
Margin Peeling 6.4% 7.9% 11.4% 15.7% 27.9% 49.3%
Weighted Missclassification Peeling 6.4% 7.1% 13.6% 17.1% 29.3% 44.3%
RobustBoost 9.3% 11.4% 13.6% 21.4% 25.7% 46.4%
Mammographic
AdaBoost 24.5% 27.2% 28.4% 33.5% 45.0% 48.0%
LogitBoost 22.7% 23.0% 23.3% 27.5% 37.5% 44.1%
GentleBoost 24.2% 30.2% 27.8% 33.2% 44.7% 48.0%
Margin Peeling 18.7% 21.8% 24.2% 28.7% 35.3% 41.7%
Weighted Missclassification Peeling 27.5% 23.9% 31.4% 32.0% 47.7% 44.1%
RobustBoost 20.5% 20.5% 20.5% 26.6% 43.5% 44.7%
Sonar
AdaBoost 9.8% 12.2% 14.6% 22.0% 26.8% 52.4%
LogitBoost 14.6% 22.0% 20.7% 24.4% 37.8% 54.9%
GentleBoost 12.2% 11.0% 13.4% 19.5% 28.0% 57.3%
Margin Peeling 17.1% 20.7% 15.9% 24.4% 29.3% 53.7%
Weighted Missclassification Peeling 17.1% 15.9% 25.6% 22.0% 37.8% 45.1%
RobustBoost 18.3% 18.3% 25.6% 23.2% 36.6% 42.7%
TwoNorm
AdaBoost 25.0% 25.0% 30.0% 30.0% 35.0% 40.0%
LogitBoost 37.5% 37.5% 25.0% 35.0% 40.0% 40.0%
GentleBoost 25.0% 25.0% 35.0% 25.0% 40.0% 37.5%
Margin Peeling 30.0% 30.0% 22.5% 35.0% 40.0% 32.5%
Weighted Missclassification Peeling 27.5% 27.5% 22.5% 35.0% 40.0% 32.5%
RobustBoost 27.5% 25.0% 20.0% 35.0% 37.5% 40.0%

Table 4 – Generalization error results of data sets Ionosphere, Mammographic, Sonar
and TwoNorm for noise rates η = {0, 0.01, 0.05, 0.1, 0.2, 0.3}.

Friedman test

χ2
F = 7.92 =⇒ FF = 1.60 < F5,235,0.05 = 2.21

Conclusion: H0 is not rejected

Table 5 – Friedman test results
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