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Abstract

Predictive analysis at Kronofogden - Classifying
first-time debtors with an uplift model

Måns Rantzer

The use of predictive analysis is becoming more commonplace with each passing day,
which lends increased credence to the fact that even governmental institutions should
adopt it. Kronofogden is in the middle of a digitization process and is therefore in a
unique position to implement predictive analysis into the core of their operations.
This project aims to study if methods from predictive analysis can predict how many
debts will be received for a first-time debtor, through the use of uplift modeling. The
difference between uplift modeling and conventional modeling is that it aims to
measure the difference in behavior after a treatment, in this case guidance from
Kronofogden. Another aim of the project is to examine whether the scarce literature
about uplift modeling have it right about how the conventional two-model approach
fails to perform well in practical situations.

The project shows similar results as Kronofogden’s internal evaluations. Three
models were compared: random forests, gradient-boosted models and neural
networks, the last performing the best. Positive uplift could be found for 1-5% of the
debtors, meaning the current cutoff level of 15% is too high. The models have several
potential sources of error, however: modeling choices, that the data might not be
informative enough or that the actual expected uplift for new data is equal to zero.
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Sammanfattning 

Prediktiv analys är ett kraftfullt verktyg som blir allt mer vanligt på marknaden och det 

finns företag som likt Amazon och Netflix bygger stora delar av sin framgång på 

användandet av sådana metoder. Därför är det viktigt även för myndigheter att börja 

implementera sådana metoder, för att förbättra resurshantering och för att kunna erbjuda 

bättre hjälp. Detta projekt ämnade utforska hur Kronofogden kan implementera 

prediktiv analys genom att applicera metoderna i ett projekt. Projektet i fråga handlade 

om att använda regression för att bestämma antalet skulder man kommer få in för 

förstagångsgäldenärer, beroende på om de fått vägledning av Kronofogden eller ej. 

Gruppen förstagångsgäldenärer inkluderar människor som är kunder hos Kronofogden 

för första gången eller som varit skuldfria i minst två år. 

Projektet applicerade en metod som kallas upliftmodellering, som fokuserar på 

förändring i beteende efter en behandling, till exempel efter en reklamkampanj eller 

rådgivning. För att beräkna detta användes två grupper, en behandlingsgrupp och en 

kontrollgrupp, som var fördefinierade i datan. En modell skapades för vardera grupp 

och sedan subtraherades de predikterade värdena för ett testset från varandra, för att 

beräkna uplift, hur stor skillnaden är mellan individer som fått behandling jämfört med 

de som ej fått det. Fokus låg i första hand på att hitta bra modeller, som beskriver 

verkligheten bra, varför prestation mättes som medelvärdet av kvadraterna av 

prediktionsfelen (eng. mean squared error, mse). Uplift användes främst som ett mått på 

hur väl modellerna utförde sin uppgift och som utslagsmått, inte som kriterie för 

prestanda. 

Litteraturen förespråkade ett alternativt tillvägagångssätt, där modellen som skapas 

direkt modellerar uplift, och fördömde i stor utsträckning tillvägagångssättet som 

beskrevs ovan. Dock är litteratur som undersöker upliftmodellering sällsynt och det 

finns ej vetenskaplig konsensus kring vilket metod som är den korrekta. Därför 

användes metoden som beskrevs ovan; projektet utför då även falsifiering kring 

huruvida litteraturen har rätt eller ej. 

Tre modeller användes och jämfördes: random forests, gradient-boosted models och 

neural networks. Resultatet visade neural networks presterade bäst i samtliga körningar, 

och att resultatet visade sig stämma överrens någorlunda med Kronofogdens interna 

utvärderingar av vägledningen. Gränsen på antalet individer som presterade bättre efter 

vägledning visades ligga betydligt lägre än 15%, vilket var en indikation på behovet av 

förbättring eller förändring av de nuvarande metoderna. Modellerna hade dock flera 

potentiella felkällor: modellval, att datasetet var begränsat i storlek av olika skäl, eller 

att den sanna förväntade upliften för ny data helt enkelt var lika med noll. 

  



1 
 

Acknowledgements 

This thesis could not have been completed without the help of Mårten Janerud, Lena 

Karjel and the workshop group at Kronofogden, including Anders Andersson, Wiktor 

Andersson, Johan Krantz and Fredrik Subenko, among others. Actually, I want to thank 

Kronofogden in its entirety, for all the support and interest they have shown for this 

thesis. Additionally, I want to thank Michael Ashcroft, for going far above and beyond 

the role of the reviewer. And lastly, I want to thank Sandra Dage for keeping me on 

track throughout the whole process.  



2 
 

Table of contents 

1. Introduction ....................................................................................................................... 4 

1.1 Purpose of the project ................................................................................................... 5 

1.2 Disposition ..................................................................................................................... 5 

1.3 Tools .............................................................................................................................. 6 

1.4 Background ................................................................................................................... 6 

1.4.1 Big data ................................................................................................................. 6 

1.4.2 Predictive analysis ................................................................................................. 8 

1.5 Literature review .......................................................................................................... 10 

1.6 Case studies ................................................................................................................ 11 

1.6.1 The University of Auckland and finding signs of children being maltreated ........ 11 

1.6.2 Fraud detection in the food stamp benefit programs ........................................... 12 

2. Methods and theory ........................................................................................................ 13 

2.1 The process of creating a predictive analysis project ................................................. 13 

2.2 Uplift modelling ............................................................................................................ 15 

2.2.1 Related types of models ...................................................................................... 15 

2.2.2 Definition of uplift models .................................................................................... 16 

2.3 The machine learning process .................................................................................... 18 

2.3.1 Data acquisition ................................................................................................... 18 

2.3.2 Preprocessing ...................................................................................................... 19 

2.3.3 Feature selection ................................................................................................. 20 

2.3.4 Dealing with missing data .................................................................................... 25 

2.3.5 Feature transformation ........................................................................................ 26 

2.3.6 Model generation ................................................................................................. 28 

2.3.7 Validation ............................................................................................................. 38 

3. Classifying first-time debtors ........................................................................................ 42 

3.1 The data ...................................................................................................................... 42 

3.2 Execution ..................................................................................................................... 44 

3.2.1 Data acquisition ................................................................................................... 45 

3.2.2 Preprocessing ...................................................................................................... 45 

3.2.3 Feature selection ................................................................................................. 47 

3.2.4 Dealing with missing data .................................................................................... 48 

3.2.5 Feature transformation ........................................................................................ 51 

3.2.6 Model generation ................................................................................................. 53 

3.2.7 Validation ............................................................................................................. 55 

3.3 Results from the current process at Kronofogden ....................................................... 56 

3.4 Results ......................................................................................................................... 57 



3 
 

4. Concluding remarks ....................................................................................................... 65 

4.1 Future work .................................................................................................................. 65 

5. References .............................................................................................................................. 67 

 

  



4 
 

Predictive analysis at Kronofogden - 
classifying first-time debtors with an uplift 
model 

1. Introduction 

For a company today, it is becoming increasingly important to use all the tools at its 

disposal to make optimal use of all the available resources. New techniques make older 

methods obsolete and to stay competitive, all the information available should be 

utilized. “The information age” and “the network society” are words commonly used to 

describe the present1, words that emphasize the use of information, in all its forms. 

One important technological cornerstone of the information age is big data and all that it 

entails: better handling of data, new technological inventions which facilitate 

information storage and analysis, and the possibility to use available information to 

understand the past, the present and the future. Different forms of analysis offer 

increased knowledge about both the situation and the possibilities of the company and 

make resource optimization all the more important. 

Closely related to big data is the concept of predictive analysis. Predictive analysis 

offers the possibility to use current and historic data to predict the future. This might 

sound magical, but it is based on the concepts of statistical analysis, data mining and 

machine learning, and is part of the foundation for several successful companies, 

including both Amazon and Netflix. 

One important area of predictive analysis is called uplift modeling, which revolves 

around finding which customers are most likely to change their behavior after receiving 

a treatment, which could be a directed advertisement or going through a program. This 

stands in contrast to traditional response modeling, which merely aims to find the 

customers most likely to buy in the first place. When selecting targets for example for 

an advertisement campaign, response modeling would target the ones most likely to buy 

anyway, while uplift modeling would target the ones most likely to buy after receiving 

the ad, but who would not buy otherwise. This is an important distinction, since using 

the former approach yields misleading results and leads to waste of resources, which 

should not be feasible for most companies. The area of uplift modeling has not received 

much attention in literature, however, something this project will attempt to rectify. 

Predictive analysis methods are not only important for competitive firms; they are also 

of great importance to government institutions. Kronofogden, the Swedish government 

                                                           
1 Despite its title, The Information Age is over. Welcome to the Infrastructure age, by Annalee Newitz, 
explores how information and networking increasingly affects our everyday lives, 
http://gizmodo.com/the-information-age-is-over-welcome-to-infrastructure-1701477972. 
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agency for debt collection, is currently in a companywide digitization process and is 

placing increased weight on understanding how they make use of all the information 

they gather. Predicting the behavior of their customers and of the society at large is 

imperative to increase their efficiency and to perform their task optimally. 

One area of application for predictive analysis is to identify which of the first-time 

debtors needs guidance. For some people guidance makes no difference, regardless if 

that is owed to personal behavior or physical constraints. For others, guidance is the 

difference between clearing their debts and starting down a destructive cycle of micro-

loans and never-ending debts. Therefore, it is crucial to identify who benefits from 

guidance and who does not, since there are not enough resources to aid everyone. 

It is this situation that inspired this project. Using uplift modeling, the project aims to 

identify which of the first-time debtors would lower their amount of debts if they 

receive guidance from Kronofogden. To accomplish this goal, methods from the area of 

machine learning are applied and evaluated on a data set consisting of every first-time 

debtor from the year 2015. The result of the project can be used to complement the 

operator-driven selection of debtors to receive guidance, or at least as an indication of 

how Kronofogden can implement predictive analysis methods into their operations. 

1.1 Purpose of the project 

The purpose of this project is to create a predictive analysis model to perform uplift 

modeling on a data set supplied by Kronofogden. The model aims to distinguish 

between which first-time debtors would perform better should they receive guidance 

from Kronofogden and help in selecting those debtors. The creation and evaluation of 

this model also aids in the research whether how uplift modeling should be performed. 

The area of uplift modeling has not received much attention in the literature, even 

though it in principle is far better at performing the tasks it is suited for than response 

modeling. Therefore, this project also aims to research whether uplift modeling is a 

feasible method for modeling these kinds of tasks. 

1.2 Disposition 

To explore the subject of the project, there are several important areas to explore before 

analyzing the result. The rest of the introduction will discuss what predictive analysis is 

and how it relates to big data, to place it in a context of methods for information 

handling. The last part of the introduction will give some examples of how other 

government institutions have used methods from predictive analysis to perform analysis 

and increase their efficiency. The relevancy of this section originate from the fact that 

government institutions operate in a different context than competing commercial 

companies, and therefore encounter different problems. 

Section 2 will explore methods and theory in more depth: which methods are used, how 

do they work and why. The first part will explore uplift modeling and give a rationale to 
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why it is the right modeling tool for this kind of task. Then a chronological review of 

the machine learning process will follow, exploring what each step entails and which 

methods will be used to complete them. 

The following section, section 3, describes the actual process of the project. The 

execution of the process and the problems encountered during the different steps are 

described and the different modeling choices are discussed. Lastly, the results will be 

presented and analyzed, setting up for the concluding remarks of section 4. 

Finally, a note on notation: throughout the report, the author will refer the author of this 

report, unless something else is explicitly stated, for example ‘the author of book A 

states … ’. 

1.3 Tools 

The main tool that will be used in this analysis is the statistical computation software 

and programming language R, which is open source and available as Free Software 

under the Free Software Foundation’s GNU General Public License. It is widely used 

by statisticians and is continuously expanded on by adding new packages, which are 

collections of functions and scripts. It offers an environment for computation and 

graphics, data handling and storage, tools for data analysis, and much more. It was 

developed in the 1990’s, on top of the S language and environment, which was 

developed by Bell Laboratories (Galili, 2009). 

The interface used to code in R is RStudio, an open source integrated development 

environment (IDE) aimed at making using R easier. It has for example a set of 

integrated tools, including a console, and a syntax-highlighting editor, as well as 

offering direct access to R help and documentation (RStudio, 2016). 

1.4 Background 

Predictive analysis is generally seen as a subcategory to big data in general, the latter 

encompassing everything from storage solutions to analytics. Therefore a short 

description of big data is warranted, highlighting the differences, prerequisites and 

origins. 

1.4.1 Big data 

Big data is an umbrella term comprising many different fields and areas. A defining 

characteristic is that the data it deals with is so large or complex that standard data 

management tools fall short. Big data is usually described by the three V's: Volume, 

Velocity and Variety, a model proposed by Doug Laney (2012), which has now been 

adopted and expanded upon by many companies implementing big data. 
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The first term, volume, is quite self-explanatory; IBM (2016a) estimates that 90% of all 

data existing today has been produced in the last two years alone. One of the reasons big 

data has become a buzz word of late is that new techniques regarding data management 

has made it possible to capture and use a lot more of all the data a company produces 

(Hurwitz et al., 2013, p. 10-15). 

The second term, velocity, captures the speed in which data is produced and that it must 

be dealt with in a timely manner. A car can have 100 sensors producing data in real time 

and the New York Stock Exchange produces one terabyte of data in each trading 

session. Just being able to handle this data is not enough, it must be available at the right 

time to allow for reactions to it (IBM, 2016b, and Manyika et al., 2013, p. 16). 

The last term is variety: big data handles both structured and unstructured data. 

Structured data consists of tabular data in relational databases, while unstructured data 

can be audio, video, pictures, tweets, documents, etc. All this data must be combined to 

create a holistic perspective of the current situation (Hurwitz et al, 2013, p. 9-10). 

This model originated in 2001, long before big data became what it is today, so it has 

been improved upon by many different actors. For instance, today a fourth V is often 

added to it: Veracity (Hurwitz et al, 2013, p. 16). This term revolves around the 

accuracy of the data and of the predictions made from it. Analysis without validated 

data and results is a hollow endeavor and 33% of business leaders do not trust the data 

upon which they base their decisions (IBM, 2016b). Many other V’s can be added to the 

model (and have been, by many actors2), but often these are just extensions to add 

transparency to the model, not really additions that add new perspectives. 

To implement big data in a business can be a demanding endeavor, if everything is 

implemented in-house. Since big data encompasses many different areas, several layers 

of the computer infrastructure - the big data stack - must be tailored to its 

implementation. This includes the hardware, the security infrastructure, the databases 

and the tools used to access and process the data, among other things (Hurwitz et al., 

2013, pp. 48-57). Therefore it might be wiser to only have the necessary functionality 

in-house and employ different services to make the rest available. A substantial market 

has evolved around supplying data gathering, processing and analysis to companies 

(Ibid., p. 151). By employing the service of these kinds of companies, it is possible to 

decide precisely which parts of big data to use and how. It is possible to buy data 

storage, analytics, processing, and even the data itself. 

Now that the defining characteristics of big data have been explored, the focus can turn 

to what kinds of analyses it supports. Usually these are divided into four categories 

(Fontama et al, 2014, pp. 4-6): 

                                                           
2 Read for example Why The Three V’s Are Not Sufficient To Describe Big Data by Mark van Rijmenan, 
https://datafloq.com/read/3vs-sufficient-describe-big-data/166 
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 Descriptive analysis describes what is and what has happened and usually 

conveys it through dashboards and graphs. It answers specific questions 

regarding the current situation. 

 Diagnostic analysis is more concerned with why things have happened. By 

analysing historic data it tries to identify key drivers and patterns. 

 Predictive analysis looks towards the future and tries to predict what will happen 

by calculating probabilities for possible outcomes. 

 Prescriptive analysis is about decision-making; by combining several predictive 

analyses it deducts what the consequences for actions are and which outcome is 

the optimal. 

There is a rising degree of sophistication for the analyses, but they can be employed 

separately. Historically, descriptive analysis has been the most prevalent one, since the 

more advanced methods were too computationally expensive for the hardware to cope 

with. But predictive analysis is getting more widely adopted by the day. 

1.4.2 Predictive analysis 

A quick description of predictive analysis might be that it uses historical data to train a 

model to predict the future (SAS, 2016). How this is done and how it is applied can 

vary. Usually a target variable is estimated based on the combination of a set of input 

variables. These variables have different relative importance and therefore influence the 

result in varying degrees. An example might be clustering or classification, which will 

be described below. These methods segment the target populations into subsets which 

have a defining characteristic that can be used to for example score that group’s 

response to an advertisement campaign. This approach has had a great impact on 

marketing, where predictive analysis can be used to model churn probability, to find 

targets for directed advertisement or sort new users into existing customer groups. For 

more examples of marketing applications of predictive analysis, see table 1.1. 

Above, a case was made that predictive analysis can be taken as a part of big data in 

general. While this is technically correct, it has a different background than big data and 

therefore need not be integrated with it to be useful; it is quite possible to apply methods 

from predictive analysis in relative isolation. It draws on traditions from three different 

fields: statistical analysis, data mining and machine learning (Bari et al., 2014. p. 53-

55). These fields all offer methods usable for predictive analysis, but with slightly 

different focus and implications, which is something that might need to be explored 

somewhat. 

Statistical analysis is based on mathematical methods, meaning it does not share the 

connection to computer science and database management the other two methods have. 

Methods from this field emphasize descriptive and inferential methods. It is descriptive 

in that it helps the user visualize and understand the dataset, while its inferential 

qualities make it possible to draw conclusions about the whole dataset from merely a 

sample of it. The field consists of methods evaluating models and model parameters 
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alike. Since the fields started to work in parallel, it has become harder to separate what 

is statistical analysis and what is for example machine learning (Bari et al. 2014. p. 54). 

Data mining explores patterns in the data by summarizing, clustering or classifying it. 

The term is often used interchangeably with machine learning, but there are some 

differences. Data mining is closely connected to databases and their management. 

Optimizing sophisticated queries can be considered data mining, but not statistical 

analysis nor machine learning (Bari et al. 2014. p. 54). 

But to highlight the differences, the best approach is to talk about machine learning. 

This is a large field, encompassing almost every activity where a computer 

incrementally and automatically learns the peculiarities of a dataset. This definition is 

quite broad, which illustrates the difference between machine learning and data mining. 

Everything from Kalman filters to advanced robotics might be considered machine 

learning, while data mining is mainly related to finding patterns in datasets. 

Table 1.1 - Typical uses of predictive analysis. Source: Bari et al. 2014 

Use case Predictive 

model 

Output Take Action 

Mobile phone 

contracts, cable 

subscriptions 

Churn model Customer 

churn score 

Send retention offer when score 

is high. 

Insurance claims, 

eCommerce 

transactions 

Fraud 

detection 

model 

Transaction 

fraud score 

Send claims to investigator or 

risk management when score is 

high. 

Stock trading account Risk model Portfolio risk 

score 

Send notification or route 

transaction to risk management 

when score is high. 

eCommerce, 

marketing 

Response 

model 

Customer 

response score 

Send advertisements to 

customers with high scores. 

 

Predictive analysis is usually either concerned with supervised or unsupervised 

learning. The difference is that the former learns the correct behavior of the data using 

labeled data, while the latter use unlabeled data. This means that the aim of the 

algorithms differ: supervised learning is trying to learn what is the right answer by 

continuously observing examples of right and wrong, gradually learning to differ 

between them. Examples of supervised learning tasks are classification and regression, 

where the models are created from training data and then applied to new examples. 

Uplift modeling belongs to this class, since there is a target variable the data learns 

from. Unsupervised learning uses no labels, and is therefore less concerned with finding 
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out what the ‘right’ answer is. Instead, typical tasks include finding patterns in the data 

using clustering methods (Sammut and Webb, 2010. Supervised learning. p. 941). 

1.5 Literature review 

Uplift modeling has not received a great deal of attention in literature, despite its 

practical importance. One of the earlier thorough examinations were performed by 

Radcliffe and Surry (2011), where they explored how and why decision trees performed 

well on uplift cases and compared it to response modeling. The two-model approach - a 

name they coined for the traditional approach - was discussed and discarded in favor of 

models explicitly modeling and maximizing the uplift and the increase in probability 

because of treatment. They developed a split criterion based on significance, tailored for 

the uplift problem and discussed various ways of measuring the performance of an 

uplift model. Lastly, they also discuss a variance based pruning technique for decisions 

trees. 

This work was quickly followed by Rzepakowski and Jaroszewicz (2012), who 

expanded on the decision tree approach in various ways. While Radcliffe and Surry 

(2011) created a non-convex split criterion, Rzepakowski and Jaroszewicz instead 

proposed a split criterion and pruning technique based on information theory. Using 

conditional divergence methods, the split criterion would use Kullback-Leibler 

divergence, squared Euclidian distance or Chi-squared divergence to maximize the 

difference in class distribution between splits. 

The criterion developed by Rzepakowski and Jaroszewicz has since been used in for 

example the uplift package in R, created by Leo Guelman. The package is based on the 

research of Guelman et al. (2015), who extended the work on uplift modeling from 

decision trees to random forests, and argued that random forests are the optimal 

approach to the task. The use of ensemble models for uplift modeling was further 

explored by Soltyz et al. (2015), who focused on bagging and random forests and 

compared them to conventional approaches for uplift modeling. The results pointed to 

that random forests were the optimal approach, performing slightly better than bagging 

at almost every instance, although both performed very well. The result is quite 

reasonable, since random forests introduce more randomness than bagging, lowering the 

variance of the result further. 

All these works have in common that they first make a case for why response modeling 

is inferior to uplift modeling, and why the two-model approach is inferior to methods 

tailored to maximize uplift. They also verify their approach through application to real 

data sets. Rzepakowski and Jaroszewicz (2012) had a problem with finding data sets 

with reasonable divisions between treatment and control groups, and had to create 

artificial division in publicly available data. 
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1.6 Case studies 

Predictive analysis and big data in general have seen widespread use in the private 

sector, but their implementation in the public sector has still room for significant growth 

(Manyika et al., 2011, p. 1-2). However, they are starting to emerge as a powerful tool 

to aid government institutions in their pursuit of helping citizens. In this section, a few 

case studies will be discussed, with focus on how big data and predictive analysis have 

solved problems and enhanced performance of government institutions. 

1.6.1 The University of Auckland and finding signs of children being 
maltreated 

The University of Auckland ran a project focusing on predicting which children might 

be maltreated in the future, so the parents could receive education and support before 

that future became a reality. Previous data indicated that of all children having a finding 

of maltreatment by the age of five, 83% of the children had been in the benefit system 

by the age of two. Therefore, the study focused on children under age two who either 

arrived into the benefit system or had their circumstances changed by for example 

receiving a new caregiver (Center of Applied Research in Economics, 2012, p. 6). 

The algorithms and this usage of predictive modelling were developed as a complement 

to operator-driven analysis, which put great responsibility on the individual operator, 

who had to be sufficiently trained and motivated to make the right assessment. This 

method was costly and was seldom validated, which meant that it was hard to prove its 

efficiency. 

The research team used Predictive Risk Modelling (PRM) to give each child a risk score 

between 1 and 10, where 1 meant low risk of maltreatment and 10 meant high risk. Like 

most predictive analysis algorithms, PRM required a large target population and 

sufficient data about risk factors to have enough data points to train the algorithms to 

sufficient accuracy. PRM had proven successful in healthcare previously and therefore 

seemed like a suitable method for the area of child protection ( Center of Applied 

Research in Economics, 2012, p. 28-29). 

The data which was used was supplied by the Ministry of Social Development (MSD). 

The dataset consisted of administrative data from the benefit system and the Child, 

Youth and Family systems and contained both the historical data and the outcomes 

(whether findings of maltreatment had been recorded). The algorithm used many 

predictor variables from the dataset, mainly from the following categories: 

 Care and benefit history of the child (for example earlier findings of abuse) 

 Care and benefit history of other children in the family or children handled by 

the same caregiver 

 Caregiver’s history and characteristics 

 Family’s characteristics (number of children, number of caregivers, etc) 
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To verify the model's performance, they used different metrics, among them the 

Receiver Operating Characteristic curve (ROC). On the ROC curve you map the rates of 

true and false positives against each other and measure the area under the graph. If you 

only find true positives, you will have 100% of the area under the curve, and if your 

classifier just assigns classes randomly, it will have 50% of the area under the curve 

(Tan et al., 2006, p. 298-299). The algorithms used in this case had a 76% area under 

the curve, meaning its predictive power was fair. To put it into perspective, this is equal 

to the predictive power of digital or film mammography to predict whether seemingly 

healthy women has breast cancer (Center of Applied Research in Economics, 2012, p. 

15). 

1.6.2 Fraud detection in the food stamp benefit programs 

A field which has been improving a lot thanks to big data analytics is anti-fraud 

investigations in the USA. Formerly, managers within the field focused their efforts 

mostly on outliers and acted on tips. No standardized data analytics were performed, 

which made it difficult to get a general picture of how organized crime operated, since 

criminal activity changes and adapts too quickly for manual analysis to catch up (SAS, 

2015, p. 1). 

One reason fraud in this area has been rampant is that there have been gaps between the 

different databases storing data for these kinds of activities. They were on both the state 

and the federal level, making it difficult to have all the data available at the right time. 

Therefore the first step in the solution was to implement a system which could gather all 

the data and make coherent sense of it. Just making all the data available made it 

possible to stop some fraudulent operations, since the system could discover deceased 

beneficiaries, false stores3 which exchanged the food stamps and individuals with a 

history in fraud (SAS, 2015, p. 2, 4). 

However, just making the data available is not enough to counter all fraud, so a hybrid 

analytical approach was implemented to aid in anti-fraud investigations. This approach 

consisted mainly of four different methods, which worked in unison. Combining them 

meant that each method’s strengths could be utilized well, while its weaknesses were 

compensated for. 

The first method was a rule-based algorithm. Each transaction is tested against 

predefined rules, to for example see if it follows known crime patterns. These 

algorithms also check criminal records and other relevant information and flag every 

transaction that might be fraudulent for closer analysis. This method has a few 

weaknesses though: it is possible to figure out the rules and just stay within the 

boundaries, it produces a large number of false positives (which cost time and money), 

                                                           
3 The SAS report contains an example of four fake stores sharing the same address, which went 
undiscovered for an unreasonable amount of time. 
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and it is impossible to create rules for every type of fraud, and even if it was, some 

types of fraud cannot be caught by rules. 

Anomaly detection was the second method, which detects outliers and verifies them 

against statistical distributions of transactions. This results in that any divergent 

behavior is registered and flagged for further analysis. The method has similar 

shortcomings to rule-based algorithms: many false positives and criminals can figure 

out the thresholds for becoming an outlier and just stay within those. 

A third method was predictive modeling, which is a more classic data mining approach: 

historical data is used to train a model to recognize fraudulent transactions. All variables 

and attributes are scored on how relevant they are to the outcome and the highest 

scoring are integrated into an algorithm which is run on every new transaction. New 

data is constantly used to tune the model, which means it stays relevant and maintains 

high accuracy. One of the few limitations of this method is that it only scores 

transactions in isolation and does not connect transactions and individuals into crime 

rings. 

The last method implemented was social networks analysis. This method uses disparate 

data to place individuals into a context and find links between them, making it easier to 

discover patterns and related criminals. Social networks analysis does not detect fraud 

on its own, it is only used to establish links between potential perpetrators, but in 

combination with the other three methods, a holistic perspective is made available, 

which has the potential to shut down crime rings and larger operations. 

2. Methods and theory 

This section contains an explanation of how the process of creating the framework for a 

predictive analysis project looks, as well as defining exactly what uplift modeling 

entails. It ends with a thorough examination of the machine learning process and the 

mathematics of the methods used in this project. 

2.1 The process of creating a predictive analysis project 

The aim of this project is to create a classifier to decide which first-time debtors to offer 

a guiding phone call. However, the initial project plan contained no hint of this 

particular goal. Instead, the aim was to merely describe the field of predictive analysis 

and analyze how Kronofogden could implement methods from it, by studying what 

resources they had and how it could be organized. To reach a project that would help 

Kronofogden as much as possible, several aspects had to be considered, which will be 

described below. This process took several weeks with meetings, since establishing a 

predictive analysis project is a major undertaking. There are always many possibilities 

and it is easy for projects to grow out of hand. For example, the first meetings led to 
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almost ten suggestions for possible projects, spanning from predicting which customers 

likely owned a boat to forecasting national meta trends. To navigate between all 

possible projects, certain factors need to be considered. 

A basic definition that is important for deciding the aim of the project is to make the 

distinction between data-driven and user-driven projects. A data-driven project depends 

solely on the data; no assumptions are made and no ideas or hypotheses are set up 

before the project starts. The goal is to find what the data shows, which patterns are in 

there and only when this is discovered are considerations on how to use the results 

initiated. This might be a risky approach, since there might not exist anything useful at 

all, or something that is currently impossible to make use of. In contrast to this, user-

driven projects have a specified goal right from the beginning. There is an idea or a 

hypothesis and it is verified against the data, to decide if it is supported or not. To run a 

successful user-driven project, it is important to have business knowledge, to distinguish 

between projects with a possibly profitable result and those without it (Bari et al., 2014. 

p. 43). 

The project of classifying first-time debtors is by definition a user-driven project. There 

is a clear goal to the project, to find out which debtors would benefit the most from 

guidance, which is tested and examined through the data. Having such a clear goal make 

the evaluation of the project much easier, since it is possible to know whether the 

project is successful or not. 

A predictive analysis project generally requires three parts to be successful: business 

knowledge, data and methods for creating value from the data. Business knowledge is 

an important cornerstone for all projects within the realm of predictive analysis. It can 

be used to perform primary preprocessing and feature selection, and it can decide 

whether a project is even feasible. Most projects are initiated to fulfill some kind of 

need for the business and business knowledge also dictates the way to create value from 

the result (Bari et al., 2014. p. 13-14). 

Data is a needed for any machine learning task, which is the basis of predictive analysis 

ventures. There are some peculiarities, however, which is important to consider before 

initiating a project. Data can be distributed across multiple sources and therefore be hard 

to gather. It might also be created in cooperation with other actors, which means access 

to it might not be guaranteed. Lastly, although it is more of a machine learning aspect, it 

is important to know the quality of the data. It might be noisy or in other ways 

compromised, which can severely limit the performance of the project (Bari et al., 2014. 

p. 15-16). 

To have methods for creating value from the data means that both skill and technology 

are available to implement the required algorithms. It also means that the structures are 

in place to facilitate communication between technical skill and business value (Bari et 

al., 2014. p. 14-15). 
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When initiating a predictive analysis project, there are some questions that need to be 

asked, to make sure the result will be useable and useful. Asking these questions will 

lead to follow-up questions, which will establish what the project will entail and how it 

will be used, and should be discussed until a desired level of detail has been reached. 

The questions are (Bari et al., 2014. p. 157): 

 What do you want to know? 

 What actions will you take when you get the answers? 

 What is the expected outcome? 

 What are the success metrics? 

The questions were used continuously during the project inception and facilitated the 

communication between the programming and Kronofogden’s operations. They might 

seem somewhat obvious, but they can be discussed on several levels of depth, based on 

the experience of this project. As an example, the third question can be discussed in 

company-wide terms: how it will affect the business, what is the desired result, et 

cetera. It can also, however, be discussed in machine learning terms: what will the 

difference between the outcome and the current operations be, is the task more suited 

for regression or classification, what kind of results are meaningful for the company (for 

example plots, numbers or comparisons with current operations), and so on. This means 

that the questions lead to both general goals and specific requirements and therefore aid 

in directing the project as well as placing it into a context. 

2.2 Uplift modelling 

2.2.1 Related types of models 

Response and uplift models are mostly used in the marketing field, where a typical use 

case revolves around which customer groups would respond most favorably on a 

marketing campaign. Therefore the development over time has tried to further refine the 

methods of finding these groups. First came the penetration models, which studied the 

characteristics of the customers and tried to find potential customers who shared them. 

An intuitive extension to these kinds of models is to limit them in time, which led to the 

purchase models. These only used the data from recent purchases, which made the 

models more able to handle the change in the customer groups over the product's 

lifecycle. Then came the response models, which tried to place more focus on which 

customers responded well to advertisement rather than just who liked the product. These 

models checked whether purchases happened in response to a certain campaign, through 

coupons or response codes, which could more accurately measure the effect of 

marketing (Radcliffe and Surry, 2011, p. 2). 

These models are all officially classified as propensity models (Ibid.), but in the author's 

own research, all three kinds of models are usually referred to as response models. One 

of the fundamental reasons uplift models have been developed lies in criticism of 

response models; the aim of advertisement is to influence and even alter the behavior of 
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customers, making targeting customers who already have a high interest in the product 

redundant, since they are quite likely to buy the product either way (Bari et al, 2014, pp 

39-40). This criticism seems to target propensity models in general, not only response 

models. 

2.2.2 Definition of uplift models 

To solve the issue of finding the most profitable customers to target, the approach of 

uplift modelling is to target specific groups of customers. The models aim to target the 

groups that are affected the most by the treatment. To further explain this, the customers 

can be divided into four informal groups which reflect how contact with the supplier 

would affect them: 

 Sure things - customers who will buy the product, regardless of contact. 

 Persuadables - customers who might buy the product if they are contacted and 

who will not if they are not contacted. 

 Lost causes - customers who will not buy the product, regardless of contact. 

 Do not disturbs - customers who might respond negatively to contact (cancel 

their subscription, choose competitors instead, demand reduced price). 

These are seldom directly modeled4, but the main aspect of uplift modelling is to target 

only the persuadables, customers who might actually be swayed by the contact. 

Response models target both the sure things and the persuadables, which means that 

they might target customers who would have bought the product anyway, and therefore 

do not optimize the usage of resources (Ibid.). 

The two kinds of models measure different things. Response models directly measures 

the probability of customers buying if they are treated, while uplift models instead 

measures the difference in probability if they are treated. This might be more easily 

understood mathematically. Assume that the population is randomly divided into two 

groups: a treatment group T and a control group C. Also assume the binary case and 

denote the outcome 𝑂 ∈ {0,1}. Response models measure the outcome in the treated 

population 

𝑃(𝑂 = 1 | 𝑥; 𝑇)    (1) 

and takes no notice of the control group at all. Uplift models tries to model the 

difference in outcome between the two groups: 

𝑃(𝑂 = 1 | 𝑥; 𝑇) − 𝑃(𝑂 = 1 | 𝑥; 𝐶)   (2) 

In the regression case, the algorithm is similar (Ibid., p. 4-5): 

𝑃(𝑅 | 𝑥; 𝑇) − 𝑃(𝑅 | 𝑥; 𝐶)    (3) 

                                                           
4 None of the literature regarding mathematical implementation of uplift models mentions this 
categorisation. See for example Guelman et al. (2015) or Rzepakowski and Jaroszewicz (2012). 
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If the assignment to control or treatment groups is completely random, uplift modeling 

also models the effect actually caused by the action. The objects might be affected by 

other influences, for example rival marketers, which would affect the result of the 

modeling. By randomizing group allocation, all these rivaling effects can be 

disregarded, since they apply equally to both groups (Rzepakowski and Jaroszewicz, 

2012. p. 304). 

Regarding whether models should be selected to maximize the difference of equation 

(2) or not is a subject for debate. Much of the literature5 regarding uplift modeling claim 

the aim of the modeling is to maximize the uplift, the difference in class probabilities. 

This, however, might be a bit too straightforward as a method, since the focus then lie 

on finding the model which gives the most appealing answer, rather than the one which 

actually models the truth best. It also depends on how the modeling is performed. 

There are two approaches on how to perform uplift modeling. The first approach is to 

create one model for the treatment group and one for the control group and then subtract 

the difference in class probabilities. This approach will be called the two-model 

approach and its advantages are that it is very easy to implement and there are plenty of 

ready-made models and implementations to use. While this approach is correct in 

principle, it has received a fair bit of criticism. There might be a huge difference 

between the pattern of differences between probabilities and the pattern of probabilities 

themselves. Since the modeling is parallel and disjoint, there are no attempts to 

explicitly model the differences in behavior between the two groups. Predicting control 

and treatment probabilities separately might therefore lead to very poor performance. 

There might also be a significant difference in the size of the uplift signal compared to 

the main effect, which customers would buy regardless of treatment. This means that 

the model created on the treatment group might fail to recognize the uplift and only 

focus on the main effect (Radcliffe and Surry, 2011. p. 14-15). 

The second approach is to use a single model which in itself aims to maximize the 

differences in class probabilities. This is often performed by decision trees or random 

forests, with specially designed split criteria, which focus on maximizing uplift. Hence, 

the approach will be called the uplift tree approach. The reason trees are the main focus 

of this approach is because they naturally segment the input data, which is a useful end 

result of the algorithm. Also, the split criterion can be tailored to model uplift directly 

(Guelman et al., 2015. p. 234). The uplift criteria currently available stem from different 

traditions: while one criterion aim to maximize uplift directly6, others are based on 

significance (Radcliffe and Surry, 2011) or information theory (Rzepakowski and 

Jaroszewicz, 2012). Using these criteria creates a tree that calculates the uplift in the 

leaf nodes and therefore suffers from none of the drawbacks mentioned for the two-

                                                           
5 Among them Radcliffe and Surry (2011), Rzepakowski and Jaroszewicz (2012), and Guelman et al. 
(2015) 
6 The ΔΔP criterion, developed by Hansotia and Ruktales in Incremental value modeling, 2001, 
published in DMA Research Council Journals, p. 1-11. 
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model approach. Feature selection is also an area that receives increased weight in the 

literature, since the features that are important for uplift modeling not necessarily are the 

same as those preferred by the normal feature selection algorithms. An example of a 

specialized measure for feature selection is net weight of evidence7. The reason variable 

selection is especially important for uplift modeling is that the risk of overfitting is 

increased dramatically, both since the uplift signal is small compared to the main signal 

and since the quantity maximized is a difference in probabilities, not the probabilities in 

themselves, which increases the risk for unstable models (Radcliffe and Surry, 2011. p. 

26-27). 

A significant drawback of the uplift tree approach is that it is an area which still has not 

received great attention in the literature, which means it is not sufficiently explored to 

receive scientific weight. The criticism of conventional methods needs further study 

before it is acceptable to reject them offhand. The lack of attention also leads to fewer 

ready-made implementations and makes it hard to use in practice. Few applications 

have the possibility to alter the split criterion, which makes most of the recent progress 

redundant, since it is not usable as of yet. 

It might not always be worth the extra effort it takes to implement uplift models. In 

theory, uplift modeling is superior to response modeling in almost every aspect, but in 

practice they might perform comparably and the added complexity can reduce the 

resulting profit. For uplift modeling to be successfully applicable, a valid control group 

must be available in the training data and the size of the data set must be large enough to 

allow for the uplift signal to be noticeable. The smaller the uplift signal, the more data is 

required to accurately model it. Uplift modeling is also apt at handling some situations 

traditional modeling might fail in. If negative effect exists among the customers, which 

means that treatment might actually reduce sales (recall the do-not-disturb group from 

above), uplift modeling is the preferable alternative. Another situation might be that the 

customers are affected by many competing treatments and signals, for example rivaling 

advertisement. The randomized group assignment ensures that these effects do not 

affect the result of the modeling, again making uplift modeling superior to response 

modeling. Lastly, uplift modeling is always preferable when it is hard to separate the 

uplift signal from the main effect (Radcliffe and Surry, 2001. p. 29-31). 

2.3 The machine learning process 

2.3.1 Data acquisition 

Data acquisition is the process of gathering the data. This is not always as easy as it 

seems - the data can be spread out across multiple platforms and even across multiple 

actors, meaning the gathering process is not as easy as to query a single database (SAS, 

                                                           
7 A feature selection statistic developed by Larsen, Net lift models: optimizing the impact of your 
marketing, 2011, in Predictive analysis world as a workshop presentation. A blog post written by 
Larsen that offers further explanation of the metric can be found at 
http://multithreaded.stitchfix.com/blog/2015/08/13/weight-of-evidence/ 
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2015. p. 2). The process takes time and might require cooperation. This problem is 

augmented by the fact that the data can have different properties, making the 

aggregation process a bit more complex. An example of this is structured versus 

unstructured data. Structured data is the kind of data that can be kept in tabular format. 

There is a particular order to how the data is stored, it is readily accessible, and it is 

possible to query the data, to get specific information, making it easy to extract the data 

relevant to the project. In contrast to this, unstructured data consist of everything else: 

examples of this are text, e-mails, tweets, audio, video or sensor information. It is 

usually spread out and not readily retrievable, requiring specialized methods to be 

usable. There is usually a lot more unstructured data than structured, however; as an 

example of the prevalence of unstructured data, 90% (Manyika et al., 2011. p. 4) of the 

data generated within healthcare is simply thrown away, most of it being video 

recordings from surgery. The line between structured and unstructured data is not clear-

cut. Some unstructured data contain structured elements in the form of meta-data, for 

example overhead, the subject line in an email and document information. Vice versa, 

structured data might have attributes consisting of unstructured elements, for example a 

free-text field in a survey (Bari et al., 2014. p. 44-46). 

Another property that affects the data acquisition process is whether the data is static or 

streamed. The former encompasses data that does not update in real time, while the 

latter is added upon continuously. Examples of the latter include sensor information and 

Facebook feeds, which are not necessarily the same from one moment to the next. The 

two different types entail different problems. Static data might contain gaps, errors and 

outliers, which must in some way must be handled before the data can be used. For 

streamed data, volume and velocity might cause severe issues (Bari et al., 2014. p. 46-

47). 

2.3.2 Preprocessing 

Data is not necessarily collected specifically to be used in machine learning algorithms. 

Other application areas might require the data to be in certain formats or have no 

requirements at all, which affect how the data is stored. The raw data must therefore be 

altered to suit the needs of the machine learning algorithm, a task which can range from 

trivial to extremely complicated. Preprocessing can encompass many different tasks: 

changing formats, removing impossible values, integrating data from different sources, 

cleaning, et cetera (Mannila, 1996, p. 3). Different algorithms might have different 

requirements on the data, which means it must be tailored to suit the specific algorithm 

in question (Webb, 2010). 

There is no clear separation between data acquisition and preprocessing, since part of 

preprocessing involves selecting the relevant data, assessing whether the data at hand is 

sufficient and perhaps scour for more. The machine learning process is iterative, which 

is made apparent already at this stage. 
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An important distinction to be aware of when preprocessing is what type a variable is. 

There are two parallel ways in which to describe the variable type. The more general 

one describes what kinds of values can be expected from the variable: it can either be 

categorical or numeric. The other description revolves around identifying which 

measurement scale is used, which decides a few characteristics of the variable and 

restricts how it can be used (Yang, 2010). 

The value of a categorical variable can be placed in one of several distinct classes 

(often in text format), on which no arithmetic operations can be performed. Categorical 

variables can also be called qualitative variables. An example could be town of origin. 

A numeric variable is, as the name implies, numerical. There is a set order between 

possible values and arithmetic operations can be performed on them. A further 

distinction can be done between two types of numeric variables: discrete and 

continuous variables. Discrete variables can only take a restricted amount of values in 

its range. If the range is 1 to 10, a discrete variable would take all the integers in that 

range. A continuous variable would, however, take an infinite amount of values in that 

range. Discrete variables are counts, while continuous variables are measures (Yang, 

2010). 

The other way to describe variable types is by using measurement scales. There are four 

possible types of scales: nominal, ordinal, interval and ratio. Nominal and ordinal 

variables can be stored in text and are categorical, while interval and ratio variables 

always are numeric. Nominal variables are purely categorical and there is no order or 

hierarchy between classes. In contrast, an ordinal variable have an implicit order 

between classes, for example “small”, “medium” and “large”. Interval variables are 

numeric, which means there is an explicit order among values. Some mathematical 

operations can be performed on them, but they do not, however, have a set zero point, 

which makes ratios and multiplication impossible to calculate. Common examples 

include most temperature scales, where twice the value does not imply twice the heat. 

The exception is the Kelvin scale, which is a ratio variable. These have a set zero point, 

which makes all mathematical operations feasible (Yang, 2010). 

Ordinal variables can sometimes be hard to work with, since the ordering cannot always 

be transferred to the machine learning algorithm. There is no common data type in R 

which recognizes this ordering and ordinal variables might therefore be treated as 

nominal, which means some information is lost. To preserve the ordering, they might be 

encoded as integer values. This creates the reverse problem, however, since numerical 

values have several characteristics which ordinal variables lack (Ashcroft, 2016a. 

Feature initialization. p. 3). 

2.3.3 Feature selection 

Machine learning algorithms can be very computationally heavy. A way to ease the task 

is to remove uninformative features from the data set. The remaining data set 

should contain as much information as possible, with as few features as possible. In 



21 
 

other words, feature selection aims to find the subset of features that is most relevant to 

the task at hand. Doing feature selection has a few advantages for the modeling process. 

First, by limiting which features actually affect the result, the understanding of both the 

model and the problem it is trying to solve is increased.  Second, it improves both the 

speed and the performance of the model. There are also more general benefits, like 

limiting the memory space needed for the data. This can be beneficial if the model is 

run over a long period of time, with continuously updated data (Doquire and Verleysen, 

2011. p. 331). 

There are several methods for conducting feature selection. The first one might not even 

be considered a feature selection method by the uninitiated: using domain knowledge. 

By knowing beforehand which features might contain information and which might not, 

the amount of features can be reduced already during the data acquisition step. This 

domain knowledge can be obtained by asking experts, but it is important to always be 

aware that even experts can be wrong. Seemingly unimportant features can prove to be 

very informative in later steps, if they are not excluded from the get-go. There is also 

the possibility that the feature and the target variable both are affected by some other 

uncollected feature. By including the feature in question, the effects of the uncollected 

feature will still be present in the data set and will be used in the modeling (Ashcroft, 

2016a. Feature selection. p. 1). 

A way to measure the information a feature contains is to conduct pairwise statistical 

tests, where each feature is paired with the target variable and evaluated. This approach 

only evaluates each feature individually and does not catch how groups of features 

might interact with the target variable, but the simplicity of it overshadows that 

drawback. How to measure the information a feature contains differs depending on 

which type the variable has: if it is categorical or numerical. There is a test for each 

possible combination of those types: if both features are categorical, mutual information 

is used; if both are real, correlation; and if one is numerical and the other categorical, 

conditional distribution separation. 

Mutual information is a measure of how much knowledge is gained about one variable 

by knowing the value of another. To calculate this, categorical and joint distributions 

are used. These are quite trivial to calculate, since both features are categorical: 

categorical distribution is calculated as the number of occurrences of a value divided by 

the number of rows in the data, and joint distribution as the number of occurrences of a 

pair of values divided by the number of rows in the data. By knowing these, mutual 

information is calculated as (Ashcroft, 2016a. Feature selection. p. 4-5): 

 𝐼(𝑋; 𝑌) = ∑ ∑ 𝑃(𝑥, 𝑦)𝑙𝑜𝑔
𝑃(𝑥,𝑦)

𝑃(𝑥)𝑃(𝑦)𝑦∈𝑌𝑥∈𝑋   (4) 

The resulting value of the calculation will be on the range from 0 to the entropy of the 

target variable. This means that there is no rule of thumbs for a cut-off level which 

applies generally, below which variables are excluded, since the upper bound varies for 

each case (Ashcroft, 2016a. Feature selection. p. 5). 
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The measure has a continuous version, where probability distribution functions are used 

instead, but in the scope of this project, only the discrete version is considered. It is also 

possible to discretize continuous variables, making the discrete version applicable. The 

fact that the algorithm is generalizable, in union with the fact that the measure is 

symmetric and that it can detect nonlinear relationships, has made it a common 

algorithm with a wide area of application (Doquire and Verleysen, 2010. p. 332). 

If both features are real-valued, a simple way to measure information is by studying 

correlation. A suitable measure for this is Pearson’s product moment correlation 

coefficient, defined as: 

 𝑟𝑥𝑦 =
∑ (𝑥𝑖−�̅�)(𝑦𝑖−�̅�)
𝑛
𝑖=1

√∑ (𝑥𝑖−�̅�)
2𝑛

𝑖=1 √∑ (𝑦𝑖−�̅�)
2𝑛

𝑖=1

   (5) 

This measure takes a value on the range from -1 to 1. A value close to |1| means that 

there is a high correlation between the variables, while a value close to 0 implies no 

association. Negative correlation is just as useful and informative as positive 

correlation. A few characteristics of the data must be assumed for this measure to be 

usable (Lærd Statistics, 2013): 

1) The data is in either interval or ratio scale 

2) The data must be approximately normally distributed 

3) There is a linear relationship between the variables 

4) There are few or no outliers 

5) There is homoscedasticity8 in the data 

The first assumption must be satisfied for the measure to give a usable result; nominal 

variables would not be usable at all and ordinal variables do not have numerical 

characteristics, which excludes arithmetical operations. It does, however, not matter 

which of the two other scales the variables are in. They need not even be in the same 

scale. The other assumptions guarantee that the correlation is representative of the 

actual relationship between the variables. Outliers can have a disproportionate effect on 

the correlation coefficient and if the data is heteroscedastic, the result will not 

adequately describe the actual relationship between the variables (Lærd Statistics, 

2013). 

The third assumption highlights one of the main drawbacks of the correlation 

coefficient: it only detects linear relationships. Many statistical models can detect and 

utilise non-linear relationship, which means that excluding features on the ground of 

them not having a linear correlation with the target variable can weaken the model as a 

whole. It is possible to generalize it to detect nonlinear relationships, however, using 

transformations of the variables (Ashcroft, 2016a. Feature selection. p. 3). 

                                                           
8 The variance remains similar throughout the range of the variables. Heteroscedasticity is the 
opposite, where the data in two dimensions could for example have a triangular shape. 
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If one of the evaluated features is categorical, while the other is numerical, one possible 

method of measuring information between them is to measure distribution separation, 

the distance between conditional distributions. For each possible value of the 

categorical feature, a range of values for the numerical one is found. These values can 

be used to create a distribution. When all the distributions are created, the distance 

between them is calculated. Assume that the target variable is numerical, while the 

predictor variable is categorical. If the resulting distributions are far apart, the classes in 

the predictor variable correspond to a certain range in the target variable. Thus, knowing 

the class will provide much information about the value of the numerical variable and 

the feature is useful in the modeling step. If the distributions are close together, it is 

harder to tell them apart, since the range of values for the numerical variable might 

overlap, and less information is gained from knowing the categorical variable (Ashcroft, 

2016a. Feature selection. p. 7-8). 

Usually normal distribution is assumed for the categorical distributions. This 

assumption might not always be correct, but pairwise statistical tests are at best 

estimations of the variable importance, since they ignore groups of features effect on the 

target. Therefore the assumption of normality does not make a huge impact, even if 

wrong, and without it the calculations below would not be possible, making the 

assumption worthwhile (Ashcroft, 2016a. Feature selection. p. 8). 

After creating the distributions, a metric is needed to measure the distances between 

them. There are plenty available, but here, the focus will solely be on the Kullback-

Leibler (KL) divergence. It is defined as (Ashcroft, 2016a. Feature selection. p. 8): 

 𝐷𝐾𝐿(𝑃||𝑄) = ∫ 𝑝(𝑥)log 
𝑝(𝑥)

𝑞(𝑥)
𝑑𝑥

∞

−∞
   (6) 

If normality is assumed, the formula can be simplified to (Ashcroft, 2016a. Feature 

selection. p. 8): 

 𝐷𝐾𝐿(𝑃||𝑄) = log
𝜎1

𝜎2
+
𝜎1
2−(𝜇1−𝜇2)

2

2𝜎2
2 −

1

2
   (7) 

Technically it is not qualified to be called a metric - and hence, it does not really 

measure distance - since it is not symmetric and the triangle inequality does not hold. 

Symmetry can be created by summing 𝐷𝐾𝐿(𝑃||𝑄) and 𝐷𝐾𝐿(𝑄||𝑃), which makes it more 

feasible, but it still fails the triangle inequality. 

Despite this, KL divergence has a few characteristics which makes it useful as a 

measure of divergence between distributions (Joyce, 2011. p. 720): 

 𝐷𝐾𝐿(𝑃||𝑄) ≥ 0, with equality only when 𝑃 = 𝑄 

 𝐷𝐾𝐿(𝑃||𝑄) is convex in both P and Q 

 The chain rule holds 

The categorical feature can have many possible classes and a conditional distribution is 

calculated for each. The final value is the sum of all divergences (Ashcroft, 2016a. 
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Feature selection. p. 9). This includes summing both combinations of two classes, P 

with Q and Q with P, which brings about symmetry. If a class has too few occurrences, 

the resulting conditional distribution will be unreliable. Hence, classes with few 

occurrences can be discarded or combined before the feature selection process (Michael 

Ashcroft, during an informal lecture on machine learning, 2016-05-13). 

KL divergence is closely related to many other statistical concepts and metrics. Both 

mutual information and maximum-likelihood estimates can be described in terms of KL 

divergence, and Akaike's information criterion is partly based on it (Joyce, 2011. p. 

721). 

After calculating feature scores, no matter which of the above described algorithms are 

used, they need to be compared to allow for selection of informative features. The 

scores from different algorithms are not relevant in terms of one another, so discrete 

features can only be compared to other discrete features and vice versa for continuous 

features. As an example of this, mutual information ranges from 0 to the entropy of the 

target variable while correlation ranges from -1 to 1. Hence, it is not straightforward to 

compare the resulting values and there are no global rules of thumb for what constitutes 

an ‘informative’ value. This means that features cannot be evaluated in isolation; if only 

one feature of a type is present, it is up to the programmer to decide whether to include 

it or not. If there are several features of a type present, however, there is a general, 

although a bit unscientific, approach to decide how many features to use: the scores are 

plotted in descending order and the point where the graph starts to level off is identified. 

This point is called the ‘elbow’ of the graph and is used as the cut-off level to separate 

informative features from uninformative ones. An example of this is shown in figure 2.1 

(Ashcroft, 2016a. Feature selection. p. 2-3). 

 

Figure 2.1 – An example of the elbow of a graph used for feature selection. Source: 

Ashcroft, 2016a. Feature selection. p. 2. 
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2.3.4 Dealing with missing data 

The cost of producing a high quality data set is very high. Most data sets have outliers, 

missing data or other errors which would lower the performance of models created from 

it. Dealing with outliers is part of preprocessing, but dealing with missing data is a 

matter of its own. 

There are a few different ways in which the data can be missing, which affect how they 

should be treated. The first way is generally known as missing completely at random 

(MCAR), which means that the missing values are randomly distributed across the 

entire data set (Acock, 2005. p. 1014). This situation is very rare, but examples of this 

are when a completed questionnaire sheet is lost or when data is accidentally deleted. 

There is no pattern that can describe which data is missing or why, it does not depend 

on the values of the rest of the data (Donders et al., 2006. p. 1087-1088). 

If other attributes or combinations thereof might cause a value to be missing, the 

situation is called missing at random (MAR). An example of this is a thermometer 

which stops working if humidity levels are too high. The other variables then provide 

the mechanism for explaining the missing values. Most methods for treating missing 

values deal with the MAR situation, since there is a pattern and other features have 

information that aids the methods (Ashcroft 2016. Missing data. p. 1-2). 

Should the missing data be dependent on the value of the data itself or on variables that 

are not observed, then it is not missing at random (NMAR). An example of this is that 

people might be less likely to reveal their income level if it is high. This situation is the 

hardest to deal with and there are no methods that can be generalized to deal with any 

such situation (Donders et al., 2006. p. 1088). 

Depending on which situation occurs, different methods are viable. If the data is 

MCAR, the easiest way is to simply discard the rows or columns that have missing 

values in them. Since the data is missing completely at random, removing data does not 

induce undue bias. It is also a conservative approach, since smaller sample size will 

increase the standard error and reduce significance levels, ergo making the result less 

reliable. This is the most common way to deal with missing values, but even in MCAR 

situations, this approach creates a few problems. Firstly, the sample size is reduced, 

which means that the model gets less training data and therefore do not perform as well. 

Secondly, if the data is not really MCAR, bias is introduced by discarding data: the 

remaining data might not be representative of the population. This bias can make 

estimates incorrect; it might even reverse the effect of other features from positive to 

negative and vice versa (Acock, 2006. p. 1015). 

There are statistical methods to address MCAR and MAR situations. Among these are 

basic statistical imputation, model based imputation, expectation maximization and 

Gibbs sampling. Basic statistical imputation means that the missing value is replaced by 

a calculated statistic of the remaining data, for example mean substitution (Ashcroft 
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2016. Missing data. p. 3). Model based imputation is an umbrella term for a collection 

of several methods, which have in common that they create a model based on the other 

features in the data to impute the missing values (Ashcroft 2016. Missing data. p. 3). 

Expectation maximization is a process where two steps are reiterated until convergence: 

the expectation step, where a function for the expectation of the log-likelihood is created 

and evaluated using the current estimates of the parameters, and the maximization step, 

where new parameters are calculated to maximize the log-likelihood based on the data 

created in the expectation step (Ashcroft 2016. Missing data. p. 10). Gibb’s sampling is 

a Markov chain Monte Carlo method, where probability distributions are iteratively 

created to impute missing values, conditioned on the otherwise complete data set. 

Sampled values from these distributions are input as the missing values, and then they 

are recalculated, using the sampled values. First random values are used, but after 

reiterating enough times, the estimated distributions will approach the real ones and all 

the data sets completed after convergence are combined to generate the final values 

(Ashcroft 2016. Missing data. p. 16). 

Lastly, sometimes it can be useful to actually use the occurrences of missing data as a 

class in a categorical variable. In the modeling step, knowing which data is missing 

might be an important factor which affects the result (Michael Ashcroft, during an 

informal lecture on machine learning, 2016-06-09). 

2.3.5 Feature transformation 

Up to this point, mainly the words attribute and feature have been used to describe the 

data collected about each record, the columns of data in tabular format. Another word 

can be introduced as well, which accentuates the need of feature transformation: 

dimension. If viewed as data points in a coordinate system, each added feature adds 

another dimension to the coordinate system; if the data has n features, it can be 

represented as a point in a n-dimensional space. Feature transformation is a way of 

reducing the number of dimensions in the data, which reduces the size of the data, the 

variance and might even reduce the noise levels, while still preserving as much 

information as possible for the modeling process (Vlachos, 2010. p. 274). 

Feature selection and transformation share the same aim, to reduce the data set to make 

it maximally informative, but minimal in size - to perform dimensionality reduction. 

The two methods go about this goal in entirely different ways, however. Feature 

selection excludes the features that do not contribute information. Feature 

transformation tries to combine the features to create new features, ideally as 

informative as the old ones but fewer in number. By doing this, the old features can be 

thrown away (Vlachos, 2010. p. 274-275). 

Another reason to lower the dimensionality of the data set is to deal with the so called 

curse of dimensionality. The gist of the curse is that the higher the dimensionality of a 

data set, the sparser the data points. Higher dimensionality means higher volume. This 

is easily realized from an example: on a line of length ten in one dimension, ten points 
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would be needed to have all the points within length one of each other. In two 

dimensions, on a plane spanned by two lines of length ten, at least 102 = 100 points 

would be required to have all points within length one of each other. This relationship 

affects machine learning algorithms severely; a small increase in dimensionality 

requires a large amount of additional data for the algorithm to keep the same 

performance (Keogh and Mueen, 2010. p. 257). 

Principal component analysis (PCA) is a feature transformation technique for real 

valued features, which aims to reduce the dimensions but keep as much of the variance 

as possible. In essence, the principal components are the orthogonal directions of the 

maximal variance. The original data is projected onto the space spanned by the principal 

components (Bro and Smilde, 2014. p. 2815-2816). 

The more mathematical definition is that PCA tries to find the set of orthogonal 

directions 𝑤1,𝑤2, . .. such that the projection of the data set 𝑋 along the direction 𝑤1, 

𝑤1
𝑇𝑋, contains the highest variance of all the directions. This projection is subtracted 

from 𝑋 and 𝑤2 becomes the direction of the highest variance of the remainder, and so 

on (Zhang, 2010. p. 237). 

If 𝑡 is defined as 𝑡 = 𝑤𝑇𝑋, the problem of finding the directions that maximizes the 

variance can be described as  

 𝑎𝑟𝑔𝑚𝑎𝑥||𝑤||=1𝑣𝑎𝑟(𝑡) = 𝑎𝑟𝑔𝑚𝑎𝑥||𝑤||=1𝑣𝑎𝑟(𝑤
𝑇𝑋).  (8) 

Estimating 𝐸[(𝑤𝑇𝑋)2] with 𝑤𝑇 (
1

𝑛
∑ 𝑥𝑖𝑥𝑖

𝑇
𝑖 )𝑤 and 𝐸[𝑤𝑇𝑋] with 

1

𝑛
∑ 𝑤𝑇𝑥𝑖𝑖 , the 

definition of variance, 𝑣𝑎𝑟(𝑋) = 𝐸[𝑋2] − (𝐸[𝑋])2, can be used to rewrite equation (8) 

as 

 𝑤1 = 𝑎𝑟𝑔𝑚𝑎𝑥||𝑤||=1𝑤
𝑇𝑆𝑤   (9) 

where 𝑆 =
1

𝑛
∑ (𝑥𝑖 − �̅�)(𝑥𝑖 − �̅�)

𝑇𝑛
𝑖=1 , the unbiased empirical estimate of the covariance 

of 𝑋. This means that the optimal 𝑤1 is the eigenvector of 𝑆, the covariance matrix, 

corresponding to the largest eigenvalue (Zhang, 2010. p. 237-238). 

The number of components to keep is depending on the purpose of the analysis (Bro 

and Smilde, 2014. p. 2823-2824). A common procedure, however, is to use the 

eigenvalues to calculate how much of the variation of the data is explained by the 

components. By dividing the eigenvalues, ordered by decreasing size, by the sum of the 

eigenvalues, a plot can be created which show how much of the variance each 

component explains. In this plot, the number of components to keep can be decided by 

looking at the ‘elbow’ of the graph (Ashcroft, 2016a. Feature transformation. p. 8-9), 

the place where the line begins to flatten. 

After creating the new coordinate system spanned by the chosen principal components, 

the data needs to be projected onto it. This is done by using eigenvectors or loadings, 

which are the eigenvectors scaled by the eigenvalues. The loadings are linear 
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combinations of the original features, basically describing how much of each feature is 

present in each PC (Bro and Smilde, 2014. p. 2821). 

As mentioned above, feature transformation has several advantages. PCA shares these, 

as for example visualization is enhanced greatly by reducing the number of dimensions. 

These benefits aid the modeling process greatly, while PCA also reduces the number of 

variables, making the created models more potent and accurate. For the process to work 

though, there is a prerequisite. Since great variance is the main aim, it is very important 

that the features are scaled and centered before PCA is applied. If not, the features with 

large numbers will be the sole focus of the algorithm (Bro and Smilde, 2014. p. 2815, 

2823). 

PCA is generally only applicable to real data; to perform dimensionality reduction on a 

data set of both real and nominal variables, nonlinear PCA (nlPCA) is used. To perform 

nlPCA, a method for applying PCA-related techniques is needed for the nominal 

variables. There are several approaches to performing nlPCA, for example optimal 

scaling and multiple correspondence analysis (MCA) (De Leeuw, 2013. p. 6). The 

focus here will be on MCA, which is used to give the categorical data a numerical 

representation. With all the data being numerical, it is possible to perform conventional 

PCA on the data set. 

This is performed by first creating an indicator matrix, which is a matrix of binary 

dummy variables. Each categorical variable has a number of levels. These levels can be 

represented in binary form instead, where one categorical variable would give rise to as 

many binary variables as it has levels. For example a categorical variable describing if 

an individual eats meat would give rise to two binary variables: ‘eats meat’ and ‘does 

not eat meat’, which are mutually exclusive, meaning that the pattern would either be 1 

0 or 0 1. If variable k has Jk levels, the total amount of levels would be J. If the total 

amount of rows would be I, the indicator matrix would be of dimensions I x J (De 

Leeuw, 2009, p. 2). 

When an indicator matrix is created, the observed marginal distributions are computed 

for the columns and for the rows: for the columns, it is computed by dividing each 

column sum with the number of rows, and for the rows, it is simply one over the 

number of rows. Multiplication of these values give an estimate of the joint distribution, 

assuming the variables are independent, which describes how likely it is that a row has a 

one in each column - these are the expected values. Dividing the observed values by the 

expected values and then subtracting one from the result yields a numerical 

representation of the categorical attributes (Ashcroft, 2016b). 

2.3.6 Model generation 

After completing the data-altering processes of preprocessing, feature selection and 

feature transformation, the data is ready to train models. There are a large amount of 

statistical models which can be used for classification and regression, including 
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everything from K-nearest neighbor to smoothing splines. For uplift modeling purposes, 

however, the models of choice seem to be decision trees and random forests. Since the 

method used here is two-model approach, however, generally high-performing 

algorithms should be considered as well. To generate sufficiently accurate models and 

to actually test the validity of the disregard for the two-model approach, three kinds of 

models will be trained: random forests, gradient-boosting models and neural networks. 

A quick note on notation: an important distinction before the models are explained is to 

define what is meant by the word ‘model’. In this section, the word ‘model’ is used to 

specify a particular kind of statistical model. As mentioned above, several statistical 

models are used, and the word ‘model’ is used as to describe either random forests, 

gradient-boosting models or neural networks, not a single model created by one 

iteration of the process. 

Random forests and boosting are examples of ensemble methods. The idea, which by 

now has been both mathematically and empirically proven, behind ensemble methods is 

that by combining multiple models, they might compensate for each other’s weaknesses 

and therefore perform better than a lone model ever could. The result of each individual 

model is combined by for example averaging, voting, or probabilistic methods. It is 

important the models display diversity in some way, since an aggregation of identical 

models is worthless. The diversity can be assured either implicitly or explicitly. Implicit 

diversity is created by training the model on different random subsets of the data, which 

is exemplified by the random forest algorithm below. To ensure explicit diversity, 

measures are taken to force subsequent models to differ from each other. An example of 

this is gradient-boosting, also explored below (Brown, 2010. p. 312-313). 

Both random forests and the application of gradient-boosting used here are based on the 

decision trees, which is why they deserve further explanation. A decision tree is a series 

of split points based on the value of variables, which ultimately leads to the 

classification of the target variable. At the start of the algorithm, all the data is gathered 

in the root node. In each node, a split is made, where the value of one of the variables 

decide whether the data goes to left child node or the right. For discrete features, the 

splits are in the form 𝐴 = 𝑣, where v is the value of attribute A. If true, it goes to one 

node, if not, another. Splits on real features follow the same structure: 𝐴 < 𝑣,where A 

again is an attribute and v is a threshold value. The data goes through a series of splits, 

being split into increasingly smaller subsets, until it reaches a leaf node, where no 

further splits are performed. Through majority vote or averaging, the leaf node is 

assigned a value of the target variable, meaning that all examples which end up in that 

leaf node will be predicted the same value (Fürnkranz, 2010. p. 263-264). 

When training the data, the splits are chosen based on a split criterion, which in 

classification and regression tasks aims, in some form, to make the children nodes as 

‘pure’ as possible. This means that splits which produce leaf nodes with only one class 

in them are favored. Purity is desired, since the predicted value of the leaf node is 

decided by majority vote or as an average. The splits can be regarded as dividing up the 
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feature space into partitions; for example, in a two dimensional space, a split based the 

x-variable forces all the data on the right side of the split value to go in one node and all 

the data on the left side into another. Usually the splits are restricted to having a binary 

outcome. It is, however, possible to have multiple outcomes of a single split, since this 

always can be reduced to a series of nested binary splits. If the variable considered 

during a split is real, a threshold is decided which directs the data into the corresponding 

child node. If the variable is discrete, splits are examined based on whether the value is 

or is not a single particular value. Again, considering multiple values simultaneously 

can always be achieved by nested binary splits. During training, the aim is to identify 

the rules that optimize the estimations of the target variable. When using the tree on new 

data, which leaf node the data ends up in decides which class the data is assigned 

(Ashcroft, 2016a. Trees & Ensemble Methods. p. 1). 

When a tree is constructed, it is not necessary to use all the input variables to create the 

splits. The aim is to identify the splits that will increase purity the most, so splits that do 

not do this are not considered. This means that the algorithm is robust to excessive and 

low information variables, since they are not used. This lowers the need for feature 

selection. Another preprocessing step that is less necessary for decision trees are 

centering and scaling of the data. Since each split focuses only on the value of one 

variable, and the aim is purity of the nodes, it is not important that all features have 

similar mean and standard deviation (Ashcroft, 2016a. Trees & Ensemble Methods. p. 

1). 

After each split, a new leaf node is created. This node is split further if the performance 

is increased, if not, it remains a leaf. For this evaluation, both a performance estimate 

and a way of estimating target variables on a subset is needed. For regression, the target 

valuable can be predicted as the mean of the subset. So if Rm is the region of the feature 

space that the previous splits have determined, where m is the node in question, and |Rm| 

is the number of training points within that region, the predicted value of new points 

falling into this leaf, the regression estimate, would be 

 𝑐𝑚 =
1

|𝑅𝑚|
∑ 𝑥𝑖 ∈ 𝑅𝑚
|𝑅𝑚|
𝑖=1     (10) 

This means that the regression tree model can be written as 

 𝑓(𝑥) = ∑ 𝑐𝑚𝐼(𝑥 ∈ 𝑅𝑚) = �̂�
𝑀
𝑚=1    (11) 

where I is a function that returns one if the argument is true and zero otherwise. To 

measure performance, usually an error function is used, for example mean squared error 

(Ashcroft, 2016a. Trees & Ensemble Methods. p. 3-4): 

 𝑀𝑆𝐸(𝑀) =
1

𝑁
∑ (𝑓(𝑥𝑖) − 𝑦𝑖)

2𝑁
𝑖=1    (12) 

Regarding classification, the class of a subset is decided by majority vote. Using the 

above definition of m and Rm and letting Nm be the number of training cases within the 

region Rm, the proportion of training cases taking value k can be written as 
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 𝑝𝑚,𝑘 =
1

𝑁𝑚
∑ 𝐼(𝑦𝑖 = 𝑘)𝑥𝑖∈𝑅𝑚

.   (13) 

The class a new data point would receive can then be described as 

 𝑐𝑚 = 𝑎𝑟𝑔𝑚𝑎𝑥𝑘𝑝𝑚,𝑘.    (14) 

The equation for the model itself remains the same as the one for regression, equation 

(11) (Ashcroft, 2016a. Trees & Ensemble Methods. p. 4-5). 

There are a three different performance measures which are widely used for the 

classification model: misclassification error, gini index or cross-entropy, described in 

equation (15), (16) and (17), respectively. The latter two have the added benefit that 

they prioritize pure splits. A potential problem here would be that leaf nodes could 

become arbitrarily small, which would overfit a lot. This problem is usually solved in 

two parallel ways: restricting the minimum node size and the maximum tree height. 

This is also used as stopping criteria for the algorithm in general (Ashcroft, 2016a. 

Trees & Ensemble Methods. p. 5). 

∑ 𝑁𝑚(1 − 𝑝𝑚,𝑐𝑚)𝑚     (15) 

∑
𝑁𝑚

𝑁
∑ 𝑝𝑚,𝑘𝑘 (1 − 𝑝𝑚,𝑘)𝑚     (16) 

∑
𝑁𝑚

𝑁
− ∑ 𝑝𝑚,𝑘𝑘 𝑙𝑜𝑔(𝑝𝑚,𝑘)𝑚    (17) 

The tree is initially built greedily, where rules are added one by one and splits that 

increase the performance of the model the most are chosen in each step. This step is 

sometimes supplemented with a pruning step. Naïve pruning consists of greedily 

removing one leaf node at a time, always choosing the one which increases the 

performance the most. This continues until only the root remains, with each tree in the 

sequence stored. Then hold-out or cross-validation, which are explained in section 

2.3.7, can be performed to choose which train performs the best, preventing overfitting. 

Another approach to pruning is to prune entire sub-trees. If a node is pruned, all the 

children nodes are removed as well. This method then follows the same procedure as 

above, where nodes are greedily removed until only the root remains, followed by 

validation to find the optimal tree structure (Ashcroft, 2016a. Trees & Ensemble 

Methods. p. 5). 

To explain how decision trees are used in random forests, it is prudent to explain how 

bagging, or bootstrap aggregating, works. Bootstrapping is a process where a data set is 

created by sampling from the original data set, with replacement. This means that the 

same record may occur several times within the created data set, while other records 

may not occur at all, and that it will differ from the original data set (Ashcroft, 2016a. 

Trees & Ensemble Methods. p. 13). 

By bootstrapping, multiple data sets can be created from one and can therefore be used 

to create an ensemble of learners. This is the idea behind bagging. A model is created 

from several bootstrapped samples and the predictions from all of them are averaged, 

which reduces the variance. Bagging is especially good at dealing with learners that 
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have low bias, but high variance. Bias describes how well the model performs on 

average, across different data sets, and variance how sensitive the learning algorithm is 

to small changes in the data (Sammut and Webb, 2010. Bias Variance Decomposition. 

p. 100). Trees are ideal candidates for bagging, since they can capture complex 

relationships in the data and still have low bias. Their main drawback is that they have a 

high amount of noise, and therefore high variance, which bagging helps with. When the 

number of bagged sets increase, the estimate approaches the estimate of a tree whose 

parameters are the expected parameters: 

𝑓𝑏𝑎𝑔(𝑥) =
1

𝐵
∑ 𝑓∗𝑏(𝑥)𝐵
𝑏=1 𝐵→∞

→   𝐸𝛩𝑇(𝑥; 𝛩).  (18) 

It will only differ if the latter estimate is created by a nonlinear or adaptive function of 

the data (Hastie et al., 2009. p. 282, 587-588, 596). 

Random forests build a large amount of de-correlated trees through the use of bagging, 

which means that the ensemble is both low bias and low variance. Using bagging in the 

tree growth phase is not enough, however, since nothing is done about the correlation 

between the trees. Let B be the number of random variables, which are identically 

distributed, but not independent. Each variable has variance σ2 and there is a positive 

correlation ρ. The variance of the average then becomes 

 𝑝𝜎2 +
1−𝜌

𝐵
𝜎2    (19) 

This does not approach zero as B approaches infinity, since the first term is unrelated to 

B. However, should the random variables be uncorrelated, meaning that 𝜌 = 0, the 

variance would become 

 
1

𝐵
𝜎2,     (20) 

which approaches zero (Hastie et al., 2009. p. 588). 

The idea behind random forests is to improve the variance reduction of bagging by 

reducing the correlation between trees and going from equation (18) towards equation 

(19). This is implemented by reducing the number of features available as candidates in 

each split of the tree, using only a subset of 𝑚 ≤ 𝑝 of the input variables. Typical values 

for m differ for classification and for regression, but are generally small, to lower the 

correlation between trees. For regression, a default value for m is 𝑝 3⁄ , and for 

classification it is √𝑝 (Hastie et al., 2009. p. 588-589). 

To summarize, random forest is a collection of many unpruned trees (Breiman, 2001. p. 

11). Each tree is constructed from a bootstrapped sample of the training data set and 

every split in a tree only gets to choose from a subset of the available input features. 

This ensures that both the correlation between trees and the variance of the aggregation 

are low. 
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Random forests have several advantages and perform comparably to or better than most 

other statistical models. It is robust to both outliers and noise, and the algorithm can 

give good internal estimates for several important metrics, for example error, 

performance, and variable importance. The algorithm is quite fast and if even more 

speed is desired, it is easy to parallelize (Breiman, 2001. p. 10). 

Another advantage is that there is no need to use cross-validation when using random 

forests. Instead, out-of-bag estimates are used, which have been proven to be as accurate 

as using a test set of the same size as the training set. The out-of-bag samples are the 

samples which are not included in the corresponding bootstrapped sample, which is 

roughly a third of the samples. This means that they are not used to train the model, and 

can therefore be used for validation purposes. In cross-validation, bias is present, but the 

extent of it is unknown. When using out-of-bag samples, they tend to overestimate the 

current error rate. This means that to get completely unbiased estimates, it is necessary 

to run past the point of convergance for the test error (Breiman, 2001. p. 11).  

The last point to discuss regarding random forests is that the algorithm has the ability to 

calculate a sort of variable importance score. This means that the algorithm itself can 

perform feature selection. Most times, however, it is better to use a standardized method 

for feature selection. Different methods calculate variable importance in different ways, 

which means that different algorithms would reach different results on the same data 

set. In the particular case of random forests, feature selection is required to remove 

uninformative features, which makes the algorithm perform better. If no feature 

selection were performed, there would be a chance that all the candidate splits would be 

equally uninformative, leading to a worse performing tree (Ashcroft, 2016a. Trees & 

Ensemble Methods. p. 26, 31). 

The second algorithm to be implemented is gradient-boosting. There are two types of 

boosting algorithms, re-weighting of data9 and gradient-boosting. Here, only the latter 

will be examined in detail. The motivation behind boosting is that the output of many 

‘weak’ learners can be combined into a strong ‘committee’. A weak learner is one that 

only performs slightly above random guessing. Boosting in the sense of re-weighting of 

data is the procedure of applying the algorithm sequentially on continuously altered 

versions of the data. Both methods, however, provide a sequence of learners, which are 

combined in some way to create the final output (Hastie et al., 2009. p. 337). 

Gradient-boosting aims to minimize a loss function, 

 𝐿(𝑓) = ∑ 𝐿(𝑦𝑖, 𝑓(𝑥𝑖))
𝑁
𝑖=1     (21) 

To minimize L(f), the values of f(x) are altered sequentially, trying to find the direction 

and step size that would minimize the gradient of L. This is the basis of gradient-

boosting. It starts with a simple model and then iteratively adds base models to create an 

                                                           
9 The most famous example is the Adaboost algorithm. The author could find no implementations of 
Adaboost in R dealing with regression, which is why it is not used here. 



34 
 

ensemble, such that the prediction of the estimates approximately moves in the direction 

of the gradient. This decides the direction of descent. The contribution of the added base 

model is weighted to maximize the improvement of movement in that direction, 

effectively deciding the step size (Ashcroft, 2016a. Trees & Ensemble Methods. p. 19). 

The minimization of a loss function can also be viewed as an optimization problem: 

 �̂� = 𝑎𝑟𝑔𝑚𝑖𝑛𝐹𝐿(𝐹)    (22) 

where F is the a vector of the values of the approximating function f(xi) at each of the N 

data points xi, 𝐹 = {𝑓(𝑥1), 𝑓(𝑥2), … , 𝑓(𝑥𝑁)}.A way to solve these kinds of optimization 

problems is to solve it as a sum of component vectors: 

 𝐹𝑀 = ∑ ℎ𝑚
𝑀
𝑚=0 , ℎ𝑚 ∈ ℝ

𝑁    (23) 

𝐹0 = ℎ0 is an initial guess and each successive Fm is calculated based on the previous 

updates, which make up the current parameter vector Fm-1. What separates methods of 

this variety is how they calculate the updates hm, each ‘step’ (Hastie et al., 2009. p. 358). 

One way is to calculate the gradient of the loss function. An example of this is steepest 

descent, where the gradient decides direction of steepest descent and then a step size is 

calculated, to greedily move as rapidly as possible towards the minimum. The problem 

is that such an approach does not generalize to unknown data. To get around this 

problem, the gradient can be approximated with a decision tree and fitted to be as close 

as possible to the gradient via least squared error. So the gradient is calculated by 

𝑔𝑖𝑚 = [
𝜕𝐿(𝑦𝑖,𝑓(𝑥𝑖))

𝜕𝑓(𝑥𝑖)
]𝑓(𝑥𝑖)=𝑓𝑚−1(𝑥𝑖)

   (24) 

and the tree 𝑇(𝑥; 𝛳𝑚)is fitted by 

�̂�𝑚 = 𝑎𝑟𝑔𝑚𝑖𝑛𝛳 ∑ (−𝑔𝑖𝑚 − 𝑇(𝑥; 𝛳))
2𝑁

𝑖=1   (25) 

This ensures that the predictions are as close as possible, in least squared-sense, to the 

gradient, but that it also generalizes fairly well (Hastie et al., 2009. p. 358-359). 

When the tree is constructed, the regions of the leaf nodes, Rjm, are calculated. Each 

region is associated with a constant, 𝛾𝑗,such that the prediction itself becomes 𝑓(𝑥) =

𝛾𝑗.This means that the tree can be formulated as 𝑇(𝑥; 𝛳) = ∑ 𝛾𝑗𝐼(𝑥; ∈ 𝑅𝑗)
𝐽
𝑗=1 . The 

constants 𝛾𝑗 are calculated by 

𝛾𝑗𝑚 = 𝑎𝑟𝑔𝑚𝑖𝑛𝛾𝑗𝑚 ∑ 𝐿(𝑦𝑖, 𝑓𝑚−1(𝑥𝑖) + 𝛾𝑗𝑚)𝑥𝑖∈𝑅𝑗𝑚
  (26) 

In the analogy to steepest descent, the tree would be the gradient (since it is fitted to 

approximate the gradient) and the constant 𝛾𝑗 would be the step size. Once the constants 

are calculated, the 𝑓𝑚 can be updated by 

𝑓𝑚(𝑥) = 𝑓𝑚−1 + ∑ 𝛾𝑗𝑚𝐼(𝑥 ∈ 𝑅𝑗𝑚)
𝐽
𝑗=1 ,   (27) 

and the final output is the entire ensemble of models computed by the algorithm (Hastie 

et al., 2009. p. 360-361). 
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When creating boosting models, there is always the risk of significant overfitting, since 

the algorithm always move approximately in the direction of steepest descent on the 

training data. To avoid this, cross-validation must be performed to choose the number of 

base learners. There are many more hyper-parameters to deal with, especially since trees 

are used as base learners, but they are mainly focused on making sure the trees are weak 

learners and are mostly set by implementation, meaning that they can be ignored 

(Ashcroft, 2016a. Trees & Ensemble Methods. p. 21). 

The third model used to evaluate uplift is neural networks. It operates differently from 

the other two models, since it is not based on decision trees. Instead, it tries to mimic 

the human brain, with neurons as the calculating units and synapses as the connections 

between them. A great deal of hype has surrounded neural networks and the usage of 

them has become widespread enough to make them regarded as having almost magical 

properties and they are commonly described as a black-box10 algorithm. In essence, 

though, they are non-linear statistical models, just like the models described above 

(Hastie et al., 2009. p. 392). 

 
Figure 2.2: A neural network with two hidden layers. Source: Nielsen, Michael A. 

(2015). Using neural nets to recognize handwritten digits. In Neural Networks and 

Deep Learning, Determination Press. 

As can be seen in figure 2.2, neural network consists of several layers, with an input 

layer at the beginning and an output layer at the end. Between those two there are a 

number of hidden layers. Each layer consists of a number of units, called neurons. The 

input layer consists of the input variables X and the hidden layers consist of derived 

features Zm, which are created from nonlinear functions of the linear combinations of 

the variables in the previous layer. The target Yk, where 𝐾 = 1, . . . , 𝑘 is the number of 

                                                           
10 The word black-box have different meanings depending on who uses it (for example machine 
learning and history of ideas mean entirely different things), but a quick google search on ‘neural 
networks black-box’ yields over a million hits. 
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output units, is modeled as a function of linear combinations of Zm. For regression, 𝐾 =

1 and there is only one unit in the output layer, Y1 (Hastie et al., 2009. p. 392). 

The units in the hidden layers are called hidden because the values Zm are not directly 

observed. They have an activation function which operates on the linear combinations 

of X. Usually this is the sigmoid function, 𝜎(𝑣) =
1

(1−𝑒−𝑣)
, which also will be used here. 

It can be viewed in figure 2.3. There are other options, though they will not be 

examined further here. The model can be described as 

𝑍𝑚 = 𝜎(𝛼0𝑚 + 𝛼𝑚
𝑇 𝑋),𝑚 = 1,… ,𝑀,   (27) 

𝑇𝑘 = 𝛽0𝑘 + 𝛽𝑘
𝑇𝑍, 𝑘 = 1,… , 𝐾,   (28) 

𝑓𝑘(𝑥) = 𝑔𝑘(𝑇), 𝑘 = 1, . . , 𝐾,   (27) 

where 𝑍 = (𝑍1, 𝑍2, . . . , 𝑍𝑀) and 𝑇 = (𝑇1, 𝑇2, . . . , 𝑇𝐾). The terms 𝛼0𝑚 and 𝛽0𝑘 are 

intercepts in the model, and are created by feeding a bias unit into every unit in the 

hidden and output layers. These bias units can also be represented as additional input 

variables that are constants. Finally the function 𝑔𝑘(𝑇) is the output function, which 

allows a final transformation of the output vector T. This function is usually the identity 

function for regression, 𝑔𝑘(𝑇) = 𝑇𝑘, and the softmax function for classification, 

𝑔𝑘(𝑇) =
𝑒𝑇𝑘

∑ 𝑒𝑇𝑙𝐾
𝑙=1

 (Hastie et al., 2009, p. 392-393). 

 

Figure 2.3: The sigmoid function, 𝜎(𝑣)  =  1/(1 + 𝑒−𝑣) (red curve). Plotted are also 

σ(½v) (blue curve) and σ(10v) (purple curve), illustrating that higher values of the 

scaling parameter leads to a much harder activation. Source: Hastie et al., 2009. 

If the activation function for the hidden units is the identity function, then the entire 

model becomes a linear model in the inputs, since every layer is only linear 

combinations of the layer before. This means that neural networks can be seen as a 

nonlinear generalization of the linear model, both for classification and regression 

(Hastie et al., 2009. p. 394). 

The process of fitting the neural networks consists of tuning a number of weights. The 

total amount of weights is θ, and consists of the α- and β-parameters in the model, 
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equation (27). The amount of weights for a layer depends on the layer before, which 

means there are 𝑀(𝑝 + 1) α-weights and 𝐾(𝑀 + 1) β-weights in total. 

Different measures of fit are used for regression and classification. For regression, sum 

of squares is used, 

𝑅(𝜃) = ∑ ∑ (𝑦𝑖𝑘 − 𝑓𝑘(𝑥𝑖))
2𝑁

𝑖=1
𝐾
𝑘=1 ,   (29) 

and for classification, either squared error or cross-entropy, also called deviance (Hastie 

et al., 2009. p. 395), 

𝑅(𝜃) = −∑ ∑ 𝑦𝑖𝑘log (𝑓𝑘(𝑥𝑖))
𝐾
𝑘=1

𝑁
𝑖=1 .   (30) 

To find the minimum of 𝑅(𝜃), usually gradient descent is applied, which in this setting 

is called back-propagation. The gradient can be calculated quite easily using the chain 

rule for differentiation, since the network is in a compositional form. The calculation of 

the updates is performed in two steps: first the current weights are fixed and the 

predicted values 𝑓𝑘(𝑥𝑖) are computed. Using these values, the errors can be calculated 

and propagated back through the network. When knowing all the errors, the next update 

can be calculated. Back-propagation has a huge advantage in its simplicity - all the 

calculations for a unit are local to the units it shares a connection with. This means that 

all the calculations within a layer can be performed in parallel, speeding up the 

computations significantly (Hastie et al., 2009. p. 396-397). 

There are some aspects of neural networks which require additional attention. If 

guidelines are not followed, the problem becomes nonconvex and unstable, and the 

model is generally overparameterized. One such guideline deals with starting values for 

the weights: if the weights are too large, the solution will perform poorly, but if they are 

zero, the derivatives become zero as well, and the algorithm never updates. The solution 

is to use random values near zero. This makes the algorithm act linearly at the 

beginning, becoming more and more nonlinear as the weights increase (Hastie et al., 

2009. p. 397-398). 

Another issue which requires some thought is that the algorithm easily overfits, 

stemming from the overparameterization. To avoid overfitting, there are two general 

approaches: to stop the algorithm early or adding a penalty term, which is called 

regularization. The former approach was used in the early development of the 

algorithm, but has fallen out of favor when more sophisticated methods have become 

available. The idea was to use a validation set to determine when the error was 

minimized, and to stop before it could began grow. The more widely used approach 

today, however, is to add a penalty term, 

𝐽(𝜃) = ∑ 𝛽𝑘𝑚
2

𝑘𝑚 + ∑ 𝛼𝑚𝑙
2

𝑚𝑙 ,   (31) 

to the penalty function: 𝑅(𝜃) + 𝜆𝐽(𝜃), where 𝜆 is a tuning parameter. 𝜆 is usually 

chosen by cross-validation, since small values limit the effect of the regularization, 

while large values shrink the weights toward zero, making the algorithm linear. This 

particular approach is called weight decay and is analogous to ridge regression used for 
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linear models. Alternatives to this approach exist: another example is L1 regularization, 

where the penalty is the sum of the absolute values of the parameters (Hastie et al., 

2009. p. 398). 

It is important to scale and center the data before the algorithm starts, since the optimal 

value of the weights changes depending on input variables. It also affects the 

regularization process and the range of the random starting weights (Hastie et al., 2009. 

p. 398-400). 

The amount of hidden units and layers is also an important matter to discuss. There are 

no set rules for how much data requires how many units and layers, only guidelines. 

The number of hidden units typically lies in the span of 5-100, with a higher value 

corresponding to more data and input variables. An exact value can be found with cross-

validation, but is not always necessary; it is usually preferable to have too many units, 

since regularization always can suppress units that do not contribute. The number of 

layers, however, does not have any rules of thumb. It is instead guided by experience 

and experimentation (Hastie et al., 2009. p. 400). 

2.3.7 Validation 

Throughout the previous sections, validation methods were briefly examined. Cross-

validation was often named as a method of reducing overfitting, without further context 

given. In this section, the raison d’être for validation and techniques for increasing the 

generalizability of models will be examined further. 

It is important to know the difference between in-sample error and out-of-sample error. 

The former is a measure of how well the model performs on the training data, the data 

used to create the model. This is not a good measure for how well the model would 

perform on new data; the lower the in-sample error is, the more the model is fitted to 

each single data point, including noise and outliers. If the data set is not representative 

of every single statistical difference of data generated by the studied process, which is 

impossible in almost every situation, this measure will never tell how well the model 

will perform on new data. Therefore, it is important to instead identify the out-of-

sample error. This measure describes how well the data performs of data not used in the 

training process, and hence is a decent measure of how well the model generalizes. To 

calculate the out-of-sample error, a separate data set is needed. There are many ways of 

generating such a set, most involving separating a part of the original data set for 

evaluation purposes (Ashcroft, 2016a. Model Evaluation, Selection and Regularization. 

p. 1). 

It is not always enough to have one extra data set, though; model evaluation requires 

one data set and model assessment/testing requires another. There is a slight, but 

important, difference between the aims of these two practices. Model evaluation is the 

process of comparing several different types of models to decide which model performs 

the best and should be used as the final model. After deciding the final model, model 



39 
 

assessment measures how well the model generalizes to new data. This distinction is 

important, since the metric obtained from the model evaluation step is an optimistic 

estimate of its performance, since multiple models are involved and the best is selected. 

After model evaluation, if yet another performance estimate on another data set is 

calculated, it is will give an unbiased estimate of the performance in the long run 

(Ashcroft, 2016a. Model Evaluation, Selection and Regularization. p. 1-2). 

Validation is the process of testing how a model performs on new data. This new data 

must, however, be labeled. If the data is unlabeled, there is no way of measuring 

performance on that data, because the correct values on the target variable are not 

known. To create a labeled data set, usually some part of the original data set is 

separated from the rest. If a portion of the data is selected as validation data, it is not 

used in the model generation step at all (Ashcroft, 2016a. Model Evaluation, Selection 

and Regularization. p. 3). 

There are two kinds of validation: hold-out validation and cross-validation. The former 

is the simpler method: a portion of the data set is set aside as validation data and after 

the models are generated, this data is used to estimate performance. The main drawback 

of this method is that the validation data is never used to train the models. This means 

that there are data, with more information, that the models never get to internalize, 

meaning that the resulting models might perform worse than they could have. If a lot of 

data is available, however, this drawback might not affect the end result, since the sheer 

amount of data is enough to explain all the variation within it (Ashcroft, 2016a. Model 

Evaluation, Selection and Regularization. p. 3-4). 

Cross-validation is the solution to the main drawback of hold-out validation. Instead of 

separating the data into two sets and only using one, the data is divided into n subsets. 

Then n models are trained, each using all but one of the available subsets, and the final 

subset is used to measure performance for each model. The resulting performance 

measures are combined as the final performance estimate. This method ensures that all 

data is used to train models. The choice of n affects the result greatly, though; larger n 

means that more data is used to train each model, but the computation cost increases 

greatly. Smaller n eases the computational burden, but at the cost of reverting to the 

situation for hold-out validation. To let n be equal to the size of the data set is called 

leave-one-out validation, since the models are created from all but one single data row, 

and this is usable when data is scarce (Ashcroft, 2016a. Model Evaluation, Selection 

and Regularization. p. 4). 

How to choose n is quite a problem in itself. Preferably n would be as large as possible, 

since that would give a minimally biased approximation of the true prediction error. But 

higher n also leads to higher variance, since many models will be increasingly similar. 

The computational burden is also considerable. Lower n, however, leads to higher bias, 

depending on how the performance of the learning method changes with different sizes 

of the training data. The trade-off between computational cost, bias and variance is 

something that must be considered individually for each case. A general rule is to use 
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𝑛 = 5 or 𝑛 = 10, but if the data set is huge, lower values can be considered (Hastie et 

al., 2009. p. 241-243). 

It is important to note that cross-validation aims to compare model types, not individual 

models. Once the averaged prediction errors of several models have been compared and 

the highest performing model type has been chosen, a model of that type is created from 

the entire data set, only leaving the test data set out to estimate the general performance 

(Ashcroft, 2016a. Model Evaluation, Selection and Regularization. p. 4). 

A common way to use cross-validation, other than for pure evaluation purposes, is to 

find the optimal value for hyper-parameters. A single model created from a potential 

parameter value is not necessarily representable for how that value actually performs; 

creating several models is preferable. This is, of course, computationally expensive, 

since n models are created for each potential parameter value, but the result is far more 

dependable than the alternative (Ashcroft, 2016a. Model Evaluation, Selection and 

Regularization. p. 4-5). 

There are many metrics for measuring model performance and it is important to know 

when to use which metric. The metrics also differ for classification and for regression. 

For classification, common metrics are accuracy, precision, recall and lift, which all in 

some way measure how well the model performs, but in different aspects (Webb, 

2010b. p. 683). An example is the difference between precision and recall: precision 

measures how many true positives were predicted divided by the total number of 

positives predicted (commonly written as 
𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠

𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 + 𝐹𝑎𝑙𝑠𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠
), while recall 

measures the amount of true positives predicted divided by the total number of actual 

positives (which is written as 
𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠

𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 + 𝐹𝑎𝑙𝑠𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒𝑠
). These measures might 

appear similar, but they describe different things: high precision means that a high 

fraction of the predicted positives actually are positives, while high recall means that 

most of the actual positives were predicted as true (Ting, 2010. p. 781). 

For regression, some of the most common metrics are mean squared error (MSE), 

𝑚𝑠𝑒(𝑓) =
1

𝑛
∑ (𝑦𝑖 − 𝑓(𝑥𝑖))

2𝑛
𝑖=1 , and mean absolute error (MAE), 𝑚𝑎𝑒(𝑓) =

1

𝑛
∑ 𝑎𝑏𝑠(𝑦𝑖 − 𝑓(𝑥𝑖))
𝑛
𝑖=1 . There has been a debate regarding which should be used and 

when, which has raged in both directions. It has been found that both (with root mean 

squared error, RMSE, used instead of MSE) converges towards the real value if the 

data contain enough samples. They have different comfort zones, though. For RMSE, a 

general assumption is that the errors are unbiased and come from a normal distribution, 

while MAE performs optimally when the errors are uniformly distributed. A drawback 

of RMSE is that it penalizes variance, by giving increased weight to errors with large 

absolute value. This means that RMSE might let outliers affect the result 

disproportionately, but this is dependant on the size of the data set. If the sample size is 

small, it might be wise to throw away the outliers, but given enough data, they have 
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little significance. In the end, there is no consensus regarding which should be used, and 

it should be evaluated individually for each application (Chai, 2014. p. 1247-1250). 
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3. Classifying first-time debtors 

This section will contain a detailed description of the actual process; what the data set 

contained, how the different steps of the modeling process were executed, as well as the 

results of the modeling process. 

3.1 The data 

The data used in this project was created by Kronofogden. It contained information 

about all the debtors who were registered in Kronofogden’s database for the first time 

during 2015. More technically, however, it contained all the debtors who were 

registered for the first time or who had not returned to Kronofogden’s registers within 

two years after paying their previous debts. After that period of time, all the information 

of a debtor is removed. Kronofogden has no way of knowing if a debtor is completely 

new to them or if they have had previous contact, but at least two years have passed 

since then. 

As is discussed in section 3.2.1, the data set does not contain all the available 

information about the debtor, only information that was deemed relevant to the project. 

This was enforced for security reasons and is a demarcation of the project. Information 

outside of the Kronofogden’s registers is also missing, since it was not possible to 

retrieve for the entire data set; it was merely available on individual basis. An example 

of this is data about income and taxation, which contains a lot of information regarding 

the individual’s capabilities of avoiding falling into debt and hence could be useful for 

the modeling. Since this information is not included, its importance is not known, 

however, only evaluated at face value. This means that thinking it very important might 

be a miscalculation, and can be harmful in the same way as excluding features based on 

perceived low importance. But intuitively, the lack of such data should lessen the 

accuracy of the models. 

The data set only consists of static, structured data, no other mediums are present. It is 

organized so that each row represents one debtor, and the columns are different 

attributes of that debtor. In Kronofogden’s database, the debtors are identified by their 

personal identity number (swe: personnummer). To protect their identities, a serial 

number was generated for each debtor and the personal identity number was removed 

from the data set before it was received by the author. 

The original data set consisted of 111987 rows and 26 variables. The number of rows 

was never altered, only divided into several different sets. The columns were split up 

into more columns and then subjected to feature selection and transformation, meaning 

the columns of the final training sets differed greatly from the original ones. 

The data was split into two groups, the control group and the treatment group, which 

was indicated by a field indicating whether the debtor had received guidance or not. 

Before the split, but after the necessary preprocessing, one third of the data was 



43 
 

randomly assigned to a test set, which meant that both rows which would belong to the 

treatment set and the control set could be removed from the training set. After the 

extraction of a test set during one of the runs of the code, to give an example of how the 

two sets could be related in size, the control set had 63683 rows and the treatment set 

had 10975 rows. 

Table 3.1 gives an overview of all the features in the data set, before preprocessing, but 

with the correct value type, which sometimes needed to be changed during 

preprocessing. In the interest of space, the features after preprocessing will not be 

shown, since for example there are 793 different SNI codes, each possibly creating a 

binary feature. In reality, only 298 of those codes are present in the data set, meaning 

only 298 additional features, but it still not representable in table format. 

If an attribute has factor values, the value for that attribute can take one of a number of 

specified levels. An example of this is gender, which has a finite number of possible 

values: woman, man, unspecified, et cetera. The multivalued attributes were received as 

factors and were transformed into multiple binary attributes. 

Table 3.1 - The features of the data set and which sort of value each feature could take 

Feature Value type 

X.U.FEFF..PNR_auto - automatically generated serial number Integer 

Postort - Town of origin Factor 

Kommun - Municipality of origin Factor 

SNI - code for which industry the debtor works in Multivalued 

Vägledande dialog - whether the debtor has received guidance Binary 

Antal A-mål - number of A type debts Integer 

Medelslag - where does the debt originate from Multivalued 

Antal E-mål - number of E type debts Integer 

Fullbetald skuld - whether the debt is fully paid as of the data 

extraction 

Binary 

Senaste betalning - date of last payment Date 

Senaste aviseringsdatum A-mål - date of last notification for A type 

debts 

Date 
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Senaste aviseringsdatum E-mål - date of last notification for E type 

debts 

Date 

Senaste A-målsbetalning - date of last payment for A type debt Date 

Senaste E-målsbetalning - date of last payment for E type debt Date 

Totalskuld - total debt Integer 

Persontyp - whether the debtor is a physical or juridical type of person Factor 

Kön - gender Factor 

Ålder - age Factor 

Rörelseidkare - self-employed Binary 

Juridisk form - which type of juridical form the debtor is, if it is a 

company and not a physical person 

Factor 

Registreringsdatum - date of registration in Kronofogden’s registers Date 

Skuldsanering - whether debt restructuring has been employed and if 

so, which stage it is in 

Factor 

E-mål skuld - Size of debt for E type debts Integer 

E-mål krediterat - How much of the debt has been paid off Integer 

A-mål skuld - Size of debt for A type debts Integer 

A-mål krediterat - How much of the debt has been paid off Integer 

 

One item of particular interest in table 3.1 for the attentive reader might have been that 

age was recorded as factor, when it probably should have been in integer form. 

Something in the data extraction at Kronofogden must have gone awry, since the 

possible range of values for the attribute was 0, 109 and 110. In the documentation 

received alongside the data set with explanations for the features, no special mentions 

were made regarding the age feature, so it was simply used in the form it was received. 

3.2 Execution 

The disposition of this section will follow the template from section 2.3, where each 

step gets its own section, describing what methods were used and what peculiarities 

were encountered. Each step will also contain a short discussion how the choice of 

method might have affected the result. 
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3.2.1 Data acquisition 

The first step of the process, after the project inception, was the data acquisition, which 

already might have affected the result in a significant way. When a predictive analysis 

project is performed, as much information as possible is desirable, since there are 

methods for stripping away unnecessary information in the feature selection and 

transformation steps. However, since Kronofogden is a government institution, the data 

has a security clearance requirement. The project would have benefited from having all 

the available information about each debtor. However, this was not possible, since the 

project were performed by an external actor. Instead, during a meeting between 

Kronofogden and the author, the features which seemed important for the target variable 

at face value were included in the data set. This means that all relations between 

seemingly unimportant features were automatically excluded and the quality of the data 

set were impaired from the start. 

Some other relevant information might be lacking from the data set as well, owing the 

distribution of data on different platforms. Kronofogden does not have all the relevant 

data for an individual in their own databases. Skatteverket has the information about 

income and property, which Kronofogden can extract on individual basis, but not for all 

the debtors at once. Hence, this information is lacking from the data set, which means 

several important features for the target variable is missing, creating a less informative 

data set. 

Lastly, unimportant for the quality of the data set, but relevant for the project as a 

whole: the data acquisition process took a substantial amount of time. After the project 

inception, several meetings were required to extract the data, since several different 

instances are involved with data extraction to an external agent, among them supervisor, 

security and legal department, and data technicians. Data acquisition and preprocessing 

sometimes overlap terminology-wise, which lends increased credence to the notion that 

preprocessing often can be the most time consuming step in the modeling process 

(Munková et al., 2013). Since much time was allocated to this step, less time remained 

for some of the modeling, which might have impacted the result negatively. 

3.2.2 Preprocessing 

The preprocessing step entailed a few different alterations. The data was extracted from 

Kronofogden’s database, meaning the raw data followed their notation schema, which 

did not always correspond to how R stores variables. An example of this is that 

Kronofogden stores numbers for example 1000 as “1 000”, with a space inserted for 

readability purposes. This, however, makes R record it as a string rather than a number, 

which made conversion of strings to numbers a part of the preprocessing. Other 

examples of type conversions include making strings into dates, and factors into 

numbers. 
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After converting the attributes to the correct type, some operations which were 

previously not applicable could be performed. An example of this is subtraction of 

dates. R allows some mathematical operation on dates, most notably subtraction. This 

makes it possible to measure time difference, which then can be converted into numeric 

format and treated as a real number. By measuring the difference between date of 

registration and date of last payment, a real column measuring time to last payment 

could be created. 

Kronofogden keeps track of two different types of debts for each debtor, A-type and E-

type, which reflect where the debt comes from. A-type debts consist of debts relating to 

the state or its operations, while E-type debts are forwarded from debt collection 

companies. For Kronofogden, this difference is important, since there is an 

administrative difference and since debt collection companies can choose to forward the 

debt at their leisure. This distinction is not relevant for this project, however, since the 

data is ordered around individuals, not debts. The only noticeable difference imposed by 

type of debt is that some fields are empty, but these fields might be empty for A-type 

debts as well. Therefore some attributes were modified or created to indicate the sum of 

A- and E-type debts, instead of having to separate attributes for it. An example of this 

was the target variable, “Number of debts”, which only existed separately prior to 

preprocessing. 

A categorical attribute can have a large amount of classes. However, too many classes 

might lead to the attribute being less informative, since more classes means fewer 

records in each class (Michael Ashcroft, during an informal lecture on machine 

learning, 2016-05-13). When, for example, creating a conditional distribution, a 

sufficient number of examples are required to create a viable distribution. Hence classes 

with a single or a few records is superfluous, since it cannot be used. In this project, 

attributes like “Town of origin” or “Municipality of origin” were found to be 

uninformative, despite geographical information intuitively seeming to be correlated 

with number of debts. To retain some measure of geographical information, a new 

attribute was created, recording region of origin. The variable used counties, for 

example Skåne or Dalarna, and larger cities, since a city can have more debtors than an 

entire county. To create this attribute, “Municipality of origin” was combined with data 

from Statistiska Centralbyrån11 regarding which county each municipality belongs to, to 

automatically record the county of origin for each debtor. 

Another peculiarity of categorical attributes is that each record can belong to multiple 

classes. Multiple classes are not usable by all algorithms, however. Hence, a necessary 

step for such attributes is to create a binary representation of the categorical variable. 

The categorical variable is split up into binary attributes, one for each class, indicating 

whether the categorical variable contained the corresponding class. These binary 

attributes, also called dummy variables, are then used by the algorithm instead of the 

categorical one. An example of such a situation was the SNI-codes, which describe 

                                                           
11 The swedish government branch for statistics and data analysis. 
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which industry the debtor works in. Some codes overlap and some debtors work within 

several industries at the same time, which means that a binary representation was 

necessary. 

Since there are different techniques for performing feature selection on real and on 

discrete variables, the final preprocessing step was to separate the real from the discrete 

columns. However, all the preprocessing was not performed chronologically. Modeling 

is an iterative process, especially when it comes to preprocessing, since many issues are 

not discovered until certain steps in the process are performed. An example is the 

problem with too small classes in categorical variables. To avoid small classes in 

general is important, but the threshold for what constitutes a small class changed 

throughout the project. The last threshold was not discovered until the model generation 

step, when an algorithm issued a warning that it could only handle 53 classes in total. 

This meant that the threshold for the region variable had to be adjusted to only allow at 

most 53 regions. 

3.2.3 Feature selection 

As mentioned in section 3.1.1, preliminary feature selection was performed during data 

acquisition. A major drawback during that process was the lack of complete knowledge 

from the actors involved. The staff from Kronofogden lacked technical expertise and 

had no insight in the machine learning process. The author lacked relevant business 

knowledge to know what attributes represented and how they interacted. 

Communication and continuous meetings attempted to bridge this gap in knowledge, 

but it is highly possible that some knowledge could not be transferred, leading to a 

flawed preliminary feature selection. 

The target variable in this project was real, meaning that the relevant feature selection 

metrics were distribution divergence (discrete and real) and correlation (real and real). 

For distribution divergence, Kullback-Leibler divergence was chosen as a distance 

measure. It was implemented manually12 and the distribution was assumed to be 

normal. Remember that the assumption of normality is not that significant, since these 

kinds of tests merely are estimates of variable importance. Each conditional distribution 

was created by identifying the mean and the standard deviation of the target variable for 

the rows sharing the same class, which are the parameters for a normal distribution. The 

KL divergence was calculated as 

log
𝜎1

𝜎2
+
𝜎1
2−(𝜇1−𝜇2)

2

2𝜎2
2 −

1

2
.    (31) 

To calculate correlation, Pearson’s product moment correlation coefficient was 

calculated, using the R function cor from the stats package, which uses Pearson's 

coefficient by default. 

                                                           
12 Manually in the sense that no R packages were used to calculate it. 
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The amount of discrete and real features differed greatly. After transforming the 

multivalued features into binary ones and removing the ones with too few occurrences, 

the data set contained 331 discrete features. In contrast to this, the data set only 

contained three real features. This meant that it was very hard to evaluate whether the 

top performing real feature was informative compared to the discrete features. One was 

always included, to at least allow for the real features to affect the result, but this might 

have reduced the accuracy of the algorithm. 

Because of the great amount of binary features, feature selection was one of the most 

important steps of the entire process. Without it, random forest would have been a 

useless algorithm, since the relevant features would have drowned in the amount of 

superfluous features. Because of its importance, the loss of accuracy because of all the 

approximations in this step could easily be disregarded. 

The choice of Kullback-Leibler divergence as the distance measure mostly stemmed 

from its simplicity. It was easy to implement in R and most of its drawbacks could be 

circumvented. The assumption of normality has been discussed above and other metrics 

might even require additional assumptions to be applicable; for example, the 

Mahalanobis distance requires that both distributions are normal and that they share the 

same variance. 

The feature selection process placed increased emphasis on the preprocessing steps, 

since the amount of occurrences of each level of a factor variable heavily affected the 

outcome. Levels with few occurrences led to unstable calculations, since the values for 

mean and standard deviation were based on few samples and therefore would not 

represent the true distributions. There were several attributes with small levels, for 

example the aforementioned “Town of origin” and the SNI-codes, which had to be 

altered in some way to become informative. 

3.2.4 Dealing with missing data 

The data contains several instances of missing data. One unforeseen problem with 

identifying the missing data was that Kronofogden encodes missing data in different 

ways for different variables. Both “-” and ““ were used in different attributes; 

sometimes both were used in the same attribute. An additional problem with using “-” 

to represent missing data, is that this sign is used as a separator in other fields: for 

example dates are encoded as YYYY-MM-DD. As an example, table 3.2 describes the 

amount of occurrences for “-“ in all the different fields, highlighting how different 

usage affects the frequency and also that its use cannot be readily identified. In binary 

values, there was no encoding of missing variables; it is assumed that missing values 

have gotten the value 0, or FALSE. Regarding numerical values, some had no 

indication of missing values. An example of this is “Total debt”, where no instances of 

“-” or “” were present. Missing values might have been encoded with 0, indicating a 

fully paid debt, but this could not be assumed, since that value was too important to be 
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used without care. All these inconsistencies made it quite problematic to automatically 

identify rows with missing data. 

Table 3.2 - The amount of occurrences of “-” for each column in the data set before 

preprocessing. The symbol “-” is used for many different purposes, for example in 

dates, to indicate subtraction (for amount of debt paid, for example), and to indicate 

missing values. 

Feature Occurrences of 

“-” 

X.U.FEFF..PNR_auto - automatically generated serial number 0 

Postort - Town of origin 485 

Kommun - Municipality of origin 12266 

SNI - code for which industry the debtor works in 21082 

Vägledande dialog - whether the debtor has received guidance 0 

Antal A-mål - number of A type debts 0 

Medelslag - where does the debt originate from 12420 

Antal E-mål - number of E type debts 0 

Fullbetald skuld - whether the debt is fully paid as of the data 

extraction 

0 

Senaste betalning - date of last payment 111987 

Senaste aviseringsdatum A-mål - date of last notification for A type 

debts 

111987 

Senaste aviseringsdatum E-mål - date of last notification for E type 

debts 

111987 

Senaste A-målsbetalning - date of last payment for A type debt 111987 

Senaste E-målsbetalning - date of last payment for E type debt 111987 

Totalskuld - total debt 0 

Persontyp - whether the debtor is a physical or juridical type of 

person 

90843 

Kön - gender 21144 
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Ålder - age 21144 

Rörelseidkare - self-employed 0 

Juridisk form - which type of juridical form the debtor is, if it is a 

company and not a physical person 

11855 

Registreringsdatum - date of registration in Kronofogden’s 

registers 

111987 

Skuldsanering - whether debt restructuring has been employed and 

if so, which stage it is in 

111218 

E-mål skuld - Size of debt for E type debts 0 

E-mål krediterat - How much of the debt has been paid off 6915 

A-mål skuld - Size of debt for A type debts 0 

A-mål krediterat - How much of the debt has been paid off 67994 

 

Another similar problem with encoding was that missing data and fields that had no 

value for a variable were both represented by “-”. An example of this can be the 

variable “Most recent payment”: if no payments has been made, this field contains “-”. 

However, it is impossible to know whether the dash is intentional or because the value 

is missing. Lastly, the problem with confusing encoding of missing values extended to 

some binary values as well. Two of the binary variables, “Guidance” and “Fully paid 

debt”, had the range of possible values, defined by Kronofgoden, set to 0, for FALSE, 

and 1, for TRUE. However, some rows had values or two or above, the largest being 16. 

The preprocessing set these values to 1, interpreting values of 1 or above as TRUE. 

However, they might indicate missing values or some other important error. 

Since much of the missing information was hard to decode, it was not straightforward to 

decide whether the data was MCAR, MAR or NMAR. A decent approach would be to 

use Gibbs sampling anyway, since it deals fairly well with all three situations. Another 

approach was selected though: to actually make use of the missing values. As 

mentioned above, some errors were interpreted as another value, instead of it being 

missing. In other cases, a separate value was added to some variables, encoding if the 

value was missing. For example, the levels of the town of origin were supplemented 

with an “Unknown” level. Which values are missing might actually be important for the 

analysis, since they might indicate the situation of the debtor. An example of this is that 

some subpopulations, including people in minority groups, people with lower education 

levels, and people with high income, are less prone to answer every item in a 

questionnaire (Acock, 2005. p. 1014). This means that missing values might indicate 

that the person belongs to one such subpopulation, increasing the chance that s/he 
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shares characteristics with others from that subpopulation. This approach was applied to 

all variables. 

Of course, using Gibbs sampling might have yielded better results, since the data set 

would become increasingly informative without any missing values. It would be quite 

computationally expensive though, because of the size of the data set. This made the 

approach far less appealing, especially since missing information might be valuable as 

well. With this reasoning, the above approach was preferred over Gibbs sampling. 

3.2.5 Feature transformation 

Initially, the homals package was used to perform non-linear PCA. This package is 

based on homogeneity analysis, which is similar to MCA, but uses a loss function and 

optimal scaling. However, the documentation for the homals package was found 

severely lacking and it was hard to decode how the returned values should be used. An 

example of this is that no way could be found to project the validation data onto the 

principal components created from the training data. The function returned a loadings 

matrix, but that approach is not applicable to categorical data and it had the wrong 

dimensions to be used on the numerical variables. After struggling to find a way to 

create the projection for days, this approach was eventually abandoned, in favour of 

doing the whole transformation manually. 

Non-linear PCA can be seen as a two-step method. First, MCA is applied to the 

categorical variables, making them numerical. Then, PCA is applied to the data, since 

all data now is numerical. To perform the MCA, the categorical data must be expressed 

in an indicator matrix. To perform this, the homals package was used, saving some of 

the effort of learning a new package. After performing nlPCA, the object returned also 

contained the indicator matrix of the categorical variables, meaning the rest of the object 

could be discarded, only keeping the indicator matrix. From the indicator matrix, the 

joint distribution could be calculated and have the observed values subtracted from it, 

creating the numerical representation. 

To perform the PCA, the prcomp package was used. This package uses a different 

method than the one described in section 2.3.5, called singular value decomposition 

(svd). There is another package, called princomp, which uses the eigenvalues of the 

correlation matrix, which also was considered. The two packages are mathematically 

equivalent. The reason prcomp was preferred over princomp is that using svd increases 

the numerical accuracy, according to the R documentation13, while using the 

eigenvalue-method makes the result compatible with another statistical programming 

language. The latter is also more computationally expensive and can lead to numerical 

instability. Hence, prcomp is the preferred method. 

                                                           
13 The R documentation is available directly in the software or on the internet, for example on 
https://stat.ethz.ch/R-manual/R-devel/doc/html/index.html. 
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After extracting all principal components, the variance each explained was plotted and 

the ‘elbow’-method was used to decide how many components to keep, maximizing the 

amount of variance they explained while minimizing their number. Then the validation 

data was projected onto the components by matrix multiplication with the rotation 

matrix. An example of this procedure can be viewed in figures 3.1 and 3.2. In those 

simulations, a trade-off was made between how much variance should be explained and 

where the elbows of the graphs were. For the treatment group, it was found to be 

enough to keep three principal components, and for the control group, two. 

 

Figure 3.1 – A plot over cumulative variance explained by the principal components for 

the treatment group, ordered from highest to lowest. The elbow was found to be the 

third component. Note that the y-axis does not being at zero. 
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Figure 3.2 – A plot over cumulative variance explained by the principal components for 

the control group, ordered from highest to lowest. The elbow was found to be the 

second component. Note that the y-axis does not being at zero. 

An initial problem was that the transformed values of the training and the validation 

data differed by several powers. The root of the problem was that centering and scaling 

was performed multiple times, which changed the relation between the data sets greatly. 

3.2.6 Model generation 

For each model, the model generation process was quite similar. A model was created, 

using some form of cross-validation, and then the cross-validation error, in the form of 

mean squared error, was computed and compared. This error indicated how far the 

predictions were from the true values. Then the model predicted the values of the test 

data, from which the uplift was calculated and averaged. Uplift was calculated as the 

difference between the predicted values for the control and treatment models. 

To create the random forest model, the package randomForest was used. This package 

has a handy function called tuneRF, which aids in finding the optimal value of the 

number of features sampled at each split. The default value is the total number of 

features divided by three, as mentioned in section 2.3.6. However, that value is merely a 

default and is rarely the optimal value. The function starts with the default value, but 

then alters it until it finds the value which decreases the out-of-bag error the most. This 

value was used to build the model. 
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To find the optimal number of trees used in the forest, cross-validation could be used. 

However, since the method is built on randomness, the result would vary greatly 

between each run, and no optimal value would be found. The randomForest package 

offers a way to use test data to determine the optimal number of trees. This approach 

was not used, however, since there is a general approach which is much easier: use as 

many as computationally feasible. Random forests only suffer from a very mild version 

of overfitting; some even claim it does not overfit at all. To use as many trees as 

possible is then a reasonable approach, which saves effort on calculating the optimal 

value (Ashcroft, 2016a. Trees & Ensemble Models. P. 27-28). 

The gradient-boosting model was built using the gbm function from the package with 

the same name. The only peculiarity to using it is that it has a parameter called 

shrinkage, which regulates how large steps are allowed along the error surface 

(Ridgeway, 2012. p. 9). Smaller steps mean more iterations are necessary to find the 

minimum, but it also reduces overfitting. Reasonable values for this parameter range 

from 0.1 to 0.001. For reasons of computational complexity, it was set to 0.01. 

When specifying a parameter called cv.folds, the function will perform cross-

validation to find the optimal number of iterations, given the shrinkage parameter. 

After performing the cross-validation, it creates one more, final model, which uses the 

optimal number of iterations found. It is also possible to extract the cross-validation 

error, which means it can be used for regular validation as well. 

Finally, to create the neural network, the function h2o.deeplearning from the h2o 

package was used. h2o is a machine learning framework adapted for R, as well as 

several other languages, created to optimize and parallelize as much as possible, which 

are desirable traits, seeing as neural networks is an extremely computationally heavy 

algorithm, depending on hyper-parameters. To use h2o, a cluster is created locally, 

which facilitate parallelization. All the data must be uploaded to the cluster before any 

algorithms can be performed, which means the data is transformed to the required 

structure. To make it available to non-h2o methods again, it must be transformed back. 

Other than that, from a user perspective, h2o works like any other method. 

To create the neural network, one of the hyper-parameters discussed in section 2.3.6 

were tuned: the weight decay regularization parameter. The h2o framework includes the 

function grid, which takes a list of hyper-parameters and performs grid search to find 

the optimal value, measured in residual deviance. The value should be low, so the 

values tested were between 1*10-3 and 1*10-7. Of course, the lowest value was 

preferably, and was therefore used to create the model. Initially, the topology was to be 

tuned as well. However, there were problems in the encoding, which made the result 

unreadable. Therefore the tuning was discarded in favor manually deciding the topology 

before running the algorithms. Because of the regularization, there was little danger of 

overfitting, since superfluous nodes would have their output minimized. The values 
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tested were the default value, which consists of two hidden layers with 200 nodes each, 

and two hidden layers of 500 nodes each. 

As might have been noticeable, when creating the models, cross-validation or 

something equivalent was used. Both the gbm- and the h2o.deeplearning-methods have 

cross-validation as an option, which means it was not required to code it manually. 

randomForest did not have the option of using cross-validation. However, since it is 

based on bagging, it is possible to use the out-of-bag error. As explained in section 

2.3.6, this is an unbiased estimate of the prediction error and is equivalent to the cross-

validation error for estimating model performance. 

3.2.7 Validation 

Using cross-validation to create the models removed the need of a separate validation 

set to compare the models. Instead the cross-validation and out-of-bag errors were used 

for comparison. The aim of the project was to find the most accurate model, to which 

end these errors suited perfectly. It was, however, not possible to use the built-in cross-

validation functions to measure uplift. Uplift was not the criteria for selecting between 

models, it functioned merely as a tiebreaker. Therefore the set used to measure uplift 

also could be used to measure the error of the chosen model, meaning only two sets 

were needed: the training set and the test set. The latter was used to measure the uplift 

for all models and the generalized prediction error for the selected model. 

The task of creating the test set was mainly a task of ensuring it did not affect any of the 

processing steps. The data belonging in the test set could not influence the result of 

feature selection or transformation, it could only apply the results of the training 

process. Therefore the test set was extracted just after preprocessing, before feature 

selection began. Before extraction, the entire data set was randomized, to ensure that no 

implicit relationships in the ordering of the data would be present in the test set or 

missing from the training set. It had to have the same structure as the training set, 

making separating it after preprocessing reasonable. After that it was mainly a matter of 

applying the results of the training process on the test set: removing the features found 

unnecessary in the feature selection process, projecting it onto the principal components 

and then letting the trained models predict the target variable for it. 

Since two models were created, one for the treatment and one for the control group, an 

intuitive approach is splitting the test data into those groups as well. However, uplift 

modeling is meant to decide which group data points should belong to. Both models are 

applied and if the prediction from the treatment model is better than the prediction from 

the control model, the data point belongs in the treatment group. This means that the test 

data could be used for both models, and the predictions for each data point could be 

subtracted from each other, giving a measure of the uplift. The data set had to be 

duplicated and tailored to the specifics of each model, meaning one duplicate got the 

same features and was transformed in the same way as the treatment set, and the other 

duplicate got processed to look like the control set. 
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A note of interest is that making the test set having the same features and dimensions as 

the training set was one of the most problematic steps in the whole modeling process 

and was the final hurdle to completing the project within the time constraints. 

Completing the feature transformation step was especially difficult, seeing as the 

methods for nlPCA are not commonly used and therefore are probably not subjected to 

the same criticism as regular PCA, meaning it does not receive enough attention to be 

optimized. 

3.3 Results from the current process at Kronofogden 

Currently, Kronofogden uses random selection to decide which debtors receives 

guidance. They have not performed extensive evaluation in the service to find how 

effective it is, only two minor evaluations, one of them having roughly 400 individuals 

in each group and one where the control group contained 4493 individuals, compared to 

the 450 in the treatment group. Both evaluations reached the conclusion that the 

guidance have limited or no effect on the amount of debts related to a debtor. 

The first evaluation compared the results for the same groups of individuals for two 

years in succession. The first year, 69% of the individuals in the treatment group had no 

other debts, the same value being 65% for the control group. For the second year, the 

number had dropped to 58% for the treatment group, and to 55% for the control group. 

The difference of 4 percentage points from the first year had shrunk to 3 for the second. 

This indicates that more people from the treatment group than from the control group 

had new debts in that time period, a number that should be reversed, meaning that the 

treatment has declining or even negative effects. It also indicates that there are other 

factors that are more important to the amount of debts than whether the individual has 

received guidance. 

The second evaluation only examined the effect during the first month after treatment. 

During that time, 48.9% of the treatment group and 45.9% of control group had no new 

debts.  The material for this evaluation was quite lacking, the only lasting document of 

it being an excel sheet with these numbers, making it hard to draw further conclusions 

from the data. It is not even possible to perform statistical tests to evaluate statistical 

significance. 

Both evaluations indicate that the effects of the treatment is very small or even negative, 

meaning guidance results in more debts. The amount of people performing better with 

guidance is far from being 15%, which is the current amount of debtors who receives 

the treatment. There is a difference between the two groups, the treatment group in total 

having incurred fewer debts, but there is evidence that effect is declining or turning 

negative as time passes, meaning the uplift might be negative in the long run. From the 

material it is also impossible to verify whether this difference is statistically significant; 

it might have simply been the result of the group selection. 
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3.4 Results 

After running all the algorithms, the result was that the neural network performed the 

best on the data. The algorithms were run twice, and the non-tuned parameters were 

changed between the runs. The first run had 500 trees in the random forest, the 

shrinkage for the gradient-boosted model was set to 0.01 and the neural network 

consisted of two hidden layers of 200 nodes each. The neural network had the lowest 

mean squared error for both treatment and control groups, landing at 181.56 for the 

control group and 54.41 for the treatment group. The performance of all the models 

were quite equal, however, the worst being the gradient-boosting model for the control 

group, receiving 187.83 in mean squared error and random forests for the treatment 

model, reaching 65.24 in mean squared error. This is no surprise, since all three models 

belong to the highest performing tier of statistical models. The generalization errors for 

the neural network model were 31.65 for the control model and 65.31 for the treatment 

model, the former being especially good compared to the value calculated for the 

training model. One last thing of note is that the gradient-boosted model behaved a bit 

peculiarly: all but 4406 of the predicted values, that is 32923 values, rounded to 

2.367359. Of the remaining predictions, all but 15 rounded to 2.419278. All in all, 

predictions were one of five possible values, meaning the set of predictions had a 

variance of 0.03, compared to 3.01 for the neural network and 26.35 for the random 

forest. This points to some simplifications in the model, which might make it less 

appealing to use it in a real context. 

Table 3.3 - Metrics for the models of the first run, with 500 trees in the random forest, 

shrinkage 0.01 for the gradient boosted model and with two hidden layers, each with 

200 nodes, in the neural network 

Models Random Forest Gradient boosted model Neural network 

MSE - control model 185.02 187.83 181.56 

MSE - treatment model 65.24 58.79 54.41 

Average uplift -14.35 -3.79 -3.41 

Uplift for highest 15% -0.79 -1.45 1.74 

Indicated cutoff level 3.31 0.02 43.43 

 

 

Table 3.3 - Metrics for the models of the second run, with 1000 trees in the random forest, 

shrinkage 0.001 for the gradient boosted model and with two hidden layers, each with 500 

nodes, in the neural network 
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Models Random Forest Gradient boosted model Neural network 

MSE - control model 80.64 69.42 67.76 

MSE - treatment model 73.73 69.57 59.21 

Average uplift -13.85 -2.39 -5.67 

Uplift for highest 15% -0.18 -2.04 -0.76 

Indicated cutoff level 4.12 0 1.93 

 

During the second run, the non-tuned parameters were set to ‘better’ values, the trees in 

the random forest this time amounting to 1000, the shrinkage in the gradient-boosted 

model were reduced by one power, to 0.001, and the neural network got 500 nodes in 

each of the two hidden layers. The neural network still performed the best, as can be 

seen in table 3.4, with a mean squared error of 67.76 for the control group and 59.21 for 

the treatment group. The gradient-boosted model performed better than the random 

forest this time, achieving 69.42 for the control group and 69.57 for the treatment group. 

Finally, the random forest performed the worst, with 80.64 for the control group and 

73.73 for the treatment group. 

The generalization error indicated either significant overfitting or just bad luck with the 

randomization of the data, since it for the neural network model was 227.43 for the 

control group and 313.32 for the treatment group. The same regularization parameter 

was used for the control group as in earlier runs, but the optimal value for the treatment 

group was found to be a bit higher, which might have affected the result. But since it 

resulted in better residual deviance than the alternative, it is unlikely that it affected the 

result enough to create the large disparity compared to the first run. The regularization 

should be enough to prevent significant overfitting, so the remaining conclusion is that 

the training set did not generalize well. A few additional parameters were calculated to 

verify this: the variance of the test targets was 233.37, while the variations for the 

training sets were 69.59 and 70.41 for the control and treatment groups respectively. 

This difference existed despite the mean and median values being 2.67 and 1.00 

respectively for the test targets, 2.39 and 1.00 for the control group, and 4.58 and 2.00 

for the treatment group, indicating that the test set included several extreme values; an 

example of this was that the maximum target value for the test set was 2785, while the 

control and treatment groups had 1509 and 367, respectively. 

Regarding the fact that the MSE for the treatment group actually increased between the 

runs, this possibly depended on the randomization of the data before extraction of the 

test set. The treatment set was quite a bit smaller than the control set, as explained in 

section 3.1, which meant that it was much more sensitive to which records got selected 

for the test set than the control set. The increase in complexity of the models should 
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reasonably make the values smaller, as is made apparent by the values for the control 

group, so the increase for the treatment group is regarded as a statistical fluctuation. It 

could be a sign of overfitting, but since all the models have similarly increased values 

for the treatment group, it seems unlikely. 

Regarding how well the models performed from an uplift perspective, two measures 

were calculated: the average uplift for the whole set and the average uplift of the 15% 

with the highest uplift. The former is important since that indicates how the treatment 

would work on a random subset of the data, and it also highlights the existence of the so 

called do-not-disturbs, if the models are correct. But the real important measure is the 

latter one. The number 15% comes from the cutoff level specified by Kronofogden; that 

is how many they can afford to contact. This is how the models would actually be used 

in a live setting: they would identify the 15% with the highest uplift and designate them 

for guidance. 

It was possible, however, that a model could reach the conclusion that the average uplift 

of the highest 15% was negative. This would imply that the cutoff level is too high and 

that a lower cutoff level could be used and the superfluous resources could be allocated 

elsewhere. If so, then the indicated cutoff level for that model was calculated. 

These metrics are displayed in table 3.3 and 3.4. Most notable is the fact that almost 

none of the models recommend a cutoff level of 15%. During the first run, the random 

forest found an average uplift of -0.79 for the highest 15%, and an indicated cutoff level 

of 3.31%. The gradient-boosted model found almost no uplift at all, reaching -1.45 

average uplift for the highest 15% and an indicated cutoff level of 0.02%. Finally, the 

neural network was the odd one out; it achieved positive uplift for 43.43% of the 

debtors, the highest 15% having 1.74 average uplift. The fact that the uplift for the 

highest 15% is negative for first two models is further indicated by figures 3.3-3.5, 

which displays the uplift for the 15% with the highest uplift. In all cases, the graphs dip 

straight down towards zero, or even below, meaning that only few debtors improve 

significantly because of the guidance. For better results, a lower cutoff level should be 

used. 
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Figure 3.3 - Uplift for the 215% with the highest uplift predicted by the random forest 

model. The x-axis marks the debtors and the y-axis their uplift. Notice the sharp decline 

in uplift but for a few individuals. 

 

Figure 3.4 - Uplift for the 215% with the highest uplift predicted by the gradient-

boosted model. The x-axis marks the debtors and the y-axis their uplift. Notice that 

almost every single debtor has negative uplift according to this model. 
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Figure 3.5 - Uplift for the 215% with the highest uplift predicted by the neural network. 

The x-axis marks the debtors and the y-axis their uplift. Notice the sharp decline in 

uplift but for a few individuals. 

For the second run, these valued differed quite heavily. The largest percentage of 

positive values was found in the random forest model, which stated that 4.12% of the 

debtors had positive uplift. This model also found that the average uplift for the highest 

15% was -0.18. The neural network, which had the highest performance, indicated an 

even lower cutoff level, at 1.93%, with the highest 15% having -0.76 in average uplift. 

Lastly, the gradient-boosted model could find no positive values for the uplift at all, 

meaning the treatment had a detrimental effect on every single debtor. The average 

uplift for the highest 15% was -2.04, and the highest value for uplift it found at all was -

1.85. The average uplift for the entire data sets for the three models was -13.85, -5.67 

and -2.39, respectively. 

With the exception of the neural network during the first run, the values indicate that the 

treatment does not have a huge effect on the result. This result is comparable to the 

result from Kronofogden’s own evaluation. The sample sizes in the evaluations were 

quite small, meaning the results do not necessarily have statistical significance. Since 

the actual data is not available, only aggregations of the results, it is not possible to 

calculate significance at this point in time. But the numbers from the evaluations are 

comparable to the results from the modeling; far fewer debtors than 15% display a 

positive effect from the treatment. Some individuals even displayed a negative effect. 

Hence, the models seem to perform adequately, from an uplift perspective. 

The extremely high value for the neural network during the first run should probably be 

treated as statistical fluctuation, since it differs so heavily from the other values, even 
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compared to the more complex neural network. Further values were calculated to 

estimate how it actually performed, and 3.08% of the debtors had an uplift higher than 

1, and 15.47% had higher than 0.1. These values indicate that there actually is a 

significant increase in uplift for the treatment groups, it is not just a lot of debtors 

achieving values achieving minimal uplift. 

So, what do the uplift values actually indicate? How should they be used? The first 

value, the average of the whole data set, indicates that the treatment is not effective on a 

random subset, meaning their current methods are subpar. Most individuals display a 

negative effect from the uplift, meaning the selection of the treatment group must be 

performed with utmost care. 

The other values are more important to analyze, however. As expected, the uplift for the 

highest 15% is negative, since a reasonable cutoff level would be at significantly lower, 

according to Kronofogden’s evaluations. The evaluations showed that during the second 

year after treatment, there was negative uplift - more people from the treatment group 

than from the control group incurred further debts. This is an indication that the models 

seem to have it right: giving treatment to 15% of the debtors might yield negative 

results. This means that either the resources Kronofogden uses for this purpose should 

be spent elsewhere or that the treatment should be improved to display the desired 

effectivity. The current state of operations is wasteful and superfluous. Of course, 

further evaluation is needed before this conclusion should be regarded as fact, but the 

amount of indicators pointing towards it is increasing, making the claim seem more 

reasonable. 

Of course, just because the models achieved the same result as Kronofogden’s internal 

evaluations does not guarantee that the models are perfect. The result can have been 

influenced by many different factors, the most prominent ones being modeling choices, 

the features of the data set, and the size of the data set, the latter two being closely 

related. These will be discussed sequentially below. 

The most influential model choice was probably the choice of adopting the two-model 

approach instead of using a method specially developed to handle uplift modeling. The 

literature discussed that the two-model approach is more likely to miss the uplift signal, 

since it might be small compared to the main signal, and that no attempts are made to 

actually model the differences between the data sets. The two separate models aim to 

model the target variable correctly, not to find what separates the treatment set from the 

control set; the models do not know the objective of the modeling, they only predict 

values. The choice to use the two-model approach might have been to the detriment of 

the modeling, even if the numbers indicate otherwise. 

Additionally, had the specialized feature selection algorithms for uplift modeling been 

used to select the features most relevant to the uplift signal, rather than the features most 

correlated with the target, the outcome may have been different. The literature states 
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that it has been both argued for in theory and observed in practice that the former 

performs better for uplift tasks. 

There is a package available in R for uplift modeling, called uplift. The reason it was 

not used was that it can only handle binary target variables, whereas the task designed 

by Kronofogden was formulated as a regression task. It could be coerced into a binary 

task, having the target variable being “Should the person receive guidance?” or 

something similar, but it was outside the scope of this project. Using it might have 

resulted in a different outcome, perhaps better in distinguishing between the two sets. 

Other possible sources of modeling errors have been discussed throughout previous 

sections. Prominent in the discussion has been the lack of informative variables. Not 

having all data available from the start might have hampered the modeling, as only 

variables perceived to be relevant for the modeling were included after the preliminary 

screening. The other variables might have been more informative or emphasized the 

uplift signal more significantly. Valuable information about the debtors themselves was 

lacking, most notably the information about the debtors’ personal economic situations, 

which is kept in Skatteverkets databases, not readily available to Kronofogden. Having 

information about income and taxation should increase the knowledge about the 

individual significantly and make subpopulations in the data appear far more clearly 

than their history of interaction with Kronofogden. 

Having more features would most certainly have improved the modeling effort. 

Equivalently, having more rows of data might have affected the result as well. More 

information means more data for the models to train on, leading to more accurate 

models. Having 100000 rows of data sounds like a lot, and indeed, more data might not 

have made a difference, but the more complex the relations in the model are, the more 

data is needed to catch all the complexity. Getting hold of more data might be 

problematic, however, since Kronofogden only keeps track of the data from the last two 

years. If a debtor is free from debt in a two year period, it is erased from the register and 

no data is kept. This means that only around the largest possible data set would have 

around 200000 rows, which might not be enough to make a significant difference from 

this project. 

Other modeling choices might have affected the result as well: for example using 

pairwise statistical tests instead of more complex methods which take groups of 

variables into account, or using missing data as a level for factor variables instead of 

performing Gibbs sampling to impute missing values. The former choice probably 

would not have changed the outcome significantly, but it is a possible source of error. 

The latter can have had a larger impact, as missing values means less data available to 

train the models on. 

Lastly, it should be mentioned that it is possible that there is no uplift to find in the data, 

that the expected uplift for new data would be equal to zero. If in truth there is no 

correlation between receiving guidance and having a lower amount of debts, better 
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models will not find it. The current results indicate that there is, since more complex 

models get higher uplift, even though they are still in the negative, but the possibility 

exists that there is not.  
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4. Concluding remarks 

In the end, it is found that the current mode of operations might not be optimal. None of 

the models managed to achieve a positive uplift, which in combination with 

Kronofogden’s internal evaluations provide further indication that there is not 15% of 

the population that benefits from guidance. There are several possible sources of errors 

in the models, among them model choices and uninformative data, so their result should 

not be taken as gospel. Further and, more importantly, more extensive evaluation is 

needed to actually assess the guidance correctly. But there are indications that it does 

not perform adequately in the current form. 

Regarding the modeling, it is not surprising that the neural network performed the best. 

Neural networks are widely used because of their ability to make accurate predictions 

on nonlinear data and they can be arbitrarily complex, meaning even the most sublime 

relationships can be exploited. The gradient-boosted model performed well, as did the 

random forest. The gradient-boosted model simply chose a few values to predict, 

achieving good results through a simple prediction methodology, since the mathematics 

behind the prediction performs exemplary. The random forest had the highest variance 

on its predictions, meaning it should be able to model all peculiarities of the data 

accurately, given high enough complexity. 

The process of creating the project led to a well-defined and demarcated project, making 

the modeling process much easier. This demonstrates the fact that the inception phase of 

the project is of great importance to end result. All the aspects of a successful project 

are needed: data (presumably the downfall of this project), business knowledge and 

methods for creating value from the data. 

To actually implement predictive analysis at Kronofogden, there are several possible 

venues. The most straightforward approach would simply be to implement the result of 

this modeling: creating a neural networks model from all the available data and letting it 

predict the uplift for new first-time debtors. If they receive positive uplift, they should 

get guidance. If not, no guidance is needed. But predictive analysis as a field offers 

more: it can be used to evaluate current operations, as has been slightly discussed 

above, and there are no limits on the possible application areas for statistical models, as 

long as someone with the appropriate skill also reaches the necessary business 

knowledge. As of now, Kronofogden is lacking in this regard. This project has been an 

attempt to showcase the possibilities and the power of predictive analysis, perhaps 

giving them increased incentive to implement the methods and thereby making great 

strides in their digitization process. 

4.1 Future work 

Possible extensions of this research include applying the approach the literature 

advocate and comparing the results. Since the literature claim the two-model approach 

does not work in practice, it would work as a verification of their claims. This would be 
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especially interesting since the two-model approach seems to get similar results as 

Kronofogden’s internal evaluations. Further evaluation is needed to actually verify the 

effectiveness of the guidance, and using a dedicated uplift model on it could therefore 

accomplish two goals, functioning both as a verification of the theory and as one of the 

possible evaluation methods. 

It would also be valuable to explore what other data might be of interest to this kind of 

analysis. Whether more data would improve the models could be explored with a 

learning graph, and knowing whether there is data, other than the data Kronofogden has 

stored internally, that is informative of how first-time debtors act and respond to 

treatment would be very beneficial to the analysis. Once this is known processes can be 

initiated to retrieve this data and making use of it in the guidance process. 

Another interesting area for further research revolves around how the application of 

predictive analysis in the public sector differ from the private sector. Such research 

would explore what unique challenges are present in for example governmental 

institutions and how previous projects have dealt with them. An example of such a 

challenge is that the data often is spread out on different databases and actors, and that it 

is not necessarily straightforward to retrieve the data or create a shared database. 

Section 1.6 presented two examples of such projects, but further research could spread 

the awareness of predictive analysis and make it a more integral part of the public 

service portfolio.  
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