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Multi-armed bandit (MAB) algorithms could be used to select a subset of the k
most informative summary statistics, from a pool of m possible summary statistics,
by reformulating the subset selection problem as a MAB problem. This is
suggested by experiments that tested five MAB algorithms (Direct, Halving, SAR,
OCBA-m, and Racing) on the reformulated problem and comparing the results to
two established subset selection algorithms (Minimizing Entropy and Approximate
Sufficiency). The MAB algorithms yielded errors at par with the established
methods, but in only a fraction of the time. Establishing MAB algorithms as a new
standard for summary statistics subset selection could therefore save numerous
scientists substantial amounts of time when selecting summary statistics for
approximate bayesian computation.
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Popularvetenskaplig Sammanfattning

Approximate Bayesian Computation (ABC) &r en véldigt populdr metod som anvinds av tusentals
forskare for att ta fram en sannolikhetsfordelning av indata, givet en ursprunglig, grovre uppfattning
av sannolikhetsfordelningen samt observerad utdata. Metoden fungerar genom att en slumpar varden
ur den ursprungliga fordelningen och anvinder dessa viarden som indata till en simulator. Om utdatan
fran simulatorn ar tillriackligt lik den observerade utdatan sa accepteras de slumpade véirdena till den
nya, forbattrade sannolikhetsfordelningen.

Denna process ar valdigt tidskrdvande nér in- och utdatan ar flerdimensionell. I dagslaget finns
det metoder som reducerar dimensionalliteten i datan utan att paverka resultatet av den nya sanno-
likhetsfordelningen avsevéart. Dessa metoder ar dock i sig véldigt tidskrdvande, sa det dr onskvért
ta fram en metod som kan reducera dimensionalliteten i datan pa kort tid, utan att paverka den
resulterande sannolikhetsférdelningen avsevért, det vill sdga med lag felmarginal.

I den hér studien har vi omformulerat problemet med att reducera dimensionalliteten som en fler-
armad bandit (multi armed bandit pa engelska), och 16st det omformulerade problemet med fem olika
algoritmer som i dagsliget anvands for reinforcement learning, vilket &r en typ av maskininlérning.
Resultatet av dessa fem algoritmer jamférdes med tva etablerade algoritmerna som &r tidskréavande.
Det visade sig att de fem algoritmerna, som léste var nya omformulering av problemet, uppnade lika
laga felmarginaler som de etablerade metoderna - men pa brakdelar av den tid som de etablerade
metoderna behovde.

Detta indikerar att var omformulering av problemet var mycket lyckad och att tusentals forskare
skulle kunna spara timmmar, dagar och veckor pa att reducera dimensionalliteten nar de utfér ABC.
Det skulle i sin tur frigéra tid for mer forskning, eller mer komplexa simuleringar. De positiva re-
sultaten som var studie pavisar ar saledes mycket viktiga och kan komma att inleda en ny era for
anviandandet av ABC.
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1 Introduction

Numerous scientific fields, such as electrical engineering, climate modeling, and systems biology, man-
ages miscellaneous time series responses. The time series responses can however be too complex to
analyze directly, so one typical approach is to extract summary statistics from the time series and
analyze the summary statistics instead. Summary statistics are scalar values of statistical measures,
and capture information of simulated results (e.g. time series) as low dimensional representation (e.g.
max value, mean value, etc.). In parameter inference, summary statistics are used to compare the
behaviour of simulated and observed time series, since it is easier to compare scalar values representing
the behaviour of the time series than comparing the entire time series. Since each summary statistic
describes a specific quality of the simulated time series, the statistics are not equally informative or
expressive. It is therefore desirable to find the most informative statistics summary statistics and
compare the values of these statistics when conducting parameter inference.

The Multi-Armed Bandit (MAB) problem is a situation in which we want to find and exploit the
most rewarding option among a range of options, when it is costly to explore the options at hand.
So we have to make a trade-off between exploring possible options and exploiting the option that we
believe is the most rewarding. where we believe the optimum lies. This is called an exploration vs
exploitation trade-off, and it is a well-known problem encountered in reinforcement learning settings.
Suppose we have a doctor with 100 patients, all infected by the same deadly disease. The doctor has
4 medicines to choose among for treatment of the patients, but they don’t know how effective each
medicine is. The objective of the drug testing is to save as many lives as possible. If they randomly
choose one medicine and gives it to all 100 patients, they could be giving all patients a sub-optimal
medicine and therefore not save many lives. So the doctor has to find out how good each medicine
is. But if the doctor gives each medicine to 25 of the patients, 75 patients will receive sub-optimal
medicines - which is bad even if the doctor would get a good understanding of how good each medicine
is afterwards. This is a typical trade-off between exploration and exploitation: On one hand, the doc-
tor wants to understand how effective each medicine is for curing the patients. On the other hand,
the doctor wants to give the observed best medicine to as many patients as possible.

There are numerous situations where there is a trade-off between exploration and exploitation due
to expensive sampling. In the example above, the cost of sampling one option comes from the risk of
a patient dying for not being given a good medicine. Other examples could be to find the best place
to drill for oil in a large areal section, or to find a really good coffee in a city with hundreds of coffee
shops. In the oil drilling scenario, each drilling into the ground could cost millions of dollars — so the
objective is to find the best place to drill with as few tries as possible. In the case of finding good
coffee, every time a coffee shop is tested it costs a few dollars to buy the coffee and it could possibly
taste bad or not as good as the best one so far - so the objective is to find a great (or the best) coffee
shop with as few trials as possible.

In this study, we have examined the problem of selecting the most informative summary statistics
among a large pool of possible summary statistics. In the example of a doctor treating patients, this
corresponds to finding the best medicines from a large pool of medicines. More formally, the problem
is to find the top k summary statistics from a pool of m summary statistics. This thesis explores the
summary statistic selection problem as a MAB problem [15]. In this study, we have investigated how
MAB algorithms perform on the problem of choosing the k£ most informative summary statistics of
time series, from a pool of m possible. The results are compared to two subset selection algorithms
that are established and widely used in the problem area of summary statistics selection. These
two algorithms use Approximate Bayesian Computation (ABC), specifically: Approzimate Sufficiency
(AS) and Minimizing Criterion (ME).



1.1 Problem Background

Approximate Bayesian Computation, see Section 2.2, is a popular method of approximating posterior
distributions of model parameters by iteratively comparing simulated data, from sampled model pa-
rameters, to observed data. If the deviation distance between simulated and observed data is smaller
than a threshold, ¢, the given model parameters are accepted. The process is repeated until n accepted
model parameters have been selected. The deviation is a distance function chosen by the user, and
grows proportionally to the dimensionality of the data, which in turn forces the user to either increase
the threshold or wait considerably longer for the algorithm to find n acceptable model parameters.
This is called the curse of dimensionallity [12].

By reducing the dimensions of the data, one can keep a tight threshold and still find n acceptable
model parameters within reasonable time. However, by reducing the dimensionality, one risks to lose
information on the way, making the result of the approximation unreliable or uninterpretable. The
problem that arises is to find a way to reduce the dimensionality of data while keeping sufficient
information in the data to perform approximate bayesian computation efficiently.

Time series responses are encountered across disciplines such as systems biology, engineering design
optimization, climate modeling, electrical engineering, etc. It is often too cumbersome to analyze or
process the entire time series directly, e.g., for tasks such as parameter inference of simulation models
using pre-existing observed data sets. Summary statistics are therefore used as high-level features
to extract specific behaviors from a given time series in the form of scalar values. These summary
statistics are scalar values describing different properties of the time series, such as min/max/mean
value. Hundreds of such summary statistics can be extracted from a single time series, but many of
them might not be informative when characterizing said time series. As mentioned above, Approxi-
mate Bayesian Computation is significantly faster in low dimensional data. It is therefore desirable to
find only the most informative summary statistics in a time series, or when specified, the top & most
informative summary statistics.

Problem Statement: Find the top k most informative summary statistics from a pool of m
summary statistics, where k << m.

Existing techniques, presented in [12], include subset selection methods that typically generate a
large number of candidate subsets of the m statistics, and then aim to find the most-optimal subset.
Subset selection methods are by design computationally expensive as the number of subsets to explore
is very high for large m. Projection methods aim to find a lower-dimensional informative representa-
tion of the m summary statistics, but lose interpretability in the process. Therefore, existing methods
are either not scalable beyond ca. m = 10, and/or not interpretable, as shown by Singh et Hellander
in [15]. Singh et Hellander, showed that a MAB approach, see Section 2.3, does not collapse with
increasing m and that such an approach can complete the task of finding the top 1 statistic from a
pool of m statistics in a faster time than AS and ME [15].

Reinforcement learning (RL) refers to a set of machine learning techniques concerning decision
making within a given environment, with the aim of maximizing a specified reward. Reinforcement
learning was explored in the context of summary statistics selection by Singh et Hellander [15]. Their
formulation of the summary statistic selection problem as a multi armed bandit problem delivered
promising results. However, initial efforts have been closely tied to the specific application of parameter
inference. This project explored reinforcement learning towards developing a general framework for
summary statistic selection for time series responses. The application setting considered in the context
of this master thesis project was time series obtained from stochastic biochemical reaction networks
in systems biology. These time series’ typically represent the time-evolution of molecular counts of
various interacting proteins. Specifically, this study compares five MAB algorithms with the two subset



selection methods used in [15], on the problem of selecting k statistics from pools of m statistics.

1.2 Objectives

Through this study, we wanted to see if MAB-approaches can be used to choose a subset of the
k most informative summary statistics from a large pool of candidate summary statistics. This
was done by investigating how various reinforcement learning algorithms performs on a problem of
summary statistics selection, compared to established subset selection algorithms. We have compared
the performance of 7 algorithms, of which 5 are types of reinforcement learning algorithms. The
objective was to find the best algorithm in terms of lowest inference error, and with computation
time as secondary deciding factor. An important point is that this study has focused on finding
the k individually most informative summary statistics, not the most informative set of k summary
statistics.

2 Theory

In this section, we present theoretical background necessary to this study. We first present notation
used to describe the algorithms. Afterwards, two classes of statistic selection algorithms are presented
together with the corresponding seven algorithms used in this study. The algorithms are compared
to each other from a theoretical stand point.

2.1 Algorithm notation

There are various algorithms to solve the summary statistics selection problem. All algorithms have
their own pros and cons including implementation simplicity, sample complexity, and use of informa-
tion gained when sampling. We have chosen two subset selection algorithms (Minimizing Entropy and
Approximate Sufficiency) and five MAB algorithms (Direct, Halving, SAR, OCBA,,,, and Racing).
All these seven algorithms will be described in the next two sections. Below we list a few notations
that will be used in the pseudo codes that describes the algorithms.

e m - number of possible arms
e k - number of optimal arms
e a - an arm(s)

A - set of all arms

S - set of optimal arms

B - total budget

e ng - number of initial pulls per arm

e R - number of rounds

e A - number of pulls to distribute per round
e 1, - observed mean return of arm a

e o, - observed standard deviation of arm a
e ¢ - difference tolerance of true mean

e 1 — ¢ - accuracy probability measure



UB - set of upper bounds

LB - set of lower bounds

ub - upper bound

e [b - lower bound

2.2 Approximate Bayesian Computation

Approximate Bayesian Computation (ABC), is a class of methods that is used to estimate posterior
distribution of model parameters. ABC is particularly useful when we have results of a generative
model and want to know what input parameters of the model that lead to given observed data. The
ABC-rejection algorithm is the most basic form of ABC. It uses observed data, and a generative model
with prior beliefs of model input, to find out what model inputs that actually generates results similar
to the observed data. So to do ABC-inference, we need four things:

1. Observed data
2. A simulation model
3. Priors

4. Acceptance criterion

We can consider an example problem that statistician Karl Broman highlighted in 2014 [3]: Sup-
pose we're washing socks and at the end of washing we start pulling out some socks, and the first 11
socks we pull out are singletons (i.e. none of them form a pair). From this, we would like to estimate
how many socks we put into the washing machine before starting it (assuming no sock disappeared
during the process). We have a very rough idea about how many pairs of socks that we put into the
washing machine and a rough idea about the proportion of sock pairs to singletons. Let’s say about
10-40 pairs, while 5-20% of the socks we wash are singles - and we assume a uniform distribution in
our prior beliefs. Now we can use ABC-rejection to better know more how many socks we put into
the washing machine: Our data would be that the first 11 socks are singletons, our generative model
would be the washing machine, the prior is represented by our rough idea about how many socks we
put in, and our criterion can be to only accept inputs if their generated output exactly matches our
data.

In this case, we would have to sample from our prior beliefs and get a set of socks (some of which
are paired, and some of which are singletons). We would then wash these socks and afterwards pull
out 11 socks. Should the first 11 socks that we pull out be singletons, we accept the constellation of
socks we put into the washing machine and add this constellation to our posterior. This process is
repeated until we get sufficient number of accepted constellations in our posterior. At the end, we
have much better idea about how many socks we had put into the washing machine from the start.

In more mathematical terms, we say that ABC methods approximate the likelihood function by
comparing the simulated output to the observed data. Assume a prior 7(6), a sample from the prior
0, a generative model f, generated output data z, observed data z*, acceptance margin €, and n
accepted samples required. The process of ABC-inference can then be formulated as:

1. Sample 6 ~ 7(6)
2. Generate x ~ f(0)



3. If |z — 2*| < ¢, accept 6 and add it to posterior 7(0|x*)

4. Repeat until n accepted 6 found

Note that = and x* are usually multi-dimensional. In this study, the dimension of x and x* is
given by the number of statistics that we use during the ABC-inference. Naturally the more statis-
tics we use, the tougher it will be to find acceptable @ since the distance between two vectors grows
proportionally to the dimensions of said vectors [12].

ABC is relatively easy to implement and can with rough prior beliefs output good parameter es-
timations - posteriors. It is widely used in biological sciences such as population genetics, ecology,
epidemiology, and systems biology - such as the case in this study. The downside with ABC methods
is that they are extremely computational costly. In our example above with determining the number
of socks in the washing machine, we would likely have to wash socks many times to just get a few
accepted input parameters.

Two of the algorithms that were tested on the subset selection problem in this study are straight
subset selection algorithms that uses ABC-inference in order to find the best subset of summary
statistics. These are are described next.

2.2.1 Minimizing Entropy

The Minimizing Entropy (ME) algorithm we have looked at comes from the work of Nunes et Balding
[10]. They suggest that the subset of statistics that minimizes the entropy of the posterior, yielded
from ABC, will be the set of most informative statistics. Their idea originates from the work of
Shannon et Weaver [13], that low entropy corresponds to high information and therefore the set of
statistics with lowest entropy corresponds to the most informative posterior. Since we in this study
have looked at the set of top k statistics, the ME algorithm presented in [10] have been adjusted
so that it results in a set consisting of the k statistics with lowest entropy, rather than the set of k
statistics with lowest entropy. Our implementation of ME is presented in Algorithm 1.

The entropy of the posterior of a given statistic, as presented by [10] and used in this study, is:

P/2

fI:log{F(

P n

where p denotes the dimension of the posterior theta, n is the number of simulated parameter values,
R; ;. is the Euclidean distance from 6; to its k nearest neighbours in the posterior sample, while

P(x) = 2/((;”)) is the digamma function. We have used k = 4 as suggested in [14]. A difference against

the entropy formulation in [10] is that we have used the k nearest neighbours, rather than the kth
nearest neighbour.

Algorithm 1 Minimizing Entropy

Input: m, k, A
for [ =1 to m do
Calculate entropy for posterior corresponding to arm a
end for
S = subset of k arms with smallest posterior entropy
Output: Return S




The upside with using ME for the subset selection problem is that both the usage of entropy
measure and ABC-inference has proven reliable to select good sets of summary statistics. ME is
however computationally expensive, given that it relies on ABC. An even bigger problem is that ME
normally has to brute force attempt all subsets of size k, i.e. (7;) combinations, which quickly becomes
infeasible with growing k. In this project, ME was only executable for £k = 1. We did however also
use the idea of ME to find the set of top k statistics as the MAB algorithms. In such a case, ME only
needs to try m statistics for their individual entropy and thereafter choose the k statistics with lowest
entropy. This also means that the dimensionallity when doing the adjusted ABC-inference is always
1, for this implementation of ME. Please note nevertheless that such an implementation is not the
established interpretation of ME and the results of ME for k£ > 1 should therefore be taken with some
caution. It is furthermore noteworthy that ME is using entropy as a criterion to minimize, which
sometimes is referred to minimizing criterion or mincrit [11]. It is therefore possible to implement a
similar algorithm by changing the minimization criterion from entropy to another information metric.

2.2.2 Approximate Sufficiency

Approximate Sufficiency (AS) was introduced in [8], and is the second subset selection algorithm we
have compared the MAB algorithms to. AS adds candidate statistics to the set of optimal statistics
if the candidate statistic is deemed to be sufficiently informative (see Algorithm 2). The criterion of
sufficient information added is given by the change in the posterior distribution. Let S7 be a set of
statistics and S; = {S1, s}, where s is an arbitrary statistic. The steps for determining sufficiency
are given by:

Algorithm 2 Sufficiently Informative
Input: S;, Ss
Do ABC-inference with statistics Sy, get posterior 64
Do ABC-inference with statistics Sa, get posterior O
Let H; be a histogram of 64
Let Hs be a histogram of 65
if Hy > H; +0'(01) or Hy < Hy —0’(01) do
Sufficiency = True
else
Sufficiency = False
end if
Output: Return Sufficiency

Once a statistic has been added, AS iterates through the set of currently optimal statistics and
checks if any statistics can be removed from the set without loosing sufficient information. The algo-
rithm then continues to try adding/removing candidate statistics until a subset of optimal summary
statistics has been created.

Their argument is that once sufficient statistics have been obtained, adding new statistics to the
set will not have a significant effect on the ABC-rejection generated posterior. It will however increase
the dimensionallity of the set of statistics chosen, which as discussed before is undesirable. Algorithm
3 describes how AS is performed, while Algorithm 2 describes the sufficiency criterion used in this
project. Note that we have, as [8] suggested, decided to randomize the order in which possible statistics
are tested for sufficiency, in order to get more fair results in terms of optimal set of statistics chosen
and time complexity. The AS algorithm was tested five times on the same problem, with the same
data, to account for such randomness. See more about the test setup in Section 3.2.



Algorithm 3 Approximate Sufficiency
Input: m, k, A
Initiate: S ={}
Shuffle the order of arms in A
for i =1 tom do
if SU{A4;} is sufficiently more informative than S do
S=8SU{4;}
for j =1 to length(S) do
if S is not sufficiently more informative than S\ {4;} do
S =8\ {4;)
end if
end for
end if
end for
Output: Return S

The implementation of Joyce et Majoram in [8] however, regards a 1D parameter space, while we
have been looking at a 15D parameter space. The authors mentions that it is not obvious how to
implement AS in higher dimensions. We have chosen to use the implementation of AS presented in
[11], with the exception that our criteria for sufficiency use one standard deviation when estimating
the spread of parameter values (Eq. 2 and 3), while Nunes et Prangle suggests using four standard
deviations (Eq. 4 and 5) [11]. The reason for this is that initial emperical evaluation suggested that
four standard deviations was a far too strict criterion, and the algorithm would reject practically all
new statistics.

Hy > Hy + stdev(ﬂl) (2)
Hy < Hy — stedv(01) (3)
Hy > Hy + 4 % stdev(61) (4)
Hy < H — 4% stedv(ﬂl) (5)

One good aspect of AS is that it returns just the statistics that are needed for further ABC-
inferences. No more, no less. That way the user knows that the subset of statistics returned from
AS is not significantly less informative than the entire set of statistics, and the following use of that
subset will improve run time and/or allow tighter bounds during ABC-inference without affecting the
posterior significantly. This assumes though that the sufficiency test is reliable and as the testings
show, the sufficiency criteria suggested by Nunes et Prangle is not universal but heavily dependant
on the problem data at hand [11].

A downside of AS is that it is not designed to find a specific number of statistics, but a sufficiently
informative set of statistics. So in cases where it there are restrictions on the number of statistics and
therefore desirable to find specifically the & most informative statistics, AS is only applicable when
the number of returned statistics in the sufficient set is < k. It is of course possible to expand AS so
that it handles such cases, but that would also entail much longer computation time. We discuss such
an implementation in Section 5. That is however outside the scope of this thesis, since the primary
reason for testing AS on this problem is to compare the performance of the MAB algorithms against
established algorithms.

Furthermore, just like ME, AS use ABC-rejection to find the top k statistics. As we have men-
tioned before, ABC methods are computationally expensive - especially as the dimensionallity grows.
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Since AS accepts and rejects statistics continuously, AS becomes significantly slower than all other
algorithms in this study for two reasons: It requests more ABC-runs and the ABC-runs need more
trials. Firstly AS has to not only has to do ABC-rejection for each statistics but also for trying to
remove statistics from the accepted set once a new statistic is accepted. Secondly, since the number of
statistics in the two sets which AS need posteriors from varies along the course of AS, ABC-rejection
will require more trials to find an accepted posterior.

2.3 Multi-Armed Bandit

The Multi-Armed Bandit (MAB) problem is a situation in which one wants to maximize the expected
reward by allocating fixed resources to a number of choices with unknown reward functions. In the
original problem formulation, the user has a number of one-armed bandit (OAB) slot machines in
front of them and a fixed amount of coins that they can use to play on the machines. Each OAB has
a different reward function with unknown mean and standard deviation. The user wants to maximize
their total reward, by putting as many coins as possible into the OAB with highest mean reward, but
doesn’t know what the expected reward is for each OAB. The trade-off that arises is that the user
has to play on each OAB sufficient times to be certain about which OAB has the highest expected
reward, but also wants to play as much as possible on the best OAB in order to maximize the reward.
This is called the exploration-exploitation dilemma and is a typical reinforcement learning problem.

The dilemma can be applied to countless other problems, as mentioned in the introduction. A
MAB-problem usually has a trade-off between exploration and exploitation in order to maximize total
reward over the entire procedure. However, the problem formulation of this project is to find the top
k most informative summary statistics - which is a pure exploration problem. The reason behind this
is that the objective is to find the most informative statistics, which correspond to finding the OABs
with highest mean rewards. The algorithms will first and foremost be judged by an error measure of
their selected top k arms, and therefore it is not necessarily desirable to sample the most informative
statistic more than any other statistic. In fact, many of the algorithms we present in this section
actually allocates less of the budget to the best statistics and allocates more budget to the statistics
with e.g. high observed variance, or to statistics that are more difficult to classify whether they should
be among the top k or bottom m — k. The MAB formulation in this context is therefore reformulated
as “From a number of OAB, find the k best slot machines”. When we talk about MAB algorithms or
the MAB problem in this report, we refer to this latter formulation.

There are numerous algorithms that deal with this MAB problem, with varying criteria of how
to distribute the fixed resources, or the budget. We have tested five MAB algorithms with varying
criteria of distributing the budget. In the original problem formulation, the user pulls the arms of
the MAB and gets a reward from that arm. In this study the arms are represented by the various
summary statistics and the rewards are represented by the Fuclidean distance between the simulated
data and the observed data for that statistic. When describing the MAB algorithms, we therefore use
these terms interchangeably in order to both stick to the original algorithm formulations and make it
relevant to the problem we have looked at.

2.3.1 Direct

The Direct algorithm (Algorithm 4) is the most naive MAB algorithm tested. It simply allocates
an equal number of samples to each statistic and chooses the top k arms with highest empirical
mean reward. The number of samples allocated to each statistic is determined by %ln(%) Direct is
(€, k,d)-optimal with sample complexity O(Z3logs(%)), which is shown by [9].
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Algorithm 4 Direct
Input: m, k, ¢, 6, A
for all a € A do
Sample arm a [%in(%)] times
end for
S = {top k arms}
Output: Return S

Arguments in favor of Direct are first of all that it is straightforward and therefore easy to under-
stand and implement. Secondly, it does not require fine tuning of hyperparameters (more than the
values of € and & — which have upper bounds based on simple accuracy criteria. A possible downside
is that Direct will potentially require a large number of samples - partially due to those upper bounds
on € and §. In this study the sampling function is straight forward, and fast, wherefore it will not
affect the time for any algorithm noticeably. Should the problem be such that the sampling function is
more costly (in terms of time, memory, or other cost measures), the high number of samples required
by Direct would make it very slow.

Another downside with this algorithm is that it does not distribute the samples according to
received rewards from sampling, since it allocates all the budget of samples equally to all statistics
from the start. This means that in cases where, for example, there are a few statistics that clearly
have higher rewards than all other statistics while the difference in reward is small around the kth
best statistic, Direct will “waste” some of its sampling budget on the few very good statistics (which
clearly have higher rewards than most other arms) instead of allocating more sampling to statistics
with rewards close to the kth best statistic. Lastly, Direct will require to use all its sampling budget
and therefore have a tighter complexity bound, so the sampling complexity is rather ©(Zlog2(%))
than O(%log2(%)) which is also mentioned in [9].

2.3.2 Halving

The Halving algorithm divides the process of sampling arms into R rounds. After each round, the
top half statistics with highest mean reward to the next round. This continues until the R rounds are
completed, except for the last round where the top k statistics are chosen as the set of best statistics.
As described in Algorithm 5, the values of € and § are decreasing between each round. This means
that the error tolerance of true mean reward (e) between two rounds is decreasing between each round
(1) and the probability of meeting that error criterion (1 — d) is increasing between each round.

On a more concrete level, for round ! with parameters ¢; and ¢;, Halving guarantees (with proba-
bility at least 1 — ¢;) that the kth best statistic in S} is not better than the kth best statistic in S;4;
by more than ¢;. Thus, the top k statistics after all rounds are, with relatively high probability and
relatively low error, the true top k statistics. We emphasize “relatively” since it depends on the initial
values of € and J, as well as the difference in mean rewards between statistics and the corresponding
standard deviation of the statistics’ rewards. Kalyanakrishnan et Stone [9] provide a proof that Halv-
ing is (e, k, 0)-optimal with sample complexity @(glogg(g)), which is both lower and looser than the
sampling complexity of Direct.
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Algorithm 5 Halving
Input: m, k, ¢, §, A
Initiate: Sy = A;¢e = ;61 = g
for [ =1 to logz2 (%) do
Sample each arm a [E%ln(%] times, and let r, be the mean reward for arm a
: ,

Choose top % arms for the next round
Set €l+1 = %6[, and 6l+1 = %51
end for
Output: Return Sy, (m)41

One of the pros of Halving is that it is also relatively easy to understand. It is an improvement
against Direct due to its lower sampling complexity, as well as its allocation of samples that are dis-
tributed more to the statistics with higher observed mean rewards. So Halving is a more “intelligent”
MARB algorithm than Direct, since Halving takes the rewards of the statistics into account when it
allocates more samples each round. A downside however, is that each round, the samples are allocated
to the top half statistics - not the statistics that have highest variance or are closest to the cut-off.
Another downside is that this algorithm also requires a large amount of samples, which is bad in cases
where sampling is expensive. That was not the case in this study, wherefore it was not an issue for
Halving.

2.3.3 Successive Accepts and Rejects (SAR)

The Successive Accepts and Rejects algorithm, also known as SAR, was presented by Bubeck et al.
in [2]. SAR works in rounds: in every round, all available arms (statistics in our case) are sampled
equally, and either the empirically best or worst arm is moved to corresponding sets of accepted or
rejected arms. Once enough arms have been accepted, the algorithms stops and returns these top
arms. The measure used to determine which arm to remove from the pool of arms to sample is called
the gap. After all arms have been sampled, their mean reward is calculated and they are sorted in
order of decreasing mean reward. The gap for the top k arms is calculated as the absolute difference
in reward against the k£ + 1th arm. Equivalently, the gap for the bottom m — k arms is calculated
as the absolute difference in reward against the kth arm. Naturally, the biggest gap occurs for the
currently observed best or worst arm. Since SAR has the total budget as a hyper parameter, the
sample complexity is pretty straight forward O(B)

Algorithm 6 SAR

Input: m, k, R A, B
Initiate: U =A; S={}; R =1+3f'(d)
for R — 1 rounds do
_ __ B-R
Nr = R(RT1=r
Sample each arm a in U, n, — n,_1 times, and let r, be the mean reward for arm «a
H = {top k arms}, L = {bottom m — k arms }
Let ry and rg41 denote the mean rewards of the currently observed kth and k + 1th best arms
gapg, =Tq —Tpr1 Va € H
gap, =1 —1re Va €L
if arm a with highest gap is in H do
S=8SU{a}
end if
U=U\{a}
end for
Output: Return S
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A main strength of SAR is that it keeps the statistics close to the cut-off for more rounds, allowing
more sampling of these statistics. SAR continuously uses the results of sampling to determine where
to not sample, thereby allocating sampling more efficiently than for example Direct or Halving. The
confidence that the chosen top k arms are the true top k statistics is thus relatively high with SAR.
Secondly, SAR does not need to use its entire sampling budget, since the algorithm stops as soon
as the top k statistics have been determined. So SAR needs at least k rounds of sampling (in the
case where the top statistics always have the biggest gap and are therefore accepted), and at most
m — k rounds of sampling (in the case where the worst statistics always have the biggest gap and are
therefore rejected until & arms remain).

One downside with SAR is that it must accept or reject an arm each round, even if there is
high uncertainty regarding how many. Another downside is that in the event of m >> k, SAR will
require multiple rounds to reject obviously bad statistics but still distribute it sampling budget to the
statistics that are obviously sub-optimal. In such cases, it will spend seemingly needless big parts of
the budget and require more time to find the top k statistics. One algorithm that has a way to go
around this is the Racing algorithm, presented in Section 2.3.5.

2.3.4 OCBA,,

The Optimal Computing Budget Allocation (OCBA) was firstly introduced in 1997 by Chen et al., and
was developed into OCBA,,, in 2008 by Chen et al. [4]. Just like SAR and Halving, the OCBA,,, works
in rounds and allocates sampling of arms depending on the observed reward of the statistics. However,
OCBA,, also takes the variation of the statistics’ rewards into consideration when allocating sampling.

The user of OCBA,, specifies a maximum budget B, an initial sampling of each arm ng, and how
many samplings to distribute each round A, from where it follows that A is a multiple of B — ngm.
The algorithm starts with allocating ng samplings to each statistic, and calculating the statistics’
corresponding mean reward r, and standard deviation std,. It then distributes A samplings to all
arms, proportionally to % and re-iterate until the budget B is met. At the end OCBA,, returns
the top k statistics with highest empirical mean reward. Since OCBA,,, uses up the entire sampling
budget, which is a hyperparameter, the sample complexity of OCBA,, is simply O(B). Note that the
sample complexity is not directly dependent on m or k, but the budget B naturally needs to increase
proportionally to m.

Algorithm 7 OCBA,,

Input: m, k, B, A, ng, A
Initiate: Pull each arm ng times, set #simulations = ng X m, and calculate r,, std, V a € A
while #simulations < B do
Distribute A pulls to the m arms proportionally to
Draw each arm a according to its allocated pulls
Calculate r,, std, Va € A
#simulations = #simulations + A
end while
S = {top k arms}
Output: Return S

std,
Ta

In this study, the rewards for all statistics are negative, and so the distribution of samplings be-
comes proportional to the absolute relation between a statistic’s variance and observed mean reward.
This practically means that OCBA,,, distributes its budget of samplings to the statistics that have
either high variance or high observed mean reward, compared to other statistics - i.e. the sampling
is concentrated to the statistics that have either high reward uncertainty or high mean reward (or
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both). In a typical MAB problem, such allocation of sampling is big upside since OCBA,,, both
explores the options with high uncertainty and exploits the options with high rewards. The upside
with OCBA,, for this study is of course that it explores sampling regions of uncertainty - even though
some sampling is allocated to statistic’s just because they have high mean rewards. The latter part is
a downside, since the use of the MAB algorithms in this application is entirely an exploration problem.

There are a couple of downsides with OCBA,,, however, in terms of the need to identify proper
hyperparameters. Firstly, the user has to determine ng. Chen et al. do state that ng > 5 and they use
ng = 20 - but this is very dependent on the problem and budget limitations at hand. Furthermore,
the user also has to specify A, which also becomes a task when the behaviour of the statistics is
unknown beforehand. The number of times the algorithm needs to calculate the allocation of samples
is proportional to Z=2e™  Therefore, choosing a too small A will be computationally heavy, since
the algorithm would need to calculate the allocation of samples many times. On the other side of the
spectrum, a too big A would push OCBA,,, towards a uniform distribution of samples, as in Direct.

2.3.5 Racing

The Racing algorithm was first introduced by Maron et Moore in 1997 and extended in 2009 by
Heidrich-Meisner et Igel [6]. Racing allocates sampling to statistics in rounds. In every round, a
Hoeffding confidence (Eq. 6) is calculated for every statistic in the available pool of statistics. The
u; in Eq. 7 corresponds to the number of undetermined arms in round 4. If a statistic a’s calculated
lower bound of reward is higher than m — k other statistics’ upper bounds, statistic a is chosen as one
of the optimal arms, and not sampled again. Equivalently, if a statistic a’’s calculated upper bound of
reward is lower than k other statistics’ lower bounds, statistic a’ is determined sub-optimal and not
sampled again.

C(Ilifeffding _UB. - LBa|\/log(2nb,¢2).— log(6) (©)
, i
1—1
j=1

Racing then continues until k£ optimal statistics have been determined or until it reaches its max-
imum allowed number of rounds R, whichever happens first. The sampling complexity of Racing is
therefore O(Rm). There is however no lower bound on the sample complexity, which is why Racing
has the potential of being the fastest algorithm, given good hyper parameters.
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Algorithm 8 Racing

Input: m, k, ub, Ib, R, 9, S
Initiate: i =0; UB, =ub, LB, =1bVac A; S=D={};;U=A
while |S| < k and i < R do
Pull each arm a € U, and let 7, be the observed mean reward for arm a
cé{ ; = Hoeffding confidence for arm a during round ¢
LB, = max(LBgy,rq — Cq)
UB, =min(UBg,7q + ¢q)
if LB, > UB, for m —k — |D| arms ¢’ do
S=8SU{a},U=U\{a}
else if UB, < LB, for k — |S| arms o’ do
D=DuU{a},U=U\{a}
end if
i=i+1
end while
Output: Return S

One advantage of Racing is that it can determine multiple arms as optimal or sub-optimal in one
round, making it possible to stop sampling once all top k arms have been determined. Another rather
obvious upside is that the budget is allocated to the statistics that have either high variance or are
close to the cut-off. Racing therefore has high confidence of finding the true top k statistics, given
that it finds k statistics - which brings us to one of it’s disadvantages: It is possible for Racing to
finish without returning k statistics, if the bounds of statistics left in the pool overlap.

Another downside is, that Racing requires the user to specify multiple hyperparameters, such as
the initial lower and upper bound for all statistics, and the maximum number of rounds. It is self
explanatory that the lower and upper bounds should cover the range of rewards the statistics yield,
which can be hard to know beforehand. As for the number of rounds, increasing R improves chances
of finding all top k statistics, but the confidence is proportional to R - in addition to depending ub
and [b - and so a larger R requires more time to compute the algorithm. Moreover, as R increases,
the sampling distribution becomes more similar to the uniform distribution in the Direct algorithm.

3 Experimental Setup

In this section we describe the set-up used to examine and compare the seven algorithms on the
problem of selecting the top k summary statistics. We describe the data and simulators used, how
the algorithms were tested, how the results were evaluated, and other aspects of the experimental set
up that could be needed to repeat the experiments. All code was written in Python 3.

3.1 Data

As a test problem, we consider a stochastic biochemical reaction network that was proposed as a
genetic oscillator by Vilar et. al. [16]. The simulation model is implemented in the GillesPy Python
package [1]. The Vilar model consists of 9 species undergoing 15 biochemical reactions.

Along with Vilar we had uniform distributions of the 15 parameters of reaction rate constants,
which constitutes our prior (). Sampling from these distributions therefore corresponds to sampling
parameters from a prior. We also had a specific set of parameters that corresponds to an observed
initial state 6*. We used 6* as input parameters to Vilar to simulate 50 time series (from now some-
times referred to as trajectories), and looked only at the 50 trajectories corresponding to one of the
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9 proteins (denoted protein A). 788 real scalar values of summary statistics were extracted from each
trajectory, by using the TSFRESH python package [5]. This was our observed data set (OD). It is
important to point out that many of the 788 statistic had nan (not a number or undefined) values
given the nature of those statistics. The number of non-nan statistics depended on how many time
steps we allowed to be simulated with Vilar, see Section 3.4 for further information on that. There
was a total of 6 sets of OD and SD with varying trajectories, n;, and number of time steps used
when simulating the time series, ng, with the following values: n; = 50,100; ng = 15,150, 1500. The
experiment was executed in two steps: First the algorithms were tested on the problem of choosing
sets of k optimal statistics, then these results were evaluated by the mean absolute error between the
posterior of ABC-rejection and the observed initial parameters.

3.2 Testing

In order to make the test setup applicable for the MAB algorithms, as well as more efficiently executed,
we pre-generated our simulated data. This was done by sampling from the prior and get a parameter
set 6;, which was used 50 times to generate time series with Vilar and use those time series to get
a 50x788 array containing simulated data points, the same way we constructed our OD. The value
of the 50 trajectories was averaged for all 788 statistics so that a 1x788 array corresponding to the
average statistic values for those input parameters was left, see Figure 1. The reason for simulating
multiple time series with the same set of parameters was to account for randomness in the simulator.
This process of constructing simulated data was repeated n; times so that our simulated data set (SD)
became a n; x 788 matrix of n; averaged simulated data points for each statistic.

When testing the MAB algorithms on the subset selection problem, OD and SD were the two data
sets that were used to calculate the reward for choosing a statistic s. Since each summary statistic
is describing a unique property of the time series, the range of values that a statistic can have varies
depending on what statistic it is. Thus we normalized the values of the statistics in OD and SD by
subtracting the mean observed scalar value of the respective statistic from each data point and divide
by the standard deviation of the values of said statistic. The idea behind the normalization was to
make the value of the statistics comparable, regardless of the nature of the statistics. Let ODy and
SDy denote the normalized data sets. The reward of a statistic s was then given by the negative
absolute distance for a randomly chosen trajectory in ODy and SDpy. Therefore, the higher the re-
ward, the smaller the difference between simulated and observed data, and thus the more informative
statistic. Figures 1 and 2 illustrate how the data was generated.
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n The Vilar Model
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Figure 1: Illustration of how one row of summary statistic values was generated. We sample from
our prior () and get a set of input parameters 6;. Vilar uses 6; 50 times to generate 50 time series.
A 1x788 vector of summary statistic values is extracted from each time series with TSFRESH. The
extracted values of all statistics are averaged into a 1x788 vector. See Figure 2 for how the process
follows.
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Figure 2: Illustration of how multiple rows of summary statistics valued were processed to form our
data set. The process in Figure 1 was repeated n; times and together formed a n; x 788 matrix.
All statistics containing nan values and statistics with variance or median 0 were removed so that m
statistics were left. The values of these statistics were normalized to form the final generated data set
SDy.

When implementing ME and AS, the proper way would be to sample input parameters from the
prior, simulate a time series, extract summary statistics and then accept the set of input parameters if
the absolute difference between simulated and observed data is smaller than a threshold epsilon. This
is the same process that is described in Section 2.2. However, as the process of simulating a time series
and extracting features is very time consuming, we adjusted the ABC-rejection process in order to be
able to execute the algorithms within reasonable time frame. Since the MAB algorithms were using
the pre-simulated sets ODy and SDy, it would also not be an apple to apple comparison in terms of
time needed to finish the subset selection task. Therefore, we have adjusted the ABC-inference part
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in ME and AS so that the ABC-inference process is the following;:
1. Sample 0; ~ 7(0)

2. From the simulated data set, choose the j = 5 trajectories for which the corresponding 6; has
smallest Euclidean distance to the sampled 6;

3. Let = be the vector of average values of those 5 simulated trajectories for a set of statistics
4. Accept 0 if |z —2*| < ¢
5. Repeat until n accepted 6; found

The set of 8; received from the process above were then used as input for calculating entropy in ME
and deciding sufficiency in AS. The reason for choosing multiple (5) trajectories in step 2. above is
to account for stochasticity of the Vilar model. The adjusted ABC-inference is in this report referred
to as the “vanilla ABC”.

Let m be the number of statistics without nan-values, median value 0 or standard deviation 0. Let
also k =1,2,4,10,25,50 denote the the number of required top statistics, while Sy, and Sy denotes
the corresponding set of all possible statistic and the set of most informative statistics respectively
such that Sy C Sy,. All MAB algorithms and ME were tested on the problem ”from Sy, find Si”,
from now denoted "™ C}”. Note that the ME results from k& > 1 comes from an alternative implemen-
tation of ME, see Section 1. The MAB algorithms and ME repeated the task of ™C}, five times for
each value of k to account for randomness. Since AS is designed to find the smallest subset with suffi-
cient information, we can not specify k& when using AS. Nevertheless, the AS algorithm also repeated
the corresponding task of finding a sufficient set of statistics five times. The entire process in this
paragraph was repeated for all combinations of n; and ns (50/15, 50/150, 50/1500, 100/15, 100/150,
100/1500).

Along with the resulting sets of optimal statistics, we also recorded how long time it took the
algorithms to complete the ™, task. This is the time presented in Section 4, not the time needed to
validate the test results, see next section.

3.3 Evaluation

When all algorithms had been tested on the subset selection problem, their respective results were
evaluated by performing ABC. Input parameters were sampled from the uniform prior and used to
simulate time series with Vilar, from which summary statistics were extracted. The criteria for ac-
cepting a set of input parameters to the posterior was then given by the Euclidean distance between
the simulated data and the observed data for those statistics that the algorithms had chosen in the
test section. The mean absolute error (MAE) between the resulting posterior 8 and the the observed
initial parameter setting 6%, was used as measure for how well the chosen statistics were. This process
was repeated five times for each test result, resulting in a total of 25 iterations for each ™C}. The
mean MAE (MMAE) of those 25 iterations of ABC-rejection represents the error for the algorithms’
performance on the problem "Cj. The MMAE and corresponding standard deviation of MMAE for
all our tests are presented in Section 4. There is only one error value for the AS algorithm since it
can not be specified for the ™C} problem, as stated previously.

3.4 Other Implementation Details

In this section we discuss special circumstances of this experiment, such as statistics used, parameter
settings as well as time and trial limits. We have removed all statistics where at least one trajec-
tory has yielded a nan-value for that statistic, or if the statistic’s values have variance or median
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0. The reason for removing nan-features is to make the algorithms work more smoothly and it does
not affect the significance of the results notably. We removed all statistics with variance 0 because
these statistics are obviously non-informative. The same argument holds for removing statistics with
median 0 - the distance between the observed and simulated data for such a statistic would mostly be
0 regardless of input parameters, and therefore we do not gain any information from that. This is not
a bullet proof method of removing non-informative statistics, but was but chosen for practical reasons.
In simulations where ns; = 15, we could extract 248 summary statistics which fulfilled the criteria.
Consequently, ng = 150 and ngy = 1500 yielded 567 and 662 viable summary statistics respectively.
These three values correspond to the m in ™Cy.

In order to make ME and AS practicable we had to put a limit of 1h to find an optimal subset,
given that the MAB algorithms usually required seconds to find the & most informative statistics.
Since AS requires more ABC-rejection samplings given the its nature of adding and removing statis-
tics throughout the process, we also put a limit of 10,000 trials to find a posterior for any given set of
summary statistics, so that it has time to test all statistics for sufficiency - or as many as possible. In
cases where a posterior could not be found within 10,000 trials, the result of the sufficiency test was
deemed as not sufficient information added.

As for parameter settings, we started with the Direct algorithm and set ¢ = 0.1 and § = 0.05,
which means that the resulting mean rewards for each statistic calculated by the algorithm will with
95% probability not deviate more than 10% from the true mean rewards. This corresponded to a
budget of roughly 1 million samplings. The parameter settings of the other MAB algorithms were
adjusted so that the total budget for all MAB algorithms was approximately 1 million samplings.
Remaining hyperparameters were set after some initial testings, but the hyper parameter settings
were not optimized. The observed parameter setting and the prior were:

e Direct: e =0.1; 6 = 0.05

Halving: ¢ =1; § = 0.05
e SAR: R =1,000; B = 1,000,000
e OCBA,,: B =1,000,000; A =100,000; no = 10

Racing: b = —5; ub = 0; R = 1000; 6 = 0.05

The prior of each of the 15 parameters were given by uniform distributions within certain intervalls
corresponding to:

ax €[30,70], o €[200,600], ag€[0,1], af€[30,70], Ba € [30,70],
,@RE[I,IO], Ona € [1,12], 5MR€ [ ,1], 0a € [0,2], 536 [0,0.5],
va €[05,15], ~r€[05,15, veel[L3], 6.€[30,70], 6, € [80,120].

where a4 is the prior of the first parameter, o is the prior of the second parameter, and so on.
The parameters for the observed data were given by the approximate center of these intervalls, as
given by Eq. 8.

6* = [50.0,500.0,0.01,50.0, 50.0, 5.0, 10.0, 0.5, 1.0, 0.2, 1.0, 1.0, 2.0, 50.0, 100.0] (8)

4 Results

To validate the performance of all seven algorithms, we used ABC-inference to infer the posterior
given a distance criterion based on the specific statistics that the algorithms chose for each problem of
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M. The posterior consisted of 30 accepted sets of input parameters. We calculated the mean aver-
age error (MAE) between these 30 accepted 6 and our observed input parameter §*. Each algorithm
repeated the "}, task five times for each data set and each value of k, and each of those five results
were validated with ABC-inference 5 times, resulting in 25 posteriors with 30 accepted thetas in each
posterior for any task of ™Cy. All these 25 posteriors yielded their own specific MAE. The mean of
these 25 MAE is denoted as MMAE when we present the results and the standard deviation of these
25 MAE is used as error margin. So every algorithm had one value of MMAE and corresponding error
margin for each value of k for each data set, see Tables 3 to 8.

When we look at general trends across various data sets, values of k, or algorithms, we present
the average of all MMAE for these general groups as ” Average MMAE”, and the corresponding error
measures are then the average standard deviations of the MMAE. This is to present how well the
algorithms perform on average and their respective average error margin. We have also measured the
time needed for the algorithms to complete the task of ™. Since the task was repeated five times,
the average of these five times is what we have presented as well as the standard deviation of these.
When we look at the average time needed across values of k or data set, we present the average of
all recorded times with the standard deviation of all those recorded times - not the average standard
deviation of the recorded times as we have done with MMAE. This is why the presented average
standard deviation of MMAE is more consistent than average standard deviation of recorded times,
See Figures 3 to 6.

4.1 Key Takeaways

In this section we present the performance of the algorithms on the problem of ™C}, with varying
m and k. Before going into detail about how each of the algorithms performed on each data set, we
would like to present a few key takeaways from the results, namely:

1. All MAB algorithms performed at par with AS and ME in terms of MMAE
2. All MAB algorithms were considerably faster than AS and ME
OCBA,, had lowest MMAE on average, across all cases of "Cy,

=~ W

OCBA,, was the algorithm that most often yielded lowest MMAE
5. The ranking of all algorithm performances are within the error margin of one standard deviation

6. There was a clear indication that smaller k yielded lower MMAE

As shown in Figure 3 and 4, the general performance of the MAB algorithms are at par with
the two established subset selection algorithms, ME and AS, in terms of MMAE. We can further
see that OCBA,, yielded lowest MMAE on average (7.91), while Racing yielded highest MMAE
on average (8.43). These performance measures are however within the error margin of respective
algorithms average standard deviation (1.51 and 1.39 respectively). It is noteworthy that ME could
only complete the task of ™C} when k = 1, because the computational complexity is proportional to
(7:) We have however tested ME on larger values of k£ by looking at the individual entropy of each
statistic and choosing the k statistics with individually lowest entropy.

22



[*)} ~
L

W
1

B Average

MMAE
o

B Average Stdev

ME AS  Direct Halving SAR OCBA Racing

Figure 3: The average MMAE and standard deviation of all algorithms across all data sets and
combinations of "Cy. The average performance of all algorithms are within the error margin and
one can therefore not definitely conclude that any one algorithm performed better than any other one
algorithm regardless of data set.
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Figure 4: Average MMAE of all algorithms across all data sets and combinations of " C} with corre-
sponding standard deviations, magnified.

The MMAE presented in all figures and tables is the recorded mean absolute error between the
observed input parameters 6*, see Eq. 8, and the posterior yielded from ABC-inference with statistics
chosen by the algorithms. When determining how good the algorithms perform, we also compared the
number of times that each algorithm was the best, second best, and third best algorithm in terms of
lowest MMAE. The result of that analysis is presented in Table 1. Note that since AS only gave one
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resulting MMAE for each data set instead for each ™CY, we have chosen to count double for when AS
was among the fastest algorithms. That is why the sum of all counts does not add up to 108, which is
the top 3 placements times the the 6 values of k times the 6 data sets, in Table 1. In Table 2, one can
see how the count is presented when we consider AS as a flexible algorithm that competes against all
™, results.

Table 1: Number of times in total that each algorithm yielded lowest, second lowest and third lowest
MMAE, excluding the effect of AS being among the top 3 algorithms.

Best algorithm  2nd best algorithm 3rd best algorithm Total among top 3

ME 4 5 1 10
AS 4 7 2 13
Direct 2 8 8 18
Halving 4 6 11 21
SAR 5 5 5 15
OCBA,, 15 6 4 25
Racing 7 5 7 19

Table 2: How many times in total that each algorithm yielded lowest, second lowest and third lowest
MMAE, including the effect of AS being among the top 3 algorithms.

Best algorithm  2nd best algorithm  3rd best algorithm Total among top 3

ME 4 2 4 10
AS 4 7 2 13
Direct 2 6 6 14
Halving 4 3 11 18
SAR 4 4 5 13
OCBA,, 14 6 3 23
Racing 5 7 5 17

As for the execution time, the MAB algorithms executed the task of ™CYy in fractions of the time
that ME and AS needed, despite restrictions on number of trials to construct posterior and total time
spent on finding the subsets. This is illustrated in Figure 5. Note that despite the time difference
between the MAB algorithms, the biggest difference is found against the subset selection algorithms.
When solely comparing the MAB algorithms against each other in terms of time, see Figure 6, we see
that OCBA,,, was both the fastest and most stable algorithm. On the other hand, Halving and SAR
were much faster under certain circumstances. Halving required much more time for small values of
k but was by far the fastest for big values of k. SAR on the other hand became slower for data sets
where ng were higher.
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Figure 5: Time in seconds needed for all algorithms to complete the ™, task on average, across all
data sets and all values of m and k. This shows that the subset selection problems are magnitudes
slower than the MAB algorithms. Therefore, any one MAB algorithm with similar MMAE as the
subset selection algorithms would be a significant improvement of the task of finding informative
summary statistics subsets.
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Figure 6: Time in seconds needed for the MAB algorithms to complete the ™C}, task on average,
across all data sets and all values of m and k. OCBA,,, and Direct were on average the two fastest and
most time stable algorithms, while Halving and SAR had a bigger range of time needed to complete
the task of " C}.
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4.2 Detailed Results

When comparing how the algorithms performed depending on the value of k, we found that all
algorithms on average yielded lower MMAE for smaller k, but the MMAE stopped increasing between
k = 4 and k = 25 before continuing growing after & = 25. This is presented in Figure 7. We also
found that the algorithms yielded lower MMAE when more time steps were used in the time series
generations, as presented in Figure 8. The number of statistics that AS deemed sufficient were on
average 2.40, and AS succeeded to complete the task of finding sufficient statistics in 95% of the cases.
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Figure 7: Average MMAE across all algorithms and all data sets, depending on the value of k. We
see that ABC-inference grew proportionally to the number of statistics used, except from the region
around k = 4 to k = 25, where the difference in MMAE was insignificant.
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Figure 8: Average MMAE across all algorithms and all values of k, depending on the values of n;/n;.
We see that the MMAE on average declines with the number of time steps used to generate the time
series, while the number of trajectories did not effect the performance notably.
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In Tables 3 to 8, we can see that the time needed for SAR and Racing to complete the " C}, tasks
increases linearly with the value of ng, which explains the relatively large standard deviations shown
in Figure 3 and 4. The time needed for Halving to complete the ™, task depends on the other solely
on the value of k. The bolded values in Tables 3 to 8 are the lowest yielded MMAE and times for

each case of k.

Table 3: MMAE and time in seconds for the algorithms to complete the " C}, task with varying values
of k. n; = 50 and ny, = 15. Racing had lowest overall MMAE on this data set and was the fastest
algorithm, second to SAR.

k=1

k=2

k=4

k=10

k=25

k =50

MMAE = 8.44 £+ 1.20

MMAE = 7.73 + 1.22

MMAE = 8.62 + 1.24

MMAE = 8.86 &+ 1.04

MMAE = 891 + 1.34

MMAE = 9.46 £+ 1.14

ME Time = 162.27 £+ 4.67 Time = 158.93 + 7.59 Time = 162.00 + 6.37 Time = 158.83 + 9.43 Time = 158.41 + 6.86 Time = 173.01 + 12.92
AS MMAE = 8.22 4+ 1.54
Time = 1165.26 £ 298.59
Direct MMAE = 7.52 + 1.47 MMAE = 8.13 + 1.53 MMAE = 8.96 + 1.28 MMAE =791 + 1.18 MMAE = 9.05 + 1.12 MMAE = 8.89 + 1.15
Time = 5.30 £ 0.07 Time = 5.24 + 0.00 Time = 5.24 + 0.00 Time = 5.26 + 0.05 Time = 5.23 + 0.01 Time = 5.26 &+ 0.05
Halving MMAE = 8.04 + 1.44 MMAE = 8.40 + 1.22 MMAE = 8.60 + 1.65 I\;MAE =8.22+1.35 l\r;MAE =844 £ 1.31 M'MAE =9.18 £ 1.35
Time = 35.00 £ 0.32 Time = 20.36 + 0.77 Time = 11.76 + 0.64 Time = 7.21 + 0.47 Time = 2.70 &+ 0.45 Time = 1.56 &+ 0.00
SAR MMAE = 7.41 + 0.96 MMAE = 7.82 + 1.04 MMAE = 8.51 + 1.48 MMAE = 8.84 + 1.36 MMAE = 8.57 + 1.12 MMAE = 8.92 + 1.28
Time = 0.76 £ 0.14 Time = 0.63 £+ 0.06 Time = 0.59 + 0.00 Time = 0.59 + 0.00 Time = 0.59 + 0.00 Time = 0.59 + 0.00
OCBA-m MMAE = 8.48 + 1.43 MMAE = 8.80 + 1.10 MMAE = 8.70 + 1.27 MMAE = 8.95 + 1.33 MMAE = 8.65 + 1.32 MMAE = 8.98 + 1.87
Time = 7.93 £ 0.70 Time = 7.39 + 0.14 Time = 7.46 = 0.21 Time = 7.46 + 0.12 Time = 7.05 + 0.17 Time = 7.48 + 0.49
Racing MMAE = 8.00 + 1.34 MMAE = 8.16 + 1.62 MMAE = 7.77 £ 1.68 MMAE =7.76 + 1.36 MMAE = 8.34 + 1.35 MMAE = 8.76 + 1.41
i Time = 2.98 £ 0.05 Time = 3.12 + 0.08 Time = 3.26 + 0.04 Time = 3.36 = 0.02 Time = 3.59 + 0.02 Time = 3.66 + 0.02
Table 4: MMAE and time in seconds for the algorithms to complete the ™Y}, task with varying values
of k. n, = 50 and ny = 150. OCBA,, had lowest overall MMAE on this data set. SAR was the fastest
algorithm.
k=1 k=2 k=1 k=10 k=25 k =50
ME MMAE = 8.03 + 1.44 MMAE = 854 + 1.73  MMAE = 7.96 + 1.25  MMAE — 834 + 1.42  MMAE = 840 + 1.34  MMAE = 7.97 £ 1.16
Time = 546.13 + 35.28  Time = 547.22 + 15.45 Time = 493.17 + 50.57 Time = 452.03 + 8.30  Time = 450.06 + 4.71  Time = 447.26 + 3.41
AS MMAE = 8.40 + 1.20
Time = 1929.58 + 874.10
Direct M'MAE =7.43 + 1.42 MMAE =774+ 1.18 M.MAE =777+ 1.87 M.MAE =818 + 1.34 MMAE =896 + 1.24 MMAE =9.65 + 1.01
Time = 9.06 &+ 0.02 Time = 9.04 &+ 0.01 Time = 9.03 = 0.01 Time = 9.05 = 0.01 Time = 9.30 &+ 0.46 Time = 9.40 &+ 0.45
Halving MMAE = 8.07 £+ 1.13 MMAE = 7.92 + 1.56 MMAE = 7.79 + 1.29 MMAE = 7.01 + 1.54 MMAE =17.34 £ 1.45 MMAE = T7.56 + 1.42
Time = 35.71 + 0.14 Time = 21.02 £ 0.12 Time = 12.07 £ 0.02 Time = 7.39 &+ 0.02 Time = 2.97 &+ 0.00 Time = 2.21 £+ 0.00
SAR MMAE = 8.68 + 1.36 MMAE = 8.48 + 1.50 MMAE = 8.16 &+ 1.55 MMAE = 8.71 &+ 1.41 MMAE = 8.71 + 1.20 MMAE =832 + 1.40
Time = 4.13 + 0.04 Time = 4.11 + 0.01 Time = 4.11 + 0.01 Time = 4.11 + 0.01 Time = 4.10 + 0.02 Time = 4.08 + 0.02
OCBA-m MMAE = 7.64 £+ 1.61 MMAE = 7.32 + 1.46 MMAE = 7.29 + 1.17 MMAE = 7.29 + 1.24 MMAE = 8.00 + 1.73 MMAE = 7.19 + 1.35
Time = 7.77 £+ 0.16 Time = 7.70 &+ 0.07 Time = 7.73 + 0.10 Time = 7.78 4+ 0.08 Time = 7.72 £+ 0.06 Time = 7.78 + 0.13
Racing MMAE = 7.68 £+ 1.21 MMAE = 8.31 + 1.32 MMAE = 8.96 + 1.35 MMAE = 8.35 + 1.18 MMAE =792 + 1.44 MMAE = 7.52 4+ 1.42

Time = 10.73 + 0.41

Time = 11.10 £ 0.19

Time =11.24 & 0.14

Time = 11.63 + 0.05

Time = 11.96 + 0.05

Time = 12.25 + 0.05
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Table 5: MMAE and time in seconds for the algorithms to complete the " C} task with varying values
of k. ny =50 and ns = 1500. OCBA,,,had lowest overall MMAE on this data set, followed by Racing.
OCBA,,was also the fastest algorithm on average, while SAR and Racing were considerably slower
than the other MAB algorithms. Many algorithms had relatively high standard deviation of their
recorded MMAE for this data set.

k=1 k=2 k=4 k=10 k=25 k=50
ME MMAE = 8.47+ 1.89 MMAE = 8.06 + 2.68 MMAE = 8.63 = 2.39  MMAE = 8.16 & 3.16  MMAE = 7.20 & 240  MMAE = 8.76 & 2.59
Time = 563.51 + 2.85 Time = 558.33+ 5.89  Time = 566.154+ 1542  Time = 568.654& 7.00  Time = 562.63+ 11.17  Time = 546.37+ 3.66
AS MMAE = 8.88 + 1.92
Time = 2021.71 + 945.58
Direct MMAE = 8.05 + 1.85 MMAE = 8.09 + 2.04 MMAE =838 £ 1.09  MMAE = 7.54 &+ 3.06 MMAE = 7.38 & 2.54  MMAE = 8.19 & 2.87
Time = 9.74 £ 0.01 Time = 9.77 + 0.01 Time = 9.79 = 0.02 Time = 10.04 £ 0.52  Time = 9.80 % 0.01 Time = 9.91 %+ 0.01
Halving  MMAE = 782 £ 1.76 MMAE = 8.33 £ 2.06 MMAE = 7.45 + 2.16 MMAE = 7.78 £ 2.79  MMAE = 8.15 + 2.33  MMAE = 8.02 & 2.42
Time = 36.594 2.01 Time = 19.89 + 2.01  Time = 11.61 & 0.07  Time = 7.56 + 0.06  Time = 2.95 &= 0.03  Time = 2.20 %+ 0.01
SAR MMAE = 9.02 + 1.10 MMAE = 8.73 + 2.22 MMAE = 854 = 2.14  MMAE = 7.77 & 2.66  MMAE = 801 & 1.97  MMAE = 8.37 & 2.02
Time = 26.1 & 1.48 Time = 25.56+ 1.26 Time = 25.22+ 0.36 Time = 26.01+ 1.48 Time = 25.20 + 0.56  Time =25.51 + 1.07
OCBA MMAE=6.98= 118 MMAE=7.69 £ 1.35 MMAE =702 £ 181 MMAE =803 £233 MMAE =700 £226 MMAE = 7.73 £ 3.23
Time = 7.49 + 0.03 Time = 7.48 4 0.03  Time = 7.50 & 0.03  Time = 7.78 & 0.39 Time = 7.48 + 0.05 Time = 7.52 + 0.05
Racing  MMAE =749 £ 2.10 MMAE = 807 £2.35  MMAE =805 £222 MMAE = 7.6 £ 201 MMAE = 7.09 £ 3.59 MMAE = 7.52 & 2.81
Time = 19.93 + 0.68 Time = 19.94 + 0.57  Time = 20.47 + 0.35  Time = 21.34 £ 0.23  Time = 22.28 £ 0.82  Time = 22.36 & 0.11
Table 6: MMAE and time in seconds for the algorithms to complete the ™ C}, task with varying values
of k. ny =100 and ny = 15. OCBA,,,had clearly lowest overall MMAE on this data set, followed by
Halving. SAR was the fastest algorithm by far.
k=1 k=2 k=4 k=10 k=25 k=50
ME MMAE = 7.66 + 1.27 MMAE = 827 + 1.18 MMAE =834 + 1563 MMAE =887 + 1.37  MMAE = 8.60 = 0.96  MMAE = 9.10 + 1.46
Time = 268.26 + 3.33 Time = 272.05 + 7.50  Time = 270.37 & 2.95  Time = 266.05 &+ 1.77  Time = 267.05 + 2.58  Time = 267.55 & 2.74
AS MMAE = 8.15 + 1.74
Time = 1409.69 + 565.22
Direct MMAE = 891 £ 0.96 MMAE =825 £ 1.21  MMAE =825+ 107 MMAE =848+ 143 MMAE =875+ 1.30 MMAE = 870 & 1.06
Time = 5.21 £+ 0.01 Time = 5.63 + 0.78 Time = 5.19 %+ 0.00 Time = 5.18 &+ 0.00 Time = 5.21 + 0.05 Time = 5.19 £+ 0.01
Halving  MMAE = 7405 115 MMAE =813 £1.30 MMAE =810+ 127 MMAE =827+ 131 MMAE = 8.02 £ 1.47 MMAE = 855 & 1.33
Time = 51.57 + 0.89 Time = 28.96 £ 0.03 Time = 17.59 £ 1.05 Time = 9.67 &+ 0.01 Time = 3.34 + 0.00 Time = 2.16 £+ 0.01
SAR MMAE = 7.62 £ 1.19 MMAE = 831 + 1.48 MMAE =861 + 1.36 MMAE = 9.02 + 1.64 MMAE = 0.15 = 1.09  MMAE = 9.98 + 1.20
Time = 0.65 + 0.00 Time = 0.65 + 0.00  Time = 0.65 + 0.00  Time = 0.65 + 0.00  Time = 0.65 + 0.00  Time = 0.65 + 0.00
OCBAm MMAE=719 £ 117 MMAE =7.32 + 1.38 MMAE =7.35 £ 1.49 MMAE =8.16 £ 1.07 MMAE =861 + 1.31  MMAE = 8.04 £ 1.23
Time = 8.48 + 0.62 Time = 8.54 + 0.47 Time = 8.17 + 0.07 Time = 8.05 + 0.12 Time = 8.06 + 0.08 Time = 8.06 + 0.09
Racing  MMAE = 7745 145 MMAE = 7.79 + 1.37  MMAE =834 + 1.00 MMAE =841 + 1.51  MMAE = 8.65 = 1.13 _ MMAE = 9.20 + 1.18

Time = 3.81 £+ 0.11

Time = 4.00 + 0.11

Time = 4.24 + 0.07

Time = 4.43 + 0.06

Time = 4.66 + 0.04

Time = 4.81 &+ 0.02
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Table 7: MMAE and time in seconds for the algorithms to complete the " CY task with varying values
of k. n; = 100 and ng = 150. This was the data set that many algorithms performed best on, with
SAR, AS and OCBA,,all recording low MMAE. The lowest recorded MMAE across all tests was for
SAR on this data set when k = 4.

k=1 k=2 k=4 k=10 k=25 k=50
ME MMAE = 8.05 + 1.28 MMAE = 857 £ 1.20 MMAE =806 + 1.16 MMAE =8.19 £ 1.30  MMAE = 6.89 + 1.63 MMAE = 8.65 + 1.87
Time = 456.78 + 2.67 Time = 464.59 + 9.63  Time = 461.18 + 9.37  Time = 469.89 & 17.42 Time = 456.65 + 1.78  Time = 454.91 & 3.70
AS MMAE = 7.31 + 1.24
Time = 1752.18 + 849.78
Direct MMAE = 7.97 £ 141 MMAE =804 £ 1.32 MMAE =853+ 130 MMAE =821+ 157 MMAE =760+ 1.52 MMAE = 864 & 1.35
Time = 9.10 £+ 0.01 Time = 9.08 &+ 0.01 Time = 9.08 &+ 0.01 Time = 9.09 &+ 0.02 Time = 9.06 &+ 0.02 Time = 9.03 £+ 0.01
Halving  MMAE =761 & 107 MMAE =705 £ 1.36 MMAE =813+ 120 MMAE =871 + 151 MMAE =867 £ 1.50  MMAE = 857 & 1.30
Time = 51.54 + 0.78 Time = 29.89 £ 0.75 Time = 16.83 £ 0.03 Time = 10.09 £0.02 Time = 3.84 &+ 0.00 Time = 2.71 &+ 0.00
SAR MMAE = 7.41 + 1.51 MMAE = 7.25 + 1.24 MMAE = 6.79 + 1.27 MMAE = 6.88 + 1.06 MMAE = 8.10 = 0.90  MMAE = 9.21 + 1.52
Time = 4.01 + 0.01 Time = 4.01 + 0.02  Time = 4.00 + 0.01  Time = 3.98 + 0.01  Time = 3.98 + 0.05  Time = 3.93 + 0.01
OCBAm MMAE=6.99 £ 1.61 MMAE =752+ 169 MMAE=851+083 MMAE=833+ 18 MMAE=780% 125 MMAE="7.61 + 1.44
Time = 8.03 + 0.34 Time = 7.86 + 0.08 Time = 7.81 + 0.12 Time = 7.89 + 0.07 Time = 7.91 + 0.11 Time = 8.06 + 0.36
Racing  MMAE =872 %129 MMAE = 8.87 £ 1.21 MMAE = 9.19 + 1.47 MMAE =884 + 1.63 MMAE = 9.23 = 1.86  MMAE = 8.69 + 1.68
Time = 14.18 + 0.30 Time = 14.79 £ 0.30  Time = 1552 + 0.08  Time = 16.34 + 0.52  Time = 16.43 = 0.05  Time = 16.75 + 0.07
Table 8: MMAE and time in seconds for the algorithms to complete the " C}, task with varying values
of k. n; = 100 and ns = 1500. OCBA,,,had lowest overall MMAE on this data set and was the fastest
algorithm on average. Many algorithms were very inconsistent in their MMAE, which is why their
standard deviation were as high as half the MMAE in some cases.
k=1 k=2 k=4 k=10 k=25 k=50
NE MMAE = 7.80 + 1.81 MMAE = 7.89 & 2.45  MMAE = 8.05 & 242  MMAE = 8.19 = 2.12 _ MMAE = 8.07 &£ 2.59 _ MMAE = 7.23 + 2.47
Time = 1203.61 & 9.47 Time = 1204.40 &+ 12.32 Time = 1212.69 & 4.48 Time = 1224.90 + 9.20 Time = 1227.18 &+ 11.68 Time = 1217.34 + 10.53
AS MMAE = 9.02 & 2.36
Time = 2236.88 + 1001.98
Direct MMAE = 8.23 £ 155 MMAE = 8.70 £ 1.97  MMAE = 7.95 £ 200  MMAE = 864 £ 285 MMAE = 780 £ 275 MMAE = 8.74 £ 1.98
Time = 9.76 £+ 0.02 Time = 9.76 £+ 0.03 Time = 9.45 £ 0.02 Time = 9.79 4+ 0.01 Time = 9.80 £+ 0.03 Time = 10.43 + 1.43
Halving  MMAE = 810 £ 151 MMAE = 821 + 1.06  MMAE = 8.14 + 1.99  MMAE = 8.11 £ 209  MMAE = 7.99 £ 2.02 _ MMAE = 8.58 + 2.31
Time = 52.16 + 1.10 Time = 30.31 + 1.05 Time = 17.16 & 0.40  Time = 10.25 + 0.04  Time = 3.98 + 0.01 Time = 2.86 + 0.00
SAR MMAE = 7.84 + 1.25 MMAE = 7.42 & 2.25 MMAE = 7.45 = 2.33  MMAE = 852 £ 222  MMAE = 7.61 £ 243  MMAE = 7.56 & 2.75
Time = 24.32 &+ 0.13 Time = 24.22 + 0.25 Time = 24.10 + 0.10  Time = 23.33 £ 0.75  Time = 22.24 £ 0.40 Time = 21.73 % 0.59
OCBAm MMAE =6.73 £ 1.58 MMAE = 7.57 + 2.38  MMAE = 7.32 + 3.01 MMAE = 7.50 + 2.92 MMAE = 8.26 + 2.36 _ MMAE = 9.01 + 2.65
Time = 8.31 + 0.07 Time = 8.37 + 0.08 Time = 8.37 + 0.08  Time = 8.34 + 0.11  Time = 8.40 %+ 0.09 Time = 8.40 + 0.012
Racing  MMAE =859 & 141 MMAE = 8.80 £ 1.93  MMAE = 8.16 = 1.06  MMAE = 7.61+= 2.86  MMAE = 7.73 & 3.03 MMAE = 8.47 & 2.99

Time = 17.85 £+ 1.13

Time = 18.50 £ 0.56

Time = 19.31 £ 0.40

Time = 20.77 £+ 0.13

Time = 21.37 £+ 0.08

Time = 21.85 £ 0.06

5 Discussion

In this section, we go over the results and look at what lessons we can learn from the results. We also
connect the results back to the theory of the algorithms and look at how the method for this project
might have affected the results one way or another. Lastly we suggest next steps for further research
and conclude the thesis.

5.1 Implication of Results

First and foremost, we saw that all MAB algorithms performed at par with our implementations
of AS and ME in terms of MMAE. Secondly, the MAB algorithms are significantly faster then the
subset selection algorithms. These two results are the most important findings, since they suggests
that MAB algorithms could be used for subset selection problems and complete the task in much less
time. The impact of such a finding could potentially allow tens of thousands of users to save hours,
days and weeks on selecting subsets.
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Such time savings would in turn enable more research in areas where subset selection of features is
needed, like biological sciences such as population genetics, ecology, epidemiology, and systems biol-
ogy. Time series responses are however encountered in multiple other disciplines, such as engineering
design optimization, climate modeling, electrical engineering, among others. Being able to select the
most informative summary statistics of time series, from a large pool of possible summary statistics
in short time and with sufficient accuracy, would therefore be extremely helpful by many scientists
working in multiple disciplines.

Another interesting part of the results is that the general trend suggested that fewer statistics
yielded lower MMAE, which in turn means that only a hand-full of statistics are needed to conduct
ABC-inference. Even though this didn’t hold over all algorithms and for all data-sets, we can see that
the result suggest such tendencies. We saw however that the difference in MMAE between k = 4 and
k = 25 was on average negligible. Some of the algorithms even improved their MMAE after k = 4
(and this was generally the trend when ng = 1500) but since the correlation between value of k and
measured MMAE was not a main subject of this thesis, we have chosen to not go into depth about
it. It does however raise the interest of what value of k to choose, should one use MAB algorithms to
replace subset selection algorithms in the future. Therefore it would be good to do a study specifically
for the sake of finding optimal values of k in the "™C} problem, see section 5.3. For this particular
problem, lower values of k sizes are better for inference, but more investigation is needed to make a
general statement on that end.

The last general takeaway from the results is that the MMAE decreased proportionally to the
number of time steps used when generating time series, as shown by Figure 8. This makes sense, since
a finer grid of steps allows more data points for the time series and in turn more continuous forms of
said time series. The values of many summary statistics has greater impact then and therefore the
choice of correct summary statistics yield lower MMAE. The number of time steps used, ng, is also
directly correlated to the number of summary statistics, m, that can be extracted with TSFRESH -
as discussed in Section 3.4.

Let us now look at the performance of each individual algorithm, starting with the MAB algo-
rithms. Direct performance on the ™C}, problem and it’s average MMAE was at par with the more
advanced algorithms such as SAR and Racing. This was a little surprising, since Direct is such a
simple algorithm that doesn’t distribute the budget in any resourceful way. It can however be argued
that since the budget was so large in comparison to the number of observations n, all MAB algorithms
could more or less find statistics that were “informative enough” to yield low MAE. The correlation
between budget size and MAE could be investigated across various MAB algorithms to find out how
well they perform under different constrains. Direct was together with OCBA,,, the fastest algorithm.
The main reason for these algorithms being the fastest despite both of them using large parts of
their budget is that the sampling itself is so computationally light, that the allocation more compu-
tationally expensive. This is not the normal case in MAB settings, where “pulling” an arm usually
comes with a significant cost. Since Direct and OCBA,,, always use their entire budget (or as much of
it as possible), the time needed to complete these algorithms varies little, which we can see in Figure 6.

Halving was the second best algorithm both in terms of average MMAE and in number of times
it was among the top 3 algorithms. This was slightly surprising since it discards half of the statistics
each round, which entails a risk of discarding informative statistics in early stages. This is however
probably connected to that the number of rounds needed to determine the top k statistics ranged
between 3 (in the 248C5q scenario) and 10 (in the 562Cy scenario). Few rounds needed subsequently
means that each statistic get more samplings allocated. A parallel can be drawn to the Direct algo-
rithm: In the case where the number of rounds approaches 1, the distribution of samplings in Halving
approaches that of Direct. The direct negative correlation between number of rounds and value of k
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naturally explains why Halving is relatively slow for low values of k& but fast for high values for k -
greater values of k yields fewer rounds, which means that the algorithm needs to rank the performance
of the statistics (and thus choose which statistics to continue sampling in the next time) fewer times.

The results of SAR were also a little unexpected, since it is designed to keep the statistics close
to the cut-off for more rounds and therefore sample the statistics that it is mostly uncertain about
more. SAR uses the difference in recorded reward between statistics as measure of certainty, and has
to accept or reject one statistic each round. This demand of finding the best/worst statistic each
round could force SAR to accept/reject statistics that have high/low observed mean reward, but high
variance in their rewards due to few samplings. This can be compared to OCBA,, that allocates
samples proportionally to the statistics’ uncertainty in observed reward. Furthermore when SAR has
more statistics to choose from (i.e. m is large), it is forced to go through more rounds and since
each round contains a section of calculating the currently observed mean reward for each statistic and
sorting all statistics in order of mean rewards, the time needed for SAR to find the top k statistics is
directly affected by the number of statistics m it can choose from. Again, in a typical MAB setting
the part of sampling would itself be more expensive than calculating how to distribute the budget,
but in this scenario it is much more expensive to allocate samplings than to actually sample a statistic.

OCBA,, and Halving were clearly the two best algorithms in terms of MMAE on the ™C}, problem.
We believe that the reason our implementation of OCBA,,, performed so well on this problem is that
it continuously allocates samplings to each statistic, proportionally to the ratio %, so that statis-
tics which have high variation in their reward become sampled more. Since this problem is mainly
an exploration problem with the purpose of finding the k best statistics after the budget is used,
focusing sampling on statistics with uncertain rewards makes the observed mean reward a relatively
trustworthy measure of how to rank the statistics. Note further that the used value of A was quite
high (100,000) in comparison to the total budget (1,000,000), so OCBA,,, only needed to distribute
the samplings 9 times, why the computational time needed to allocate samplings stayed low but the
said allocations of samplings were efficient. Since A was not an even multiple of B — ngm, the entire
budget was not used which explains why the OCBA,,, algorithm was faster than the Direct algorithm.
OCBA,, needed less fine tuning than initially expected, as the hyper parameter setting used in this
study was tuned after just a few testings.

Racing was the last MAB algorithm to be tested in this study and was the third best algorithm in
terms of low average MMAE and number of times recorded as among the top 3 algorithms. The way
Racing allocates sampling budget resembles a mix of SAR and OCBA, since it uses confidence bounds
to determine which statistics to sample. That way the statistics close to the cut-off (SAR) will get
more samples, as will statistics with high variance (OCBA) and therefore big margins between upper
and lower bound of true mean reward. The difference against SAR here is that Racing defines cut-off
with lower /upper bounds of true mean rewards, while SAR only looks at observed mean rewards. We
believe the reason that Racing didn’t yield as low MMAE as Halving or OCBA,, is that it might have
accepted /rejected statistics too soon due to confidence bounds shrinking to fast or being to small to
begin with, owing to bad hyper parameter settings. The settings of hyper parameters is as stated in
Section 2.3.5 one of Racing’s downsides.

Let us now look at the performance of the subset selection algorithms, ME and AS. There are
however a few details about the implementation of ME and AS that should be brought to attention
for when analyzing our results, such as the “vanilla ABC” that we used and the restrictions on num-
ber of trials to find posterior and time allowed to complete the algorithms (see Sections 3.2 and 3.4
respectively). The effect of these edits to ME and AS are discussed in Section 5.2.

The recorded MMAE of ME was at par with most other algorithms, which suggest that choosing
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the k statistics with lowest posterior entropy is comparable to choosing the k statistics with lowest
distance between observed data and simulated data. This is a nice finding, since it hints that MAB
algorithms can be used to find informative statistics without having to create a posterior. Again,
that would have a huge impact on reducing dimensionallity when doing ABC-inference. However, ME
was the only algorithm that on average yielded lowest MMAE when k = 25, which indicates that the
comparison between entropy in the posterior and distance between simulated and observed data sets
isn’t solid as and more testing should be done on that part before drawing conclusions. The time
needed to complete ME is relatively stable across values of k since ME practically does the same work
regardless of k and then just returns the k statistics with lowest observed entropy. ME was on the
other hand highly dependent on the value of m, as it has to find entropies for m statistics, and since
m is directly dependent on the number of time steps used in the simulations, ME naturally require
more time to return the optimal statistics when there are ng is larger. This explains why the standard
deviation of time needed, presented in Figure 5, is high compared to the average time that ME needed
to complete the "™}, task.

Lastly we have AS, which in itself is not designed to find the top k statistics but a set of sufficiently
informative statistics. The reason we used it was to compare the ™C}, problem against the problem
of finding sufficiently informative statistic. One interesting result is that AS on average deemed 2.4
statistics to be sufficiently informative. This low value of optimal statistics is consistent with how
the MAB algorithms” MMAE increased with higher number of statistics which in turn also suggests
that the MAB formulation of the subset selection problem could hold. However, since AS only had
five runs on each data set (compared to the other algorithms 5 runs for each value of k on each data
set), it is not easy to draw hard conclusions from its average MMAE due to the lower amount of data
points. One thing that is crystal clear nevertheless, is that AS require significantly more time than
the MAB algorithms to find an informative subset (see Figure 5) - despite the many restrictions on
ABC-rejection trials and the vanilla ABC-rejection implemented in this test setup. This reinforces the
need of superior subset selection algorithms and how much MAB algorithms would be appreciated,
should they be proven to yield subsets with errors at par with established subset selection algorithms.

With the impact of the results in mind, and how the results relates to the theory of the respective
algorithms, let us look at how the experimental setup have affected the outcome of the tests.

5.2 Impact of Method

The arguably biggest change that we did in our experiment setup was the vanilla ABC-rejection that
was used to find posteriors for AS and ME (see Section 3.2), instead of the normal procedure of pro-
ducing posteriors. This restricted ME and AS to a pre-defined simulated data set of n; simulations,
which by itself reduces the credibility of their resulted chosen statistics. We argue however that our
vanilla representation of ABC-rejection is reliable enough to give an indication of how a posterior
would be formed, and what statistics ME and AS would choose in their original form. Since we look
at the resemblance between the sampled parameters 6; and the parameters that corresponds to the
simulated data set 0, and choose the average of the 5 trajectories that correspond to the 6; with
smallest Euclidean distance to 6;, we get a quasi ABC-rejection generated posterior. Again, the value
of 5 nearest neighbours could be considered too few or too many - as well as the entire approach of
using the vanilla ABC-rejection that we have. The time needed to just generate a time series with
the Vilar model and extracting the features was however practically infeasible. That is why we chose
to adjust the experimental setting and rather get results that indicates how well the MAB algorithms
perform compared to the subset selection algorithms, rather than barely any results at all.

Accordingly, the restrictions on number of trials to form a posterior and time needed to find an

informative subset do limit the abilities for ME and AS to find the truly most informative statistics.
Test results showed however that ME was not at all affected by these restrictions, since it never re-
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quired more than 10,000 trials to form a posterior, nor more than 1h to find the subset of k statistics
corresponding to k posteriors with lowest entropy. AS was able to satisfy the limit of 1h in 95% of
the cases. It did however reach the limit of 10,000 trials quite often, around 40% of the times - which
also indicates that the results in this study do no truly reflect the performance of AS on the subset
selection problem in general.

An alternative way for implementing AS would be to follow the adjusted ME implementation, i.e.
ranking the statistics after how informative they are one by one, and then choose the top k most
informative statistics. We think however that the implementation of AS in 15D space is itself an
extension of the standard 1D case, and with the restrictions and changes discussed above, we did not
want to modify AS too much for it to make any sense. We believe though that the way we used ME
to find the k individually best statistics is justifiable.

Furthermore, a way of implementing ME and AS so that they would be computationally feasible
would be to randomly select m* statistics, where m* = 10, 20, 30, and apply all seven algorithms to
the problem of m*Ck, where k < m*. That would give a more fair comparison on the MAE between
the algorithms, since it would allow us to remove the time restrictions and/or restrictions on trials
to find posteriors for ME and AS. We do believe that such a experimental setup would strengthen
the significance of the results (possibly changing the outcome and conclusions drawn from the exper-
iments). Initial testings showed however that such experiments would be very time consuming. It
would also add workload to the current experiment setup, and be too big for the scope of this thesis.
That is why we chose to exclude such an experiment.

Another potential issue with this experiment is the error measure used to rank the algorithms,
namely MAE. The MAE is calculated as the mean absolute distance between each of the 15 param-
eters in the observed parameter setting and their respective parameters in the sampled parameter
setting. This means that parameters with higher observed value, e.g. a% or 6,, will affect the result
of ABC-rejection much more, see Section 3.4. This means that the error of the chosen statistics will
mostly depend on the accuracy of these few parameters, instead of the entire set of parameters. One
way to adjust for this would be to normalize the error and use mean absolute percentage error (MAPE)
instead. However, we believe that the practical meaning of the results do not change significantly,
even though it is worth noting.

Moreover, two points that can be disputed is our approach of removing statistics with median 0 and
the way we normalize the values of all statistics. The reason behind removing statistics with median 0
was to get rid of obviously non-informative statistics. This does however improve the performance of
the MAB algorithms by excluding non-informative statistics that they likely would have chosen, while
it is probable that ME and AS would not have chosen those statistics. There are however 2 arguments
that neutralize the proposed error of this method. The first is that on all data sets there was at most
two statistics (usually one or none) with median value zero. Therefore it would at most be during
k = 1,2 that the MAB algorithms would chose notably worse statistics with higher MAE, and the gen-
eral significance of the results still holds. One can argue that the bad statistic would still be one of the
k chosen statistics when k > 2 and that it therefore would affect all results, but basic testings showed
that the MAE did not change notably after kK = 2. Secondly and more importantly, due to our prior
knowledge of how the MAB algorithms work and as we have formulated the subset selection problem
as a MAB problem, we quickly realized the effect that statistics with median 0 would have on the
MARB algorithms choice of k statistics. Since we know how the MAB algorithms fundamentally decides
which statistics to use, we argue that it is within our scope to remove these statistics from the set of
possible statistics to choose from. Anyone that might implement MAB algorithms for subset selection
problems is free to adjust the problem so that the MAB algorithms produce as good results as possible.
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Regarding the normalization on the other hand, there is a greater uncertainty here. The way we
scale the values of all statistics is by subtracting the mean and dividing by the standard deviation.
This way of normalizing values is usually only acceptable when the values are approximately normal
distributed. We have not done an analysis on the value distribution of all statistics and can therefore
not be certain of how much the normalization have affected our results, although the occurrence of
statistics with 0 median suggests that the values might actually not be normal distributed for at least
some statistics. Another way of scaling the statistics would be to use feature scaling, so that all
statistics would have recorded values between 0 and 1. That would be a more accurate way of scaling
the statistics and it is possible that it would have affected the algorithms’ choice of optimal statistics.

There was one issue we faced during this experiment, which is the occurrence of nan-values for
some statistics. As discussed in Section 3.4, we removed all statistics with at least one nan-value or
zero variance or mean, from the used data sets. This was done to avoid choosing statistics that some-
times yielded nan values. Some of the chosen statistics did however have nan values when extracted
from simulated time series in the validation step. To deal with these occurrences, we calculated the
non-nan distance between simulated and observed data instead of the distance. This did affect the
results, since excluding statistics from the distance calculations makes it easier for ABC-rejection to
form a posterior, which in turn means that the posterior will have higher MAE.

Both the number of ABC-runs during validation and number of times we tested each algorithm
on ™(CY, affect the reliability of the standard deviations of the MAE. Testing the algorithms as well
as validating the results more rigorously could improve the significance of the results.

Finally, it is also noteworthy that the hyper parameter settings of the algorithms were only roughly
fine tuned. In order to make the algorithms more comparable, one should compare fine tuned hyper
parameter settings. Such hyper parameter tuning can be achieved by using Bayesian optimization [7].

5.3 Further Work

There are a couple of ways to expand the work presented in this thesis in order to reinforce the
indicated results. One obvious way is to compare the MAB algorithms to AS and ME without any
restrictions on time, on trials to form posterior, or on use of simulator to generate time series that
can be used instead of pre-simulated time series. Another would be to expand the data set so that
the algorithms have access to more trajectories with more time steps.

One can also investigate what error measure to use during ABC-rejection as well as how to define
the reward measure for the MAB algorithms. We have simply formulated it as the negative absolute
distance between simulated and observed data for a specific statistic, in accordance to ABC-rejection
sampling. This is however not necessarily the best way to measure how informative a statistic is, and
therefore it could be quite beneficial to try various measures in order to lower the resulting MAE of
the MAB algorithms. The MAB algorithms could also be re-defined to return the most informative
set of k statistics rather than the k& most informative statistics and thereby be more comparable to
ME and AS. Another expansion on the MAB front is to test other algorithms used in reinforcement
learning.

Other areas of continued research is looking at how many statistics that one should desire to select,

i.e. the optimal value of k. That could be developed to a trade-off function between resulting MAE
and time required for ABC-rejection to be performed on k statistics.
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5.4 Conclusion

In this project, we have formulated the problem of summary statistics subset selection as a Multi-
Armed Bandit (MAB) problem. Consequently, we have tested five MAB algorithms (Direct, Halving,
SAR, OCBA,,, and Racing) on the task of choosing the k& most informative summary statistics from
a pool of m summary statistics, where & << m. The performance of the MAB algorithms was
compared to two established subset selection algorithms (ME and AS), and all algorithms’ choices
of k most informative statistics was validated through ABC-rejection sampling. The mean absolute
error (MAE) between the resulting posterior from ABC-rejection and the true parameter setting was
used as performance measure. Time needed to select the top k statistics worked as secondary metric.
The results indicate that formulating the subset selection problem as a MAB problem is acceptable
and that the MAB algorithms tested in this project could be used for the task of selecting the most
informative statistics. All MAB algorithms performed at least at par with our implementation of
ME and AS in terms of MAE, and all MAB algorithms were magnitudes faster than ME and AS.
OCBA,,, had the lowest recorded MAE on average, although the ranking of all algorithms were within
the error margin of one standard deviation. These results suggests that thousands of scientists using
ABC-rejection sampling could reduce the dimensionallity of their data significantly faster, thus saving
hours or days of time on the subset selection problem.
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