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Abstract

Machine Learning for Cloud: Modeling Cluster Health
using Usage Parameters

Mona Babikir Abdelhamid Mohamed Elamin

Cloud computing platforms lie at the very heart of today’s mobile and web-based
applications. Cloud service providers must satisfy computational performance agreed
through service level agreements (SLA) and simultaneously keep their operational
costs, clusters health, and other cloud parameters within acceptable ranges in order
to achieve business success. Using traditionally available monitoring tools is not
sufficient to understand in depth how these different factors affect each other.
Therefore, intelligent systems able to predict operational parameters from the usage
behavior of a cloud data center can potentially be beneficial.
This project aims to develop an algorithmic approach that models the relationship
between cloud usage parameters such as CPU and memory usage and the cloud
cluster’s health parameters such as temperature. Neural network models are trained
using data from different machines, and experimental results show that the models
deliver promising results in terms of modeling machines’ health parameters using
usage parameters.

Tryckt av: Reprocentralen ITC
IT 19 054
Examinator: Mats Daniels
Ämnesgranskare: Carl Nettelblad
Handledare: Salman Toor, Prashant Singh





Acknowledgement

I would like to sincerely thank my supervisors, Salman Toor, and Prashant

Singh, for their guidance, valuable comments, and feedbacks. They were always

available whenever I stuck in a problem or need any help.

I would also like to thank my reviewer, Carl Nettelblad, for his valuable com-

ments to ensure the thesis quality.

I want to express my sincere gratitude to the Swedish Institute (SI) for offering

me the Swedish institute study scholarship (SISS). They gave me an excellent

opportunity to be in Sweden and studying at Uppsala University.

Dedications

I want to dedicate this work to my beloved and most influential persons in my

life, my mother, and my father. They always support, encourage, and motivate

me to do the best and be the best. They are the reason for my success in every

single step in this life.

This work is also dedicated to my beloved sisters and my husband for their con-

tinuous support. To my family members and the souls of precious people who

passed away, but they will always be near me, my grandmothers and grandfa-

thers.

To my country, Sudan. To the Sudanese people who are fighting through their

peaceful revolution for their rights for justice, peace, and freedom.

3



Contents

Acknowledgement 3

Dedications 3

1 Introduction 8

1.1 Background and Problem Statement . . . . . . . . . . . . . . . . 8

1.2 Project Objective . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

1.3 Scope and Methodology . . . . . . . . . . . . . . . . . . . . . . . 9

2 Related Literature 10

3 Theoretical Background 13

3.1 Neural Networks . . . . . . . . . . . . . . . . . . . . . . . . . . . 14

3.2 Forward Propagation . . . . . . . . . . . . . . . . . . . . . . . . . 15

3.3 Backward Propagation . . . . . . . . . . . . . . . . . . . . . . . . 16

3.4 Optimization . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16

3.4.1 Stochastic Gradient Descent . . . . . . . . . . . . . . . . . 16

3.4.2 Adam Optimizer . . . . . . . . . . . . . . . . . . . . . . . 18

3.5 LSTM . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18

4 Data Sets 20

4.1 CSC Data set . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

4



4.1.1 CSC Data preprocessing . . . . . . . . . . . . . . . . . . . 21

4.2 UPPMAX Data set . . . . . . . . . . . . . . . . . . . . . . . . . . 21

4.2.1 UPPMAX data preprocessing . . . . . . . . . . . . . . . . 22

5 Results and Discussion 23

5.1 CSC CPU Time Series Forecasting . . . . . . . . . . . . . . . . . 23

5.2 CSC CPU Net Power Prediction . . . . . . . . . . . . . . . . . . 25

5.3 UPPMAX Temperature Prediction . . . . . . . . . . . . . . . . . 28

6 Conclusion and Future Works 32

5



List of Tables

1 CPU time series forecasting results . . . . . . . . . . . . . . . . . 24

2 Power Prediction Error . . . . . . . . . . . . . . . . . . . . . . . . 26

3 UPPMAX Temperature Prediction Results . . . . . . . . . . . . 30

List of Figures

1 Three layers neural network [8] . . . . . . . . . . . . . . . . . . . 14

2 Single Neuron . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15

3 Gradient Descent [9, 80-84] . . . . . . . . . . . . . . . . . . . . . 17

4 LSTM Unit [10] . . . . . . . . . . . . . . . . . . . . . . . . . . . 19

5 Actual and predicted CPU series for machine 1 using LSTM layers 24

6 Actual and predicted CPU series for machine 2 using LSTM lay-

ers . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25

7 CPU, Network and Power Correlation . . . . . . . . . . . . . . . 26

8 Power prediction using CPU and Network . . . . . . . . . . . . . 27

9 Power Prediction Using CPU Only . . . . . . . . . . . . . . . . . 27

10 Power Prediction Using Network Only . . . . . . . . . . . . . . . 28

11 Machine 1 Correlation . . . . . . . . . . . . . . . . . . . . . . . . 29

12 Machine 2 Correlation . . . . . . . . . . . . . . . . . . . . . . . . 29

13 Machine 1 prediction result . . . . . . . . . . . . . . . . . . . . . 30

6



14 Machine 2 prediction result . . . . . . . . . . . . . . . . . . . . . 31

7



1 Introduction

1.1 Background and Problem Statement

Recently, cloud computing has become very popular, and many organizations

are outsourcing hosting and maintenance of infrastructure, platforms, and even

software to cloud service providers. Therefore, these cloud platforms should be

scalable and agile to meet rapidly changing usage patterns. At the same time,

they must maintain hardware health and optimal operational costs.

Balancing conflicting objectives, including client performance requirements, the

health of the physical machines and operational costs for the service provider is

critical for business performance and profitability.

Recently, the issue of energy consumption efficiency in the data centers has

received significant attention because of the environmental and economic impact

from data center usage, as well as the possible performance issues inherent in

trying to limit the energy consumption [4].

1.2 Project Objective

This project aims to study the relationship between the parameters correspond-

ing to hardware usage and the health of the resources. The main usage param-

eters to be considered for this project are CPU, memory, and hard disk usage,

while health parameters are machine temperatures and operational cost.

Insight from such a study will be helpful in architecting and tailoring cloud

computing solutions for specific applications and use-cases. For instance, in

order to keep the cost and hardware temperatures within respective acceptable

ranges, the optimal combination of different applications that together satisfy

the requirement would need to be identified and then assigned to the same

physical machine.
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1.3 Scope and Methodology

The algorithmic approach or solution will be based on machine learning tech-

niques, specifically, neural network techniques based on supervised learning.

The training data will contain information about the usage of resources (used

as features or input), as well as the operational cost and hardware temperatures

of the underlying cloud infrastructure (used as labels or target output).

During the project, two types of data sets will be used. The first one is a toy

data set that will help in understanding the problem and learning about neural

networks modeling and associated hyper-parameters. The second type of data

sets consists of real-world data from academia. These real-world data sets will

be used to develop and refine the final models.

The resulting models will help the cloud architect towards arriving at optimal

cloud setups that balance physical resource utilization to ensure required per-

formance for users as well as maintain the temperature and operational cost

within the desired ranges.

The proposed approach will enable matching various applications with consis-

tent usage patterns in order to assign suitable application combinations to the

same physical machine. This approach will also lead to meeting the specified

requirements in terms of operational cost, performance, and hardware health.
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2 Related Literature

Several studies have been carried out to characterize how data centers’ energy

consumptions are affected. Mehmet Demirci [5] provided a survey or a study

about works that have been done for the cloud in the context of energy efficiency

resource management and how machine learning applications are used therein.

Most of the mentioned solutions for energy efficiency in the cloud are dependent

on the ability to consolidate tasks or loads as well as switch off the unused

physical machine, which is done by predicting the future resource demands.

In [7], the main idea is to build a model to discover which input feature among

12 features has the most significant impact on energy performance. A neural

network with no more than 20 hidden nodes in the hidden layer is used to

model the cloud data center. Moreover, then an evolutionary algorithm is used

to detect the input feature of the neural network with the highest weight.

Another study to predict data center operational efficiency represented by PUE

(Power Usage Effectiveness) is [8]. Several features are used, such as IT load,

weather condition, and several chillers and cooling towers running. Creating a

reasonably reliable ad-hoc model of data center behavior allows energy control

and optimization. This efficiency model will help to simulate the data center

configuration without changing and see how different parameter can affect the

data center efficiency. Therefore, operators can estimate the optimal configu-

ration that leads to optimal PUE. The model is built using the deep neural

network, and most of the used features are related to the cooling system and

weather conditions. The goal of this work and what we aim to do is similar in

terms of using some data center parameters to estimate operational efficiency

parameters such as power and temperature. However, the focus of this work is

features related to the cooling system and weather conditions while our study

focuses on machines’ usage behavior parameters such as CPU.

Studies concerning data center application scheduling have been conducted in

the past. For example, in [13] an approach was proposed to reduce the number

of available machines as well as decide task placing and reallocation to compact

jobs in the lowest number of machines without affecting service level agreements
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(SLA). According to the paper, schedule policies can be used for consolidation

and moving tasks to fewer machines. These policies needed to check specific

properties such as system occupation, current jobs performance and required

SLA. When this information is not available the efficient consolidation may not

be achieved; therefore, for better consolidation, machine learning techniques

are used to model applications and machines behavior to predict service levels

before applying any modification to the system.

Another study related to task scheduling is [2], in which an algorithm – to sched-

ule real-time, aperiodic tasks in an efficient way — is developed without using

machine learning techniques. Tasks are assigned to virtual machines depending

on their urgency, deadline time, and uncertain length or execution time.

One of the trends is to model energy consumption in data centers and show

which factors or components contribute to this consumption and by how much.

For instance, [4] provides a survey about the techniques used to model and pre-

dict energy consumption in the data center. It is mentioned that researches show

that approximately 50% of energy consumption arises from cooling systems in

many real data center environments. Also, servers and storage devices consume

energy. Additionally, a server in the idle state has a significant contribution

to energy consumption. The server in idle state consumes 60% of the energy

consumed by the running server in full state [4]. Therefore, an interesting paper

is [16], which claims that no single technology (ICT management or cooling

management) can satisfy the performance requirements. Therefore, joint opti-

mization should be considered. ICT and cooling management are divided into

three levels: chip level and server level, which determine the heat generation and

represent the power consumption by ICT in the data center. The third level is

the room level, which represents the power consumption for cooling and main-

taining rack temperature in an acceptable range. The optimization problem

tries to reduce and manage power consumption at each level.

Other studies are available to predict the number of required machines such

as [1]. The main idea of this paper [1] is to predict the workload and the

number of a required physical machine to operate the cloud data center, based on

resource utilization and power consumption. This goal is achieved by applying

different regression models (polynomial regression, support vector regression,
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and random forest regression) and find the best performing model type based

on the comparison of the application performance (accuracy and running time)

of each model.
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3 Theoretical Background

A machine learning algorithm can be defined as an algorithm which can learn

from provided data to do specific tasks and can improve its performance at those

tasks via experience. Machine learning algorithms broadly can be categorized

as supervised or unsupervised algorithms [9, 96-97].

For both categories, a data set containing many features are used to build the

machine learning model. However, supervised learning uses labeled features for

learning purposes, for instance, to classify images of handwritten digits, there

will be features describe the image labeled with the target digit. On the other

hand, unsupervised learning algorithms do not need labels for learning; instead,

they use the features to learn useful properties of the data set structure.

The main challenge in machine learning is the generalization of the model which

means the ability of the machine learning algorithm to perform well on new,

previously unseen inputs or data not only the data used for training [9, 108-114].

Therefore, the goal is to find an algorithm which minimizes the generalization

error on the test data so that the resultant model perfectly fits the problem

under study.

Artificial neural networks have delivered excellent results in several applications

in various fields of machine learning. The neural network learns a nonlinear

mapping of input features (dimensions) to outputs [6].

A novel research field in artificial intelligence that uses complex architectures

of non-linear operations is called deep learning. Deep learning involves neural

networks with more than one hidden layer. Deep learning allows learning highly

non-linear and intricate patterns and has delivered highly encouraging results

for classification tasks [4].

Due to promising results of using neural networks and its ability to capture

non-linear and complicated relationship, a neural network approach was chosen

to model the relation between the physical resource’s utilization parameters and

physical machine health parameters.
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3.1 Neural Networks

There are many variants of neural networks that are used, such as feedforward

neural networks, recurrent neural networks, and convolutional neural networks.

Feedforward neural networks are considered as the basis for other neural network

types [9, 164].

The basic building block of artificial neural networks is neurons or nodes. These

neurons are organized in layers that are connected. Data features are fed to the

network through the input layer; then, they are processed through mathematical

operations and activation functions of neurons in hidden layers to the output

layer.

Figure 1 shows three layers of a neural network with an input and output layer

and one hidden layer. θ1 and θ2 are the network weight parameters. The input

layer contains several neurons which represent the number of input features.

These features are used to map and predict the desired output. For example,

figure 1 has three input neurons and therefore, three input features.

Figure 1: Three layers neural network [8]
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3.2 Forward Propagation

Forward propagation is the step when the input features’ vector is passed to the

next layer. Then the neurons’ activation function of the next layer is applied

to the multiplication of the input vector and the weight vector to produce the

layer’s output. This output is considered as input to the next successive layer,

and the same procedure continues until the final output layer is reached. Figure

2 and equation 1 clarify the forward process for a single neuron.

Figure 2: Single Neuron

y = f(S) S =
∑

wixi = w.x (1)

The function f in figure 2 is the neuron activation function that determines the

neuron’s output. The activation function is responsible for providing a non-

linearity feature for neural network, and therefore, it provides neural networks

the ability to map and presenting a complex relationship between inputs and

outputs. According to [9, 187-193], the selection process of the activation func-

tion consists of trial and error, and it is difficult to determine in advance which

is the best for the problem under study. However, rectified linear activation

function abbreviated as ReLU is considered as the default choice of activation

function, and it is the most common used one [9, 187-193].

The result of the forward propagation is the predicted value of the output. In a

supervised learning setting, this predicted value is compared against the actual

value using some error measure or objective function (e.g., Mean Square Error)

and then this error is propagated back to update network weight parameter.
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3.3 Backward Propagation

Backpropagation is the phase in which the error between the actual output value

and the predicted output value is propagated from the output layer to the input

layer in order to adjust and update the parameters within the network. The

weight update depends on the error between the predicted and actual value of

the output and how this error can be changed or decreased by adapting the

weights. Therefore, the weight update is a differential of the error with respect

to the weight, as shown in equation 2:

∆wi = −η ∂E
∂wi

(2)

To estimate the error between actual and predicted output values, a selection of

objective function or loss function should be made. In the regression problem,

when the output value is a numerical value, the default loss function to use is

mean squared error (MSE).

Feedforward and back forward propagation represent one learning iteration.

This process continues until we reach a well-performing model.

3.4 Optimization

Optimization in deep learning is the process of minimizing or maximizing the

objective function to find the optimal set of parameters that produces the least

error for the underlying problem.

3.4.1 Stochastic Gradient Descent

Gradient descent is a numerical technique to reduce the value of a function f(x)

by using slope information from its derivative. Figure 3 shows how gradient

descent works.

As it can be seen from figure 3, the sign of the slope (or function derivative) at

each point x determines the direction that leads either to increase or decrease
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Figure 3: Gradient Descent [9, 80-84]

the value of the function f(x). When the derivative has a negative sign, this

means increasing x or moving it towards larger positive value will lead to a

function’s value minimization. Therefore, the value of f(x) can be reduced by

moving x with small steps towards the opposite sign of the derivative. The size

of this small step is determined by the learning rate.

In deep learning, the function f(x) to be minimized is the objective function or

loss function, and the argument x that will be optimized is the model weights.

Gradient descent is extended to stochastic gradient descent, which is more ap-

propriate for large training sets when the cost function is a sum over training

examples. This is because for these large training sets the cost functions such as

mean squared error become very complicated, time-consuming, and computa-

tionally expensive. Therefore, the idea of stochastic gradient descent is to take

a subset of the training set to estimate the gradient within each iteration. Ad-

ditionally, according to [12] stochastic gradient descent provides better results

than gradient descent since it escapes from sharp local minima and does not

stick on them.

17



3.4.2 Adam Optimizer

Adam is an optimization algorithm that is extended from the classical gradient

descent algorithm. The name is derived from adaptive moment estimation.

Adam is one of several well-known algorithms with adaptive learning rate, where

a separate learning rate is used for each parameter. It is generally known to be

the right choice for many neural networks [15] [11].

It is mentioned in [9, 302-307] that algorithms of adaptive learning rate per-

formed robustly, and generally, the selection of optimization method is left to

the user’s preference and familiarity.

3.5 LSTM

LSTM or Long Short-Term Memory is a type of gated recurrent neural network

which is used to process sequential data. Gated recurrent neural networks can

accumulate information for a long duration, and it learns when it should clear

the old state. [9, 404-408]

The LSTM cell has a state which is the essential part that represents the memory

that saves information. The amount of information to be memorized in its state

is controllable. This is done by internal recurrence or self-loop beside the outer

loop of the recurrent neural networks.

Figure 4 shows the standard structure of the LSTM unit. It has three inputs,

previous state, previous output, and the current input and two outputs, current

output and current state. Additionally, it has internal layers and operators.

According to [10], internal processing can be divided into three groups to per-

form layers and operators to obtain the final current state and output. The first

group contains the forget gate layer, which determines how much of the previ-

ous state will be considered for the current output. The second group generates

the new state and then scales it by the input gate layer, which determines the

update factors that are needed to obtain the new state information. Then the

current state is obtained by adding the output of the first group (considered

18



fraction of the previous state) to the output of the second group (new state

information). The last group generates the current output using the current

produced state and the input.

Figure 4: LSTM Unit [10]
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4 Data Sets

Data sets that are used in this project can be categorized into two types. A toy

data set that is used to understand the problem and learn about neural networks

modeling, and the real data sets which are used to perform the project objectives

and obtain the real results.

The toy data set is one of the data sets related to grid workloads archive, which is

available online for researchers and practitioners [14]. The used data set is GWA-

T-12 Bitbrains; it contains some performance metrics from Bitbrains, which is

a service provider that hosts applications used in finance. This data set is only

used for the very beginning phases of the project and just for familiarization

with neural networks modeling.

In contrast, the real data sets are obtained from two different data centers,

CSC and UPPMAX. Firstly, CSC is an enterprise that develops and provides

information technology services. One of these services is cloud computing plat-

forms that provide high-performance cloud computing via infrastructure as a

service (IaaS). Secondly, SNIC Science Cloud (SSC) is a Swedish academic cloud

computing community that offers IaaS services. SSC has distributed hardware

hosted in three regions. UPPMAX is one of these regions, and it is Uppsala

university’s resource for high-performance computing. The available CSC and

UPPMAX data sets are hardware usage metrics obtained from these platforms.

More details about these data sets are available in section 4.1 and 4.2

4.1 CSC Data set

This Data set contains data from two different clusters. The data for each clus-

ter were collected over two weeks from 27/October/2018 to 10/November/2018.

Both clusters contain data readings or observations for CPU, Power, and Net-

work. The data readings or records are taken every half an hour.

Data is provided in different folders, each for one or two days, containing sepa-

rate files for CPU, Power, and Network.
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4.1.1 CSC Data preprocessing

From the above description, the data need some processing before it can be used

for building any model. These preprocessing steps are as follows:

• Aggregate data for each machine and separate these data from the data

of other machines. In this way, we can model the behavior for individual

machines consistently.

• For each time sample, the CPU data contains a separate reading for each

CPU usage metric (e.g., nice and interrupt). Since our interest is total

CPU usage, all these statistics should be summed to obtain the total CPU

usage.

4.2 UPPMAX Data set

This data set contains cloud data with different five features collected over

one week from 28/September/2018 to 05/October/2018. The data points were

collected every 10 minutes. The data contained in this data set are:

• Average CPU usage

• Average disk input/output in kilobytes per second.

• Average disk space in gigabytes.

• Average committed memory in megabytes.

• Average temperature in Celsius.

Each of these features has its own data file, which is a JSON file that contains

all data during this week. Data observations are contained in an array of JSON

objects. Each of these objects contains data observations or records from one

instance over one week. Additionally, each instance can have more than one

object to separate instance data in different metric items (e.g., for each process

in the instance different JSON objects to include disk input/output observation).
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4.2.1 UPPMAX data preprocessing

From the previous description, UPPMAX data needs some preprocessing before

it can be used to build a regression model. Steps of preprocessing are as follow:

• For each feature file, extract, and separate data belong to each instance.

• Aggregate instance data with consideration of timestamp for each data

point.

• Save each instance data separately. When building the model, combine

different features of the same instance.
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5 Results and Discussion

5.1 CSC CPU Time Series Forecasting

For this phase of the project, the goal is to build a time series model for CPU

usage. Moreover, find the best number of lagging observations that are used as

inputs which result in the best prediction of the future value.

CSC data set contains data for two different clusters within the CSC data center.

Since there is a large number of machines in the cluster and building individual

model for each machine is not realistic for this study, therefore, the best results

below are the best based on modeling the behavior of two machines. Other

machines show good results using the same model, and further tuning can be

done for machines with high errors as future work.

Different neural network structures and hyperparameters were considered to

obtain the best model. Keras neural network library [3] is used to build the

models with LSTM (Long Short-Term Memory) recurrent neural network layers.

Table 1, figure 5 and figure 6 show the best results and predictions obtained

for two different machines with LSTM neural network. These are denoted as

machine 1 and machine 2. Machine 1 has a range of CPU usage values between

‘0.083’ and ’67.1160’. And machine 2 has CPU usage values in the range of

‘0.367’ and ‘36.053’.

Discussion:

As can be seen from the results, LSTM recurrent neural network works well in

predicting future CPU usage value using previous CPU usage values.

Mean squared error (MSE) indicates an error of approximately 7 units error in

prediction for machine 1, while the mean absolute error indicates approximately

4 units error in prediction. This is because MSE is sensitive to outliers and

increases its contribution to the final error. It can be observed from figures 5

and 6 that the model has learned the intricacies in data well.

The provided data set is for two weeks every 30 minutes. Therefore, the number

23



Machine 1 Machine 2

Training Error (MSE) 31.7404 7.4327

Test Error (MSE) 48.4557 24.7276

Training Error (MAE) 2.7033 1.5299

Test Error (MAE) 3.6787 2.9705

Number of hidden layers 2 2

Number of neurons in hidden layers 5 5

Type of hidden layer LSTM LSTM

Activation function Tanh Tanh

Number of lags CPU values 3 3

Table 1: CPU time series forecasting results

Figure 5: Actual and predicted CPU series for machine 1 using LSTM layers

of data points that are used for building the model does not exceed 700 records.

More data points may result in a better model fit and less error.

This model is useful for CPU forecasting and to get an idea of how the CPU is

utilized over time. Therefore, this model can be used for scheduling management

systems to allocate resources based on future CPU usage efficiently.
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Figure 6: Actual and predicted CPU series for machine 2 using LSTM layers

5.2 CSC CPU Net Power Prediction

For this phase, the aim is to investigate the relation between Network, CPU

usage, and the power consumption and see if the power can be predicted from

network and CPU information.

Figure 7 shows the correlation between network, CPU and power. It can be

clearly seen that there is a high correlation between CPU usage and the con-

sumed power. For this study, we aim to learn the relationship where CPU and

network are used to predict power consumption.

For power prediction standard densely connected neural network is used. Net-

work and CPU observations are used as input, and the power observations are

used as the model target.

The best-obtained result for one of the machines that have values of power ranges

from ’0’ to ’348’ is training MSE of ‘105.9903’ and testing MSE of ‘68.5037’. This

result is obtained by training a neural network using CPU and Network as input

features and Power as a target. The neural network has three hidden layers,

each with 20 nodes and ReLU activation functions.
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Figure 7: CPU, Network and Power Correlation

As the correlation figure (figure 7) shows the higher correlation of power with

CPU than with network, the neural network is trained on CPU and network

separately to see how well the power can be predicted by only one feature. Table

2, figures 8, 9 and 10 show the predicted values of power using only CPU, only

network and both together.

CPU and Network CPU Net

Training MSE 105.9903 121.1349 1774.9345

Testing MSE 68.5037 75.9746 1681.4147

Table 2: Power Prediction Error

Discussion:

From the results, using only CPU values can provide a good prediction of power,

and it has a significant effect on power consumption. In contrast, consideration

of network values results in a small improvement in the power prediction.

Also, from figures 8, 9 and 10, we can notice some small values in the right-

hand side that have large error. These values are considered as outliers, and

they result in high training error.

This model is useful to estimate the power consumption and for cloud environ-
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Figure 8: Power prediction using CPU and Network

Figure 9: Power Prediction Using CPU Only

ment can be useful when assigning tasks to machines if we know how the task

will use the CPU. Additionally, it can be used to limit the power values by

limiting the corresponding value of CPU and network.
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Figure 10: Power Prediction Using Network Only

5.3 UPPMAX Temperature Prediction

As described previously, UPPMAX data has five different features, including

temperature. The idea of these experiments is to build a regression neural

network model which can estimate the temperature value depending on other

features’ values.

The UPPMAX data set contains 117 instances or machines and the next results

are for two of these, denoted machine 1 and machine 2.

Figures 11 and 12 show the correlation between temperature, CPU, memory,

disk space and disk input/output for machine 1 and machine 2. From these

figures, it can be noticed that there is a strong relation between CPU, memory,

and temperature.

To build the prediction model, we used a densely connected neural network.

Temperature observations are used as a target, and all other features are used

as input features.

Table 3 shows information about the best results obtained for temperature pre-

diction using CPU, memory, disk input/output, and disk space for both machine

1 and machine 2. Temperature value ranges for machine 1 is approximately from
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Figure 11: Machine 1 Correlation

Figure 12: Machine 2 Correlation

12.7◦C to 25.4◦C, and for machine 2 it is approximately between 14.8◦C and

26◦C.

Figures 13 and 14 show temperature loss graphs and actual temperature read-

ings against the predicted temperature values for machine 1 and machine 2.

Discussion:

Results shown in table 3, figures 13 and 14 present a good model that can
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Machine 1 Machine 2

Training Error (MSE) 0.01386 0.00506

Test Error (MSE) 0.62583 0.25583

Number of hidden layers 2 2

Number of neurons in hidden layers 150 150

Type of hidden layer Dense Dense

Activation function ReLU ReLU

Table 3: UPPMAX Temperature Prediction Results

Figure 13: Machine 1 prediction result

predict temperature with small mean squared error. This model can be used

in cloud data centers to estimate and monitor machines temperature based on

their usage behavior.

It is noticeable from the loss plot of machine 1 that the test error decreases in the

first epochs and then start to increase while training error continues decreasing.

Although the test error is reasonable of about 0.8 as an absolute value, this

loss trend may be an indication of overfitting, which means that the model is

starting to learn more about the training data. Currently, the model is built and

tested using one-week data every 10 minutes, which is around 1036 data point

only. Therefore, more data for building the model will result in better result

and generalization. Despite that, the current result is promising for temperature
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Figure 14: Machine 2 prediction result

prediction.

31



6 Conclusion and Future Works

This work aimed to study the relationship between machines’ usage behavior

and health parameters such as power and temperature for individual machines

in data centers. Other previous studies focus on efficient energy consumption

with consideration of SLAs. These studies try to satisfy that through tasks

scheduling, tasks consolidation, and turning off idle machines. Additionally,

some researches studied how different factors, such as cooling parameters in

data centers, affect energy consumption. This study focused on how machines’

usage behavior affects the health parameters of the machines in cloud computing

clusters and more specifically the focus was on temperature and power and

building a model that can be used to estimate these parameters. Such models

are useful to monitor and control the temperature or power of the machine to a

specified desirable level by limiting usage parameters such as CPU. In addition

to that, it can allow assigning tasks with different behavior that together satisfy

the required temperature level. Therefore, in cloud data centers, machines’

power or temperature can be limited according to the cloud needs by limiting

the usage parameters such as CPU usage.

Another critical point of this study is the data sets that are used in building

prediction models since they are not hypothetical data sets. Instead, they are

real data sets collected from two different cloud data centers. This project is

the first work specifically done on resources within the SNIC Science Cloud

in order to understand and model machines behavior and attempt to improve

cloud infrastructure performance through intelligent systems which are very

important since a large number of machines and racks are available, and simple

monitoring tools will not be efficient.

According to the previously mentioned results, regression models that pre-

dict power consumption and machine temperature delivered promising results.

These models use resource usage parameters such as CPU and memory usage

as input features to predict the model’s target, such as temperature and power.

Therefore, these models can be useful in scheduling applications with different

usage behavior that can run in the same machine without unacceptable in-

creases in cost, power, or temperatures. Additionally, these models are helpful
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when it comes to limit the consumption and machines temperature to specific

values. That could be done by using the model to solve the inverse problem

of determining the limit value for temperature as an example and see which

usage combination of CPU, disk, and memory satisfy that and then apply this

to cloud data center machines.

Time series models that forecast CPU usage also delivered promising results in

estimating future CPU usage value. Knowing about resource usage provides

cloud infrastructure providers good insight about their environment and how to

better utilize available working machines and allocate new tasks.

In this study, CSC CPU forecasting is a one-step time series which predicts

the future CPU usage based on three previous observations. Another approach

which can be more useful is to predict multiple future CPU usage steps instead

of only one.

Moreover, other resource usage features than the used ones can affect machines’

health parameters. Therefore, these models which estimate power and tem-

perature can incorporate more resources usage features to train and build the

models, for instance, adding network usage to the set of features to predict tem-

perature. Additionally, usage parameters and features can be used to model

other cloud configuration parameters, such as operational costs and computa-

tional performance.

Also, to improve the model prediction and obtain more data records, data aug-

mentation can be considered. Another approach is to consider data from all

machines in the cluster to build the model. In this situation additional fea-

ture that indicate the machine identity is needed. These approaches can be

considered in the future.
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