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Abstract
Neutrinos are the perfect cosmic messengers when it comes to investigating the most violent and mys-
terious astronomical and cosmological events in the Universe. The interaction probability of neutrinos
is small, and the flux of high-energy neutrinos decreases quickly with increasing energy. In order to find
high-energy neutrinos, large bodies of matter needs to be instrumented. A proposed detector station
design called ARIANNA is designed to detect neutrino interactions in the Antarctic ice by measuring
radio waves that are created due to the Askaryan effect. In this paper, we present a method based
on state-of-the-art machine learning techniques to reconstruct the direction of the incoming neutrino,
based on the radio emission that it produces. We trained a neural network with simulated data, created
with the NuRadioMC framework, and optimized it to make the best possible predictions. The number
of training events used was on the order of 106. Using two different emission models, we found that
the network was able to learn and generalize on the neutrino events with good precision, resulting in
a resolution of 4-5°. The model could also make good predictions on a dataset even if it was trained
with another emission model. The results produced are promising, especially due to the fact that
classical techniques have not been able to reproduce the same results without having prior knowledge
of where the neutrino interaction took place. The developed neural network can also be used to assess
the performance of other proposed detector designs, to quickly and reliably give an indication of which
design might yield the most amount of value to the scientific community.

Sammanfattning
Neutriner är de perfekta kosmiska budbärarna när det kommer till att undersöka de mest våldsamma
och mystiska astronomiska och kosmologiska händelserna i vårt universum. Sannolikheten för en neu-
trinointeraktion är dock liten, och flödet av högenergetiska neutriner minskar kraftigt med energin. För
att hitta dessa högenergetiska neutriner måste stora volymer av materia instrumenteras. Ett förslag
på en design för en detektorstation kallas ARIANNA, och är framtagen för att detektera neutrinointer-
aktioner i den antarktiska isen genom att mäta radiopulser som bildas på grund av Askaryan-effekten.
I denna rapport presenterar vi en metod baserad på toppmoderna maskininlärningstekniker för att
rekonstruera riktningen på en inkommande neutrino, utifrån den radiostrålning som produceras. Vi
tränade ett neuralt nätverk med simulerade data, som skapades med hjälp av ramverket NuRadioMC,
och optimerade nätverket för att göra så bra förutsägelser som möjligt. Antalet interaktionshändelser
som användes för att träna nätverket var i storleksordningen 106. Genom att undersöka två olika
emissionsmodeller fann vi att nätverket kunde generalisera med god precision. Detta resulterade i en
upplösning på 4-5°. Modellen kunde även göra goda förutsägelser på en datamängd trots att nätver-
ket var tränat med en annan emissionsmodell. De resultat som metoden framtog är lovande, särskilt
med avseende på att tidigare klassiska metoder inte har lyckats reproducera samma resultat utan att
metoden redan innan vet var i isen som neutrinointeraktionen skedde. Nätverket kan också komma
att användas för att utvärdera prestandan hos andra designförslag på detektorstationer för att snabbt
och säkert ge en indikation på vilken design som kan tillhandahålla mest vetenskapligt värde.
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1 Introduction

Neutrinos are among the most elusive particles that �t in the modern day standard model of particle
physics. They rarely interact with matter, yet are among the most abundant particles in the universe.
It is, however, due to their property of uninvolvement that they become the perfect cosmic messengers
for probing the most violent phenomena in our universe. A neutrino, when emitted from its source,
will travel almost uninterrupted through the vastness of space. If it were to be detected somewhere on
Earth, there is a great certainty that its incoming direction is pointing straight toward the source that
emitted the neutrino, whether it be an active galactic nuclei, colliding neutron stars, or some other
currently exotic or unknown object. Contrast this to other particles which may be emitted, such as
photons which get absorbed and re�ected in the interstellar gas, or cosmic rays which get de�ected in
the intergalactic and galactic �elds on their way to Earth - and then also in Earth's magnetic �eld,
and can therefore misguide an observer looking for particle sources. When multiple particle types are
detected in coincidence from the same source, it is calledmulti-messenger astronomy, and it carries
immense potential for �nding the sources and understanding the physics that underlie their behaviour.

An important criterion for using neutrinos in multi-messenger astronomy is the ability to reconstruct
the direction that incoming neutrinos have, when they interact with detectors here on Earth. If the
reconstruction resolution is good, then a cross-correlation study between neutrino events and other
messenger particles, such as gamma-ray events, will be stronger in its scienti�c credibility. Classical
methods of direction reconstruction have so far not been able to generalize, and cannot tackle all types
of neutrino interactions. Recent advances in the �eld of machine learning in general, and deep learning
as well as neural networks in particular, have allowed the �eld of physics to utilize somewhat simple
models to solve complex problems. The development of a neural network model for direction recon-
struction could possibly lead to a method which exceeds the performance of any classically available
method. Additionally, it would allow for performance evaluation of speci�c neutrino detector designs,
which leads to more cost-e�ective detectors that produce the most amount of value for the scienti�c
community.

While the amount of neutrinos in the Universe is big, the neutrino �ux does decrease drastically with
energy. Thus, high-energy neutrinos are rare, and any observatory which aims to �nd them must em-
ploy a great detector volume. Instead of constructing a large detector, physicists have leaned toward
using naturally occurring bodies of matter such as the Antarctic ice. Once neutrinos interact in the
ice, they will emit radiation in the form of radio pulses with amplitudes proportional to the neutrino
energy. This signal can be measured with antennas mounted near the surface of the ice-air boundary,
which is the premise on which planned radio neutrino observatories will operate.

The purpose of this report is to develop a method to reconstruct the direction of an incoming high-
energy neutrino as it interacts with matter. This will be done using state-of-the-art machine learning
techniques such as deep convolutional neural networks, which will use simulated data to learn how to
extract the neutrino direction based on antenna signal outputs. As a secondary objective, the report
will cover how systematic uncertainties in the simulated data impacts the robustness of the neural
network. The antenna station layout will resemble the current design of the ARIANNA detector, a
design that has been operating on the South Pole as a test of the feasibility of shallow (near surface)
detectors. Understanding the expected performance of a proposed detector station layout will allow
for assessment of the scienti�c output potential, which is crucial when deciding upon which design to
proceed development with.
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2 Theory

In the following sections, the theory of the report will be presented. Section 2.1 will cover the basics of
neutrinos, and section 2.2 brie�y describes the experimental setup used in neutrino radio astronomy.
Section 2.3 brings forth the basic understanding required about neural networks. In section 2.4, related
work is presented.

2.1 Neutrinos

Neutrinos is a family of elementary particles in the Standard Model of particle physics, and to be able
to reconstruct where they originate in the Universe is the subject of this report.

2.1.1 History

Neutrinos, like many other subatomic particles, were famously predicted due to shortcomings in the
physical theory of the nuclear world. The experimental analysis of electron energies emerging from
� -decay were carried out by Lise Meitner and Otto Hahn in 1911. The energy spectra was shown to
be continuous, rather than single-valued, in stark contradiction with the conservation of energy. For
almost two decades, physicists were puzzled by the continuous nature of the 2-body decay, which in
principle should be completely deterministic with single-valued energies. Additional discrepancies for
the nuclear spin of 6Li and 14N showed that the nuclear theory indeed was incomplete [1].

The resolution was proposed by Wolfgang Pauli in 1930 in a letter addressed toRadioactive Ladies and
Gentlemen, referring to attendees of a meeting in Tübingen. In the letter, Pauli argued that the nuclei
of atoms should contain electrically neutral spin 1=2-particles. He also predicted that these particles
must be massive, with a mass comparable to or smaller than that of the electron. Pauli asked the
attendees of the meeting how probable it was to detect such a particle, as he was afraid to publish the
idea without the particle being experimentally veri�able [2].

Only four years later, the Italian physicist Enrico Fermi would go on to develop a theory that explained
the continuous behaviour of � -decay previously observed by Meitner & Hahn. It was during these
excursions that he would develop the famous Fermi's Golden Rule. Fermi also dubbed the particle a
neutrino, a name meaninglittle neutral one in Italian. This name plays on the relation of the neutrino
to the neutron, a neutral spin 1/2-particle with a much higher mass compared to the neutrino [3].

It would however take another 30 years until the neutrino was experimentally veri�ed. Cowan & Reines,
later awarded the Nobel Prize in 1995, used neutrinos originating from a nuclear reactor. The neutrinos
interacted with protons in a tank of water and cadmium which was buried underground, producing
neutrons and positrons. The neutron would get absorbed by the cadmium and emit a gamma ray, while
the positron would instantly be annihilated by an electron, also producing gamma rays. Thanks to
clever design, they could di�erentiate these two signals and verify that they originated from a neutrino
interaction, con�rm the existence of the particle that Pauli predicted over three decades earlier [4].

2.1.2 Flavours

During the early neutrino experiments, it was of special interest to detect if there existed a neutrino �ux
coming from the sun. This would prove that nuclear fusion is the underlying fuel of the sun's massive
energy output, something that was previously speculated, but had not been experimentally proven.
The �rst successful experiment of this kind was performed by Davis & Bahcall in the late 1960's, where
solar neutrinos were detected by measuring argon atoms that were created during neutrino interaction
with chlorine atoms in a tank �lled with 400 000 liters of cleaning �uid [5].

From this experiment, known as the Homestake experiment (Fig. 1), and from many more that followed,
there was a certain discrepancy in the amount of neutrinos arriving to the earth after being created in
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the sun. More speci�cally, only 1/3 of the expected �ux was measured. At the same time, the Standard
model for particle physics was a theory that was growing rapidly in con�dence and prediction ability
[6]. Particle accelerator experiments had shown that there were 3 families constituting the leptons -
namely the electron, the muon, and the tau particle.

Figure 1: left: Testing of equipment for use in Davis' Homestake experiment. center: Davis taking a swim
in the shielding water surrounding the chlorine chamber. right: Construction of the Homestake experiment
chamber. Images from Brookhaven National Laboratory[7] (reproduced with permission).

Like the hand in a glove, the 1/3-discrepancy seemed to �t perfectly with these three families of
leptons. It was then obvious to merge the neutrinos into the standard model, creating three neutrino
�avours - the electron neutrino, muon neutrino and tau neutrino. The resolution to the aforementioned
discrepancy was that on its way from the sun, the neutrino oscillated between the 3 di�erent types
[8]. The neutrinos of the three di�erent lepton families were said to have di�erent �avours , making
the complete lepton model look as follows:

Charged lepton e� � � � �

Neutrino � e � � � �

2.1.3 Sources

Neutrinos are among the most abundant particles in the universe, and the largest neutrino source in the
vicinity of the earth is the neutrinos produced in the sun [9]. The sun and other low-energy neutrino
sources have been studied for decades, but the sources of high-energies neutrinos are considerably less
well known. Ultrahigh-energy neutrinos (UHE-� ) are de�ned as neutrinos with energies above1017 eV,
and potential sources of UHE-� are cosmic ray interactions with the dense matter surrounding black
holes, as well as extragalactic neutrinos (EG-� ) [10].

There exist plenty of theories explaining physics behind the existence of EG-� . Cosmic ray interactions
with the cosmic microwave background is one of the more veri�ed theories, while beyond standard
model theories such as decays of cosmic strings and e�ect from topological defects have not seen
any experimental validation. Another exotic theory is the prediction that the super-luminous active
galactic nuclei (AGN), that harbor a supermassive black hole in its center, may radiate UHE-� by
proton-photon interactions in the accretion disc of the AGN. This potential source is also a compelling
argument to why neutrinos should be a main candidate to observe for multi-messenger astronomy, as
well as to study the physics of black holes [10].

2.1.4 Interactions

In the previously mentioned letter from Wolfgang Pauli, he questions the feasibility of experimentally
verifying the neutrino. He wonders "how likely it is to �nd experimental evidence for such a neu-
trino if it would have the same or perhaps a 10 times larger ability to get through [material] than a
gamma-ray". With today's knowledge, it has been shown that if a low-energy neutrino were to travel
through a light-year ( � 1016 m) long rod of lead, the probability of it being absorbed is about as large
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Figure 2: Image of the �rst neutrino interaction detected in a hydrogen bubble chamber, captured in 1970
at Argonne National Laboratory [14]. Image is in the public domain.

as the probability that it would pass through the material completely unnoticed [11]. Compare this
to gamma-ray attenuation, which generally does not have a half-value thickness of more than� 1 cm,
which pales in comparison with the free path of neutrinos [12]. For high-energy neutrinos, however,
the absorption is much more prominent when compared to low-energy neutrinos [13].

Looking at this di�erence in attenuation, it might be disturbing to contemplate the fact that neutri-
nos have been measured experimentally. It would take more than a decade after the �rst neutrino
detection until a neutrino interaction was seen in a hydrogen bubble chamber. In 1970 at the Argonne
National Laboratory, the image in Fig. 2 was seen. At point A , a neutrino collides with a proton in
the hydrogen. The resulting paths emanating from the point of collision are due to a newly created
� -meson (B ), the collided-on proton (C) and a newly created� -lepton (D ) [15].

Neutrinos may only interact with two of the four fundamental forces - via gravity and via the weak
interaction. However, due to the low mass of the neutrinos, the coupling to gravity can be neglected,
leaving only weak interactions. Due to the vast di�erence in strength of the weak interaction compared
to the electromagnetic and strong interactions, the cross sections of neutrino interactions are compar-
atively small. As an example, the interaction of a photon with a proton is � 20 orders of magnitude
more probable compared to neutrinos interacting with a proton [16].

There are two ways a neutrino can interact with matter, either via charged-current (CC) or via neutral-
current (NC) interactions. The two types are mediated by W � -bosons andZ 0-bosons respectively.
Apart from the apparent connection between the naming of the interaction and the interaction-
mediating particle (charged ! W � , neutral ! Z 0), there is also a link to the kinds of particles
that are produced in the interaction. Two possible Feynman diagrams are given in Fig. 3 below [17].

If the incoming neutrino in Fig. 3 is a high-energy electron neutrino, then a so calledelectromagnetic
shower (EM) will develop following a CC-interaction. If an electron is energetic enough, and if it
travels through a su�ciently dense medium such as ice, then it may spontaneously emit a photon in
the presence of nucleons due to bremsstrahlung. The newly created photon can undergo spontaneous
pair-production and create an electron-positron-pair. These charged leptons go on to create more
photons, which in turn create even moree� e+ -pairs. This continues in a cascade, creating a shower
of electrons and positrons in the process [18].
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CC

W +

qqq

� l

hshower

l � NC

Z 0

qqq

� l

hshower

� l

Figure 3: Feynman diagrams for charged-current (CC) and neutral-current (NC) interactions between neu-
trinos and nucleonic matter, where qqq is any nucleon (proton or neutron), l = e; �; � is any lepton �avour,
and hshower is a shower of hadronic particles.

Due to the fact that Compton-scattering by photons created bye� or e+ can free atomic electrons in the
dense matter they traverse, a charge excess will build up as more electrons compared to positrons are
present in the shower. Also, the positrons can undergo annihilation, further enlarging the charge excess.
As the particles involved are charged, as well as being energetic enough to travel with superluminal
speeds in the medium they are traversing in, so called Askaryan radiation will be emitted. The emitted
radiation will be coherent and oscillate in the radio wave regime of the electromagnetic spectrum.
The emitted radiation will mainly be concentrated in a cone-shape, similar to Cerenkov radiation.
The phenomenon described above is called theAskaryan e�ect , and was named after the Armenian
physicist Gurgen Askaryan after its discovery during the 1960s [19].

As for the hadronic showers created in both CC and NC interactions, the e�ect is similar in nature
to that of the electromagnetic showers discussed above. Any hadrons with short lifetimes will decay
almost instantly, and as a result, the shower will eventually mostly consist of the pseudo-scalar mesons
� 0 (neutral pion) or � � (charged pions). The fraction of� 0 in the shower is around1

3 . The neutral pions
decay electromagnetically into 2 photons (� 0 ! 

 ), which then go on to create an electromagnetic
shower as described previously [20].

2.1.5 The Landau�Pomeranchuk�Migdal e�ect

The rate at which the lepton-matter interactions occur as described in the previous section would
normally be linearly dependent on the density of the matter, the relative velocity of the interacting
particles, and the cross section of the interaction. This is however not true in the case where the energy
becomes large enough such that the mean free time for the interacting particle becomes smaller than
the so calledformation time , which is the time needed for the interaction to take place. The formation
time increases with the energy, and at a high enough energy it overcomes the mean free time for the
lepton. The naive calculation for the interaction rate as above would not be physically correct, as the
interaction events cannot be considered quantum-mechanically independent from one another [21].

The energy-dependent interaction rate as described above is known as the Landau�Pomeranchuk�
Migdal (LPM) e�ect, and becomes relevant at shower energies above1018 eV. A further explanation
of the LPM e�ect is beyond the scope of this report, and the reader is instead referred to a paper
published by Hansen et al. which covers the e�ect in greater detail [22]. The main outcome is that
at very high energies (above100 PeV), radio signals from CC interactions of electron neutrinos are
generally harder to reconstruct than those from NC interactions. In principle the electromagnetic
showers produced in NC interactions would also be a�ected, but the produced charged particles have
too low individual energies for the LPM e�ect to have an a�ect on the signals [23]. The work in this
report will only cover CC interactions that are induced by an electron neutrino, and not by the other
�avours, due to the complexity in simulating the consequent muon and tau lepton decays that follows
a CC interaction induced by the muon and tau neutrinos respectively.
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2.2 Experiments of high-energy neutrinos

During the �rst decade of the current millennium, a neutrino detector named IceCube was constructed
at the South Pole. It consists of instruments that provide an e�ective detector volume of one cubic
kilometer. As the neutrino �ux at higher energies is smaller when compared to low-energy neutrinos,
such great volumes are required in order to get good statistics [24]. The IceCube detector utilizes the
emission of optical light produced in neutrino interactions in the form of Cerenkov radiation. With
the current setup, the observatory detects in the order of105 neutrinos yearly, and approximately 30
of these being astrophysical in nature. However, since the �ux of neutrinos at high energies is tiny,
even the kilometer-sized IceCube is too small to provide reasonable event rates beyond1018 eV [25].

A new detector station upgrade for IceCube called IceCube-Gen2 has been proposed, and is currently
undergoing planning. As even greater neutrino �uxes are sought-after, however, it would be cost
prohibitive to simply scale up the detector volume of the optical-based design of IceCube. One solution
is to use the radio emission as described in section 2.1.4. The attenuation lengths of radio waves are
on the order of 1 km in ice, which is much longer when compared to optical light. Thus, the spacing
between radio detector stations can be much larger, which will imply a huge increase in the e�ective
detector volume. The new Gen2-radio detector will be able to reach well within the UHE-� energy
range. One potential candidate is based on the ARIANNA station design, which houses independent
radio antenna detector stations separated in a sparse grid by a distance of roughly1 km [26].

2.2.1 ARIANNA station con�guration

The current design of ARIANNA speci�es that the detector station should house 8 antennas in total,
7 of which are log-periodic dipole antennas (LPDA), and the last being a dipole antenna, as seen in
Fig. 4. All LPDA antennas are supposed to be stationed close to the surface, hence why the ARIANNA
station con�guration is called a shallow station. Three of the LPDA antennas point upward to the
sky, and will allow for measurements of the cosmic ray background to mitigate false-positives and
noise. The remaining four LPDA antennas point downward toward the ground, and will listen for any
radio emission that is produced by neutrino interaction events. The single dipole antenna, which is to
be stationed roughly 15 m below the surface, will provide valuable information in terms of direction
reconstruction. When a radio signal is emitted from an neutrino interaction, the pulse will travel
toward the detector station, leaving a trace in the dipole antenna. However, the pulse also bounces in
the air-ice surface above the dipole antenna, which leads to a secondary pulse in the dipole antenna.
The direct and re�ected (DnR) pulses yield information about the distance between the interaction
vertex and the antenna station [26]. In this report, the direction reconstruction performance will be
analyzed for the shallow detector station.

Figure 4: Schematic image of the ARIANNA detector station design. Figure adapted from [26]. Reproduced
with permission.
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2.3 Neural networks

Neural networks is a form of machine learning that is widely used in practical applications. The recent
advances in the �elds of face recognition, self-driving cars and medical image analysis has accelerated
greatly thanks to the advantages that neural networks bring to the table [27]. The inspiration for neural
networks is aptly hinted at by the name - namely complex biological systems such as the neurons in the
brains of living organisms. Until recently, the models that have been built using neural networks have
usually been rather simple in nature [28]. However, thanks to the continuous development of computer
hardware (see Moore's law), and research into the theory and development of neural network models,
the schemas that are used today are vastly more advanced and convoluted due to the increase in
available computational performance. This has allowed techniques such as neural networks and deep
learning to �ourish, and it has been proven to be readily applicable in the �eld of physics [29].

2.3.1 The need for data

Neural networks build on the principle of machine learning. Hence, the goal of the network is to take
data as input and produce an output. In order for the network to make good predictions, it has to
learn based on training data. The training dataset consists of the input data, usually denoted asdata,
and output data, usually denoted aslabels. The labels are also calledtruths, as they contain the true
output that the model should learn to predict. During the training session, another dataset which is
completely independent from the training data is needed. This dataset is called validation data, and is
used to validate the network to make sure that it is in fact learning from the training data, and not just
memorizing it (see section 2.3.4). When the model training is completed, the network is usually tested
with yet another fully independent dataset called the testing dataset. Using the prediction precision
the network yields for the testing dataset, it is possible to compare di�erent model structures to each
other to optimize the network for the particular problem at hand.

There are three main learning paradigms that are used in practice - supervised, unsupervised, and
reinforcement learning. For supervised learning, the labels must be given by some external source [30].
For example, if the training data consists of images of birds, then an ornithologist can put labels on
each of the images that states which species the given image depicts. Needless to say, this can be a
tedious, expensive or even an impossible task. If the labels are not known, and cannot be deduced
from the data by classical methods, then supervised learning cannot be used. Hence, the methods
of unsupervised and reinforcement learning were developed as means to mitigate the downsides of
supervised learning.

Unsupervised learning builds on the premise that the model itself can learn to classify the input data
into the corresponding labels. For reinforcement learning, the model utilizes trial and error, and it is
a very common technique in developing neural networks for solving games or �nding solutions to very
complex problems [30]. In physics, however, the possibility to generate training data via simulations
allows for supervised learning without the need of manually assigning labels to each input data. If a
simulation was performed with certain a con�guration of the system, and the output of the simulation
is the input of the neural network, then the labels are known with in�nite precision and zero errors
as they were used as con�guration parameters for the simulation in the �rst place. In this report, the
technique of simulated training data being fed into a supervised neural network will be applied.

2.3.2 Loss functions

Loss functions are a crucial part of the training process of neural networks. Simply stated, the job of
the loss function is to tell the network how good it is at making predictions. There are plenty of loss
functions available, all with their di�erent use cases, strengths and weaknesses. In regression models,
two common functions aremean squared error(MSE) and mean absolute error(MAE). As the names
imply, the functions calculate the arithmetic average of the square di�erence and absolute di�erence
respectively, between the predicted output and the true outputs from the dataset [31].
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One disadvantage of MSE is that if the network predicts terribly on a particular event, that event will
contribute greatly to the overall loss function (because the square of a large error is a huge number).
This leads to the problem that outliers, which might be data which by their very nature are hard
or even impossible to reconstruct, punishes the network too much. This reduces the performance of
the network on data which would otherwise be easy to predict. Hence, the overall performance would
decrease, which is an unwanted e�ect. The same problem does not arise for the MAE, where the
absolute value of a large error does not bloat the loss function the same way as with MSE.

2.3.3 The learning cycle

When developing neural networks, the following procedure is a common scheme in order to �nd a
model, optimize it, and evaluate it [32]:

1. Training: The neural network is allowed to see the training dataset. By comparing the output
that gets generated through the network from feeding it the input data, to the output labels that
represent the truth, the network can usebackpropagationto tweak the parameters such that it
makes more favourable predictions. For di�erent problems, the predicted output and the labels
have to be compared di�erently. Thus, there is a need for a wide range ofloss functions (see
section 2.3.2). A value of the training loss is calculated for the training data, and the goal of the
parameter tweaking is to reduce the training loss. The method that the network uses to tune
the parameters is speci�ed by theoptimizer, which updates the parameters of the model to make
optimal predictions. The rate at which the network learns from the training data is speci�ed by
a user-set parameter, known as the learning rate.

2. Validation: Once the entire training dataset has been passed through the network, it is imperative
to validate the model using a validation dataset. The validation loss is also calculated after
passing the validation data through the model. After the model has been validated, the model
has undergone one trainingepoch. The validation loss will decrease as the number of epoch
increases, until a point where the validation loss stagnates and starts to increase upon further
training epochs. The training-validation cycle is therefore repeated until the decrease of the
validation loss seems to end. This signi�es that the training is complete, and the current model
cannot learn to make better predictions on independent data it has never seen before.

3. Testing (inference): With a fully trained model, the testing dataset is used to produce �nal
metrics of the loss function value of the model. This step is calledinference, and is understood
simply as the act of inserting a completely independent dataset that the network has never
seen before, neither in training nor validation, and comparing the outputs of the network to
the expected true labels of the test dataset. Using the test dataset, other custom performance
metrics can also be calculated that are more relevant than the loss function itself, which can
often seem arbitrary. For example, in classi�cation tasks, the accuracy is often used to present
the performance of a model instead of the test loss. The reason is that the test loss depends on
the loss function used, while in practice the underlying goal of the network is to maximize the
accuracy of predictions.

The 1-2-3 cycle above is repeated with di�erent model designs, in order to �nd the model that best
suits the problem. For the speci�cs of the training cycle, backpropagation and optimizers, the reader
is referred to any contemporary book on neural networks.

2.3.4 Epochs, over�tting and under�tting

As discussed in section 2.3.3, the training-validation cycle is run in epochs. The behaviour of the
training and validation losses at each epoch depend crucially on the neural network, and speci�cally
on the number of parameters that the model houses. Eachlayer of the neural network adds more
complexity, as well as more parameters. If the number of parameters is too large for a given dataset,
the model will learn to memorize the data instead of generalizing and learning patterns. This is known
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asover�tting , which also arises when conducting data regression for simple models such as polynomial.
The network will in this case not perform well on data that is has never seen before, such as the
validation dataset, because it bases its parameter values on the training dataset. The training loss
might be low, but the validation loss is not. It is this lack of generalization that is dangerous, and is
one of the reasons why too large models that cause over�tting should be avoided [33].

The term under�tting refers to the polar opposite of over�tting. When the model is too simple, the
network will not be able to teach itself about the intricate details of the data, and will fail to see the
patterns that a more complex model would be able to �t. For example, �tting a straight line with
only two parameters through some time series data would only yield the overall trend of the data (if
it is increasing or decreasing in time), but would not be able to describe the data in any more detail.
The number of parameters is not the only factor - taking the previous example of time series: If the
data is periodic with a one year period, then using using asin function with amplitude and frequency,
which is still two parameters, greatly increases the accuracy of the model compared to the linear �t
which could not catch the periodicity of the data. Hence, both the number of parameters as well as
the �t functions play a role. In the case of neural networks, the di�erent �t functions are represented
by di�erent layers [33].

2.3.5 Layers

The core of a neural network lies in its layers. A complete description of the layers will not be given in
this text. Rather, the reader will be informed of the overall structure of layer types and their particular
uses and features in a network. The layers that are brought up in this section are all used for the
developed model as described in section 3.4.1

ˆ Convolutional: The convolutional layer can match patters, gradients, edges and peaks of data
using �lters which it scans over the data, producing an output. The �lters are templates with
element-wise weight, which reacts on features that matches the weights of the �lter. The �lters
are not predetermined beforehand - the network learns which features that are important during
training. The �lters are often small and few in amount, which means that a convolutional
layer often adds very few parameters to the model [34]. A more intuition-based explanation of
convolutional layers can be found in section 2.3.6.

ˆ Dense: The dense layer, also known as a fully connected layer, can condense a lot of information
and downsample it into a few outputs. Each element of the previous layer is connected to each
element of the dense layer. This leads to dense layers contributing greatly to the number of
parameters in a model, as each connection requires one parameter [35].

ˆ Average pooling: The goal of a pooling layer is to downsample the dimensions of the data. For
example, if some data consists of 100 data pointsx1; :::; x100, it is possible to create a new set of
data by taking the mean value of x1 and x2, x3 and x4, and so on, all the way to x99 and x100.
By using this averaging scheme, the number of data points is only 50, as for every two elements
in the original set, there is only one value, which is equal to the mean value of the two original
values. The original dataset has beenpooled, using the principles average pooling. In neural
networks, the scheme works identically as in the previous example. The data was downsampled
to condense information. Average pooling layers are useful ahead of applying dense layers, as
it will decrease the number of parameters that are needed, due to the reduction in amount of
connections.

ˆ L2-normalization: The L2-normalization layer is used to normalize data. Speci�cally, it will
make sure that the data is normalized according to the L2-norm. Thus, if an L2-normalization
layer is used immediately before an output layer which is expected to output Cartesian 3D-
coordinates (x; y; z), then the L2-normalization will divide the three elements by the norm of
the coordinate vector, ensuring that

x2 + y2 + z2 = 1 (1)

9



2.3.6 Convolutional neural networks and deep learning

Two problems that arise when dealing with neural networks is parameter count explosions and over-
abstractions of the model structure. When developing neural networks, the goal is usually to �nd
the most simple model with the least amount of parameters, while still retaining good performance.
Deep learning on the other hand requires that multiple layers are concatenated, leading to more
complex models with large numbers of parameters. Having many parameters runs the risk of the
model over�tting (see section 2.3.4), and the training may take longer time. Regarding the abstraction
of the model, it is often di�cult to interpret what the neural network has learned by looking at the
parameter values. The solution to both of these problems is called Convolutional Neural Networks
(CNN), which are often used in image recognition and signal analysis [36].

A CNN contains convolutional layers, which have a number of �lters that the neural network learns
and adapts when it sees the training data. These �lters will, once the network is trained, represent
features of the input images. A common example is that of image recognition, where the network
should learn to identify animals. Consider an image of a bird, then the �lters the network might learn
might initially be to separate the bird from the background. Then, in the deeper convolutional layers
of the model, the �lters might pick out the beak, the legs, and the wings of the bird. It can also learn
to �nd colour di�erences, edges, and gradients. More deeper convolution layer in the network tend to
extract more abstract features of the image. In the end of the network, it is standard to use dense
layers to compile the information gathered by the convolutional layers to produce a single output. In
short, the convolutional layers in a CNN can be interpreted as the eye of the network - it can see
features that in us humans would be processed by the pattern recognition part of the brain. For a
more in-depth discussion of CNNs, see [34].

2.4 Related work

Previous work has been done on the development of a direction reconstruction method for neutrino
events in the ARIANNA detector. In a paper by Gaswint[37], a classical� 2-minimization method was
applied, which allowed for reconstructing the neutrino direction to within a few degrees error for most
events. However, the study was limited in the sense that it was only concerned with hadronic showers.
An additional constraint of the classical model is that it assumes that the position of the neutrino
interaction vertex is known, something which simpli�es the problem greatly. The fact that events with
EM showers have not yet been reconstructable points to the need to develop a new method which
circumvents the weaknesses of classical methods.

A closely related �eld to neutrinos is that of cosmic rays. A paper published in 2017 describes a
deep learning-based method which used convolutional neural networks to reconstruct the energy and
direction of cosmic ray showers from radio detector data. The method proved itself to be promising,
and even performed better compared to classical methods in some regards [38].
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3 Method

3.1 Simulated data

As mentioned in section 2.3, supervised machine learning using neural networks requires a lot of data
in order for the model to be able to generalize. A good way of getting a hold of large data sets is by
doing physics-based simulations, which allows for precise and accurate data to be simulated. A bene�t
of using simulated data to train neural networks is that the labels corresponding to a certain signal are
given for free, as these are given as inputs to the simulation. Another key advantage of using simulated
data is the fact that the detector station can be modeled as to imitate a proposed design, which can
be used to evaluate and compare di�erent proposals with each other.

The data set used in this report was created withNuRadioMC [39], a simulation framework that
is based on Monte Carlo (MC) techniques. The framework simulates the entire event process - the
interaction of the neutrino in matter, the generation of Askaryan radiation, the propagation of the
radio emission through matter, and the signal that is generated in the detector antennas. The antenna
layout is described in section 2.2.1, and the simulated signals correspond to the 4 downward pointing
LPDA antennas and a single dipole antenna, totalling 5 antennas. The simulation was done on the
supercomputer-facility UPPMAX in Uppsala, Sweden, and the con�guration of NuRadioMC used is
presented in appendixA .

This results in a certain amount of events for the di�erent emission models (see section 3.1.1). Out
of these events, roughly 80 % will be used for training, 15 % for validation, and 5 % for testing. The
data is saved both in a noisy and a noiseless form. The trigger condition used was that the peak of
the signal had to be at least 4 times the RMS of the noise in at least 2 of the 4 LPDA antennas.

3.1.1 Emission models and datasets

A choice of which emission model to use must be made when creating the simulated data. The emission
model does the heavy lifting in describing the way the Askaryan radiation is created. In this report, two
separate emission models were used. The �rst of which, usually denoted asAlvarez2009, is a MC-based
emission model which parametrizes the coherent radiation that is created, depending on the neutrino
and material properties [40]. In technical terms, the Alvarez2009 emission model simply parametrizes
the frequency domain of the Askaryan radiation. The second emission model used in this report will be
denoted asARZ2020, which is a semi-analytical method. While it is more computationally expensive
to run simulations with, it can realistically model the Askaryan pulse for an any charge-excess pro�le
[41]. The NuRadioMC library provides di�erent charge-excess pro�les out of the box, which simpli�es
the production of simulated data.

For the Alvarez2009 emission model, only hadronic events are considered in this report. For ARZ2020,
two separate datasets will be used - one with hadronic (NC) events only, and one with hadronic and
EM ( � e CC) events. In total, this yields 3 distinct datasets which will be used to train the neural
network and evaluate the performance:

ˆ Alvarez2009 (had.) [8:3 � 106 events]

ˆ ARZ2020 (had.) [4:1 � 106 events]

ˆ ARZ2020 (had. + EM) [ 5:0 � 106 events]

3.1.2 Data size and dimensions

The dimensions of the training data is important to know when developing a neural network, as the
model is dependent on how the data is structured. As described previously, the simulated data for this
report has 5 antennas in total. This means that each event will consist of 5 traces, that correspond to
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the 5 di�erent antenna signal outputs. The antenna signal is sampled with a time interval of � t = 0 :5 ns
for a total of 512 samples. This results in one event having a time duration oft = 512� t = 256 ns. For
logistical purposes, each sample point is stored as a single element in an array. The explanation for
this is that in image recognition networks, the last dimension corresponds to the amount of channels
an image has - 1 for gray scale and 3 for RGB colour. In the present case, the signal traces only
has one channel, and the �nal dimension is 1. The dimensions for the training data is thus[5; 512; 1],
where 5 corresponds to the 5 signal traces, 512 corresponds to 512 samples per event per trace, and 1
corresponds the single channel of the traces.

As large data sets are needed for training the model, the amount of data is on the order of� 100 GB
(gigabyte). This cannot all at once be loaded into the system memory of the GPU server (see section
3.3.2). For this reason, the data is separated into many2 GB �les that each contain nf = 105 events.
The �les are then loaded in parallel using TensorFlow's built in functionality as they are needed during
training.

Another data set, equally important as training data, is the label data. This is a data set that is
associated with each event of the training data, and speci�es the direction of the incoming neutrino
that was used to generate the signal traces of the training data. The goal of the neural network training
is to extract features from the training data set and be able to predict a neutrino direction that matches
the label data set as accurately as possible. The direction in the label data set is saved simply as a
unit vector pointing in the (x; y; z) direction that was used to simulate a certain event. Therefore, the
dimensions for the label data set is[3], where the 3 corresponds to the di�erent Cartesian coordinates
in 3-dimensional space. To match the training data set, these labels are also saved in �les that each
contain nf = 105 events.

3.1.3 Event example

In Fig. 5, an example of an event generated byNuRadioMC is presented. In the �rst four LPDA
antenna signals, the most clear qualitative di�erences between the traces is that they are o�set in
time with respect to each other, as well as a phase-shift of� between LPDA 1 & 2 when compared
to LPDA 3 & 4. For the dipole antenna, the characteristic re�ected signal can be observed around
60 ns after the primary signal has arrived, which was discussed in section 2.2.1. The event shown in
the �gure is cherry-picked as to show how a very clear signal is supposed to look like. Most of the
events are not this clear, and there is usually a lot more noise in the images. An example that shows
a more noise-prone signal can be seen in Fig. 22 in appendixB . That image hints at the di�culty of
the objective for this report, and also suggests that more classical approaches might not be able to
reconstruct the neutrino direction, as it might not be as clear-cut as the example given below.

3.1.4 Data preprocessing

Before the data generated by the simulations can be input to the neural network, it must undergo
some layers of preprocessing. Firstly, the antenna signal traces are run through a digital bandpass
�lter with bandwidth of 500 MHz. This is done by running the traces through a discrete fast Fourier
transform (FFT), then multiplying the frequency space with the bandpass �lter mask, and �nally
running the frequency space through an inverse FFT to yield the signal in the time domain. The use
of this bandpass �lter was one of the optimizations that were found to make the model perform better.
Another preprocessing step is to convert the the direction labels from spherical angle coordinates to
Cartesian coordinates.
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Figure 5: Example neutrino event. The �rst four traces are for the LPDA antennas, while the last trace is
for the single dipole antenna. For each trace, 512 samples are taken with a time interval of � t = 0 :5 ns.

3.2 Development and evaluation

3.2.1 Optimizing a model

Once a basic model has been developed, the goal is to optimize the model architecture as much as
possible with regards to increasing the direction reconstruction performance, while still keeping the
model size as small as possible to minimize the risk of over�tting. The main way to optimize is with
educated guesses along with trial-and-error, and through something calledhyperparameter sweeps. The
meta-parameters that for example describe the learning rate, the convolutional �lter amounts, and
pooling size all constitute hyperparameters. A good way to �nd optimizations in the model is to sweep
these parameters in a grid-like fashion with a few parameters at a time, testing di�erent combinations to
see if they make a di�erence for the performance. The model with the best performance, as measured
according to section 3.2.2, is picked out, and the iteration cycle is continued to �nd new optimal
values for the hyperparameters. In principle, the hyperparameter is a multi-dimensional optimization
problem, which must be segmented into small pieces in order to be practically feasible.

3.2.2 Evaluating and assessing the performance of a model

When a model has been trained and is to be assessed, there needs to be a metric which can be
used to compare di�erent models to each other in order to deduce if some change has resulted in an
improvement in the performance of the network. The evaluation of the models is done by performing
inference onN inf = 3 �106 events, which yields the same amount of predicted directions. The space angle
di�erence, denoted by �	 between the predicted events and the true neutrino direction is calculated.
The space angle di�erences�	 can then be visualized in a histogram.
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Due to the central limit theorem, the predicted Cartesian coordinate components can be assumed to
be normally distributed. However, the very nature of spherical coordinates will cause the space angle
di�erences �	 to follow a Rayleigh distribution. For a perfect Rayleigh distribution, the mean value
is a good quantity for assessment. However, any potential outliers and extremes will have a large e�ect
on the average value. The metric to be used for assessing the performance of a model will instead be
the 68 % quantile, denoted by� 68. This quantity will be a stable estimator that is immune to rare
outlier events. The value of � 68 is set by the following de�nition:

De�nition. � 68 is the smallest value for which 68 % of events have�	 smaller than � 68.

Due to this de�nition, the best performing model would be the one that has the smallest value of� 68.
The largest space angle di�erence between two vectors is180°. Hence, if the model were to predict the
directions randomly and uniformally, the value of the 68 % value would be� 68 = 0 :68 � 180° � 120°.
Any model that has � 68 < 120° would then be better performing than randomly guessing the direction.

3.3 Logistics

3.3.1 Software environments

In order to construct the neural networks, the TensorFlow [42] framework along with Keras [43] will
be used with Python [44] as the underlying programming language. The versions used arePython
3.8.5, TensorFlow 2.2.0 andKeras 2.4.3. The code base for the entire project is publicly available on
GitHub [45].

3.3.2 Hardware

Neural networks require a lot of computational power to perform the training of the model, which
creates a demand for high-performance computer hardware. Convolutional layers in particular are
especially resource-hogging.Graphics processing units(GPU) can accelerate the training due to their
innate ability to perform parallel processing, yielding unprecedented performance when compared to
more traditional Central processing units (CPU) [46]. The training in this report has been performed
on a GPU server with the following hardware con�guration:

ˆ CPU: Intel Xeon Silver 4216 (64 cores @ 2.10 GHz)

ˆ GPU: 3x NVIDIA Quadro RTX 6000

ˆ RAM: 188 GB

3.3.3 Model tracking

In order to keep track of di�erent model con�gurations and their performance during the development
phase, the toolWeights & Biases [47] was used. It supplies easily navigable web-interfaces for moni-
toring and comparing models, as well as logging any relevant parameters and hardware performance
metrics.

3.4 Neural network model

The following section describes the developed model in detail.

3.4.1 Model structure

An overview of the model that was developed to ful�l the purpose of this report is presented in Fig. 6,
with a more speci�c description presented in Tab. 1. The optimizer used for the model isAdam [48]
with a learning rate of 5 � 10� 5. The loss function is MAE, the mean absolute error (see section 2.3.2).
In short, the model consists of an input layer, convolutional blocks, a dense block, and an output layer.
Following is a description of the di�erent parts of the model:
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ˆ Input layer ( I ): This layer simply acts as an input of the neural network, and has the dimensions
that match the data from the antennas as described in section 3.1.2.

ˆ Convolutional blocks ( Ci ): The convolutional blocks consists of three convolutional layers,
followed by pooling layers. The convolutional layers are con�gured to use padding, so the di-
mensionality does not change following a convolutional layer. The �lter size of the convolutional
layers is [1; 5], which will result in the model scanning each antenna trace separately, with a
width of 5 samples. The pooling layer has a stride of 4, meaning it will decrease the dimensions
of the trace by a factor of 4. For example, inC1, the width of the trace goes from 512 to 128
following the pooling layer. Another important speci�cation of the convolutional blocks is that
the convolutional layers in each block have twice the amount of �lters compared to the previous
block. This is a very common technique in the development of CNN models with pooling layers,
and can be seen as a way to mitigate under�tting due to the risk of the model becoming too
simple if the dimensions decrease a lot, following the pooling layers.

ˆ Batch normalization ( B ): Batch normalization layers are another common technique to stabi-
lize and improve the performance of neural networks. The details of this layer is not of importance
to a casual reader.

ˆ Flatten ( F ): The �attering layer allows the network to transform from the convolutional blocks
into the dense layers, by stacking the traces tail-to-head, and creating a simple �at array of
numbers. The e�ect of it is seen in the dimensionality of its output layer.

ˆ Dense layers ( D i ): The dense block in the model consists of 6 dense layers. The size of the
dense layers decreases for layers further along the network, which helps to reduce the amount of
parameters as well as allowing the model to narrow down to just 3 output neurons, as the goal
for the network is to yield 3 Cartesian components as per section 3.1.2.

ˆ Normalization ( N ): The details of this layer is presented in section 2.3.5. As the label �les are
given as normalized unit vectors, it is only natural to force the network to normalize the output
vector.

ˆ Output layer ( O): The �nal layer of the network exposes 3 neurons, which corresponds to the
3 Cartesian components(x; y; z).

I C1

C2

C3

C4

B F

D1 D2

D3

D4

D5

D6 N O

Figure 6: Sketch of the structure of the developed neural network. The labels are speci�ed in �gure Fig. 1.
The relative sizes of the convolutional layers Ci hint at the output dimensions of the layers, while the relative
sizes of the dense layersD i hint at the neuron amount in each layer
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Table 1: Detailed structure of the model that was developed. The labels correspond to the labels used in
Fig. 6. The dimensions specify the output dimensions of each layer, and the parameters specify the amount
of trainable parameters for each layer. Note that B has 512 trainable parameters, but also 512 non-trainable
parameters.

Label Layer Dimensions Parameters

I Input layer (5; 512; 1) 0

C1 Conv2D (32 �lters) (5; 512; 32) 192
Conv2D (32 �lters) (5; 512; 32) 5 152
Conv2D (32 �lters) (5; 512; 32) 5 152
AveragePooling2D (5; 128; 32) 0

C2 Conv2D (64 �lters) (5; 128; 64) 10 304
Conv2D (64 �lters) (5; 128; 64) 20 544
Conv2D (64 �lters) (5; 128; 64) 20 544
AveragePooling2D (5; 32; 64) 0

C3 Conv2D (128 �lters) (5; 32; 128) 41 088
Conv2D (128 �lters) (5; 32; 128) 82 048
Conv2D (128 �lters) (5; 32; 128) 82 048
AveragePooling2D (5; 8; 128) 0

C4 Conv2D (256 �lters) (5; 8; 256) 164 096
Conv2D (256 �lters) (5; 8; 256) 327 936
Conv2D (256 �lters) (5; 8; 256) 327 936
AveragePooling2D (5; 2; 256) 0

B BatchNormalization (5; 2; 256) 512

F Flatten (2560) 0

D1 Dense (1024 units) (1024) 2 622 464
D2 Dense (1024 units) (1024) 1 049 600
D3 Dense (512 units) (512) 524 800
D4 Dense (256 units) (256) 131 328
D5 Dense (128 units) (128) 32 896
D6 Dense (3 units) (3) 387

N Normalization (3) 0

O Output layer (3) 0

Total: 5 449 027

The �nal model presented above was iteratively developed as per section 3.2.1. The model was opti-
mized using the Alvarez2009 (had.) dataset. The model developed shows great resemblance with a
commonly used family of models calledVGG [49]. The VGG models perform well in image recognition
tasks, and has during the COVID-19 outbreak been proven to be capable to diagnose patients infected
with SARS-CoV-2 by analyzing chest X-rays [50].
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4 Results

4.1 Reconstruction resolution and dependence on event properties

The following sections show results of the direction reconstruction resolution. The results are presented
for the three di�erent datasets, as described in section 3.1.1. The evaluation of the trained models is
done with 3 � 106 events from the test datasets.

4.1.1 Distribution of space angle di�erences

In Fig. 7, histograms of the space angle di�erence�	 are shown. The values of� 68 are speci�ed in the
graphs. As stated in section 3.2.2, the expected distribution of the space angle di�erence is a Rayleigh
distribution, given that the errors in the Cartesian coordinates are all normally distributed. The �t
function is therefore the Rayleigh distribution with an arbitrary amplitude, and is given [51] by

f (x; A; � ) = A
x
� 2 e� x 2 =2� 2

(2)

(a)

(b) (c)

Figure 7: Space angle di�erence histograms for the three datasets. The Rayleigh �t is speci�ed in Eq. (2).
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4.1.2 Energy dependence

In Fig. 8, graphs of the value of� 68 in binned intervals of the neutrino energy E � are shown.

(a) (b)

(c) (d)

Figure 8: Values of � 68 in binned neutrino energy intervals for the three datasets. (a) shows all datasets in
one collected graph, while (b), (c), (d) shows each dataset separately, with the count of events in each bin
also plotted.

18



4.1.3 Signal-to-noise ratio dependence

In Fig. 9, graphs of the value of � 68 in binned intervals of the event signal-to-noise ratio (SNR) are
shown. To calculate the SNR for an event, the following scheme is used:

De�nition. The SNR of an event is de�ned as the maximum of the absolute value of the LPDA traces,
divided by the noise �oor, which is approximately 10�V .

Following the de�nition above, the value of � 68 in binned intervals can plotted as a function of the
SNR.

(a) (b)

(c) (d)

Figure 9: Values of � 68 in binned SNR intervals for the three datasets. (a) shows all datasets in one collected
graph, while (b), (c), (d) shows each dataset separately, with the count of events in each bin also plotted.

19



4.1.4 Zenith angle dependence

In Fig. 10, graphs of the value of� 68 in binned intervals of the incoming zenith angle� are shown.

(a) (b)

(c) (d)

Figure 10: Values of � 68 in binned zenith angle intervals for the three datasets. (a) shows all datasets in one
collected graph, while (b), (c), (d) shows each dataset separately, with the count of events in each bin also
plotted.
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4.1.5 Azimuth angle dependence

In Fig. 10, graphs of the value of� 68 in binned intervals of the incoming azimuth angle � are shown.

(a) (b)

(c) (d)

Figure 11: Values of � 68 in binned azimuth angle intervals for the three datasets. (a) shows all datasets in
one collected graph, while (b), (c), (d) shows each dataset separately, with the count of events in each bin
also plotted.
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4.2 Skymaps and single event uncertainties

Using a single noiseless event, it is possible to generate a large amount of noise realizations based on
that one event. The noise is generated according to the experimental situation at hand, and is identical
to the original simulation of noisy data. Those realizations can then be passed on through the network
to be evaluated, which will generate a distribution of predicted directions. In Fig. 12, Fig. 13 and
Fig. 14, three skymaps of di�erent events are shown, where the procedure described above was used
to evaluate the model on a single event105 times. The �gure also shows the space angle di�erence
histograms, where a Rayleigh �t as per Eq. (2) was performed. The dataset used was ARZ2020 (had.).
The events are shown in order of the best reconstruction performance in decreasing order.

(a) (b)

(c)

Figure 12: (a) & (b) : Skymaps with the Mollweide projection and as a 2D histogram, respectively, for an
event in the ARZ2020 (had.) dataset. The coordinates are given as colatitude and longitude for the Mollweide
projection, and as spherical coordinates for the 2D histogram. The green cross is the true neutrino direction,
and the heatmaps specify the distribution of predicted directions. (c) : Space angle di�erence histogram for
the noise-realized events. The Rayleigh �t is speci�ed in Eq. (2).
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(a) (b)

(c)

Figure 13: (a) & (b) : Skymaps with the Mollweide projection and as a 2D histogram, respectively, for an
event in the ARZ2020 (had.) dataset. The coordinates are given as colatitude and longitude for the Mollweide
projection, and as spherical coordinates for the 2D histogram. The green cross is the true neutrino direction,
and the heatmaps specify the distribution of predicted directions. (c) : Space angle di�erence histogram for
the noise-realized events. The Rayleigh �t is speci�ed in Eq. (2).
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(a) (b)

(c)

Figure 14: (a) & (b) : Skymaps with the Mollweide projection and as a 2D histogram, respectively,
for an event in the ARZ2020 (had.) dataset. The coordinates are given as colatitude and longitude for
the Mollweide projection, and as spherical coordinates for the 2D histogram. The green cross is the true
neutrino direction, and the heatmaps specify the distribution of predicted directions. (c) : Space angle
di�erence histogram for the noise-realized events. The Rayleigh �t is speci�ed in Eq. (2).

4.3 Angular residual distributions

In the following sections, the distributions for the angular residuals are given for the zenith angle
� and azimuth angle � . The residuals and their distributions are given separately for the three
datasets. Note that when the residuals for the azimuth angle� were calculated, the 360° periodicity
had to carefully be taken in consideration. As for the histograms, the �t functions are the Cauchy
distribution, with arbitrary scaling, given [51] by

f (x; A; x 0; 
 ) = A

 

�


"

1 +
�

x � x0




� 2
#! � 1

(3)

and the Gaussian distribution with arbitrary scaling, given [51] by

f (x; A; �; � ) =
A

�
p

2�
e� 1

2 ( x � �
� )2

(4)

The Cauchy distribution was, as seen in the �gures below, empirically found to be a better �t
compared to the Gaussian distribution.
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4.3.1 Zenith residual distribution

In Fig. 15, residual plots are presented for each dataset. The leftmost plot shows a heatmap of the
predicted versus true zenith angle for the events in the test dataset, along with the residuals versus
the true zenith angle. The rightmost plot shows the distribution of the residuals, along with �ts to
the Cauchy and Gaussian distributions.

(a) (b)

(c) (d)

(e) (f )

Figure 15: Zenith angle residual distributions for the three datasets. The Cauchy �t is speci�ed in Eq. (3),
and the Gaussian �t is speci�ed in Eq. (4).
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4.3.2 Azimuth residual distribution

In Fig. 16, residual plots are presented for each dataset. The leftmost plot shows a heatmap of the
predicted versus true azimuth angle for the events in the test dataset, along with the residuals versus
the true azimuth angle. The rightmost plot shows the distribution of the residuals, along with �ts to
the Cauchy and Gaussian distributions. For a discussion of Fig. 16(e) , see section 6.1.3.

(a) (b)

(c) (d)

(e) (f )

Figure 16: Azimuth angle residual distributions for the three datasets. The Cauchy �t is speci�ed in Eq. (3),
and the Gaussian �t is speci�ed in Eq. (4).
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4.4 Systematic uncertainties

The following sections present results concerned with systematic uncertainties of the generated data
and the developed model. Note that any value of� 68 is always given in units of degrees (°).

4.4.1 Emission models

For the results presented in Tab. 2, the model was trained with a certain dataset, and then evaluated
with a certain dataset. The diagonal in the table specify the con�gurations where the training and
evaluation emission models were the same.

Table 2: 68 % interval values � 68 for di�erent con�gurations of training and evaluation data. The training
data column and evaluation row specify which emission model was used when the neural network was trained
and evaluated respectively.

Training
Evaluation

Alvarez2009 (had.) ARZ2020 (had.) ARZ2020 (had. + EM)

Alvarez2009 (had.) 4.89 5.76 8.02
ARZ2020 (had.) 7.91 4.09 6.59
ARZ2020 (had. + EM) 8.40 5.20 5.45

The interpretation of these results is that even though the network is trained on a certain dataset, it
will still perform well when making predictions for another dataset. The systematic uncertainties of
the model are therefore rather small. One curious conclusion obtained from Tab. 2 is that when the
model is trained on the ARZ2020 (had. + EM) dataset, it performs better when making predictions
on the ARZ2020 (had.) when compared to the ARZ2020 (had. + EM) dataset. This result again
re�ects the fact that the electromagnetic events are more di�cult to reconstruct in comparison to
purely hadronic events, due to the LPM e�ect.

4.4.2 Noisy and noiseless datasets

For the results presented in Tab. 3 and Tab. 4, the model was trained on the Alvarez2009 (had.) and
Alvarez2009 (had. + EM) datasets respectively. The training and evaluation was performed with or
without noise, totalling 4 di�erent con�gurations for each dataset. The interpretation of these results
is that training on noiseless data and evaluating on noisy data is not a reliable method for improving
the performance of the method.

Table 3: 68 % interval values � 68 for di�erent con�gurations of training and evaluation data with the dataset
ARZ2020 (had.). The training data column and evaluation row specify if a noisy or noiseless dataset was used
when the neural network was trained and evaluated respectively.

Training
Evaluation

Noisy Noiseless

Noisy 4.05 2.68
Noiseless 36.70 0.27

Table 4: 68 % interval values � 68 for di�erent con�gurations of training and evaluation data with the dataset
ARZ2020 (had. + EM). The training data column and evaluation row specify if a noisy or noiseless dataset
was used when the neural network was trained and evaluated respectively.

Training
Evaluation

Noisy Noiseless

Noisy 5.12 4.35
Noiseless 72.67 0.43

27



4.5 Performance metrics

4.5.1 Correlation between model performance and number of training events

The following �gure shows the 68 % interval � 68 and its dependence on the amount of events used for
training, using the Alvarez (had.) dataset.

Figure 17: The plot shows the 68 % interval value � 68 as a function of the amount of events used for
training. During training, the amount of validation events was 106 , and the amount of events that were used
for evaluation was 3 � 105 . The �t is speci�ed in Eq. (5).

It was found that a function of the following form

� 68 = ae� bN events + c (5)

could, with good precision, describe the dependence as seen in Fig. 17. Assuming that this function
resembles the true dependence, a �t to the data can be used to estimate the performance on an even
larger data set. Due to the valuec � 4:8°, an extrapolation of the data for Nevents ! 1 yields that
the absolute minimum of the 68 % interval for the Alvarez (had.) dataset would be� 68 = 4 :8° if an
in�nite amount of training �les were to be used. This is around a 4 % decrease when compared to
using only Nevents = 7 � 106 events.

4.5.2 Model training metrics

The �nal model as described in section 3.4 has a �le size of around� 66 MB (megabyte) when trained.
When training with a NVIDIA Quadro RTX 6000 GPU, the RAM usage is about 14 GB while the
dataset is prefetched with Keras using 2 parallel data loading calls with a cycle length of 2. The
amount of time required for training the model is O(10 h).

4.5.3 Model inference metrics

The following plot shows the amount of time elapsed when the model makes predictions (inferencing),
depending on the amount of simultaneous events the network makes the predictions for. The inferencing
is done on a single NVIDIA Quadro RTX 6000 GPU, using the Alvarez2009 (had.) dataset.
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Figure 18: The plot shows the elapsed time needed for the network to inference as a function of the amount
of events that were inferenced in the same prediction call, when performing the inferencing on a single NVIDIA
Quadro RTX 6000 GPU. The �t is speci�ed in Eq. (6).

The baseline at t inf = 20 ms is the amount of time that is needed for the model to predict up to
� 50 events simultaneously. WhenNevents, inf increases from here, the inference timet inf increases, and
eventually relates linearly with respect to Nevents, inf . The linear �t is made only for the data points
at Nevents, inf > 4000, and is of the form

t inf = kNevents, inf + m (6)

Given that the value of the slope coe�cient k � 10� 4, increasing the amount of predicted events
by 10 000 increases the inference timet inf by 1 s. Thus, asymptotically, each event takes the time
t inf =Nevents, inf = k = 10 � 4 s = 100µs to predict as Nevents, inf ! 1 .

However, as antenna stations are to be deployed remotely and should function autonomously, they
do not have access to the hardware that was used for the inference as described above. Instead, the
same analysis as can be performed on a single-board computer such as theRaspberry Pi 3B [52].
For inference on these devices, a light-weight version of TensorFlow calledTensorFlow Lite [53] is
appropriate due to severe constraints on the on-board memory, CPU and storage con�guration on
single-board computers. Below are �gures that show the inference time as a function of the amount
of events that were inferences simultaneously for 1, 2 and 3 threads on a Raspberry Pi 3B. The �t is
again of the form given in Eq. (6).
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Figure 19: The plot shows the elapsed time needed for the network to inference as a function of the amount
of events that were inferenced in the same prediction call, when performing the inferencing on a Raspberry Pi
3B with 1 and 3 active threads respectively. The �t is speci�ed in Eq. (6).

In these plots, the characteristic baseline that was seen in Fig. 18 is not seen. Due to the values of
the �tted slope coe�cients k, the amount of events that can be inferenced int inf = 1 s is 14 and 25
for 1 thread and 3 threads respectively on the Raspberry Pi 3B. Thus, utilizing more processor cores
(threads) does indeed increase the performance, something which is also seen in the relative shift of
the graphs in Fig. 19.

Comparing the amount of inferences per second on the Raspberry Pi to that of the dedicated GPU,
there is a three order of magnitude di�erence. The processor cores on a Raspberry Pi are simply not
made for doing the specialized calculations required to do inference. Also, the ability of parallelism
that exists on the GPU allows it to perform many calculations simultaneously. As described earlier,
the antenna stations do not have access to GPU hardware of this caliber. The solution is to use a small
add-on processor called aTensor Processing Unit (TPU). One such device is the Coral Dev Board [54],
which contains an Edge TPU.

One limitation of the Edge TPU is that it can only run one inference at a time, unlike what was possible
previously when running with batches. This is however not an issue in practice, as the antenna stations
will in any case run inference on single events as they are detected. For the model to run on the Edge
TPU, it must be quantized. This means that all operations deal with integer variables instead of
�oating point numbers. The results are as follows:

ˆ Dev Board CPU: Using the CPU on the Coral Dev board, the mean inference time was
t inf = 75 ms. This means that about 13 inferences can be done per second, which is roughly
equal to the results from using the Raspberry Pi.

ˆ Dev Board TPU: Using the Edge TPU on the Coral Dev board, the mean inference time was
t inf = 0 :94 ms. This means that about 1000 inferences can be done per second. This is still not
as good as the results from the Quadro GPU, but considering that the Edge TPU goes for a
fraction of the cost of a full-�etched GPU, the results are promising.
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Note that while the model contained 28 operations, only 26 of these could be mapped to the TPU.
Two of the operations, namely quantization and dequantization, were mapped to the CPU. Also note
that the entire model did �t on the 8 MB of available SRAM cache that is available on the Edge
TPU. Thus, the parameters are quickly accessible, speeding up the inference. The Edge TPU has a
peak power consumption of2 W, which is an important metric when designing autonomous detector
stations. Note that this power consumption is what is required when the TPU is running on full load,
and the average load will thus be much lower.

As a summary of the inference tests, the following table presents the time per inference and the amount
of inferences per second that each device tested could perform:

Table 5: Summary of the inference tests

Inference device Time per inference ( ms) Inferences per second ( s� 1)
Quadro RTX 6000 GPU 0.094 10 000
Coral Dev Board (Edge TPU) 0.94 1 000
Coral Dev Board (CPU) 75 13
Raspberry Pi 3B (3 threads) 40 25
Raspberry Pi 3B (1 thread) 74 14
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5 Visualization of the network

When using neural networks to solve problems, it is often di�cult to interpret the model parameters
and understand what the model is looking for in the input data as it propagates in the network
to produce a �nal output. However, thanks to the way that convolutional layers are de�ned and
structured, it is possible to visualize the �lters of a CNN, as well as looking at which features in the
input data that the �lters are trying to �nd. This is widely used in image recognition, where visualizing
the �lters could for example show that a network which is trained to recognize handwritten numbers
would in the �rst convolutional layer have �lters that try to identify any sharp edges in an image. For
the convolutional layers which are deeper in the network, the �lters might try to identify more abstract
features of an image, for example the crossing of two lines, which might indicate that the handwritten
number is an 8. For a visually appealing paper that covers convolutional layer visualization, see [55].
For an interactive experience, see [56].

All convolutional �lters have an associated bias, which is learned during training. The larger the bias,
the more relevant the �lter is for training. In the following sections, the �lters with the highest bias
in the trained model for the dataset Alvarez2009 (had.) are visualized, along with the features that
these �lters extract.

5.1 Filters

Extracting the 9 �lters with the largest bias from each layer in the �rst and last convolutional blocks
C1 and C4 yields the �lter plots as seen in Fig. 20.

(a) (b)

Figure 20: Visualization of the 9 �lters with the largest bias from (a) : the �rst convolutional block C1 and
(b) : the last convolutional block C4 . White represents a large weight, while black represents the smallest
weight. The �lters are labeled as f i and are shown descending order with regards to the bias.

Analyzing the �lter plots visually shows that for C1, the convolutional layers seem to primarily be
looking for peaks in the data. This is seen for example by the �lter f 1 in the �rst layer of C1, where
a white pixel is surrounded by dark pixels. This means that the �lter is looking for parts of the trace
where a high amplitude is surrounded by low amplitudes, which is a peak. ForC4, however, it seems
like the network is looking for gradients. This is seen in the �lter f 1 of the second layer ofC4, where
there is an incremental increase of the brightness of the pixels, indicating that this �lter is scanning
the trace for gradients. This di�erence between the �lters in C1 and C4 are often seen in CNNs, where
the deeper layers extract more abstract features of the data when compared to the layers which are at
the beginning of the network.
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