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Abstract

With the constant evolution of Large Language Models (LLMs), methods for minimizing
hallucinations are being developed to provide more truthful answers. By using Retrieval-
Augmented Generation (RAG), external data can be provided to the model on which its answers
should be based. This project aims at using RAG for a data extraction pipeline specified for
second-life batteries. By pre-defining the prompts the user may only provide the documents that
are wished to be analyzed, this is to ensure that the answers are in the correct format for further
data processing. To process different document types, initial labeling takes place before more
specific extraction suitable for the document can be applied. Best performance is achieved by
grouping questions that allow the model to reason around what the relevant questions are so
that no hallucinations occur. Regardless of whether there are two or three document types, the
model performs equally well, and it is clear that a pipeline of this type is well suited to today's
models. Further improvements can be achieved by utilizing models containing a larger context
window and initially using Optical Character Recognition (OCR) to read text from the
documents.
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Popularvetenskaplig Sammanfattning

Under de senaste aren har arbetet kring sprakmodeller inom AI vuxit enormt och efter
att Google publicerade sitt Transformers 2017 har LLMs vuxit enormt till storlek och
anvindningsomraden. Nagra av de populdrare sprakmodeller &r de GPT modeller som
OpenAl utvecklat och som har visat stora méjligheter fér att kunna sammanfatta texter,
halla konversationer om komplexa omraden och ge 16sningsforslag pa allt mer komplicer-
ade programmeringsuppgifter.

Ett problem med dessa sprakmodeller har varit att de kan hallucinera fram svar pa fragor
som de egentligen inte har nagon information om att svara pa. En 16sning till detta prob-
lem kom av forskare pa Facebook under 2020 nér de tog fram arkitekturen RAG. RAG
valjer ut extern data fran en stor samling efter hur relevant delar av den ar till fragan
som anvandaren skickat. Darefter skickas informationen av storst relevans tillsammans
med fragan till modellen for att den ska ha konkret fakta att generera sitt svar utifran.

Denna uppsats undersoker mojligheterna att anvinda dessa sprakmodeller i samband med
RAG for att kunna extrahera data fran olika faktablad om batterier. Arbetet introducerar
en pipeline for att kunna dela upp hur olika dokument automatiskt ska kunna klassificeras
och behandlas for att data ska extraheras pa ett korrekt sett.

Fyra tester genomfors for att undersoka vilken typ av formulering av fragor och konfig-
urering som ger bast resultat overlag. Dessa tester dndrar hur fler typer av dokument kan
paverka prestandan, hur gruppering av tekniska fragor kan paverka hallucinationer och
hur stor kontext man ska skicka med till modellen.

Resultaten och slutsatserna for detta projekt bidrar som exempel for hur liknande pipelines
kan konstrueras for att enklare extrahera data fran olika komplexa filtyper och integrera
detta till en kontinuerlig bearbetning till databaser eller analysverktyg.
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Chapter 1

Introduction

1.1 Background

Cling Systems is a company focusing on the repurposing of second-life batteries. To pro-
cess batteries correctly and to safely transport them a lot of data has to be reviewed and
processed for them to know if a battery can be reused or if it should be sent for disman-
tling. Almost every battery manufacturer has their own structure for these documents
and when a battery is undergoing performance testing, depending on the company, this
report can also be unique. Reviewing the mandatory documents that a battery should
have is today done manually which is tedious and may be, for some clients, not the easiest
thing to do depending on technical experience and insight into the data. Building a parser,
like a CSV importer, for all types of structured and unstructured files or document types
is challenging and requires the technical knowledge of individual users to use it correctly.
The ideal solution would be to create a document reader that can extract relevant data for
every type of document regardless of structure and type. The output for the extraction
would ideally be in a specific format for further post-processing and analysis.

For the last couple of years, Large language models (LLMs) have been evolving at a rapid
rate. The problem with LLMs is that they have been shown to store factual knowledge
in their parameters. A known downside to this is that these models cannot easily be
expanded upon and their predictions may produce "hallucinations" in areas where they
have not been trained.

A solution to this problem was the discovery of retrieval-augmented generation (RAG)
where extra information context could be provided to the model as additional context.
This context is fetched by a retrieval component that builds on a similarity search com-
paring the embedding vectors of the search query and text documents.
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1.2 Purpose and research questions

As highlighted above, data extraction can be a difficult task even if you are an expert
in the area. It is easy to misread or interpret a context falsely. Some research questions
include:

e How can we utilize the language models available to their best potential?

e Is it possible to create a data extraction pipeline that utilizes RAG at its core to
retrieve relevant data?

e What factors affect the performance of this pipeline and what are its limitations?

This thesis will focus on the creation and the limitations of a battery information extrac-
tion pipeline that utilizes the RAG architecture and investigate how it can be structured,
what needs to be included in this architecture, and how should the prompts and questions
be formulated for best performance.

From a text corpus provided by Cling Systems, I have selected two types of documents
that this project will focus on, Technical Data Sheets (7'D) and Test Reports (TR). These
types of documents provide for a discussion and exploration of five types of LLM agents:
Battery type, Document type, Technical specifications, model ID, and measurement data.
A third document, Safety Data Sheets (SDS), will be added to see how performance differs
with additions of new document types. The SDS documents available only need to be
labeled correctly and do not require a new type of agent for this pipeline to cover. It does,
however, include a deeper discussion of how more document types create a more complex
classification question for the document type agent.

1.3 Limitations

With a limitation in computational power and the aim of completing the thesis within
the timeframe provided, this project will not compare different LLMs or fine-tune models.
The project will focus on building a pipeline that utilizes LLMs and RAG to extract data
into a structured format. Comparison between questions, prompts, and context will be
included in the performance. The models used in this project will utilize "gpt-3.5-turbo-
0125", "gpt-3.5-turbo-1106", "gpt-3.5-turbo", and "gpt-40". The use of different models
is a further constraint from OpenAl of requests per minute, day, and month. Using mul-
tiple models opened the possibility of running multiple models in parallel and testing a
large number of documents in close sequence.




Chapter 2

Background

This section will provide a comprehensive description of the background and theory on
which the project is based and what is needed to understand methods, results, and how
the results are interpreted, leading finally to the conclusions that are drawn.

2.1 Language models

Humans can interpret and express themselves through the use of language. We learn
this from early childhood, which we continue to evolve over time[I]. This ability does
not naturally exist in machines. Instead, we have tried to create artificial intelligence
(AI) algorithms that can communicate or at least read and write like humans. Language
models (LM) are a major advancement in artificial language intelligence that generally
aims to generate word sequences based on likelihood|[2].

Language models are a type of machine learning model trained to predict probability dis-
tribution over words. These distributions enable the models to predict the likelihood of
different word sequences occurring in a given language. Some examples include n-grams,
skip-grams, and neural language models such as Recurrent Neural Networks (RNNs) in-
cluding long short-term memory networks (LSTMs), and Transformers. The key concepts
are discussed as follows.

2.1.1 Word embedding and tokens

Embedding is a technique used to represent complex data in a continuous vector space
where each object is converted into a vector, and the similarity between objects is repre-
sented by the proximity to each other in this embedded vector space.

Since models do not understand words, sentences are first divided into tokens. Tokens
can be single characters, parts or words, entire words, or special characters. These tokens
are more easily digestible and can individually be represented as vectors. These vectors
are relatively low-dimensional and are used in many areas within data science, from user
recommendation systems to Natural Language Processing (NLP) tasks. The general idea
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for using it in NLP is to use vector representation of words that can be used for sentence
prediction and language translation based on semantic meaning[3].

2.1.2 Transfer Learning

Transfer learning is the ability to apply knowledge of one subject to a similar subject.
An example could be that someone exceptional at playing tennis will have an easier time
playing other racket sports. For a neural network, transfer learning is the ability to train
the network on one task and then reuse the weights for another task|[3].

2.1.3 Neural language models

Neural language models (NLM) use neural networks to predict word sequences. Some
known approaches are the use of RNN and multi-layer perceptions (MLP). An example
of this is word2vec|4] [].

2.1.4 Transformer

A large problem with using word embeddings to translate text is that the context of the
words is lost. There are several solutions to this problem, like RNN and LSTM, but these
models process input sequentially, making them slow. In 2017, Google published an ar-
ticle called "Attention is all you need," where they created the transformer architecture,
initially conceived for machine translation, which has evolved into a cornerstone of deep
learning models for NLP tasks. Transformers solve this problem by being able to take
in words in parallel. The transformer itself is an encoder-decoder architecture with a
position encoder which lets the position of the word be encoded into its word vector[6].

The core of the transformer uses attention mechanisms. This layer helps the model decide
how important each word is in a sentence or sequence to the other words in the sequence.
This ability enables them to grasp relationships between words that are far apart, which
is useful for tasks like language translation, summarizing text, understanding sentiment,
and answering questions|7].

The transformer in Figure is divided into the encoder and the decoder stacks. Both
are built on the same attention layer mechanisms. The encoder interprets the input text
and converts it into an embedding space that is parsed by the decoder, which translates
the embedding into another language. The difference between the encoder and decoder’s
multi-head attention block is that the decoder uses masking to remove the context after
the token it is currently predicting. The encoder utilizes the context before and after the
token it is predicting.

After the transformer’s original creation, the encoder and decoder blocks were found to
have independent use cases. The encoder is good at classification tasks. An example
of this is the Bidirectional Encoder Representations from Transformers (BERT)[8]. The
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Figure 2.1: The transformer architecture as provided by Google in the paper "Attention Is All You
Need".[7]

decoder is generally better at predicting and generating words. It is the decoder block
that OpenAls Generative Pre-Trained Transformers (GPT) is built upon[9].

2.1.5 Pre-trained language models

Pre-trained language models (PLM) are models that have learned how language works
by parsing a large set of data. The goal is not for the model to be an expert in some
subject but for it to grasp how sentences are built. The data used for pre-training can
be anything, but there has to be a lot of data for the model to learn how one or multiple
languages work|[10].

2.1.6 Large language models

After the discovery of transformers, the models grew in size to make them more complex
and designed to understand and generate human language. LLMs are trained on a large
corpus of text data and utilize machine learning (ML) to understand patterns in the data,
this enables them to generate coherent and contextually relevant text. The popular LLMs
that are well known today are built on the transformer architecture and learned language
by pre-training and later fine-tuned for specific tasks.[2]

2.1.7 GPT

OpenAl released a paper on their first GPT in 2018 using an alternated transformer
decoder|IT]. Following this, they released GPT-2 with 1.5 Billion parameters in 2019,

10
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GPT-3 with 175 Billion parameters in 2020, and GPT-4 in 2023 with what is believed
to have over 1 trillion parameters[9, 12} 13]. Each iteration can complete more complex
tasks.

2.2 Retrieval-augmented Generation

In 2020 Facebook published an article called "Retrieval-Augmented Generation for Knowledge-
Intensive NLP Tasks" where they introduced RAG as a response to the problem of pre-
trained LLMs often predicting answers that include false information ("hallucinations")

in areas that the models have not been trained on.[14] RAG utilizes external memory

in terms of a dense vector index and a pre-trained neural retriever. With this external
memory and retriever, the model can get extra context upon which to base its answer to
minimize hallucinations. Figure illustrates an example of the RAG architecture.

N
= = = A

Lest chunk ~

— ) .
Text file Similarity

b 0.XXX [} 0.XXX [ 0.XXX § 0.XXX search
Louicn U
VEREITHI3 | 0.XXX I 0.XXX I 0.XXX I 0.XXX I‘L

N Query
What did X say about Y in - - - Cosine
1998 when they...? LREEY (D8] [Beey (s similarity M

Context

Embedding
You are a battery expert
that returns answers in the 0.XXX § 0.XXX § 0.XXX § 0.XXX

formof ...

Generated text response
from LLM

Figure 2.2: An illustration of the RAG architecture where text files (Orange) are parsed and divided
into chunks before being embedded into a vector store. The user prompt (Blue) is then embedded to
search for relevant data within the vector store that the LLM (Green) can use to answer the question
based on relevant data.

2.2.1 Vectorstore

With the help of embedding, similarity between text can be found more easily by com-
paring the vectors with a metric like cosine similarity. By using a vector store, a large

11
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quantity of data can be converted to vectors and then stored to, at a later time, be used
to more easily find the relevant context that holds the answer to a question.

2.2.2 Prompt engineering

Every answer that the LLM provides is based on predictions. A method for helping the
model predict accurately is to provide context or instructions for a specific task. These can
be instructions for narrowing the subject within which the agent should hold the answer.
It could also be something more complex, like a step-by-step guideline for how to do a
task or instructions on what subject the LLM should focus on. It can contain information
on how the input should be interpreted and how the output should be formulated.

With agents in RAG, it can also be relevant to give instructions for retrieving items and
what data the model should focus on within the context. The complexity increases with
a larger prompt, which can lead to hallucinations depending on the model.

2.3 Metrics for measuring performance

There are multiple ways of measuring the performance of an NLP task. This project
will mainly measure how accurately the different models extract relevant information and
exclude data that could be misinterpreted.

2.3.1 Binary classification metrics

In binary classification, a model can predict a class as True/positive (+) or False/negative
(-). A confusion matrix can then be created to summarize the model’s ability to correctly
or incorrectly classify a class. Table illustrates this confusion matrix of possible
binary classification cases.

True positive (TP) and true negative (TN) correspond to the number of examples the
model correctly classifies as true/positive and false/negative. Then, the model can also
wrongly classify the examples as positive when they are negative. These cases are called
false positives (FP), and the opposite can also occur where the model wrongly predicts
examples of being negative when they are positive or false negative (FN).[I5]

Table 2.1: A confusion matrix for binary classification problems

Predicted class

+ - Total
Actual ol T TP FN TP+ FN
ctual class FP TN FP+TN

Total TP+ FP FN+TN N

12
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2.3.2 Precision, recall and F1-score

The measurements depicted in the confusion matrix can be expressed as percentages.
Precision measures how many of the positively classified labels are positive. A high
precision means that there are fewer false positives.

TP
TP+ FP

The recall or sensitivity of the data is the fraction of cases correctly classified as positive
and is shown in Equation (2.2). A high recall means that there are few cases of false
negatives.

p (2.1)

TP
"TTPTFN
Ideally, the model should have high precision and recall, and a metric encapsulating both
is their harmonic mean. The harmonic mean is sensitive to smaller values, meaning it
will give more weight to the lower score out of recall and precision. The harmonic mean
of recall and precision is called the F1 measure and can be observed in Equation
below.

(2.2)

2rp

F1: pr—
T+Dp

(2.3)

2
4+ 1

D=

13



Chapter 3

Data

Since this project focuses on extracting relevant information from files of type Portable
Document Format (PDFs), it is important to know what information these documents
contain. This chapter will cover an overview of what the data provided by Cling Systems
looks like in terms of technological content and structure, as well as their similarities and
differences.

3.1 Battery types and configuration

When batteries are mentioned in everyday use, it is often the cylindrical battery cell
that is referred to. Other cells that are used in applications are Button Cells, Prismatic
Cells, and Pouch Cells. The voltage in battery cells varies depending on chemical com-
position, but they are usually under 5V. Lithium-ion battery cells usually have a voltage
of around 3.7V, and if an application requires a higher voltage, they can be connected in
series to use their combined voltage. Cells can be connected in parallel if a higher current
is needed in an application.

Some applications may need a combination of series and parallel configurations into packs
of cells. If three 3.6V, 2.400mAh cells are connected in series, achieve 10.8V, and con-
necting two cells in parallel gives a current of 2.4mAh. This configuration is called 3S2P.

It is hard to change a faulty cell in an old battery pack since a new cell has a higher
capacity, causing an imbalance in the pack. This, together with the welded construction
of the pack, is why packs are often replaced as units. Battery packs in cars are of high
voltage, and replacing the entire pack because of one cell would be restrictive. This is
why packs in cars often divide the cells into smaller modules. This makes it slightly easier
to repair. An example is the Volkswagen ID.3 Type E1, where the battery pack has 9
battery modules of type 12S1P (Add reference to test report in appendix).

14
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3.2 Document types

Multiple parts must be documented for a second-life battery to be evaluated correctly
and reused later. This information can be stored in multiple different ways. This report
will mainly focus on technical specification documents and test reports, but it is also
important to mention SDS.

Test reports is a summation of a battery test for a pack or module. The report can
include visual inspections, isolation, voltage-, and capacity-tests. The measurement can
cover nominal voltage and, or nominal capacity to see that the cells are still healthy and
that the delta between the highest and lowest measured value does not exceed a given
threshold. Test reports can also include some technical specifications of the battery.

Technical specifications is a descriptive document of a pack or module’s mechanical
and electrical properties together with information about the cells and their configuration,
type, and chemistry.

Safety Data Sheet is an informative document for working with the hazardous chemicals
in a battery and how to work with it safely. The document is always connected to a battery
and contains a matching ID number. Older documents of this type are named "Material
Safety Data Sheets (MSDS)."

3.3 PDF dataset

Since these documents contain sensitive data, each document has been given a unique
label that includes the document type. Technical data sheets will be called TD.#, and
test reports will be referred to as T'R.#. The technical data sheets and test reports vary
in layout and format more widely between companies than SDS. They also contain a
greater set of technical data to be analyzed for data extraction. For an even spread of
documents, I have selected five technical data sheets, five test reports, and five SDS that
vary in some way from each other. Following is a short description of the contents and
structure of each document.

TD.1 Data sheet consisting of four categories of data: Electrical performances, Mechan-
ical overview, Thermal management, 'Interface & safety’ that are formatted with
bullet points. The document’s length is one page.

TD.2 Technical requirements report. The document contains multiple tables of different
sizes in rows and columns. Some tables lack description. The technical data is
contained within numerous tables across multiple tables, and some specifications
are declared in text. The document’s length is 17 pages.

TD.3 Specification of battery with technical data contained in tables and text. The
document’s length is 18 pages.

TD.4 Technical documentation manual containing data for two similar battery modules
of different sizes. The document’s length is 12 pages.’

15
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TD.5 A structured data sheet in a table format, length is one page

TR.1 Test report with some technical data. Module IDs are placed as a list on the first
page, and measurements are in a table on the second. Every module has twelve
measurement values each.

TR.2 Test report with some technical data. Module IDs are placed as a list on the
first page, and measurements are in a table on the second. Eight modules have ten
measurement values each, and two modules have eight measurement values each.

TR.3 Test report with measurements for four modules that capture capacity and state
of health. Some bullet points for technical data integrated with a test procedure
description.

TR.4 Test report of 24 modules with eight cells each and included maximum, minimum,
and delta values for each module.

TR.5 Test report for one module with six cells. Technical information is placed in a
structured table with some data points placed under the same table key.

SDS.1 SDS for a cell on 11 pages.

SDS.2 MSDS for a Li-ion battery pack. Does not include direct battery level specification
but can be concluded from technical data. Length is 16 pages.

SDS.3 SDS for Li-ion battery pack. The length is four pages.
SDS.4 MSDS for multiple Li-ion cells. The length is four pages.

SDS.5 SDS for a Li-ion battery pack with a length of 15 pages.

16



Chapter 4
Method

The idea for the method pipeline is that the user will only provide a document and that
the pipeline should be able to extract all relevant data without additional prompts from
the user. Limiting the parameters that the user can provide aims to get a more consistent
output for any document. The output will be structured and coincided with a JSON file
containing the answers to the different questions. Figure is an altercation of the
RAG architecture mentioned in Section . This architecture describes the structure
for how each question is answered.

m Text splittin, Embeding Vector store

a. a. a.

L
tchunk Similarity
b search

Text file

L 0.XXX J§ 0.XXX J| 0.XXX §§ 0.XXX

LEEEF

e
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Figure 4.1: Tlustration of altered RAG architecture where user input is limited to document parsing
to ensure a structured prompt and question format. The difference to Figure (2.2)) is the limited input
for the user, here is an image. The prompt and question are entirely pre-defined.
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Asking for information about a battery pack for a document containing only cell-level
information would waste computing time. It could also risk more hallucinations since a
clear answer is not guaranteed to be present in the context, and the model weights might
contain factual statements in the area it provides instead. Because of this, a document
data analysis was done to graph what type of document would contain certain types of
technical data.

4.1 Question types

The LLMs will be evaluated in terms of performance for single-question and multi-question
answering in addition to a possible constraint of output formatting. The complexity of
questions will be varied as well. The range of complexity varies from extracting keywords
to answering multiple similar subquestions that refer to different battery levels whilst
parsing relevant information correctly. Every document may not have a context from
which the model can conclude, which may lead to hallucinations.

The main objective is to return the answers in the correct format. In terms of evaluation,
if the answer is falsely formatted, this will be counted as a false negative even if the correct
answer is provided in the wrongly formatted answer. The goal of this pipeline is to have
a seamless integration of data collection.

For each question, a context prompt further instructs the language model on what to do
and provides an example of how the output should be parsed back. These prompts can
be observed in Appendix (B]).

4.1.1 Q1. Document type

As Section (3.2) mentions, this report will cover three types of documents: Technical
Datasheets, Test Reports, and SDS. The document type must be classified correctly to
build a pipeline that provides relevant questions for a given document without asking the
user for further context. Since hallucinations may occur and the answer to this question
will be used to provide context to the following questions, the answer must be concise
and predictable.

There will be two versions of ()1 being compared to each other and can be observed in
Table (4.1). QI.a will ask if the document is a Technical datasheet or Test report only
while Q1.6 will include SDS as a document option.

18
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Table 4.1: Questions for document type classification

Q # | Question
Ql.a | "With one word, is this a Battery document describing a 'Test report’, or 'Data

Sheets’? You can often find this in the header of the front page in documents."
QL.b | "With one word, is this a Battery document describing a Test report’, 'Data
Sheets’, or 'SDS’? You can often find this in the header of the front page in
documents." "

Since the question can take one of two or three categories, the result will be measured
in terms of how well the model can classify each document type over all documents.
Every document mentioned in Section (3.3) will be measured for the performance of this
question.

4.1.2 Q2. Battery level

Battery level is also a question that should only return a "one-word" answer. The battery
level is specifically important for technical specification questions.

Table 4.2: Questions for battery level classification

Q # | Question
Q2 "With one word, is this a Battery document for a Pack, Module, or Cell? You

can often find this in the header of the front page in documents."

The results formulated for this question will be similar to what was mentioned in Section
(4.1.1)) above. This question can be answered as one of three labels.

4.1.3 Q3. Technical data values

In both technical specification documents and test reports, there can be information
about the battery on pack-, module-, and cell-level. The following list is measurements
that could occur for pack, module, or cell:

e Energy Capacity (kWh)
e Capacity (Ah)

e Voltage (V)

e Part number

e Weight (g or kg)

e Company brand

e Width (mm)

e Lenght (mm)
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e Height (mm)
Other values that are interesting to track but do not apply to all levels of a battery:

e Application (What is the battery used for now)

e Cell Chemistry

Cell configuration (xSyP)

Cell type (shape)
e Number of modules

e Number of cells

If the document is on pack level, there might be information regarding pack, module, and
cell. If the document is on the module level, pack information will not be present, but
module and cell information might still be.

For ()3.a, the questions will be grouped into subject areas. One agent will be asked the
same question for both cell-, module-, and pack-level and together with context from @2
answer what it thinks is relevant. In Table the @)3.a question is for every question
regarding Capacity.

For Q3.b, the questions will be grouped into battery levels so that each agent can answer
every question but only for either cell, module, or pack. In Table (4.3)), the Q3.b question
is for every question regarding the cell level.

To have a structured output that is easily accessible for post-processing, the question will
be in a dictionary format where the ’key’ is the question that the language model will
find the answer to place it in the corresponding value spot. An example of this can be

observed in Table (4.3))

Table 4.3: Questions used for technical data extraction

Q # | Question

Q3.a | {"Pack Energy Capacity (kWh)": "" "Module Energy Capacity (kWh)": ""
"Cell Energy Capacity (kWh)": "" "Pack Capacity (Ah)": "" "Module Ca-
pacity (Ah)": "", "Cell Capacity (Ah)": ""}

Q3.b | {"Cell Energy Capacity (kWh)": ""."Cell Capacity (Ah)": "", "Cell Voltage
(V)": "' "Cell Manufacturer Company": "", "Cell Length (mm)": "", "Cell
Width/Diameter (mm)": "", "Cell Height (mm)": "", "Cell Reference number
(Part Number)": "", "Cell Weight (g)": ""}

A full list of the categories and questions is provided in Appendix . The results for
this question will be measured for each document and not isolated for each subquestion
or summarized over all documents.
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4.1.4 Q4. Model IDs

Model IDs occur in test reports indicating what module is being tested. The question for
Model ID is formulated to get a list as output. This list can later be used for Q5 to get
test report measurement values. The validation will compare each module ID that the
agent returns.

Table 4.4: Question used in model performance analysis for Model ID extraction

Q # | Question
Q4 "Fill a list with all module IDs"

This question will only be tested on TR.1-5, SDS.1-3, and UN.1.

4.1.5 Q5. Test report measurements

In test reports, measurement values are represented for each battery cell within a module
and sometimes for modules within a Pack. There will be a call for each model ID from
which measurements should be extracted. This ID will be parsed within the brackets
visible in question ()4 in Table . Prompt PJ is formulated so that the expected output
should be a list containing both IDs as the initial element followed by each measurement.

Table 4.5: Questions used in model performance analysis for test report measurements

Q # | Question

Q5 "Return the cell measurement values for the {}-module"

4.2 Document pipeline

An agent is created for each question and prompt combination to retrieve the correct
information from the vector database. The document is only parsed into the database at
the beginning, and the configuration for text chunk size and number of chunks to retrieve
is then the same for the entire pipeline. Every document is processed by the 'battery
type’ and 'document type’ agents. Based on the document type, the document is either
processed only by the ’'technical specification’ agent or parsed by the 'model ID’ agent
and 'measurement data’ agent. While the RAG architecture is the backbone for the entire
document pipeline, combining configuration with the LLM model, prompts, and questions
is unique for each agent. Figure illustrates the first pipeline architecture created for
the technical specification and test reports.

The results of this configuration will be the baseline of comparison. Three subsequent
tests will be performed where Q1.b is used with the document type SDS’ added, Q3.b is
used, and chunk size and the number of retrieved chunks are changed.
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Figure 4.2: Illustration of information extraction pipeline.

4.3 Models

As mentioned previously, this is not a comparison of the LLMs performance. With limi-
tations to the number of requests possible, most agents will use a different OpenAl LLM
across the pipeline. The LLMs provided in Table (4.6)) will not be altered between subse-
quent tests.

Table 4.6: Language models used for each question and their highest context window.

Question | LLM model Highest context window
Ql.a/Q1.b | gpt-4o 128,000 tokens

Q2 gpt-3.5-turbo-0125 | 16,385 tokens
Q3.a/Q3.b | gpt-3.5-turbo-1106 | 16,385 tokens

Q4 gpt-3.5-turbo-0125 | 16,385 tokens

Q5 gpt-3.5-turbo 16,385 tokens
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4.4 Testing

While the pipeline structure will be coherent through every test, some altercations will be
made to questions and retrievers. For the baseline test (T71) Q1.a, Q2, Q3.a, Q4, and Q5
will be used together with a text chunk size of 3000 where the number of retrievable chunks
is two. For the second test (72) Q1.0 will be used with the same retriever configuration,
test three (73) will use @Q1.a and Q3.b. The last test (74 ) will use the same questions
as in the baseline but instead use a text chunk size of 400 with the number of retrievable
chunks being up to eight.
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Chapter 5

Experimental Results

This section covers and presents the results from testing different configurations for the
pipeline. Initially, we will have an overview of the test, trying to decipher what configura-
tion the documents performed better in. Sections (5.1]- will cover the individual tests
and how each document performed for each question. Section (5.5) will cover a deeper
discussion of the individual performance of each document tested.

The results will be based on how well the model has answered the sub-questions with
pertinent information. Each document is parsed through the entire pipeline ten times,
and the precision, recall, and Fl-score are based on the total performance across all
documents. The results presented in each table can be in bold to indicate the highest of
that performance measure (Precision, Recall, or F1-Score), and the underlined indicate
the lowest of the performance measure. For this discussion, think of precision as a measure
of how well the model is at not hallucinating and recall as a measure of how well it can
distinguish what questions it should answer.

Test | Precision Recall | F1-Score
T1 0.890 0.887 0.888
T2 0.906 0.921 0.913
T3 0.840 0.924 | 0.880
T4 0.738 0.522 0.611

Table 5.1: Comparison of precision, recall and F1-score for each test T71-T4. The values in bold indicate
the highest score for the individual measurements, and those marked with an underline indicate the lowest
score for each measurement.

Glance at Table (5.1]), we can observe that T2 performed better (indicated in bold for
both Precision and F1-Score) and that 7/ performed significantly worse than the baseline
tests (indicated by being underlined for each performance metric). It is worth noting that
T2 included five documents that no other test did and that these documents were parsed
ten times each to @1 and Q2 (see Table , ) It is also worth noting that 77 and

T3 performed almost equally well for their F1-scores.
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It is worth noticing that each document’s performance in the following sections does not
compare to the overall performance for each test. The overall performance for each test
is based on the total confusion matrix for every document combined. As mentioned in
Section , each document differs greatly in form and does not naturally contain the
same amount of data points.

5.1 Baseline Test 1 results

Table (5.2]) shows the baseline test results for each question individually.

Q Precision Recall | F1-Score
Ql.a | 0.9 1.0 0.947

Q2 1.0 1.0 1.0

Q3.a | 0.682 0.850 0.757

Q4 0.973 0.913 0.942

Q5 0.926 0.885 0.905
Total | 0.890 0.887 0.888

Table 5.2: Performance score for each question over every document with configuration for T71. The
values in bold indicate the highest score for the individual measurements, and those marked with an
underline indicate the lowest score for each measurement.

By only looking at Table (5.2), a precision score of 0.682 for Q3.a (see Table (4.3))) indi-
cates a relatively high number of hallucinations where the model has misunderstood the
context and answered a question that did not have an answer in the provided document.
Adding the context of the individual documents in Figure , we observe that two of
the five documents did not answer any sub-question within ()3. Document 7D/ did not
enter Q3 at all and, therefore, had no results to compare. Neither TD3 nor TD/ had
any true positive values in their evaluation for ()3, but the majority of the values were
true negatives, which did not affect the overall score for ()3. What made the F1-Score
get higher was that there was a low number of false negatives. A large part of the false
negatives for this question is where the model returned answers in the wrong format. The
answers returned might still be correct regarding the question it is answering, but having
a structured output as part of a data pipeline is not processable.

Where this test shines in performance is ()4 and Q5 (see Table , ), where both
recall and precision were high for almost every question and document, with an exception
for TR5, where there were many hallucinated module IDs. This did not greatly impact
()5, where the measurements could still be extracted correctly without much hallucination.
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Figure 5.1: Bar-plot of the performance of individual documents in T'1 for precision, recall and F1-score.
Blue indicating performance in @1, orange indicating performance in @2, green indicating performance
in @3, red indicating performance in @4, and purple indicating performance in Q5

The overall performance of T1 was highly influenced by the performance of the individual
test reports. Each test report contains many more measurements than technical data
points for data sheets.

5.2 Test 2 results

Test results for each question individually can be observed in Table (5.3|) for T2 where
Q1.b is used.

Q Precision Recall | F1-Score
Ql.b | 0.893 1.0 0.943
Q2 0.907 1.0 0.951
Q3.a | 0.765 0.904 0.823
Q4 0.967 0.923 0.946
Q5 0.936 0.918 0.927
Total | 0.906 0.921 0.913

Table 5.3: Performance score for each question over every document with configuration for 72. The
values in bold indicate the highest score for the individual measurements, and those marked with an
underline indicate the lowest score for each measurement.

This test only included a new document type and was not parsed to Q1.b and Q2. The
large outlier in this performance in relation to the baseline is neither of the affected ques-
tions one would assume but instead (3. This does not tell us much about how much
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adding a new document affects the pipeline but instead shows the uneven performance of
extracting technical data for the Technical Specification documents. Precision and recall
were increased for this question, significantly affecting the pipeline’s overall performance.
Question Q1, @4, and Q5 did not see any larger differences to the baseline measurements.
For one of the SDS, the battery level was misclassified, leading to a noticeable performance
difference for Q2.

It is worth noting again that for questions @)1 and @2, five documents were added, mean-
ing 50 agent calls each. One document being entirely misclassified out of the total 15 will,
therefore, have a smaller impact on the overall performance when compared to the same
questions in the baseline performance.

When comparing the individual documents in Figure ([5.2]), we can see how the alternation
in Q1 affected the outcome. Every SDS and TR was labeled correctly whilst TD2, TD3,
and T'Dj were falsely labeled. As mentioned above, about uneven performance, we can
see that T'D1 and TD) performed better overall compared to the results in 7'7. We also
see that there is a slight overall increase in performance for TD2 in @3 even if Q)1 was
falsely labeled four times.
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Figure 5.2: Bar-plot of the performance of individual documents in 72 for precision, recall and F1-score.
Blue indicating performance in @I, orange indicating performance in @2, green indicating performance
in @3, red indicating performance in @4, and purple indicating performance in Q5

It is also interesting to see that Q2 performed equally well for each T'D and TR as in T1.
What affects the overall score is the results for SDS2, where the battery level could not be
correctly determined a single time, and SDS5, where it was correctly classified seven times.

27



Master Thesis in Engineering Physics Jesper Edstrom

The performance for )4 and Q5 was equal to T1, and again, the measurements for TRS
and the module ids for TR5 could not be correctly identified.

5.3 Test 3 results

Results for changing the question grouping for technical data can be observed in Table

)

Q-# | Precision Recall | F1-Score
Ql.a | 0.91 1.0 0.953

Q2 1.0 1.0 1.0

Q3.b | 0.459 0.768 0.574

Q4 0.979 0.979 0.979

Q5 0.928 0.941 0.935
Total | 0.840 0.924 0.880

Table 5.4: Performance score for each question over every document with configuration for T8. The
values in bold indicate the highest score for the individual measurements, and those marked with an
underline indicate the lowest score for each measurement.

Grouping the sub-questions for technical specifications according to battery level showed
a notable performance decrease for )3. A large difference is noticeable in precision, where
this configuration was more prone to hallucinate answers. A lot of answers were falsely
duplicated for every battery level. This is unsurprising since the agents do not counsel
each other when answering questions.

What made the performance of this test increase overall was, again, not the direct effect
of the altercation of this configuration. Both @4 and Q5 performed better overall for this
test, further strengthening the note of variability in performance for calling the pipeline
in sequence.

When looking at the individual documents in Figure we see that there is a large
decrease in performance in Q3 for TDI1, TD2, and TD5 while TD3 and TD/ actually
got some true predictions. It is worth noting that this test is the first time T'D4 has been
labeled correctly in Q1. Overall, the performance is still poor, reflected in the overall
score discussed above for Table (5.4)). It is also clear by observing the performance of
TD1-TD5 that the hallucinations are higher for almost every document, and recall stays
relatively high. If the model answers every question, there will not be any false negatives,
and only false positives will be present, which is reasonable based on the results.

The test reports performed similarly to the results in @1 and @2 with the exception for
TR5 where neither ()4 nor ()5 was labeled correctly a single time. No altercation was
made to either of the questions, which could be explained by the complicated document
structure or the pipeline’s unpredictability.
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5.4 Test 4 results

T4 results can be observed in Table (5.5)).

Q Precision Recall | F1-Score
Ql.a | 0.85 1.0 0.919

Q2 0.85 1.0 0.919
Q3.a | 0.613 0.857 0.715

Q4 0.906 0.542 0.678

Q5 0.769 0.433 0.554
Total | 0.738 0.522 0.611

Table 5.5: Performance score for each question over every document with configuration for T74. The
values in bold indicate the highest score for the individual measurements, and those marked with an
underline indicate the lowest score for each measurement.

Altering the configuration for text chunk size and the number of retrieving chunks de-
creased the performance for every part of the pipeline. It is clear that the context provided
with RAG should be given as one whole segment. The chunks are not divided based on
context or segments in the documents; they are separated by approximately 500 charac-
ters when there is a line break. This means that a descriptive context can be split into
two different chunks where the model only uses one of the chunks. There can be a lot
of different tests created to alter the format each chunk is created with, but this has not
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been researched in this project.

For Q1 and ()2, the agents can still accurately classify document type and battery level,
but for the more demanding tasks of extracting technical data, module IDs, and test
measurements, a lot of the questions are classified as if they do not have an answer within
the provided documents.

For the individual documents in Figure , it is easy to see that ()1 and Q2 still per-
formed relatively high for a majority of the documents while @3 for the data sheets had
more hallucinations than any of the previous tests. Even with this configuration, TD& and
TD/ had some true positives in ()3, but overall, this does count up to a good performance.

The test reports performed surprisingly well with this configuration. For TR1 and TR2,
both @4 and Q5 performed slightly worse than previous tests, but the first three doc-
uments performed well in comparison to TR4 and TR5 where both module id and test
reports were both not found correctly and hallucinated.
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Figure 5.4: Bar-plot of the performance of individual documents in 74 for precision, recall and F1-score.
Blue indicating performance in @1, orange indicating performance in @2, green indicating performance
in @3, red indicating performance in )4, and purple indicating performance in Q5

5.5 Document performance

Now that each test has been analyzed, we can look at each document’s performance to see
if there are some characteristics in documents that this method performed better with.
A comparison can be observed in Figure , where the precision, recall, and F1-score
are compared for each document and test.
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Figure 5.5: Bar-plot over the precision, recall, and F1-score for the individual documents tested. Blue
indicating T'1, orange indicating 72, green indicating 73, and red indicating T%.

Naturally, no conclusion can be drawn for the SDS since they only were tested in T2. If
we strictly compare the Fl-score for the technical specification documents, the highest
performing configuration was with 77 or 72, where no altercation was done except for
(1. An interesting observation is that recall is significantly higher for each document
over every test than precision. Recalling the descriptions for each document in Section
where SDS2 were described as not having a clear statement of battery level. This
is mirrored in the result.

Every test report document performed almost equally well on 77, T2, and T3. The per-
formance for each document in 7/ was decreased except for the TR5 document, for which
the pipeline performed best over every other test. The pipeline could extract the correct
and relevant information exceptionally well for TR1, TR2, and TR4 over the first three
tests. This is probably because these three documents share an important quality; the
measurement values are all displayed in clear tables with the module ID their element in
the first column and measurements in subsequent columns. When extracting data from
these documents, the model has a clear context on what to do. For TRS, the measure-
ments are fewer and placed over each other in a column, and the module ID is now almost
at the document’s header.

The most complex document was the technical specification data sheets, which also per-
formed worse over every test. The configuration where the pipeline performed best for
these documents was in 77 and T2, and as mentioned previously, for the main question
()3, they were the same. A not-so-surprising result is that the shorter documents 7D1,
TD2, and TD5 performed better overall than the longer, more complex documents.
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If we focus on T3 for each measurement in Figure and subsequently also contain
our analysis of the data sheets, we observe that the recall for each of the documents
is significantly higher than the recall. As mentioned above in Section , the model
answers everything for each question and does not understand what data it should ignore.

32



Chapter 6

Discussion

6.1 Document parsing and contextual difficulties

The document parser is the base of using RAG and converting text into an embedding
space. If the extracted text does not occur in the same order as what would be visually
assumed, there is a problem from the beginning. Multiple document parsers were tested
in the creation of this pipeline. The parser used in the tests showed the best ability to
separate data in tables and indicate the instance of a new line.

A problem that remained was that some documents were formatted so that the text was
parsed out of order from how we visually interpreted the document. Some documents
had tables where some columns were parsed before rows. This meant that some technical
data were misclassified because labels and data were separated. A solution for this can
be to utilize document parsers with Optical Character Recognition (OCR) so that these
chunks of context also occur in the correct order.

6.2 Prompts

The challenge with prompt engineering is that we do not exactly know how the prompt
affects the final result each time. From the results that the agents return it is clear that
the instructions are followed since the answers are provided in the requested format to-
gether with the content that was requested from it. Some models are more sensitive to
the phrasing, and others are not. Since the models differ from one another, they will also
react differently to the individual instructional prompts. One prompt may yield good
results from one model and nothing from another. This aspect is mostly up to the size of
the model and how it has been trained. By suggestion from OpenAl, a structured prompt
with instructions for how the model should behave will help immensely more than just
telling the model what area it should be an expert within but that does not mean that
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each model is "intelligent" enough to understand the prompt.

6.3 Technical data

()3 is the most important part of the data extraction pipeline and is also the question
with the most varied results.

The most descriptive prompt was created for )3 since there is a lot more demand for the
output compared to Q)1 or ()2. Since the context window is limited for most models used,
the prompt limits the number of chunks that could be retrieved. The varied results for
()3 in both T1 and T2 could be a result of this. Nothing in terms of configuration for Q3
changed between these tests, yet there is a clear performance difference. This could be an
effect of what chunks the agent retrieved or how the context was interpreted concerning
each question.

A big part of why the result got a lower recall was that one document was not correctly
classified as a data sheet once over every test. Another factor is wrongly formatted output.
When we consider that a category for )3 consists of 3-6 subquestions and the provided
answer for this grouping is: "I found information related to the pack quality requirements,
but I couldn’t find specific dimensions for the pack, module, or cell. Therefore, I will pro-
vide ‘nan’ as the answer for the pack, module, and cell dimensions.”. Another example
of a common misformated answer is when the answer is provided twice with an informa-
tive text added between the answers. An example here is with X:es parsed instead of
correctly answered information. "{’Application Type (What Is It Used For Now)’: 'nan’,
‘Company Brand’: °X’, "Model’: "X’, "Model Trim’: 'nan’, ’Application Production Start
Date’: ‘nan’, "Application Production End Date’: ‘nan’y\n The information retrieved from
the document is as follows:\n- Application Type (What Is It Used For Now): nan\n- Com-
pany Brand: X\n- Model: X\n- Model Trim: nan\n- Application Production Start Date:
nan\n- Application Production End Date: nan"}". There is also an addition of \n’ from
what I think is a mirroring action to the prompt.

6.4 Task difficulty

Every question does not share the same level of difficulty for the model. Asking one
question with only one of three answers is not as demanding as a question where multiple
keywords are asked simultaneously and requires the model to output the answers in a
specific way.

()3 had two different approaches, with the goal being to extract relevant technical data
without hallucinations. In @)3.a, the division of categories and the prompt made it clear
that not all fields were relevant to the answer. If the document was on a module level,
then pack fields should be left empty. This was not the case for 3.0 where the model on
a large occasion answered falsely for pack level. One could argue that it is an unfair com-
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parison to include the questions for pack level when the results from ()2 indicate a module.

A difficulty for @5 was the occurrence of measurement values that included an individual
column for the highest and lowest values together with the difference between them,
leading to some values being falsely classified twice.

6.5 Chunk size and retriever

A problem with creating a larger quantity of smaller text chunks is that the document
could be divided in the middle of a section that holds answers to multiple questions. It is
also up to the agent to select what chunks to retrieve, which can lead to the exclusion of
relevant data from one chunk because of misinterpretation of other chunks. The idea of
RAG is to provide more relevant context. When breaking up pages into multiple chunks,
the context as a whole is lost, and if the model interprets parts out of order, then that
can very well lead to misclassifications.

Since test reports have entire pages of tables with measurement data, the smaller text
could sometimes exclude the table headers. This context could help indicate what struc-
ture the model should refer to while extracting data.

6.6 Dataset

The dataset does not represent every battery available. What it is, is a good indicator
of what the performance can look like for any document that is wished to be processed.
A different analysis could have been made over what documents are more prone to occur
and based on a more common design of data sheets and test reports.

From the results and insights to each document in Section (5.5]), it is clear that using a
larger document is a challenge in itself. Larger documents naturally hold more important
data, and in multiple different contexts, the RAG architecture can easily misclassify what
is relevant to retrieve. The ideal document for this type of pipeline is shorter and contains
relevant information in a structured format.

The pipeline is especially strong at extracting test report measurement data. The struc-
ture that many test reports apply to their representation makes it easy for the model to
extract relevant information and provide it back in a form that is easy to process.
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Chapter 7

Conclusion

It is fully possible to create a pipeline that can correctly classify data from documents
with the help of LLMs. This example of a simple pipeline is an indication that much more
can be done to process data in a simpler fashion with the help of LLMs. What I hope
is clear is that there are some configurations that are more likely to improve the results.
By providing as much context as possible, the models can draw more refined conclusions
together with the provided pre-defined prompts. It is also possible to minimize agent calls
by asking multiple questions at once. Just like for @3, it is good to group the questions
together based on classes that you know do not all have an answer. By grouping the
questions, the agent can by itself decide what class an answer should belong to.

In the coming years, the context window of these models will grow to the point where
selecting relevant chunks will not be a problem, and multiple documents can be included
directly in the prompt. An example of this is OpenAl’s newest model, 'gpt-4o,” with a
context window of 128,000 tokens. This would simplify the problem of designing a good
retrieval configuration.

The goal of this pipeline was to be able to extract data from PDFs mainly. It would
be an easy addition to add parsers for other document types as well in the future as an
addition to this. A lot of the data that could have been interesting to include had to be
excluded since they were scanned copies. Images in general, which include the battery
that documents are referring to, could be interesting to extract data from. This is not
much of an NLP task but could be an addition to the data extraction pipeline.

The scope of this project did not include fine-tuning models or comparing them to other
open-source language models. This stems from a lack of computing power. Since a single
pipeline call sends up to 35 requests to the OpenAl API, the same number of calls to a
locally hosted model on my CPU would take several hours for a single test.
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Chapter 8

Appendix

A Questions

A.1 Technical data questions

For each category, there will be a unique call. This means that for question ()3.a, there will
be eight agent calls where the different categories are: Capacity, Voltage, Manufacturer,
Part numbers, Weight, Cell configuration, Application. The subquestions for each category
can be observed below.

Q3.a CAPACITY {"Pack Energy Capacity (kWh)": "" "Module Energy Capacity
(kWh)": "" "Cell Energy Capacity (kWh)": "" "Pack Capacity (Ah)": "", "Mod-
ule Capacity (Ah)": "", "Cell Capacity (Ah)": ""}

Q3.a VOLTAGE {"Pack Voltage (V)": "", "Module Voltage (V)": "", "Cell Voltage
(V)”: " ||}

Q3.a MANUFACTURER {"Number Of Modules": "", "Pack Manufacturer com-

pany": "" "Module Manufacturer Company": "", "Cell Manufacturer Company":

n H}

Q3.a SIZE {"Pack Length (mm)": "", "Pack Width (mm)": "", "Pack Height (mm)":
"' "Module Length (mm)": "") "Module Width (mm)": "", "Module Height
(mm)": "" "Cell Length (mm)": "", "Cell Width/Diameter (mm)": "" "Cell
Height (mm)": ""}

Q3.a PART NUMBERS {"Pack Part numbers": "", "Module Part number": "",
"Cell Reference number (Part Number)": ""}

Q3.a WEIGHT {"Pack Weight (kg)": "", "Module Weight (kg)": "", "Cell Weight
(g>”: " ”}

Q3.a CELL CONFIG {"Cell Type (shape)": "", "Cathode Supplier": "" "Cell Chem-
istry (Chemical Abbreviation)": "", "Cell Configuration (Should be in the format:
XSyP)”: n ||}
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Q3.a APPLICATION {"Application Type (What Is It Used For Now)": "" "Com-
pany Brand": "" "Model": "", "Model Trim": "" "Application Production Start
Date": "", "Application Production End Date": ""}

For question @3.b, The subquestion will remain the same but split into six categories
instead of eight. These categories are: Cell, Cell2 Module, Module2 Pack, and Application.
The subquestions can be observed below. It was not possible to create fewer groups
without creating a context window issue for the model.

Q3.b CELL {"Cell Energy Capacity (kWh)": "" "Cell Capacity (Ah)": "" "Cell Volt-
age (V)": "" "Cell Weight (g)": "", "Cell Length (mm)": "", "Cell Width/Diam-
eter (mm)": "", "Cell Height (mm)": ""}

Q3.b CELL2 { "Cell Refrence number (Part Number)": "", "Cell Manufacturer Com-
pany": "" "Cell Type (shape)": "" "Cathode Supplier": "", "Cell Chemistry
(Chemical Abbreviation)": "", "Cell Configuration (Should be in the format: xSyP)":
" ”}

Q3.b MODULE {"Module Energy Capacity (kWh)": "" ,"Module Capacity (Ah)": "",
"Module Voltage (V)": "", "Number Of Modules": "", "Module Manufacturer
company": ""}

Q3.b MODULE2 { "Module Length (mm)": "", "Module Width (mm)": "", "Module
Height (mm)": "", "Module Part numbers": "", "Module Weight (kg)": ""}

Q3.b PACK {"Pack Energy Capacity (kWh)": "" /"Pack Capacity (Ah)": "", "Pack
Voltage (V)": ""  "Pack Manufacturer company": "", "Pack Length (mm)": "",
"Pack Width (mm)": "", "Pack Height (mm)": "", "Pack Part numbers": "", "Pack
Weight (kg)": ""}

Q3.b APPLICATION {"Application Type (What Is It Used For Now)": "", "Com-
pany Brand": "", "Model": "", "Model Trim": "", "Application Production Start
Date": "", "Application Production End Date": ""}

B Model prompts

As mentioned in Section , prompts are extra context for an LLM to understand
how to answer tasks or questions. Only the prompts used for the results mentioned in
this report will be displayed in this section. An extra notice can be added to P3.a where
the result from (2 will be parsed within the brackets.

P1 "You are a battery expert that only finds information by using the provided tools to
search for relevant answers.

Follow the three steps below:

Step 1 - You are going to be asked a question with two possible alternatives about
what a document is about.
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Step 2 - Use the provided tool to find the answer to the question.

Step 3 - Return the answer as concisely as possible in one word."

P2 "You are a battery expert that only finds information by using the provided tools to
search for relevant answers. Follow the three steps below:

Step 1 - You are going to be asked a question with three possible alternatives about
what a document is describing.

Step 2 - Use the provided tool to find the answer to the question. HINT: "A battery
Pack consists of multiple battery Modules and a battery Module consists of multiple
battery Cells. If you find information that describes two things, then answer as the
larger of the two objects’

NOTE: 'Do not confuse Pack with Package’.

Step 3 - Return the answer in one word."

P3 "You are a battery expert who only finds information by using the provided tools to
search for relevant answers. Follow the three steps below:

Step 1 - You are going to be asked a set of questions about a battery expressed in
a dictionary (delimited with XML tags). The questions will be asked in terms of
a python dictionary that you should fill with relevant information and you should
only return one dictionary.

Step 2 - Analyse what questions are relevant to answer and then use the provided
tool to find the answers for the questions that are relevant. You should never guess
what an answer should be, instead answer with 'nan’ as a string if you can not
find it. and answers should be a maximum of 3 words or a numeric value. Further
context can be provided within the parenthesis of dictionary keys.

Step 3 - Return the answers to the same dictionary that was provided by the user.

ADDITIONAL HELP: The questions will cover Packs, Modules and Cells and you
should focus on the questions that contain the KEYWORD: '{}’. Before you return
an answer, analyze what you have so that two questions never share the same answer.
The other questions does not always have an answer and could instead be parsed
with 'nan’ as a string.

Example: If the KEYWORD is 'Module’ then there will not be any information to
find about "Pack’ so all those questions should be parsed with 'nan’.

Example text: "The module weight is 50 kg and each cell weighs 1 kg.’.

Question: <Question>{"Pack Weight (kg)’: 7, '"Module Weight (kg)’: 7, ’Cell Weight
(kg)’: "}</Question>

Return: {’Pack Weight (kg)’: 'nan’, 'Module Weight (kg)’: "50’, *Cell Weight (kg)”:
71’}”

P4 "You are a battery expert who only finds information by using the provided tools to
search for relevant answers.

Follow the three steps below:
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Step 1 - You are going to be asked a question to find module IDs (delimited with
XML tags).

Step 2 - Analyse what the question is reffering to and search for the answer using
the probided tool. Never guess what the answer could be.

Step 3 - Your answer should only be a list containing all measurement ID-values
that correspond to diffrent modules.

Example output: [‘ab2lts’, 4dsab’, 'da02’, 'M213’, ’dasx23’, ’3123f’, 'dpp321’,
‘efes2ea’, "1fsdc2’]"

P5 "You are a battery expert who only finds information by using the provided tools to
search for relevant answers.
Follow the three steps below:

Step 1 - You are going to be asked a question about a battery test report ID
(delimited with XML tags).

Step 2 - Analyse what ID the question is referring to and search for the answer using
the provided tool. Never guess what the answer could be.

Step 3 - You should answer with a list containing the measurement cell-values that
correspond to the module ID you were provided. (Only include numeric values)

NOTE: The first element should always be the ID itself. Only include the same
number of measurements as there are # pins.

EXAMPLE: input: Return the cell measurement values for the Examplel-module.
Example output: ['Examplel’, ’3.21°, ’3.551", ’3.412’, ’3.912’, ’3.351’, ’3.891’, ’3.72’|"
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