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Abstract 
This thesis presents using unlabeled data and soft targets from a LLM to train a pre-trained model 
for sentiment analysis. Inspired by the study “What do LLMs Know about Financial Markets? A 
Case Study on Reddit Market Sentiment Analysis” by Deng et al. (2023), this thesis focuses on 
enhancing sentiment analysis in social media, particularly for YouTube comments that often lack 
actual labels. Throughout the thesis, three different approaches were tested: (i) We evaluated the 
performance of sentiment analysis using LLM. (ii) We use the LLM's results as hints for a fine-
tuned model to make predictions and then evaluate those results. (iii) We use the LLM's results 
as soft targets to fine-tune a pre-trained model for improved sentiment analysis.  

Our final implementation takes the best approach, and its results show that leveraging the 
knowledge from LLMs to fine-tune a pre-trained model, even with half the size of the dataset, 
yields similar sentiment analysis results to model using deep learning methods on the entire 
dataset or the LLM alone. Additionally, we establish an evaluation method to assessment of our 
approach. 
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BERT Bidirectional Encoder Representations from Transformers

CBOW Continuous Bag-of-Words

CoT Chain-of-Thought

ELMo Embeddings from Language Models

GPT Generative pre-trained transformer

LLM Large Language Model

LLMs Large Language Models

LSTM Long short-term memory

RTD Replaced Token Detection

SA Sentiment Analysis

SKEP Sentiment Knowledge Enhanced Pre-training

SVD Singular Value Decomposition

MLM Masked Language Modeling

MoLLMs Mixture of LLMs

NLP Natural Language Processing

NSP Next Sentence Prediction

NNLM Neural Network Language Model

PaLM Pathways Language Model
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Chapter 1

INTRODUCTION

Natural Language Processing (NLP) has improved remarkably in the past ten years.

Many Large Language Models (LLMs) have been released and have gained a deep

understanding of context, including Bidirectional Encoder Representations from

Transformers (BERT) [18], Generative pre-trained transformer (GPT) [30], Pathways

Language Model (PaLM) [31], etc. With these models, we can engage in question-

answer conversations and tackle complex problems such as Sentiment Analysis (SA),

mathematical problem-solving, Next Sentence Prediction (NSP).

SA aims to detect and interpret the emotional undertones in written language. The

results of the analysis can help companies understand customers’ feelings toward

products, and parties can understand citizens’ emotions toward political orientations

[4], and many other cases.

A general way to get a good performance model is to use a vast amount of data to

train the model [21]. According to research by Hoffmann et al. [22], a model with

400 million parameters should have at least 8 billion tokens for training, and a model

with 1 billion parameters should have 20 billion tokens. However, this approach is

computationally expensive and may only suit some companies.

To save computational costs and enable easy deployment in production, we were

inspired by the approach from Deng et al. [16]. Their work involved fine-

tuning a pre-trained model specifically for financial SA, utilizing bootstrapping and

Chain-of-Thought (CoT) to obtain weak labels from LLMs, which yields promising

results in analyzing sentiment within financial markets without requiring significant

computational power. Therefore, this thesis will integrate a similar structure to
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CHAPTER 1. INTRODUCTION

evaluate how far its performance is from LLM’s predictions and the existing fine-tuned

models on the market.

For the dataset, we target data fromYouTube. The hard part about YouTube comments

is that they are multilingual, lack labels, and are informal. Additionally, the content

within the comments can vary widely; theymay express amixture of emotions towards

the video content, mention the latest names or topics, comment on the publisher or

other individuals, etc. These factors make it hard to classify the sentiment of each

comment as positive, neutral, or negative. This challenge can get harder when the

training data is not large enough and does not include updated nuances in the corpus,

leading to unknown vocabulary. By leveraging the knowledge of LLMs, it should be

able to identify those phrases from the pre-trained model and save computational

cost.

The research questions (RQ) below will guide the development of the implementation

to extract and analyze data from YouTube comments:

RQ: Canwe effectively use smaller unlabeled training datasets to optimize

model training and approximate the performance of supervised SA

methods?

This thesis is in collaboration with CreatorDB, which aims to assist companies in

searching for potential global influencers for branding by providing services such as

audience targeting, competitor analysis, content analysis, etc [1]. To facilitate the

accurate matching of creators with campaigns, incorporating SA as a feature can help

label channels, accounts, and content into the appropriate categories.

The remainder of this thesis has the following structure: Chapter 2 addresses related

work and background. Chapter 3 demonstrates the application of the methodology

used in this study. Chapter 4 details the experimental results. Chapter 5 discusses the

results. Chapter 6 concludes the study and outlines future work, further elaborated in

Chapter 7.

1.1 Scope and limitation

This thesis addresses the challenge of SA on unlabeled data, focusing on implementing

pre-trained or fine-tuned LLM with limited computational resources. All model

2



CHAPTER 1. INTRODUCTION

comparisons are conducted using models available before February 2024; models

published after this date are not considered. Additionally, creating new models, such

as those using deep learning methods, is beyond this project’s scope.

In this work, we cooperate with CreatorDB, who provides the YouTube comments

dataset for business purposes. Therefore, we will not open-source this dataset for

training.

Our implementation code is available at https://github.com/MeredithChou/
1DL510-Social-Media-Sentiment-Analysis-on-Multilingual-Dataset.git.
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Chapter 2

RELATED WORK

2.1 Sentiment Analysis

SA involves identifying the emotional content within written texts, with the most

classic example being the classification of text into “Positive,” “Neutral,” or “Negative”

categories. This process includes a series of steps such as data preprocessing,

extracting relevant features, and categorizing them through classification techniques

[37]. These analysis can be used to gain a better understanding of product reviews,

customers’ emotions towards their experience, media interaction, etc. By classifying

the emotions within the text, businesses are able to understand their audience’s

feelings towards their brand [40].

In a 2022 survey conducted by Wankhade et al. [40], SA methods were classified

into four main approaches: Lexicon-Based, Machine Learning, Hybrid, and others.

The Lexicon-Based Approach assigns a predefined score to each token, operating

either on a corpus or dictionary basis and can function without requiring training

data. However, the polysemy of words means that the same word can convey different

sentiments in different contexts. In supervised machine learning approaches, users

must employ training data to teach the algorithm, whereas unsupervised methods

allow users to utilize clustering techniques for classification. The Hybrid approach

integrates aspects from both the first and second approaches. Approaches such as

transfer learning and aspect-based techniques are categorized under other approaches

[40]. Another survey conducted by Tan et al. [37] categorized methods into Machine

learning, deep learning, and ensemble learning. The difference between Tan et al.
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CHAPTER 2. RELATEDWORK

[37] and Wankhade et al. [40] is that the former defined the deep learning method

as comprising various emerging approaches, while the latter focuses on an ensemble

approach, which combines the results of multiple models.

For those conducting SA with datasets from social media platforms, several studies

have already been mentioned in the two surveys above. For specific analysis on

YouTube datasets, Krishna [26] employed the Naive Bayes algorithm to forecast SA

trends across three million YouTube comments. Alhujaili et al. [3] reviewed different

SA methods on YouTube datasets and proposed that machine learning and deep

learning methods yield the highest accuracy. Cunha et al. [14] analyzed Portuguese

YouTube comments with deep neural network classifiers.

5



CHAPTER 2. RELATEDWORK

2.2 Sequential transfer learning

Sequential transfer learning operates in a two-step process: pre-training without

manual labeling followed by fine-tuning. The evolution of this approach can be

categorized into three distinct phases, eachmarked by significant advancements.

The first phase focuses on pretrained word embedding, utilizing techniques such as

Singular Value Decomposition (SVD), Neural Network Language Model (NNLM),

Part-of-speech (POS) tagging, and Continuous Bag-of-Words (CBOW). However,

these innovations primarily address structural and semantic issues.

Moving to the second phase, contextual pretrained encoders come into play. Here,

the encoder gains a nuanced understanding of word sense through techniques like

two layers of deep Long short-term memory (LSTM), Embeddings from Language

Models (ELMo), GPT 2.0, and BERT.

Further progress in this realm includes models like RoBERTa and ALBERT [27, 29],

which build upon pre-trained models such as BERT and undergo additional training.

Sentiment Knowledge Enhanced Pre-training (SKEP) was introduced to augment

sentiment knowledge during the pretraining phase. Despite these advancements,

there are instances where the primary task diverges from the pretraining task, making

it more efficient to adapt knowledge from others rather than starting from scratch.

Hence, the third phase, fine-tuning approaches, comes into play [10].

6



CHAPTER 2. RELATEDWORK

2.3 FinBERT

FinBERT further trains BERT in the Finance domain.

BERT, which can be considered an unsupervised bidirectional architecture capable

of processing both left-to-right and right-to-left sequences, released in 2019 [18].

BERT consists of 12 different layers of transformer blocks, with each token having

768-dimensional vector. BERT was pre-trained on a large corpus consisting of

BooksCorpus and English Wikipedia texts and includes a 30,000 token vocabulary,

enabling it to perform masking and NSP. BERT gains a vast amount of knowledge

on syntactic and semantic features across different layers [24]. By simply adding an

extra layer at the end of the pre-trained BERT, it can perform specific tasks like SA,

entailment classification, and question answering with good performance [18].

For different domains of datasets, it’s very reasonable to question whether the corpus

used to pre-train the model is suitable [8]. For instance, models might have a poor

understanding in a financial context if the model was trained on a general lexicon.

Thus, this studie focus on further training these models.

FinBERT was further trained on financial sentiment lexicons in order to understand

the content at a deeper level and to follow the recommendations from BERT by

adding a dense layer on top of the last one. To prevent catastrophic forgetting of the

information learned during retraining, FinBERT uses slanted triangular learning rates

and gradually unfreezes layers while fine-tuning.

In general, FinBERT exhibits the highest accuracy among LSTM and Universal

LanguageModel Fine-tuning (ULMFiT) in short sentence SA. Furthermore, the results

also show that pre-training BERT on either a classification training set or domain-

specific corpus yields higher accuracy than BERT itself. The authors also examined

each layer of BERT and found that the final layer significantly enhances the model’s

performance across all assessed metrics [6].
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2.4 DistilBERT

DistilBERT is a smaller and lighter BERT model that aims to reduce computational

and memory requirements, decreasing the model size from BERT by 40% while

managing to retain 97% of the original performance. There are existing methods to

reduce the size of pre-trained language models, such as RoBERTa increasing batch

size and training data, DeBERTa with disentangled attention, and ELECTRA using

Replaced Token Detection (RTD) [20]. DistilBERT has the same architecture as

BERT; however, investigations have shown that the last layer has less impact on

computational efficiency. Therefore, the research aims to reduce the number of

layers to gain computational efficiency. BERT-base has 110 million parameters, while

DistilBERT is able to include only 66 million.

Both BERT and DistilBERT models are trained on the same English Wikipedia and

Toronto Book Corpus. By designing a student-teacher system (DistilBERT), where the

student mimics the behavior of the teacher (a larger model or ensemble model) with

similar performance [36].

2.5 DEBERTaV3

DEBERTaV3, instead of using Masked Language Modeling (MLM), employs token

detection. Interestingly, while BERT uses MLM to cluster tokens with similar

meanings closer together, the Replaced Token Detection (RTD) pushes tokens with

similar meanings’ embeddings as far apart as possible to enhance binary classification

accuracy. With these two features combined, it lowers the training efficiency.

However, in order to trade off between these two features, DEBERTaV3 makes the

generator and discriminator share embeddings, yet halts the gradients from the

discriminator to the generator embeddings

With this adjustment, DEBERTaV3small performs much better on the MNLI and

SQuAD v2.0 datasets than BERT by BERTsmall. In order to train the model into a

multilanguage model, it was pre-trained on the 2.5T CC100 multi-lingual dataset and

named it mDeBERTaV3base [20].

8
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2.6 Chain of Thought

Even though previous research shows that increasing the size of the model improves

performance, scaling up parameters is not the solution for dealing with complex tasks

like arithmetic, common sense, and symbolic reasoning, especially for users with low

computation power [18, 41].

By adding an intermediate reasoning step, LLMs are able to provide more reasonable

answers. For example, when asking a question to an LLM: If there are 3 apples in

the basket and I put 2 more apples inside, how many apples are inside the basket?

The model performs better if it answers: There are originally 3 apples. By adding 2

apples, which makes a total of 3 + 2 = 5, there should be 5 apples inside. rather than

The answer is 5. This allows the model to solve multi-step questions by decomposing

the problem, or providing a thinking path that allows users to debug where the thought

process went wrong. Additionally, without retraining the model, simply providing

examples while prompting can help the model provide better answers.

2.7 Self-Consistency

With CoT, users can reference the knowledge of the LLM, although its results are not

consistently reliable. In the experimental stages, we observed that same prompt might

change answers or show error message like “Sorry, but I can’t generate a response

to that.” as input for SA evaluation. Therefore, it’s necessary to find a solution for

consistent results.

Self-consistency allows the LLM to sample multiple answers. Taking the example

above, in addition to the answer provided previously, it might also generate responses

such as: “The basket has 2 more apples, so 3 + 2 = 5. The answer is 5.”, “3 + 2 = 5,

therefore there are 5 apples.”, and many other explanations and answers. The final

answer will be determined by majority vote.

Additionally, the study demonstrates that by adjusting the temperature and top-

k parameters, the accuracy outperforming the greedy decoding. Utilizing self-

consistency allows the model to provide an indication of its confidence level or

uncertainty in the solutions. Furthermore, self-consistency does not require manually

labeling the dataset, making it more robust against human errors.

9



Chapter 3

METHODOLOGY

This work can be divided into two stages. The first stage experiments with different

approaches to SA, and the second stage implements the best approach on our YouTube

comment dataset.

Figure 3.1 provides an overview of the proposed framework within the first experiment

stage, which includes three approaches. The first approach, represented by the brown

line, involves evaluating the LLM’s prediction. The second approach, shown with the

green line, involves a fine-tuned model classifying the combination of the test set and

the LLM’s results. The third approach, represented by the black line, evaluates training

a model using the training dataset along with the LLM’s results.

In this chapter, we will break down some essential components and introduce them

in the sections below. Section 3.1 shows our LLM selection. Section 3.2 presents the

prompt engineeringweuse. Section 3.3 introduces pseudo-label and soft targetswithin

this work. Section 3.4 discusses preprocessing for the social media dataset, and section

3.5 addresses concerns regarding the tokenizer. Section 3.6 introduces our baseline

model, BERT. Section 3.7 presents the metrics for performance evaluation. Finally,

Section 3.8 covers optimization.

3.1 LLM selection

To begin with, in the report Chatbot Arena: New models and Elo system update [11]

posted by the LargeModel SystemsOrganization (LMSYSOrg) fromUCBerkeley, over

130,000 votes were gathered to rank the latest models on themarket. According to the

10



CHAPTER 3. METHODOLOGY

Figure 3.1: Workflow Diagram for Model Training and Evaluation in the SA
Experiments Stage
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CHAPTER 3. METHODOLOGY

report fromDecember 7, 2023, gpt-4-turbo, gpt-4-0314, claude-1, gpt-4-0613, claude-

2.0, claude-2.1, and gpt-3.5-turbo-0613 were the top 7models on the leaderboard were

favored for their question-answering capabilities. However, Claude was unavailable in

our region at the beginning of our work. Additionally, considering token costs, the

gpt-3.5-turbo variant (with an input cost of US$0.50 and output cost of US$1.50) is 20

timesmore cost-effective than the gpt-4-turbo variant (with an input cost of US$10.00

and output cost of US$30.00) per 1M tokens [33]. Therefore, we adopted GPT-3.5-

turbo as our primary prompting model.

3.2 Prompt Engineering

In this thesis, we adapted two prompt styles. One is from Deng et al. [16], who utilize

CoT and self-consistency with a temperature of 0.5 in their work. The other one is from

Kheiri et al. [25], achieving an accuracy of 0.973 by giving GPT a role and setting the

model’s temperature to 0. Below are the details of CoT, self-consistency, and giving

GPT a role.

CoT Instead of directly asking GPT-3.5-turbo to classify a piece of text’s sentiment, we

request it provide a TL;DR (too long; didn’t read) style summary of the context first

and then express the sentiment. CoT can enhance the performance of GPT-3.5-turbo

[41] and provides more explainable behavior.

Self-Consistency With self-consistency prompting, we prompt the LLM multiple

times and take the majority or weighted votes from the results [39]. This approach

allows the LLM to focus on different parts of the sentence and express the sentiment

multiple times.

Giving GPT a role We can also assign GPT a role to follow, such as asking it to be

an AI research assistant. This can help give the LLM a specific field to consider and

increase its performance.

We adjusted the prompt style slightly by referring to the prompting example provided

by OpenAI [9]. For instance, we added the desired format to achieve more consistent

output and included “not sure” as an external option to prevent GPT from generating

sentiments outside the intended options. We also place instructions at the start of

the prompt, and using ### or ””” to differentiate the instructions from the context.

Ultimately, we aggregated responses and employed a majority vote mechanism to

12
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generate soft targets for training a model.

3.3 Pseudo Label and Soft Target

Pseudo-labeling is a process that generates pseudo-labels for unlabeled samples to

guide the learning process directly [7]. Thismethod often involves using two networks:

one as a teacher and the other as a student. The teacher network produces pseudo-

labels for the unlabeled data [32]. For example, a textmight be assigned a pseudo-label

of “Positive”, “Neutral” or “Negative” in a three-class classification.

In our case, we are not only generating one label based on our prompting. With self-

consistency prompting, we will get multiple labels and form a distribution from the

LLM. For instance, if we get in total five out of eight “Positive” labels and three out of

eight “Neutral” labels. This distribution [0.625, 0.375, 0] is a “soft target”.

Distillation is the process of transferring knowledge from a large model (teacher) to a

smaller model (student) [21]. Using class probabilities from the teacher as soft targets,

we train our smaller student model. The student model aims to predict a distribution

similar to the large model, helping the student learn from the teacher. A key benefit

of using pseudo-labels or soft targets is allowing the student model to train on an

unlabeled dataset.

3.4 Preprocessing

Kheiri et al. [25] categorized seven linguistic sentiment-related nuances: hashtags,

URLs, emojis, slang, negation and sarcasm, mixed sentiment, cultural context, and

modern abbreviations. These nuances can significantly affect sentiment. To improve

classifier performance, we removed URLs, hashtag symbols, and complete tags

from the content. Our observations showed that these elements do not add extra

meaning.

For example, a case like “#BlakeLivily is so pretty” that the hashtag symbol alone does

not convey information. Removing the entire pair might leave the sentence without a

subject or remove the content’s main focus, so we retain the context but remove the

symbol. For tags like @thesisuser067, the context is typically an account name, often

just a random string, so we remove the whole tag. We keep slang and abbreviations

13



CHAPTER 3. METHODOLOGY

Figure 3.2: Unicode Components of Various Wheelchair Emojis

like “delulu” in their original form because they can appear frequently in social media

posts.

For emojis, we can categorize them into two types: text presentation, such as black

and white, and emoji presentation, which includes colored shapes [38]. Additionally,

options like skin tone, hairstyle, background color, and gender allow for further

customization within the same type of emoji. People can also choose the same emoji

but in different art styles.

Consequently, we use a series of Unicode characters to represent just one emoji to

present many different features. For example, a person in a motorized wheelchair (see

Figure 3.2) with a medium-dark skin tone is represented using the sequence “1F469,

1F3FD, 200D, 1F9BC”. This sequence can change or extend if we add attributes like

face direction or type of wheelchair. Unicode is also designed to reserve some flexibility

for future additions. As more emojis appear, representing different sports, foods, and

species, Unicode can handle these additions with variations [38].

Another aspect of emojis is that even emojis may not look the same due to style or

components, they often convey the same message. However, this can lead to different

token IDs when tokenizing them. For example, with the xlm-roberta-base tokenizer, a

red heart is 15755, while a purple heart is 244233. It is difficult to determine whether

these two IDs represent the same or different meanings within most sentences, and

this might affect SA results. In this thesis, we only remove the emoji variation selector

14
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Figure 3.3: Emoji Tokenization Comparison Across Different Tokenizers

U+FE0F from Unicode, eliminating a space that sometimes follows an emoji (token

ID: 15755).

In summary, if the original comment is: “@moburgerinseMo burger is the best, please

open one in JP #wewantmoburger https://www.mo.jp/ ”, after preprocessing, the

text will be: “Mo burger is the best, please open one in JP wewantmoburger ”.

3.5 Tokenizer

Different tokenizers have distinct vocabularies to map WordPiece token IDs to

Word. These vocabularies vary in size, which impacts their ability to handle

diverse text inputs. For example, bert-base-uncased includes 30k WordPiece tokens,

multilingual BERT-base-cased includes 119k WordPiece tokens, and XLM-R includes

250k WordPiece tokens.

Matching the tokenizer to the model is crucial because it ensures that the text is

tokenized in a way that the model can effectively process. This alignment helps

maintain the integrity of the input data and maximizes the model’s performance.

It can affect training results, particularly in how they handle different languages or

emojis. For example, as shown in Table 3.3, emojis often share the same token ID

with the bert-base-uncased tokenizer because they are not included in the WordPiece

vocabulary. This can lead to the model treating all emojis the same despite their

conveying highly optimistic or pessimistic sentiments, which can impact the accuracy

of SA. For instance, sentences like “I really like that ” and “I really like that ” can

have opposite sentiments. However, this issue is less prevalent with roberta-base and

xlm-roberta-base compared to bert-base-uncased.

Another method is to preprocess emojis before tokenization. For instance, the

Python package “demoji” can replace emojis with text strings based on the latest
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standards from the Unicode Consortium [15]. However, this approach can result

in very long token IDs, depending on the number of words needed to represent

an emoji. The results from different tokenizers are listed in Table 3.3. This long

vector can lead to unnecessary computation due to different styles of emojis that

convey similar emotions, such as the purple heart and yellow heart. In datasets like

YouTube comments, emoji text strings can sometimes be longer than the comments

themselves.

In our experiments, the approach to processing emojis will be chosen based on the

tokenizer that matches the final chosen model. This ensures that the tokenizer can

effectively handle the diverse range of inputs, maintaining the integrity and accuracy

of the SA.

3.6 BERT

BERT is our baseline model, first published by Google in October 2018. The “B” in

BERT stands for Bidirectional, which differs from other left-to-right language models,

allowing it to have better context understanding. BERT was pre-trained on two tasks:

MLM and NSP, using BooksCorpus and English Wikipedia, which together contain

approximately 3.3 billion words. BERT consists of 12 layers, 768 hidden units, 12

attention heads, and approximately 110 million parameters [17]. In this work, we will

use mBERT (multilingual BERT) as our baseline, which was further trained on more

corpora in 104 languages and shares the same architecture as BERT.

3.7 Performance Evaluation

For evaluation, we refer to the official SemEval-2017 Sub-task A metrics [35] to assess

the model’s performance. There are three key metrics:

• Average Recall (AvgRec): The primary metric used for evaluating

imbalanced datasets, as it provides a more balanced assessment compared to

accuracy. AvgRec average the recall for all three sentiments: Positive (P), Neutral

(U), and Negative (N).

• F PN
1 score: This metric is only averaging between Positive and Negative recall,
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providing a specific focus on these two classes.

F PN
1 =

1

2
(F P

1 + FN
1 )

• Accuracy: This metric compares the prediction ŷ(x) with the true answer y(x).

3.8 Optimization

In our training framework, we utilize the AdamW optimizer for updating the model

parameters, chosen for its effectiveness inmitigating overfitting through weight decay.

To promote stability and enhance convergence during training, we incorporate a linear

learning rate scheduler with an initial warmup period. Starting with a learning rate of

2e-5, the scheduler increases the learning rate linearly over the first two epochs before

transitioning to a linear decay for the remaining training steps.
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Chapter 4

EXPERIMENTAL RESULTS

This section outlines the experimental setup and results across two stages, (i) each

employing different approaches to SA, (ii) culminating in implementing the best

approach on our YouTube comment dataset. Sections 4.2 to 4.5 cover the experiments

from the first stage, while section 4.6 details the second stage.

Section 4.1 introduces the dataset used in both stages. Section 4.2 discusses the first

approach in the first stage, which involves predictions from GPT-3.5-Turbo. Section

4.3 presents the results from the second approach, using a fine-tuned model with

pseudo labels. Section 4.4 details the third approach, which focuses on training a pre-

trained model, and the method for improving this model’s performance is discussed

in Section 4.5. Finally, Section 4.6 provides details of the final implementation for the

second stage based on the best approach identified in the first stage.

4.1 Dataset

In the first stage of experimenting with different approaches to SA, we started

by looking for a labeled dataset to effectively test the models’ prompting results

and classify the data with a labeled set for evaluation. This approach allows us to

assess whether predictions are generated correctly and whether the prediction of using

pseudo labels or soft targets for training a model is equal to actual labels. The dataset

should share similar characteristics with social network content, typically featuring

short texts and informal language, making it an ideal candidate for our study.

For this study, we utilized the SemEval-2017 [35] Sub-task A dataset for the first
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Figure 4.1: Language Distribution in Dataset: Training, Validation, and Test Sets

stage, an English dataset for SA on Twitter, categorizing sentiments as POSITIVE,

NEUTRAL, or NEGATIVE. This dataset, published in 2013, is part of a research

workshop where participants designed models and presented their results. We

compare our results with those from 2017 [35], where the top 10 teams employed deep

learning and deep learning ensembles, and three of them used approaches like SVM

classifiers

This thesis will also investigatewhether, with limited data, we can achieve performance

similar to the top 10 teamsby relying on the knowledge fromapre-trained or fine-tuned

LLM. This dataset includes two files: a dev file and a test file. Both the dev and test

sets include three columns: ids, labels, and messages. We further separate the dev file

into train and validation files. For this experiment, we exclusively use the training data

from 2017.

The overview of the dataset is shown in Table 4.1.1.

In the second stage of implementing the best approach to the dataset, we created

the final dataset by analyzing the comments from 1,000,000 YouTube videos in

CreatorDB’s database. We observed the distribution of languages and chose the top

15 languages to form the final dataset. Using this distribution, we selected 32,600

comments with a random seed of 42. Figure 4.2 illustrates the data points for each
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Task Dataset Sentiment Total
Positive Neutral Negative

train 2013-2017 19,902 22,591 7,840 50,333
2017 7,059 10,342 3,231 20,633

test 2,352 5,743 3,811 11,906

Table 4.1.1: Statistical Overview of the Training and Testing Datasets. The initial
training dataset consists of a cumulative compilation of data from previous years
(2013-2017) [35]. In this study, we exclusively utilize data from 2017, while the testing
dataset remains unchanged from its original configuration.

Figure 4.2: Total Data Points per Language in the Dataset

language.

The primary language is English, accounting for over 34.77% of the dataset, followed

by Spanish, Japanese, Korean, and others. Several scenarios could be categorized as

“unknown”. For instance, if a comment only comprises emojis or numbers or if the

language is outside the 104 languages listed, as highlighted in figure 4.3.

4.2 First Approach: LLM’s prediction

By comparing the predictions from GPT with the answers from the labeled set, the

AvgRec, F1, and accuracy of the two prompts are illustrated in Table 4.2.1. One prompt

achieved an accuracy of 0.655, while the other achieved an accuracy of 0.549. Despite

several trials on prompting, we could not achieve the accuracy reported by Kheiri et

al. [25]. However, we are satisfied with using the current state to test pre-trained
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Figure 4.3: Unknown Text Scenarios and Corresponding Examples

and fine-tuned models to see if soft targets or pseudo labels can improve the model’s

performance.

Prompt AvgRec F PN
1 Acc

Given a comment, generate eight summaries on whether
a comment is positive, negative, neutral, or not sure.
Comment: “““ sentence ””” Desired format:
1. TL;DR: {{text}}. (positive/ negative/ neutral/ not sure)
2. TL;DR: {{text}}. (positive/ negative/ neutral/ not sure)
3. TL;DR: {{text}}. (positive/ negative/ neutral/ not sure)
4. TL;DR: {{text}}. (positive/ negative/ neutral/ not sure)
5. TL;DR: {{text}}. (positive/ negative/ neutral/ not sure)
6. TL;DR: {{text}}. (positive/ negative/ neutral/ not sure)
7. TL;DR: {{text}}. (positive/ negative/ neutral/ not sure)
8. TL;DR: {{text}}. (positive/ negative/ neutral/ not sure)

0.655

As a social scientist, your task is to analyze the sentiment of
a series of user tweets extracted from Twitter for “THREE
TIMES.” Please assign THREE sentiment scores from 0
to 2 for each tweet, where 0 signifies negative sentiment,
1 indicates neutral sentiment, and two corresponds to
positive sentiment. In situations where the sentiment
is challenging to classify definitively, please provide your
THREE best estimations of the sentiment scores.
Tweet: “““ sentence ”””
Desired format:
1) (score) (positive/ negative/ neutral)
2) (score) (positive/ negative/ neutral)
3) (score) (positive/ negative/ neutral)

0.549

Table 4.2.1: Accuracy based on different prompting engineering varies. The first
adjustment is from Deng et al. [16], and the second is from Kheiri et al. [25].

An example of the output from the LLM is presented in Figure 4.4.
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Figure 4.4: Example for label from GPT and actual label for one Tweet.

4.3 Second Approach: Fine-tuned model

For the second approach, we combine the predictions from the LLMwith the SemEval

dataset and integrate them into an existing fine-tuned model available on the market

to test its performance.

To enhance the performance of our fine-tunedmodel, we incorporated labels generated

by the first prompt, which achieved an accuracy of 0.655. These labels serve as a

reference guide for the SemEval test set, which consists of 11,906 rows.

The labels were appended to the end of the context during model input, providing

additional context for the model’s predictions. An example of this implementation is

shown below.

Implementation Example:

Original Tweet: The announcement will be released around 12 p.m.

Label: Neutral

Model Input: The announcement will be released around 12 p.m. Neutral.

Fine-tuned model selection

There are several factors to consider when choosing a model as our baseline. As the

model’s size increases, it requires significant computational capacity [18]. For our

thesis, we prioritized three key factors: model licensing to ensure legal compliance

and flexibility, computational requirements to manage resources efficiently, and

multilingualism to enhance the model’s applicability across different languages in the

YouTube dataset. We compared various models based on information gathered from

Hugging Face [23], and this information is organized in Table 4.3.1.

After evaluating various models, we selected the distilbert-base-multilingual-cased-

sentiments-student [42] due to its superior balance of multilingual capabilities,
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popularity within the community, and practicality for business applications.

Results

The performance improvement achieved through this method is summarized in Table

4.3.2. Themodel’s performance increased by 5%with the incorporation of GPT’s labels

compared to the baseline without adding labels. This method acts like a cheat sheet

for the model, waiting for the model to recognize that the answer is partially provided

within the context. However, this approach needs more flexibility to integrate the

model’s knowledge effectively with the pseudo labels from GPT.

In summary, it is beneficial to train our model starting from a pre-trained one,

then blend different techniques based on the model’s foundation. However, we note

that this may not be relevant in scenarios where the fine-tuned model originally

outperforms the accuracy of GPT.

Notably, previous research has shown that the same prompt can yield varying results

[39]. This variability is another reason we stopped testing for the best prompt in

this section and instead focused on how these labels contribute to the fine-tuned

model.

4.4 Third Approach - part I: Training on a Pre-Trained

Model

In this approach, we start by choosing the model and the form of the target.

To replicate the pipeline from the original paper [16], we initially implemented

“bert-base-multilingual-cased” (mBERT) [17] as our baseline due to its multilingual

capabilities.

• Base ModelWe added a single linear layer to the following three models. We

trained them using the SemEval train and validation set with true labels with

cross-entropy loss. We then compared how these models performed using the

same SemEval test set described in Section 3.3.

– mBERT-Base, which was trained on 110M parameters with a shared

WordPiece vocabulary of 110k tokens, supporting 104 languages with 768

hidden states across 12 layers and 12 attention heads [17].

– RoBERTa.base, an improved version of BERT, trained on more data
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without the NSP task, comprising 125M parameters [29].

– XLM-R.base, trained on over 100 languages and 2 trillion tokens, with

270M parameters and a vocabulary size of over 250,000 [13].

• Target formWe also employed pseudo labels and soft targets generated by GPT

in our model. Additionally, we tested training on the average loss function of

predictionswith pseudo labels andpredictionswith soft targets to see if balancing

these approaches could achieve a better score.

Results

As shown in Table 4.4.1, even though we trained mBERT with true labels, we observed

an average recall of 0.4 and an accuracy of 0.5 across various parameter sets. This

performance was insufficient compared to GPT’s performance. It was similar to the

35th place among teams using the same dataset for training and testing, as reported in

the official paper [35]. RoBERTa achieved the highest scores among the three models.

Its average recall was only 0.01 lower than the top-performing model in Rosenthal et

al.’s [35] ranking, but its accuracy was higher. For XLM-R, its performance was similar

to themodel ranked 11th but demonstrated better accuracy. However, one concernwas

that adding more languages to RoBERTa does not guarantee better results than XLM-

R. Research by Conneau et al. [13] demonstrates a trade-off between the number of

languages and performance. While XLM-R performed slightly worse than RoBERTa

in monolingual tasks, it excelled in handling multilingual datasets.

Table 4.4.2 presents other results fromdifferent target forms, which are not true labels.

The model with soft targets achieved an AvgRec of 0.621 and an accuracy of 0.609.

Compared to the result above, the model trained on XLM-R with actual labels got an

AvgRec of 0.640 and an accuracy of 0.680, representing a decrease of around 2% in

AvgRec and 8% in accuracy. The average loss approach was the next best, followed by

the model trained with pseudo labels, which performed the worst.

Given these results, we decided to proceed with training XLM-R model with soft

targets.
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4.5 Third Approach - part II: Improve the Model

We also conducted various experiments to improve the performance of XLM-R model

with soft targets:

• Model Performance with Different Data Sizes

We tested themodel’s performance when trained with different data sizes. Using

41% of the original dataset [35], we achieved accuracy and recall similar to 11

place provided by Rosenthal et al. [35]. We further tested the model using 1/4,

half, and 3/4 of the data.

• Model Performance in the Presence of Data Imbalance

The SemEval-2017 dataset [35] is highly imbalanced, with half of the sentiments

classified as “Neutral”. A common approach to dealing with imbalanced data

is upsampling or downsampling to equalize the dataset. However, this method

is applicable only to labeled datasets and cannot be used with our YouTube

comments dataset without risking the accidental deletion of incorrectly classified

pseudo labels. Therefore, it is essential to determine whether addressing the

data imbalance is necessary, considering our parameter size and the number of

tokens.

• Model PerformanceWhen Training on Higher Quality Data

Data quality can be a factor in training a model. Some research shows that a

model’s performance can be enhanced by improving the quality of the training

data. Using GPT’s answers as our reference, we filtered out data where the

highest distribution was lower than 0.4, effectively removing texts with less than

four votes in the majority sentiment.

• Model performance when applying different loss functions

At the beginning of the thesis, we utilized the default PyTorch loss function

for single-label classification: Cross Entropy Loss. This function trains a

classification model by predicting class probabilities through logits. The loss

increases significantly when the target t and the prediction p expressed as the

logit corresponding to the target class C are at odds, thus imposing a heavy

penalty for incorrect predictions. The loss isminorwhen the prediction is close to

the actual target. However, as the prediction increasingly away from the target,

the loss escalates sharply, punishing incorrect predictions more severely as they
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diverge further from the correct class.

`(p, t) = L = {l1, . . . , lN}T , ln = �↵tnlog

 
exp(pn,tn)PC
c=1 exp(pn,c)

!
· 1

It can also be presented as:

l(pt) = �↵tlog(pt)

However, based on our previous experience, we found that our setup led XLM-

R to learn more from GPT by comparing the predictions from XLM-R with the

GPT pseudo labels and soft targets. This approach did not foster collaboration

between XLM-R and GPT to enhance performance through mutual benefits.

Consequently, we implemented Focal Loss [28], which allows us to flexibly

control the loss by adjusting the � parameter, affecting (1� pt).

FC(pt) = �↵t(1� pt)
�log(pt)

This implementation enables us to concentrate on the harder samples and adjust

the weighting for the easier ones, allowing XLM-R to form its own conclusions

when tasks are straightforward, while learning from GPT when the tasks are

challenging.

• Performance with Different Numbers of Fully Connected Layers

Enhancing model performance can be achieved by increasing its complexity.

One way to do this, without modifying the recurrent architecture, is by adding

more fully connected layers after the pre-trained model. Fully connected layers

can capture more complex patterns and interactions in the data, potentially

improving model performance. Therefore, instead of using just one fully

connected layer, we experimentedwith adding a second layer to assess the impact

on performance.

Results

The results, as shown in Table 4.4.1 and Table 4.5.1, indicate most of the training

on pre-trained models achieves better scores than the fine-tuned model. Specifically,

training RoBERTa and XLM-R with actual labels resulted in accuracies of 0.714 and

0.680, respectively, both higher than the GPT model’s accuracy of 0.655.
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Furthermore, in additional experiments, we observed training with soft targets, using

as much data as possible without upsampling or downsampling, and employing Focal

loss, we can achieve a similar AvgRec to the model trained with actual labels.

4.6 Final Implementation

With all the reults we got from the experiments in first phase, we chose to further

train on XLM-R with soft targets and focal loss as our primary loss function. With

this setting, our model includes over 278 million parameters. The estimated model

size is around 1,112 MB. YouTube comments dataset will be the training with which

includes 437,404 tokens in total.
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Table 4.3.1: Comparison of SA Models: Base Models, Training Data, Languages and
Accuracy.
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Scenario Accuracy

Without labels 0.431
With labels 0.489

Table 4.3.2: Performance comparison with or without a label at the end of the context.

Base Model AvgRec F PN
1 Acc

mBERT (baseline) (35th) 0.471 0.295 0.533
RoBERTa (2nd) 0.680 0.582 0.714
XLM-R (11th) 0.640 0.530 0.680

Table 4.4.1: Evaluation across Different Base Models

Model AvgRec F PN
1 Acc

Pseudo-labels 0.598 0.572 0.572
Soft Targets 0.621 0.576 0.609
Average loss 0.599 0.564 0.578

True answer 0.640 0.530 0.680

Table 4.4.2: Performance Comparison of Different Labeling Methods

Scenarios AvgRec F PN
1 Acc

1/4 of the dataset 0.587 0.533 0.602
half of the dataset 0.608 0.565 0.597
3/4 of the dataset 0.609 0.569 0.604

Down-sampling 0.612 0.588 0.589
Up-sampling 0.612 0.577 0.611

Filter data(train, val 0.4) 0.614 0.575 0.600

Focal Loss (� = 7) 0.637 0.590 0.638
Loss 0 0.587 0.560 0.574

Two fully connected layers 0.606 0.576 0.582

GPT-3.5-Turbo 0.655
Fine-Tuned Model 0.489
XLM-R + Soft Targets 0.621 0.576 0.609
XLM-R + True Answer 0.640 0.530 0.680

Table 4.5.1: Performance of Different Training Scenarios.
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RESULTS ANALYSIS

In order to answer the RQ: Can we effectively use smaller unlabeled training

datasets to optimize model training and approximate the performance of

supervised SA methods? We first need to see how the model perform on labeled

SemEval test set and unlabeled YouTube comments dataset.

5.1 SemEval datasets: Model’s performance

Following the initial training of our model using the YouTube dataset with soft targets

from GPT, we evaluated its performance in predicting sentiments using the SemEval

dataset. As shown in Table 5.1.1, our model’s accuracy was comparable to that of the

model ranked 11th out of 37 models trained on the SemEval dataset in Rosenthal et

al.’s research [35]. Furthermore, our model achieved higher recall and accuracy, only

0.01 lower than the best-performing model.

Train Dataset AvgRec F PN
1 Acc

YouTube Comment + Soft targets 0.639 0.590 0.637
SemEval + Soft targets 0.637 0.590 0.638

SemEval + True answer 0.640 0.530 0.680

Table 5.1.1: Performance for Models Trained on Different Datasets

We used a confusion matrix to evaluate our model’s performance (see Figure 5.1).

Results show the model performs poorly when predicting neutral cases, with only

49.28% accurate predictions, 23.33% incorrect positive predictions, and 27.39%

inaccurate negative predictions. Neutral cases comprise 48.23% of the test set.
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Figure 5.1: Confusion Matrix of the
Model’s Predictions

Figure 5.2: Confusion Matrix of the GPT-
3.5-Turbo Predictions

However, this performance is quite similar to the distribution from GPT as well (see

Figure 5.2).

We selected 198 out of 11,906 rows of data from the test set to investigate these

misclassifications. We input them into five LLMs, each set with a 0.7 temperature, to

compare their classification results. We hypothesize that LLMs, trained on extensive

datasets, should have sufficient knowledge to perform sentiment prediction effectively.

If these LLMs struggle with specific content, it indicates that our model, which used

less training data and computational power, should also encounter difficulties.

The five models we selected are Claude-3-Haiku-20240307 [5],

LLaMA-3-70B-Instruct [2], Gemini-1.5-Pro-API-0409-Preview [34], GPT-4-0116 [19],

and Command-R-Plus [12]. These models are trained with data crawled from public

web pages, are computationally expensive, have a good understanding of multilingual

data, and achieve high scores in the chatbot arena.

With the predictions from these five models, we used a majority vote to determine the

final prediction, which we refer to as the Mixture of LLMs (MoLLMs). For example,

if the five sentiments from five models are Positive, Positive, Neutral, Neutral, and

Neutral, then the MoLLMs will be “Neutral.” If they are Positive, Positive, Neutral,

Neutral, or Negative, then the MoLLMs will be “Positive/Neutral.”

We compared each model and the actual answer and recorded their accuracy inside

Table 5.1.2. In the case above, if the model’s prediction is equivalent to either of the

responses in the MoLLMs (i.e., Positive or neutral), we recorded it as an accurate

prediction.
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As shown in Table 5.1.2, MoLLMs’ predictions were the closest to the actual answers,

resulting in the highest accuracy among all assessed models. While our model’s

accuracy was 0.641, MoLLMs’ accuracy was 0.707. Therefore, we used MoLLMs’

predictions as the benchmark for prediction accuracy.

Additionally, an assessment of individual models shows that LLaMA-3-70B-Instruct

produced predictions most similar to MoLLMs’ predictions, with a similarity score of

0.89. In contrast, our model’s predictions had a similarity score of 0.67 compared

to MoLLMs. Despite LLaMA-3-70B-Instruct’s high similarity to MoLLMs, it did not

achieve the highest accuracy, indicating a potential non-linear relationship between

similarity to MoLLMs’ predictions and overall accuracy.

Model Prediction MoLLMs Answer

Gemini-1.5-Pro-API-0409-Preview 0.65 0.85 0.677
GPT-4-0116 0.65 0.85 0.672
command-r-plus 0.60 0.78 0.601
LLaMA-3-70B-Instruct 0.61 0.89 0.667
Claude-3-Haiku-20240307 0.69 0.87 0.652

GPT-3.5-Turbo 0.69 0.75 0.626
Prediction - 0.67 0.641
MoLLMs 0.67 - 0.707

Table 5.1.2: Accuracy of Model Predictions and Model Performance

In the following section, we will use MoLLMs to evaluate the testing performance of

YouTube comments. Since it is an unlabeled dataset, we will start by analyzing the

results from GPT-3.5-Turbo.

5.2 YouTube comments: Soft targets generated by

GPT-3.5-Turbo

By prompting GPT-3.5 turbo with the YouTube comments dataset, we got 10,712

as positive sentiment, 4,962 as neutral, and 2,596 as negative inside the training

dataset (see table 5.2.1). Even though this is also an imbalanced dataset, with the

previous experiment (see section 2.5), we got a better performance when we used the

complete dataset and did not risk removing the wrong soft label without upsampling

or downsampling.
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Dataset Positive Neutral Negative Total

train 10,712 4,692 2,596 18,000
val 1166 532 302 2000
test 7440 3302 1858 12,600

Total 19,318 8,526 4756 32,600

Table 5.2.1: YouTube Comment Dataset Soft Label Statistics

5.3 YouTube comments: Model’s performance

Unlike the SemEval dataset, we selected approximately 200 (±16) rows of data

from each language and input them into the same five LLMs (Claude-3-Haiku-

20240307, LLaMA-3-70B-Instruct, Gemini-1.5-Pro-API-0409-Preview, GPT-4-0116,

and Command-R-Plus) (see Table 5.3.2).

We included 14 languages, excluding those classified as “unknown.” Interestingly,

the top five languages used to train XLM-R, which are among our 14 languages,

are English (en), Russian (ru), Indonesian (id), Vietnamese (vi), and Thai (th).

Except for Vietnamese, these languages are also where our model’s predictions are

closest to MoLLMs’ predictions compared to GPT-3.5 Turbo. This indicates that our

model’s predictions are generally more aligned with MoLLMs than GPT-3.5 Turbo,

demonstrating the model’s independent decision-making capability.

Our results show that our model performs exceptionally well in Korean, Portuguese,

and Turkish, with 85% of predictions matching MoLLMs. In the XLM-R training

process across 88 languages, these three languages received less training data than

others, except for Traditional Chinese and Turkish [13].

5.4 Emojis

Other than 14 languages, to see how the model performs in emoji-only situations,

we retrieved the emojis from each line inside the test set, removed the text, and

formed a new dataset. All the classification results are shown in Figure 5.3. It

seems like the model is good at identifying content that is emoji-only. We can see

that most heart shapes, flowers, smiling faces, or thumbs-up emojis are classified as

positive sentiments. For neutral, there is a high possibility for a single emoji to be

classified as neutral, although some apparent cases were misclassified. For example,
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Model Name en es ja ko pt ru ar

claude-3-haiku-
20240307

0.185 0.225 0.245 0.17 0.195 0.24 0.24

llama-3-70b-instruct 0.235 0.27 0.17 0.225 0.185 0.25 0.255
gemini-1.5-pro-api-
0409-preview

0.245 0.24 0.285 0.18 0.225 0.2 0.34

gpt-4 0.19 0.255 0.265 0.205 0.17 0.205 0.295
command-r-plus 0.225 0.235 0.245 0.225 0.215 0.26 0.245

gpt 3.5 turbo 0.245 0.23 0.185 0.23 0.175 0.235 0.255
MoLLMs 0.185 0.215 0.21 0.15 0.15 0.185 0.185

Model Name vi id zh fr th tr de

claude-3-haiku-
20240307

0.26 0.225 0.237 0.18 0.195 0.21 0.217

llama-3-70b-instruct 0.24 0.205 0.218 0.225 0.295 0.155 0.255
gemini-1.5-pro-api-
0409-preview

0.29 0.345 0.363 0.24 0.22 0.28 0.271

gpt-4 0.33 0.285 0.297 0.215 0.24 0.255 0.282
command-r-plus 0.28 0.22 0.251 0.265 0.205 0.205 0.245

gpt 3.5 turbo 0.205 0.22 0.251 0.155 0.205 0.205 0.217
MoLLMs 0.205 0.19 0.204 0.15 0.175 0.135 0.19

Table 5.3.1: Performance Scores of Language Models Across Different Languages

the “nauseated face,” “vomiting face,” and “cross mark” should be negative sentiment,

or the “party face” should be positive. However, we see the “vomiting face” combined

with other emojis categorized as negative.

5.5 Names: Model’s performance

Another test we conducted involved extracting some names mentioned in the test set

to analyze their sentiment. As shown in Table 5.4, most names are classified as neutral,

except for Hillary Clinton. In the training dataset, four records of “Hillary Clinton” are

mentioned, with two labeled as negative and two labeled as positive with soft labels.

The data used to train XLM-R might also affect the result if it included references to

Hillary Clinton.
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Figure 5.3: Classification of Names by Positive, Neutral, and Negative Sentiments
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Model Name en es ja ko pt ru ar

claude-3-haiku-
20240307

0.815 0.775 0.755 0.83 0.805 0.76 0.76

llama-3-70b-instruct 0.765 0.73 0.83 0.775 0.815 0.75 0.745
gemini-1.5-pro-api-
0409-preview

0.755 0.76 0.715 0.82 0.775 0.8 0.66

gpt-4 0.81 0.745 0.735 0.795 0.83 0.795 0.705
command-r-plus 0.775 0.765 0.755 0.775 0.785 0.74 0.755

gpt 3.5 turbo 0.755 0.77 0.815 0.77 0.825 0.765 0.745
MoLLMs 0.815 0.785 0.79 0.85 0.85 0.815 0.815

Model Name vi id zh fr th tr de

claude-3-haiku-
20240307

0.74 0.775 0.763 0.82 0.805 0.79 0.783

llama-3-70b-instruct 0.76 0.795 0.782 0.775 0.705 0.845 0.745
gemini-1.5-pro-api-
0409-preview

0.71 0.655 0.637 0.76 0.78 0.72 0.729

gpt-4 0.67 0.715 0.703 0.785 0.76 0.745 0.718
command-r-plus 0.72 0.78 0.749 0.735 0.795 0.795 0.755

gpt 3.5 turbo 0.795 0.78 0.749 0.845 0.795 0.795 0.783
MoLLMs 0.795 0.81 0.796 0.85 0.825 0.865 0.81

Table 5.3.2: Performance Scores of Language Models Across Different Languages

5.6 Top 10 token in each sentiment

To identify the frequent words within each sentiment, we used a tokenizer to convert

all test set sentences into token IDs and then counted their occurrences. Figure 5.5

presents two table versions. The table on the left excludes frequent token IDs that

appear in all three sentiments. In contrast, the table on the right shows the frequency

of each token ID across all three sentiments. After removing the standard tokens,

observing the reduced counts within the neutral and negative sentiments is relatively

tiny. In this study, we did not remove stop words because social media comments are

typically short, and removing stop words might result in empty strings. Furthermore,

the token counts in our results support our initial hypothesis.
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Figure 5.4: Sentiment Classification of Various Names

Figure 5.5: Token Frequency in Positive, Neutral, and Negative Sentiments. Left:
Token counts after removing tokens that frequently appear in all three sentiments.
Right: Token counts in all three sentiments.
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Chapter 6

CONCLUSIONS

The thesis presented a model that utilizes knowledge from a LLM as soft targets and

trains on a pre-trained model with an unlabeled dataset. This technique is helpful for

SA applied to specific datasets and multilingual social media contexts. By leveraging

GPT’s responses, we form a distribution of sentiment for the model to learn more

accurately and avoid overconfidence.

In our thesis experiments with English data, further training on RoBERTa achieved

performance similar to models that use twice the training data with deep learning

methods, and it even showed slightly higher accuracy. This confirms our RQ that

training a model for a specific task on a smaller unlabeled training dataset and

achieving good accuracy is possible.

Furthermore, we used XLM-R as our base model with Focal loss to classify a

multilingual YouTube comment dataset, achieving ideal average recall and accuracy.

Additionally, we introduced a new metric, MoLLMs, to evaluate the model’s

performance without labels. Our model closely approximates MoLLMs’ predictions

compared to our soft targets approach.
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FUTURE WORK

In the model performance ranking by Rosenthal et al. [35], our results consistently

align with the 11th rank, regardless of parameter adjustments, loss functions, or

training datasets. The only instance where we achieved a second-place ranking was

by training on RoBERTa, which is an English-only model. Therefore, future work will

focus on narrowing the gap between the 11th and 1st place rankings.

7.1 Evaluation Model Selection

Due to time constraints, we focused more on whether labels generated from GPT help

the training process and improve performance. Consequently, we spent limited time

exploring different styles of prompting for the five evaluation LLMs. We used a simple

prompt, “What is the sentiment of these lines? Positive, Neutral, Negative?” to get

answers and calculate the MoLLMs. To improve the quality of MoLLMs, it is better to

prompt all the models multiple times to enhance self-consistency. CoT, like what we

used to get soft targets, can also help achieve robustness. Ideally, trying thismethod on

a big benchmarking datasetwill help us understandwhat thismetric is capable of.

7.2 Training Data Selection

After completing the training process, another idea emerged for training amodel based

on XLM-R to align it more closely with our needs. A barrier was that the XLM- R was

initially trained using the Wiki-100 corpus and the CommonCrawl Corpus language
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distribution, which did not reflect the language distribution required by the company.

We did not account for this when selecting the training dataset. Future research can

benefit from considering the order and distribution of languages in themodel to ensure

it aligns with personal needs.

7.3 Distillation

Another approach on themarket involves letting twomodels cooperate using a teacher-

student model for distillation. Our study is a form of distillation where XLM-R is the

student, and GPT-3.5-Turbo is our teacher. The approach we did not try in this RQ

was to reinforce the teacher while the student had a different opinion. Because GPT is

already a finishedmodel that’s not allowed to be changed, futurework can focus onhow

we can use an LLM on the market and get a different and more accurate answer from

it inside the training steps, like we can re-prompt the teacher to ask how certain they

are, then infer again, or given the previous prediction to achieve few-shots prompting,

etc.
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