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Abstract

Frequency modulation (FM) synthesis is a powerful method of sound synthesis, capable of creating a wide
variety of tonal qualities with relatively few parameters. This project investigates the efficiency of a simple
FM synthesis arrangement in replicating the timbres of two acoustic instruments: the cello and the organ.
Using a least root mean square error (RMSE) approach to optimize the parameters, this study evaluates the
complexity of timbres that this algorithm can accurately replicate, and its limitations. The findings indicate
that this method is quite efficient at accurately replicating timbres with fewer partials, but struggles with
richer overtone spectra. Specifically, it was more successful at replicating the timbre of organ pipes than
cello tones, both in terms of the similarities of the overtone spectra and in the perceived likeness of sound.

Sammanfattning

FM-syntes ir ett kraftfullt verktyg for ljudsyntes, som kan skapa en mingd olika klangfirger med hjilp av
relativt fa parametrar. I detta projekt undersoks effektiviteten hos en enkel uppstillning av FM-syntes dir
endast tva parametrar optimeras for att aterskapa klangerna hos tva akustiska instrument: cello och orgel.
Modellen utvirderas utifran vilken komplexitet av klanger den lyckas éterskapa vil, samt dess begrén-
sningar. Parametrarna optimeras genom att minimera medelkvadratfelet (RMSE) mellan 6vertonsspektra
for akustiska och syntetiserade toner. Resultaten visade att denna metod &r relativt effektiv for att tro-
virdigt aterskapa enklare klangfirger med firre 6vertoner, men presterar simre nér det kommer till toner
mer rikare 6vertonsspektra. Specifikt var den mer framgéangsrik i att aterskapa klangfirgen hos orgelpipor
in cellotoner, bade vad giller 6vertonsspektra och ljudupplevelse.
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1 Introduction

Musical sounds are complicated. Tones develop and change during their duration, and both the volume of the tone
and its set of overtones have unique temporal patterns for each instrument. (1, p. 265) Capturing and recreating these
changes is harder than one might think at rst. The ear is very good at picking up when a sound is synthetic, and at
noticing when these key features of acoustic sound, that our ears are accustomed to, are missing. This may lead us to
appreciate the beautiful complexity of musical sounds more, or, lead us to aspire to improve synthetic sounds so as to
sound less perceptibly arti cial.

One of the key things that distinguishes a synthesizer from acoustic instruments is that, unlike the vibrating strings
and air columns in traditional instruments, its tones are not produced by mechanical standing waves. Rather, it gener-
ates an electric signal translated to sound via a speaker. The Yamaha DX7, widely known as therdabe digital
synthesizer which made FM synthesis available to the wider public, has, in many ways served as the inspiration behind
this project. It presented incredible possibilities for musicians regarding the complexities and variations in sounds it
could create compared to other sound design methods previously available on the market. Most of its predecessors
were based on either additive or subtractive synthesis, in which sine wave tones weradddtogether to create
overtone patterns agubtractedfrom a tone with an already rich timbre using Iters. Though simple, these methods
also required considerable processing power since all sine waves to be added or ltered away were separate parameters.
Early computers struggled with this due to their limited processing capabilities, which is why FM synthesis became
popular so quickly. With relatively few parameters compared to previously mentioned methods, FM synthesis can gen-
erate tonal qualities of great variation and complexity. (2) However, as groundbreaking as its sound design possibilities
were, FM-based synthesizers were also notoriously more complicated to control than their predecessors, which posed
new challenges to musicians. (1, p. 280) The synthesizer that was used for this project, the Kodamo EssenceFM, is
a modern synthesizer that has taken a lot of inspiration from the original Yamaha DX7. (3) However, it has a more
modern and intuitive interface, meaning that the settings are easier to con gure.

Today, when data storage is not as much of a concern, there are simpler methods of sound synthesis capable of highly
accurate replications of acoustic sounds. These methods often do not require the user to have a detailed comprehension
of the computations behind these methods in order to excel in using them. The reosve and accurate method

of digitally recreating musical tones today is sampling. Sampling consists of recording real-world sounds or tones so
that these may be transposed and played electronically. Tones produced this way can sound incredibly authentic, and
come at the low price of reduced exibility since they are based on xed recordings. However, despite this slight lack

of exibility, it is a fundamental technique in modern sound production. As technologies like this one develop, they
become increasingly dicult for the average synthesizer enthusiast to fully understand. In light of this, this project

was born. In 1977, during the early days of FM synthesis, Dexter Morrill wrote the following in his study on the FM
synthesis of trumpet sounds: (4)

“Certainly it will be a while before the digital synthesizers and computer music systems are so complete with mar-
vellous programs the compodgser can disentangle himself from the lower levels of computer programming and focus
instead on musical problems. Even then it may be important for the composer to remain in touch with some of these
lower levels unless he is willing at any point to accept a whole computer package as a musical instrument which has
at least some limitations.”

The end goal of this project is not just to play exact replicas of the recorded tones on the synth. Modern techniques,
such as sampling, can already do this better. This study aspires to go back to the roots of synthetic sound, and not only
replicate tones as closely as possible, but also gain a deeper understanding of the process behind FM synthesis and
what the parameters actually do. The power of FM synthesis lies in the variety and complexity of tonal qualities that
can be created using comparably little information. This project aims dive deeper into the most simple FM algorithm,

in order to see how well the timbres of acoustic instruments can be recreated when only two parameters are varied. One
modulator and one carrier are used to replicate acoustic tones via FM synthesis, and the resulting tones are evaluated
according to how well they correspond to their acoustic counterparts, to draw conclusions about the possibilities and
limitations of such a model. The central research questions are:

1. How well can this simple setup for FM synthesis recreate the sounds of organ and cello tones, and what areas
can be improved?

2. What parameter values chosen during the optimization process, and why were they selected?

3. How does FM synthesis compare in replicating the timbres of the cello versus the organ?



2 Background

Frequency modulation has its roots in radio broadcasting, where it was developed to improve the quality and
reliability of audio transmission. Prior to its invention, the predominant broadcasting method was amplitude
modulation (AM), which was very susceptible to interference, an issue that frequency modulation was not as
a ected by. (5, p. 24) It was not until the late 1960s that the idea of using frequency modulation for something
other than radio was born.

John M. Chowning is often regarded as the father of FM synthesis, since he not only wrote the rst article
on the subject, but also worked with Yamaha in their construction of the legendary FM synthesizer Yamaha
DX7. This synthesizer was one of the rst digital synthesizers on the market, and was used extensively in
music production during the peak of synth-pop in the 1980s. The maarelice between digital synthesiz-

ers and their precursors is that while analogue synthesizers use continuous waveforms created by oscillators
and lters, digital synthesizers approximate waves as discrete signals using digital signal processing (DSP).
Chowning's article “The Synthesis of Complex Audio Spectra by Means of Frequency Modulation” was the
article that kickstarted the idea. Since then, the eld of research has only grown. (6) In the article, he in-
troduces the concept of using a frequency modulation setup where the modulator and carrier wave are both
within the audible frequency range, as opposed to in FM broadcasting, where the carrier frequency can be
around a million times larger than the modulating frequency. (1, p. 277) One of the advantages of FM synthe-
sis that Chowning emphasizes in his article is the possibilities it introduces when it comes to the "temporal
evolution of the spectral components", which can also be described as a dynamic overtone spectrum. Un-
like additive and subtractive synthesis, which produce tones with constant timbre, FM synthesis allows for
replicating bell-like timbres by simply adjusting the modulator's volume throughout the tone's duration. In

his rst article, Chowning employed a 'trial-and-error emulation' approach to recreate the sound of acous-
tic instruments via FM synthesis. This involved manual manipulation of parameters until the tonal quality
closely resembled that of the target instruments. The instruments he successfully recreated and discussed in
this article were brass tones, bells, drums, and woodwind pipes.

Since the publication of Chowning's rst article, numerous papers have been written on the subject of recre-
ating acoustic sound via FM synthesis. Morrill's study from 1976 aimed to reproduce the timbre of a trumpet
along with the timbral development over time using FM-synthesis. (4) He attempts this via what he refers to
as trumpet algorithms, of which there are two. The rst algorithm uses a single carrier carrier system, whereas
the second employs two carriers. Morrill used a Digital Equipment Corporation PDP-10 computer to design
the trumpet algorithm, and the system included a 12-bit digitallogue converter. The parameters of the

FM tones that are varied in his study include (but are not limited to) volume development of tone over time,
vibrato control, noise and control of a "formant peak" within the frequency spectrum, meaning a frequency
area that is ampli ed extra regardless of pitch. The main goal of the study was to produce a synthetic replica
of a natural trumpet, and the study mentions how other instrument sounds such as a ute can also be created
with this algorithm by making minor alterations in frequency ratio and attack time (see section 3.6 for further
reading).

In 1993, Horner et al. studied modi ed FM sound matching, using a synthesis model consisting of several
parallel carriers connected to a single modulator. The authors employ a genetic algorithm-based technique to
make the process more eient. A genetic algorithm is an optimization algorithm inspired by the principles

of natural selection and genetics. This "evolution process" starts with a set of randomly selected "individuals",
or parameter combinations, that are evaluated according to how well they solve the problem at hand. The best
individuals are kept and modi ed for each new generation to create a new population. The main use of this
kind of algorithm is limiting computer processing time since it can sift out bad parameter combinations early.
The optimized parameters in this study consist of the frequencies and amplitudes of these aforementioned
carriers, as well as those of the modulator. Aside from trying to make as good of a t as possible, the study
also attempts to nd the lowest necessary number of carriers in order to get an acceptably good match to a
sound. The authors of the study argue that the genetic algorithm approectively identi ed optimized
parameters for FM synthesis, leading to accurate sound reconstruction with fewer carriers. The results do
not specify what the lowest necessary number of carriers needed in order to make a good t is, but rather,
emphasize that the genetic algorithm used can optimize this number based on the complexity of the tone it is
recreating, making it cost-ective. (2)



3 Theory

3.1 Overtones and timbre

Since the concept of sound is central to this project, a tting starting point for the theoretical background is
to de ne what a sound is. Aoundcan be de ned as vibrations in the air that cause our eardrums to move.

(7) These vibrations are longitudinal waves travelling from the sound source to the listener, meaning the air
molecules oscillate in the same direction as the propagation of the wave. Of course, there are eramy di
sounds, but one category of particular interest for this project is harmonic sounds, more commonly known as
tones. The term "harmonic sound" is used in physics contexts to describe acoustic tones, because the word
"tone" may be confused with a pure sine tone. One of the main things that set harmonic sounds apart from
other (non-harmonic) sounds is their periodicity. The shape of the waveform travelling from the sound source
to our ears repeats itself with a particular fundamental frequency.

The wave shape pattern of sound waves relates to acoustic instruments and how these tones are formed.
When a tone is produced by an acoustic instrument by plucking a string or blowing air through a pipe, stand-
ing waves form. Figure 1 illustrates standing waves on a string. In the gure, the points represest

points on the standing wave that remain stationary during the oscillation, and in the middle of two nodes
there areantinodes where the amplitude of oscillation is at its maximum. Each of these standing waves in
the gure is responsible for creating a sine tone whose frequency is inversely proportional to the wavelength,
and the proportionality constant depends on properties of the string such as its material, diameter and string
tension. However, regardless of what these string properties are, the wavelength ratio between one standing
wave and its successor seen in gure 1 does not chafagepresents the fundamental tone, which is the tone

of the lowest frequency that the string produces. The rst overtdnehas half the wavelength df, and
consequently twice the frequency of the fundamental, regardless of the tension or material in the string.

Figure 1: Standing waves on a string.

Since the rst overtone has a frequency that is twice as large as the fundamental, it undergoes exactly two
periods in the time it takes the fundamental to undergo one. The second overtone, in turn, undergoes exactly
three oscillations, and the pattern continues the same way for all overtones — the number of oscillations
completed during the period of the fundamental is always an integer. This is important because it means that
once the waves are superimposed on each other, the resulting waveform repeats itself with the period of the
fundamentalT, (see gure 2). This periodicity happens since all overtones share the peyiedbecause a
harmonic wave with a period@l also has a period af multiplied by any integer.



Figure 2: Harmonic sound signal and its partials.

A tone with a frequency of 440 Hz played by a clarinet sound&int than a tone of the same frequency
played by a trumpet because the characteristibresof these instruments are dirent. (7) While the pitch

of a tone depends on the fundamental frequency, the timbre depends on the amplitudes of the overtones in
relation to each other. The overtones and their relative amplitudes to each o#loéttee shape of the sound

wave in the time domain. However, describing a sound by the wave shape can be misleading, as two waves
that look very di erent can, in reality, sound the same. This is because while the relative phase between the
waves can change the appearance of the wave, the ear does not pick up oretfeisab. (1, p. 269) A better

way to quantify a tone's timbre is, therefore, via a frequency spectrum, also often referred to as an overtone
spectrum. An overtone spectrum is a description of a signal or tone in the frequency domain, as opposed
to the time domain, and is obtained through the Fourier transform of the audio signal. An example of an
overtone spectrum is shown in gure 3.



Figure 3: Example of overtone spectrum for organ tone with fundamental frequiigrc20 [HZz].

Here, the rst peak represents the fundamental frequency, which can also be referref, tarasthe height

of the peak represents the amplitude of this tone. The second peak represents the rst o¥grishieh

has a frequency of 2f,. All overtones follow this pattern, the second overtone having frequendy, &nd

so on, meaning that knowing the fundamental frequency is enough to know the frequencies of all possible
overtones. (8, p. 50) For most acoustic sounds, both the amplitude and the timbre can actually change during
the duration, meaning a frequency domain is best at describing constant sounds. (1, p. 265)

Pipes operate derently than strings, and for organ pipes, there are two main categories to be considered:
labial and lingual pipes. These are also sometimes referred to as ues and reeds, respectively. Flue pipes are
categorized as ute instruments, and can be either open or half-closed (stopped), and made of both wood and
metal. The fundamental frequency of the tone produced by a ue pipe is directly related to the length of the
pipe. For open pipes, the wavelength of the fundamental is two timesdtgiee length. In half-closed pipes,

the fundamental will have a wavelength four times thedive length of the pipe, making them more space

e cient. (9, p. 559) In addition to this variation in necessary pipe length between open and half-closed pipes,
there are also dierences in the overtone spectra which relate back to the standing waves forming in the air
columns of the pipe. An open end of a pipe will always be connected to an antinode, while a closed end will
have a node. This results in open and half-closed pipes havirggetdit overtones patterns, as illustrated in
gure. 4(10, p. 170-187)

Figure 4: Standing waves in open and half-closed pipes.

Inreed, or lingual, pipes, the sound source is a curved tongue of brass that vibrates against a eatiitg)\e

opening and closing the slit so that air may pass through. (10, p. 178) The vibrational frequency of this tongue
is tuned to the note's frequency, and the pipe serves mainly as an resonating body for the sound produced
by the reed. It is, however, also tuned to the same note, and has some impact on the tonal qualities of the
resulting tone. (9, p. 573)



3.2 Hearing

It is an age-old question: does sound exist if no one hears it? Physically, the air vibrations are still going to
persist, but their reception in the listener is also relevant to this project. Sound intensity is measured linearly,
and is proportional to the amplitude that we observe both in our audio signals in the time domain, and in our
frequency spectra in the frequency domain. Sound volume, however, is measured according to the decibel
scale, which is logarithmic. (1, p. 14) The volume of a sound in dB can be calculated using equation 1, where
| is the sound intensity measured infw], andl, is the sound intensity for the threshold for human hearing.
The value of this threshold ig = 10 2[W/n?].

|

V[dB] = 10 log Il_o (1)

Also relevant to this project is that the perceived loudness of a sound depends on its frequency in addition to
sound intensity. Our ears are better at registering some frequencies than others, and it has been observed that
sounds with frequencies just above 2000 Hz are perceived to be the loudest relative to their intensity. The
sounds perceived as having the lowest volume in relation to their actual sound intensity are low-frequency
sounds, especially in the range 20-100 Hz. (1, p. 16)

3.3 Fast Fourier transform

The algorithm used for identifying overtones and their relative amplitudes in this project is the fast Fourier
transform (FFT), one of the most eient methods for computing the discrete Fourier transform (DFT). (11,
p. 3) To better understand the FFT, it is useful to start by looking at the continuous Fourier transform, de ned
as: (11, p. 15)
z +1
G(u) = g(t) exp( 12 ut)dt 2
1

For simplicity, we will assume we are always dealing with signals in the time domain, measured in seconds.
When it comes to the exponential, we can utilise Euler's Formula, which states thattg¢xp€osf) isin().

It follows that the functiorG(u) can take on complex values, where the real part represents the contribution
from the cosine wave, and the imaginary part represents the contribution of the sine wave for a given fre-
guency. Thus, if we are only interested in the frequency and not the phase, we can look at the absolute value
of G(u).

The DFT is de ned as follows: (11, p. 18)

N |

G[Kl = dln exp(i2 le (n 1) k=1,2;3;:5N (3)

n=1

n=0;12;::N 1
k=0:1;2,:N 1
N=fs T

Both g andG are arrays containindy elements, wher®&l depends on the signal's length and sampling fre-
qguency.g s the discrete function or signal to be transformed, Gnslthe (discrete) frequency spectrum anal-
ogous toG(u) in the continuous Fourier transform. One crucial elience between the continuous Fourier
transform and the DFT is that singeis a nite array containingN elements, there is a limit to what fre-
guencies can be detected. The lowest non-zero frequency is responsible for one complete cycle over the
whole signal, and the highest frequency is the Nyquist Frequency, which will be described in detail later in
this chapter. When understanding the DFT formula, drawing parallels to the continuous Fourier transform
formula is helpful. The summation over n from ONo 1 is analogous to the integral from negative in nity to

in nity, where n represents time increments of lengti-1, similar to the in nitesimally tiny time increments

dtin the integral.

Let us now look at what the derent values ok represent in terms of what frequencies they test, start-
ing with k = 1. The rst element always represents the zero-frequency, which translates to the y-shift of



the signal. All trigonometric functions have an average y-value of 0, so a y-shift corresponds of the average
of the signal being greater or less than zero. The next elerkent, is the lowest frequency that the FFT
function tests, and the magnitude of this frequency depends on the signal's time duration. TheTgeidod (

this wave is equal to the duration of the signal (see gure 5).

Figure 5: Figure showing what sine waves elient values ok represent in MATLAB:s FFT function, where

T represents the duration of the signal. The amplitudes of the sine waves are chosen for the sake of illustrating
the period of the waves as clear as possible, and do not correspond the amplitudes of the sine waves used in
the Fourier transform. The grey signal in the background represents a sound signal in the time domain of
duration T.

As seen in gure 5, the sine waves for bdth= 1, k = 2, andk = 3 do not correspond to the sine waves
present in the sound signal, meaning the valug[dd will be zero (or close to zero). Knowing the sampling
frequencyFs and the number of elements in the signal vector, the lowest non-zero frequency tested in the
DFT is:

1 N
f== To= —
T °7 Fs
Fs
) f[2]=1 N k=1,2;3;::;N 4)

This frequency is important because all the following frequencies tested in the function are integer multiples
of this one (see gure 5). Just as a continuous Fourier series of a nite signal only uses waves whose periods
match the duration of the signal being transformed, this function also tests waves that complete an integer
number of oscillations in the signal's duration. Since the magnitudes of these frequencies are integer multiples
of the lowest frequency (de ned in equation 5), we can write the frequency of an arbitrary element as:

f[k] = (k 1)% )

As we can tell by this equation, the dirence between two consecutive elements in the frequency vector, i.e.
the resolution of the frequency spectrum, is equal to:

flk+1] f[K] = f=F—S:—=— (6)
Which tells us that the resolution depends solely on the time duration of the Signal,

The magnitude of the sampling frequenEy, also has signi cant consequences for the frequency spectrum.
Like the time duration, the sampling frequency determines what frequencies the function can test, but this
time on the higher end of the spectrum. The sampling frequency tells us whagtiestfrequency we can

detect is. When computing a DFT, the highest frequency that can be detected is caNgd tist frequency

Fn, and it is equal td=y = %.(11, p. 73) As the frequencies increase beyond this Nyquist frequency, the
magnitude of the frequencies will appear to decrease (see gure 6). In the gure, the black points represent
the discrete points that the FFT function multiplies the points in the signal with in the Fourier transform. As
can be seen in the picture, when the distance between these points is larger than half a period, they start to
arrange themselves in the pattern of a wave of a much lower frequency.

10



Figure 6: The frequency of a sine wave with> % will appear smaller when looking at discrete points of
sample raté-s.

Itis, therefore, only useful to look at the frequencies up to the Nyquist frequency. Since the output vector has
the same number of elements as the input signal, the Nyquist frequency is elef2ehimthe output vector

of the FFT (see equation 5). The sampling frequency of most recording devices is around 48 kHz, causing
the Nyquist frequency to be just above 20 kHz — the highest audible frequency for humans.

3.4 Frequency modulation synthesis

When talking about electronic sound synthesis, it is often useful to start with additive synthesis, as its central
idea is quite easy to grasp. In essence, it can be summarised as performing an inverse Fourier transform, and
going from an overtone spectrum back into a wave shape. An inverse Fourier transform in this instance is to
look at the peaks of the spectrum in the frequency domain and determine what frequencies and corresponding
amplitudes the overtones in the original tones had, so that these overtones can be added together in order to
replicate the original waveform (see gure 7).While this method is both straight-forward and accurate in its
recreation of timbres, it is also inecient when it comes to richer timbres, as every overtone requires its own
individual sine wave generator. (1)

Figure 7: Figure illustrating the steps taken in additive synthesis — to recreate a sound wave by adding sine
waves with frequencies and amplitudes corresponding to the peaks in the frequency spectrum.

Additive synthesis can be done on both the Kodamo EssenceFM and the Yamaha DX7 by using operators.
An operator can be described as a digital voltage controlled oscillator (VCO), whose instantaneous frequency
depends on the instantaneous input voltage. While the oscillators used in analogue synthesizers produce a
continuously oscillating electrical signal, digital oscillators, used in digital synthesizers, gendiateete

wave consisting ohumbers (7) These numbers can then be used foredént purposes, one of them being
translating the discrete wave to a sound signal via an ampli er. In an acoustic instrument, the sound source

11



can be for example a string vibrating, or air molecules in a pipe oscillating back and forth in the direction of
the sound propagation. In a synthesizer, the sound source can be said to be this digital oscillator. (7, p. 37)
For this project, the operators are made to produce simple sine and cosine waves, though both the Kodamo
EssenceFM and the Yamaha DX7 allow for the use of other wave shapes such as square and sawtooth. (3) (7)

Figure 8: Schematics of the operator arrangement used in the project.

The main idea behind FM synthesis is this: the instantaneous frequency of a sinus tone is altered in accor-
dance with the amplitude of another sinus tone. This is done by allowing the output wave of one operator,

called themodulator act as the input voltage for another operator, callect#irger. This oscillating control

voltage will alter the wave shape of the output wave produced by the carrier, and this output wave is referred

to as thanodulated waveThis is the wave responsible for the tone produced by the synthesizer. (12, p. 211)

For FM synthesis with one carrier and one modulator, the equation of the resulting waveform is: (6)
U(t) = Asin(2 fct + Dsin(2 fyt)) )
Where
U(t) = Instantaneous amplitude of modulated wave at time
A = Amplitude of modulated wave
fc = frequency of the carrier
fm = frequency of the modulator

There are two parameters in this equation that are responsible for the timbre of this spectrum: the ratio be-
tween modulating frequency and carrier frequency, and the sensitivity factbhese parameters both have
important implications on the overtone spectra of the carrier wave. The frequencyRatid=f., deter-

mines what overtones are possible and which are not, and the senditjuiigtermines the amplitude of these
overtones. Equation 7 can be rewritten using the Rtioorder to make it more general and transposeable, as:

U(t) = Asin(2 fct+ Dsin(2 R ft)) (8)

12



Figure 9: Overtone spectra for FM synthesis withetfient sensitivities and ratiéd= 1=4 andR = 2.

Figure 9 illustrates how varying sensitivitid3, a ect the overtone spectra for two distinct frequency ratios,

as well as how these ratios create unique overtone patterns. It presents examples of two frequency ratios:
R = 1= andR = 2. There are two important distinctions between the spectra produced by these ratios.
Firstly, the fundamental frequency is not the same in the two spectra. Rihed) the fundamental frequency

is equal to the carrier frequency. WhB= 1=4, on the other hand, the fundamental frequency is equal to

the modulating frequency. This is because, similarly to when two waves are superimposed, the period of
the resulting wave is be equal to the time it takes for these two waves to come into phase with each other.
For two waves where the frequency of one is an integer multiple of the frequency of the other, this time will
be equal to the period of the wave with the lowest frequency. Secondly, the overtone pattern that is created
di ers between the spectra produced by the two ratios. In the rst example, Riete4, we can observe

a pattern where the amplitude of all overtones increase as the sensitivity increases. In the second example
where the ratidR = 2, we can see a similar pattern, although not all overtones increase in amplitude. In the
latter example every second overtone has an amplitude of zero regardless of the sensitivity. This is due to
the fact that the frequency ratio determines which overtones that can be created in the modulated wave and
which can not.

3.5 Algorithms

Described so far is a setup containing two operators with one carrier and one modulator (shown in gure
8), and this setup is known as an algorithm. (7) Though the main scope of the project is limited to this
algorithm, there are many more. Examples of some algorithms containing three or more operators are shown
in gure 10. The operators are all identical - their numbers are merely their indices. Information in the
algorithms travel top-to bottom. This means that the operators on the bottom of each algorithm are the
carriers, responsible for sending out information about the modulated wave, and all operators above them are
modulators. Both synthesizers mentioned in this project — the Kodamo EssenceFM and the Yamaha DX7
— contain six operators which can be arranged in 32dként ways, meaning the gure shows only a small
portion of all algorithms available. (7)
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Figure 10: Examples of algorithms using more than two operators.

3.6 Other synthesizer properties of note

There are also other aspects of a tone that can be controlled in most FM synthesizers, that although not used in
this project, are highly relevant to the perception of sound as authentic. “Attack, Decay, Sustain, Release,” is
an important model for the development of a the sound of a tone during the course of its duration. (1, p. 266)
Most acoustic musical sounds follow this pattern during the duration of the tone, shown in gure 11. This
model has many useful applications in FM synthesis that, although not tested in this project, are important to
discuss.

Figure 11: Figure showing the amplitude development over time according to the ADSR model.

The di erent steps in the model are often used to indicate sound volume during giremti portions of the

tone's lifetime. The sound starts at its rest position of zero, in which it has zero volume. Then, in the attack
portion, the volume gradually increases until it reaches a maximum level at point 1, and then immediately
starts decaying until it reaches level 2. The sound then stays constant during the sustain period, which can be
for an arbitrarily long time depending on the instrument, until the bow is removed or the key is lifted. This
starts the release process, in which the volume gradually descends back to zero. Not only are these aspects
of sound common, but they are also vital for our ears to discern what instrument a tone stems from, and the
attack portion seems to be especially important for this distinction.

Although the example above focused on change in volume, this is not the only parameter that can change
— the timbre can also vary. The clang of a bell, for example, has a much richer overtone spectrum during
the attack part of its life than during the sustain and release, where the sound will be more similar to a pure
sinus tone. (1, p. 267) A changing timbre can provide a sound with a more lively quality, and can also be
reproduced using FM-synthesis by utilising a modulator whose amplitude decreases over time. (6) By manip-
ulating the values in the ADSR of the modulator, it is possible to attempt to mimic the dynamic timbres that
follow for example from plucking a guitar string or pressing a piano key. These properties of tones are, while
not within the con nes of this project, crucial to our perception of a sound as genuine, and not synthetic. This
is why, in order to limit this project to focus solely on timbre, the chosen instruments were ones for which
the tonal quality could remain rather constant for a long period of time, i.e. where the attack and decay do
not play as much of a part.
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Another useful and important property, especially when recreating tones subjedadts such as vibrato

or tremolo, are low frequency oscillators (LFO:s). These are oscillators that produce oscillations below the
audible range, of frequencies between 0.1-20 Hz, which can be applied to many aspects of a synthesised tone.
Vibrato describes a tone with an oscillating pitch, and tremolo tones for which the amplitude is oscillating.
LFO:s can be assigned to the carrier frequency to create vibrato, the amplitude of the carrier for tremolo, or
even the amplitude of the modulator to induce an oscillating timbre. (1, p. 268)

4 Method

4.1 Recording tones

The acoustic instruments that this project aims to recreate tones from, the cello and the organ, were chosen
for two main reasons. The rst s their ability to produce long, continuous sounds with comparably constant
timbres, and the second is their drences to each other: one being a pipe and one being a string instrument.
During the recording sessions, tones with duration of between 15-20 seconds were recorded using the built-
in microphone of an iPhone 8, which employs a sampling frequency of 48 kHz. The recording process
was conducted under controlled conditions to minimize the impact of background noise, however it was
impossible to completely eliminate. For the organ, 16 recordings were made of &&ui pipes, where

a single pipe was played for each recording. These types of organ pipes that were recorded included both
trumpets (labial pipes), wood pipes and metal pipes oédint lengths, and these were played in a variety of
pitches. For the cello, 27 recordings were made of various pitches and playing styles, including some notes
played fortissimo (very loud) and piano (soft).

4.2 Overtone spectra of acoustic tones

In order to generate overtone spectra, the recordings produced in section 4.1 were saved in MATLAB as
vectors of amplitude over time, meaning as numbers representing the instantaneous amplitude for each point
in time. These vectors were then Fourier transformed using a fast Fourier transform. For the cello, start- and
end times were chosen within the recordings so as to only cover one stroke of the bow for the signal used
in the Fourier transform. This was due to the disruption to the otherwise mostly periodic sound wave that
occurred every time a new stroke was made, which distorted the spectra. The organ tones, on the other hand,
were more smooth in terms of amplitude, as can be seen in gure 12. For these tones, the whole recording
could be used for the Fourier transform.

Figure 12: Comparison between the smoothness of sound signals for organ and cello tones.

Once the frequency spectra had been produced from the recordings, these were simpli ed further by tting

a Gaussian to each peak and creating what will henceforth be referred to as bar spectra. From analyzing the
peaks in the overtone spectra closely, it was discovered that these did not just have a height but also a width,
and were often neither symmetric nor smooth. This applies especially to the cello tones — the peaks of the
organ tones were much thinner, most likely due to them being played with constant air pressure.
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Figure 13: Comparison between raw overtone spectrum for Organ 6, and its bar spectrum with error bars.

Bar spectra are used under the assumption that a tone played by an acoustic instrument will produce a per-
fectly harmonic overtone spectrum, where the frequency of all overtones are integer multiples of the fre-
quency of the fundamental. Under this assumption, there is no need to keep information about the exact
location of the overtone peaks in the frequency spectrum.

Figure 14: Figure illustrating a Gaussian t to an overtone peak with background estimate. The example
provided shows the rst peak of the tone Organ 1.

The Gaussian tto each peak was computed by looking at the frequency for one of the higher order overtones,
and dividing by its overtone number plus one (since the rst overtone has a frequencyfgféhd so on).
Before the Gaussian t was performed, the spectra were re-binned to ensure a constant channel width of 2
Hz. This channel width was chosen because it was observed that too high a resolution negatively impacted
the area under the Gaussian curve for well-de ned peaks with small standard deviations, making these areas
disproportionately small. Intervals around all these integer multiples of the fundamental frequency were used
for the ts. The maximum amplitude within each interval served as an initial guess for amplitude of the
GaussianA, and the center of the interval was used as an initial guess for the mean,

The area under the Gaussian was calculated by taking the integral of the Gaussian, as in equation 9.

Z

(x X)?
Area= A ex
A en( 5

"Z r _#
)dx exp( x?) = 5 Area= A 2 (9)
0
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o= (A ZR+( A2) (10)

The error in the area under the Gaussian due to amplitddend standard deviation, was calculated
according to equation 12.(13, p. 19) The error in the background noise was estimated using two intervals, one
interval lower than the peak and one interval above the peak. Within these intervals, the average amplitude
with the amplitude variancear, of the background noise was established. The mean area contribution of the
backgroundryv_as calculated by multiplying the mean background amplitude with dwtivee width of the
Gaussian: 2 . The error in the area was then calculated by taking ther@ince between the maximum
area contribution and minimum area contribution, according to equation 11.
P— - p —

b= 2 (b+var) 2 (b van) (11)
The total error in the area was then estimated using error propagation of both the background noise uncertainty
and the uncertainty in the Gaussian t parameters, according to equation 12.

q

Area = 5 + ﬁ (12)

An additional feature was added to the scriptto Iter out particularly poor ts. Speci cally, ts with a standard
deviation exceeding 20 or a goodness-of- t value less than O were ltered out. For these poor ts, the total
area and uncertainty values were set to zero.

4.3 Selected frequency ratios

The frequency raticR = f,=f; can be just about any number, but to create a harmonic frequency spectra, the
ratio needs to be simple, with both numerator and denominator being integers. In order to limit the scope of
this project, three types of ratios are used: integer ratios, half-integer ratios, and inverse integer ratios, all of
which will be explained in depth.

Figure 15: Overtone spectra for FM synthesis withadent integer ratios between modulator and carrier
frequency. The sensitivity factor 5 was used in all spectra.

Figure 15 shows how the frequency spectra change as the ratio increases when carrying out frequency mod-
ulation with two operators and an integer ratio between the frequencies of the two. We can detect a clear
pattern when it comes to which overtones are allowed to exist as we increase the rafio= Horthe rst

overtone with a non-zero amplitude after the fundamental is the second overtonR.=Fbr the distance
between the fundamental and the rst overtone grows. By the the ratio of 6, thirestovertones are miss-

ing. Since the recorded acoustic tones used for this project all have overtones present within this interval, we
can limit the ratios used within this category to 1 through 6.
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Figure 16: Graphs showing multiple overtone spectra foedknt frequency ratios within the half integer
and inverse integer categories.

(a) Spectra for half-integer ratios. (b) Spectra for inverse integer ratios.

For half-integer ratios, the same pattern emerges as before: the rst overtone after the fundamental increases
rapidly in number as the ratio becomes larger. Here we can also dismiss any ratio above 3.5 as they no longer
have enough of the low-frequency overtones that all of our recorded dotesve.

Inverse-integer ratios are de ned asRlbeing an integer, meaning that the carrier has a larger frequency
than the modulator. The spectra produced by this kind of ratio are always harmonic, and the pattern is very
di erent from that observed for the rst two categories. As the inverse r&tidy, increases, the overtone
pattern also changes, but for this kind of ratio all overtones are always allowed given that the sensitivity is
high enough, meaning there is no obvious criteria with which to choose a aattio in this category. How-

ever, one important pattern was observed. As the inverse ratio increased, the amplitudes of the overtones
start to increase more slowly, meaning that the fundamental is barely there, the rst overtone a little visible,
the second a little more visible, and so on. Eventually, the spectra no longer resemble any of the overtone
patterns for the recorded acoustic instruments. Based on this, a minimum &etgoency ratio oR = 1—10

was selected.

4.4 Overtone spectra of MATLAB-calculated FM tones

The frequency modulated waves produced in MATLAB using equation 8 weggetit to the recorded tones

in a few ways. Firstly, there were no interruptions to the waveform, but the tones follow the exact same
pattern from start to nish. Secondly, there was no background noise. Thirdly, the amplitude of the tone was
constant during the full tone duration. Theseealiences explain why the Fourier transformed spectra of these
theoretically calculated tones look very @rent to the Fourier transformed spectra of the acoustic tones. The
peaks in the spectrum were almost always just one channel wide, meaning there was little use in making a
Gaussian t to the peaks (see gure 17). To cut down on unnecessary computation time, the bar spectra of
these tones were therefore created by summing all channels within an interval around each overtone.
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Figure 17: Example of an overtone spectrum forja MATLAB-calculated FM tone. The image to the right
gives a closer look at the lowest frequency peak. Thepresents the approach used: to take of the sum the
amplitude of all channels within an interval around the peak, in order to determine its magnitude.

45 RMSE

Since the goal is to make the timbre of the frequency modulated tones as similar to the recorded tones as
possible, some measure of likeness was needed, and the chosen method to do this systematic comparison was
root mean square error (see equation 13). The amplitudes of the bars are de ned as their relative amplitude to
the maximum bar, with the maximum amplitude being 100. For the recorded tones, there were uncertainties
associated with each overtone, and these were taken into account by also computing a weighted RMSE, shown
in equation 14. This weighted RMSE ensured that the residuals from overtones with larger error would have
less of an impact on the overall RMSE.

r—
RMSE = %(Ai B;)2 (13)

S
weighted RMSE= PLW(A B)2w, (14)
1 I

For the procedure of minimizing the RMSE, both weighted and unweighted, the tting routine allowed for

a variation of the maximum amplitude of the frequency modulated spectra (see gure 18). The allowed
maximum amplitudes range of the frequency modulated tones was between 50 and 150 % of the maximum
amplitude of the recorded tone.
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Figure 18: Fitting routine used, allowing for a variation in maximum amplitude when minimizing the RMSE.

4.6 Weights

For the optimization of parameters, both weighted and unweighted RMSE were performed. For the weighted
RMSE, the error bars associated with each overtone in the bar spectra were used to compute weights ac-
cording to equation. 15 (13, p. 26) In the equationrepresents the magnitude of the error bar for the i:th
overtone in a recording.

Wi = (15)

1
i

The weights were then adjusted so as to make sure they all remain within the accepted weighiOrarge 0

w; < 0:4. This was done to make sure that no overtone was given too much weight over the others, since all

overtones are important for timbre. For the later comparison between the original recorded tones and their

respective frequency modulated replicas played on the synth, the errors in both recordings were considered for

the weighted RMSE, according to equation 16, whegand |, represent the uncertainties for the acoustic

tone and recorded FM tone, respectively.

W = ——= (16)

4.7 Calibration of sensitivity

One issue that arose when it came to producing FM tones on the synthesizer was that it was not at rst ob-

vious how to translate the parameters in equation 8 into voice settings on the Kodamo EssenceFM. Altering
the magnitude of the impact that the modulating wave has on the carrier wave on the synthesizer is done by
changing the volume of the modulator. However, since the volume of the modulator does not correspond

exactly to the sensitivity, a calibration was needed. This calibration was performed as follows.

27 tones were produced via FM-synthesis on the Kodamo EssenceFM using two operators and varying fre-
guency ratios between modulator and carrier. The external speaker used to amplify the tones was the Pioneer
Wireless Sound System XW-SMAZ3, connected to the synthesizer via AUX. For most of these frequency ra-
tios, several volumes for the modulator were used. These tones were then played via a speaker, and recorded
with an iPhone 8 microphone in the same manner as the acoustic instruments were. Information about the
frequency ratios as well as the volume of the modulator were noted for each tone played, and the tones were
all played with a fundamental frequency of 220 Hz. The recordings were then Fourier transformed into over-
tone spectra, which were then turned into bar spectra by making a Gaussian t of each peak as in section
4.2.
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Table 1: Table showing what data was collected for the calibration.

Tone number| Ratio | Volume | Sensitivity | RMSE

1 1 10 0.14 0.07
2 1 20 0.58 0.15
3 1 30 1.28 1.28
27 5 50 6.70 22.09

A MATLAB script was then prepared to generate frequency-modulated overtone spectra for a chosen fre-
qguency ratioR between modulator and carrier. The sensitivily,was varied with any chosen step length

within any chosen interval, and the script produced overtone spectra for each of these sensitivity values. These
spectra were then converted into bar-spectra as described in section 4.4, by summing all channels within an
interval around each overtone. The frequency ratio between modulator and carrier was chosen to be the same
as the one used on the synthesizer for each recording. The script then calculated the RMSE between the bar
spectrum of the recorded tone and the bar spectra of FM tones with sensitivities varying with a step length of
0.01. The script output the spectrum that produced the least RMSE, along with the sensitivity value behind
this spectrum. The values of the sensitivity and RMSE were noted, and the data can be found in appendix
7.2. Finally, all data points containing volume and sensitivity were plotted, and using the RMSE as weights
for each point, an exponential t of the fordy x° was performed.

Figure 19: Data points of recorded tones used for calibration along with exponential t to data.

The t variables were then turned into two functions which could convert sensitityp volume,V, and
vice versa (seen in equations 17 and 18).

D=A VB (17)
D B

A = 0:0008;

B = 2:1968;

Doing this meant that the optimization could be limited to the 128 sensitivity values that corresponded to a
volume on the synthesizer. Though there is opportunity for error in this calibration caused by the speaker,
microphone, and other environmental factors, this method provided a workable approximation for translating
modulator volume settings to sensitivity values in FM synthesis.
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4.8 optimization of parameters

The following section outlines the steps taken for parameter optimization in MATLAB. Most of these steps
use methods described in earlier sections, and will be referenced accordingly. The MATLAB script used
can be found in the Appendix (7.2). The steps shown below account for the process of replicating one (1)
recorded acoustic tone via FM synthesis, and the whole process is repeated for each tone to be recreated.

1. Fourier transform of acoustic tone

The acoustic tone, represented by a vector of amplitudes, is Fourier transformed as detailed in
section 4.2. This resulting frequency spectrum is used to identify the fundamental frequency
of the tone, which is manually input. The fundamental frequency is determined by identifying
a high overtone and dividing its frequency by the overtone number plus one (since the rst
overtone has a frequency 2,, the second overtone 3, the third overtone 4fy, etc.).

2. Bar spectra with uncertainties of acoustic tone

The frequency spectrum produced in step 1 is turned into a bar spectrum as detailed in section
4.2. The overtone intervals are identi ed as areas within a 10 Hz distance around the funda-
mental frequency multiplied by integers ranging from 1 to 48. Each bar is given an uncertainty
in its magnitude, given by both the background noise and the parameter uncertainty in the
Gaussian tto the peak (detailed in section 4.2).

3. Computation of weights

Each overtone peak in the spectrum is given a weight factor based on its uncertainty, as detailed
in section 4.6. These weights are later used for the weighted RMSE.

4. Creating frequency modulated tones

By creating a time vector, and applying the FM synthesis equation, detailed in section 3.4, to
this vector, vectors representing 2432 glient frequency modulated tones are created. FM
tones are created using all combinations of values for the two parameters of the FM synthesis
equation: RatiR = f=f;, and sensitivityD. 19 ratio values were used, detailed in section
4.3. 128 sensitivity values, representing volume values between 0 and 127, were used. These
volumes were translated into sensitivity values using the conversion equation detailed in section
4.7.

U(t) = Asin(2 fcit+ Dsin(2 R 1))

The fundamental frequency of all of these frequency modulated tones is constant. This was
achieved by altering the carrier frequency based on the ratio value for each tone. This could
be done since the carrier frequency alone does netteon the timbre, as long as the ratio is
constant. Changing the carrier frequency is analogous to transposing the tone.

5. Fourier transform of calculated FM tones

All the calculated FM synthesized tones were Fourier transformed into overtone spectra.

6. Bar spectra of calculated FM tones

All overtone spectra of frequency modulated tones are turned into bar spectra. This is done by
summing all channels within an interval of 5 Hz each overtone, as described in section 4.4.

7. RMSE and weighted RMSE

RMSE and weighted RMSE are calculated between the bar spectrum for the acoustic tone,
and the 2432 bar spectra for the frequency modulated tones. All RMSE calculations allow for
variation in maximum amplitude (see section 4.5). The FM-synthesized tone responsible for
the minimum RMSE, and the minimum weighted RMSE are identi ed, resulting in two sets of
optimized paramete® andD, one for the weighted optimization and one for the unweighted.

All these parameters, along with their corresponding RMSE values, are displayed and noted in
the results section.
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8. Plot spectra together

The bar spectrum of the original acoustic tone is plotted together with the bar spectra of both
FM tones with the least weighted and unweighted RMSE, identi ed in step 7.

4.9 FM tones played on synth

Once the weighted and unweighted optimized FM tones had been found, these could be played on the syn-
thesizer (the Kodamo EssenceFM). The equipment con guration for the recording of the FM synthesized
tones can be seen in gure 20. The synthesizer (Kodamo EssenceFM) was connected to a keyboard (Roland
JUPITER-Xm) via MIDI, where the tones could be played. The tones were then ampli ed via an external
speaker (Pioneer Wireless Sound System XW-SMA3), connected to the synthesizer via AUX.

Figure 20: Arrangement of equipment for tone recording. This gure illustrates the setup, but does not depict
the exact appearance of the instruments used (keyboard, synthesizer, and speaker).

To recreate the desired frequency ratio, a frequency multiplier was applied to either the modulator or carrier.

A frequency multiplier determines how the frequency of the given operator will relate to the frequency of any
key played on the keyboard connected to the synthesizer via MIDI. The modulator's volume was then adjusted
according to the optimized sensitivity, which had been translated to volume using the function derived from
the calibration (see section 4.7). Once these settings were in order, the tone was played via speaker and
recorded, using the same recording equipment as for the calibration (see section 4.7). When transforming
these recordings into bar spectra, they were treated the same way as the recorded acoustic tones. A Gaussian
was tted to each overtone peak, as detailed in section 4.2, and uncertainty were also calculated in the same
way.

5 Results

5.1 Acoustic and frequency modulated spectra

Eight tones in total, ve organ tones and three cello tones, were selected to be replicated via FM-synthesis.
These tones were selected to show both strengths and aws with the method used, as well as to show as wide
of a variety of pitches and timbres as possible. The organ tones that were chosen were playeddrent di

kinds of pipes — lingual and labial, open and half-open, wood and metal — and the cello tones were mainly
selected due to their wide variation in pitch. Table 2 shows information about the pitch, name and type of
pipe played for each of the replicated organ tones. Table 4 shows the fundamental frequencies of the cello
tones.
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Table 2: Recorded tones and their fundamental frequencies. All fundamental frequencies were found using
the tone's overtone spectra.

Recorded tond Fundamental Frequency [Hz] Pipe name | Register type
Organ 1 110.00 Principal 8 ft Labial, open
Organ 2 220.00 Principal 8 ft Labial, open
Organ 5 441.33¢ Gedakt 16 ft Labial, stopped
Organ 6 220.00 Trumpet 8 ft Lingual
Organ 13 440.00 Wooden principal 8 ft| Labial, open

The parameter optimization was done by simulating FM synthesized waves using all possible combinations
of the chosen ratios and sensitivities, as detailed in section 4.8. The optimized parameters (ratio and sensitiv-
ity) are shown in table 3 for the organ tones, and table 5 for the cello tones. Plots of the bar spectra for the
MATLAB-calculated optimizations together with the original acoustic bar spectra for one cello tone and one
organ tone, are shown in gure 22 and 23.

For each acoustic tone, two dirent synthetic tones were created and played on the synthesizer, corre-
sponding to two dierent sets of parameter values (ratio and sensitivity). The rst set of parameter values
was obtained using weighted RMSE, and the second set was obtained using unweighted RMSE. Once played,
both these synthetic tones were recorded and turned into bar spectra, which could then be compared to the bar
spectrum of the original acoustic tone. This comparison was done using RMSE. The synthetic tone created
using theunweightedRMSE parameter set, was compared with the acoustic tone by takingteighted

RMSE between them. Correspondingly, the synthetic tone made withdightedRMSE parameter set was
compared to the acoustic tone by meanweightedRMSE. It should be noted that the weighted RMSE used

to compare the tone played on the synthesizer and the acoustic tone takes the uncertainty in both tones into
account. This means that the weights will bealient from the weights used in the weighted optimization,
where only the recorded acoustic tone had an uncertainty to account for. Figure 21 shows hovertet di

bar spectra are compared to each other. The resulting RMSE values can be found in table 3 for the organ
tones, and table 5 for the cello tones.

Figure 21: Flow shart depicting what bar spectra were produced from each acoustic tone, as well as how
these spectra were compared to each other.
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Table 3: optimized parameters and RMSE for organ tones. RM&Eompares the recorded tone and
MATLAB-calculated spectra, and RMSE. compares the recorded tone and optimized FM tone played on
the synthesizer and recorded.

Unweighted | Weighted
Recorded Tong R D Volume RMSEgn | RMSEec | R D VWolume RMSEgy | RMSE ec
Organ 1 1 1.03 26 4.93 6.69 05 121 28 0.35 0.80
Organ 2 1 071 22 1.77 1.84 1 0.78 23 0.34 1.45
Organ 5 2 0.86 24 2.05 3.17 2 071 22 0.31 1.94
Organ 6 1 5.76 57 9.43 12.21 1 554 56 0.97 7.09
Organ 13 4 0.04 6 0.29 0.44 4 0.04 6 0.06 0.45

Figure 22: Bar spectra for the tone Organ 1 along with its MATLAB-calculated optimized FM replicas ((a)and
(b)) and FM replicas played on synthesizer (c and d). The four bar spectra in blue and red are the bar spectra
of the recorded tones, and are all identical representations of the acoustic tone's overtone spectrum.

(a) FM tone with least RMSE ((b)) FM tone with least weighted RMSE

(c) FM tone in (a) played on synthesizer (d) FM tone in (b) played on synthesizer

As mentioned in section 4.2, only a small part of the cello recordings were used when transforming them into
bar spectra. The reason the recordings were cropped, was because the beginning and ending of each stroke
brought a change in both timbre and amplitude, as can be seen in gure 12. Since analyzing dynamic timbre
was outside the con nes of this project, including these parts of the tone in the Fourier transform would
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be not only unnecessary, but actually reduce the quality of the spectrum, since it would contain frequency
components that we do not desire to replicate.

Table 4: Recorded tones, their fundamental frequencies, and the time span selected for the analysis. All
fundamental frequencies were found using the tone's overtone spectra.

Recorded tond Fundamental Frequency [Hzﬂ Time interval [s]

Cello 1 65.36 2-7
Cello 8 109.65 4-8
Cello 11 880.00 2-4

Table 5: optimized parameters and RMSE for cello tones. RMRgEompares the recorded tone and the
MATLAB-calculated spectra, and RMSE. compares the recorded tone and optimized FM tone played on
the synthesizer and recorded.

| Unweighted | Weighted
Cellotone| R D \Volume RMSEc | RMSEwe: | R D  Volume RMSEc | RMSE ec
1 0.5 14.22 86 18.48 22.75 0.5 14.22 86 1.02 16.86
8 05 4.71 52 8.69 8.27 1 7.43 64 0.68 7.94
11 1 3.10 43 5.71 10.37 1 2.94 42 4.08 4.63
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Figure 23: Bar spectra for the tone Cello 1 along with its MATLAB-calculated optimized FM replicas ((a)and
b) and FM replicas played on synthesizer (c and d). The four bar spectra in blue and red are the bar spectra
of the recorded tones, and are all identical representations of the acoustic tone's overtone spectrum

(a) FM tone with least RMSE (b) FM tone with least weighted RMSE

(c) FM tone in (a) played on synthesizer (d) FM tone in (b) played on synthesizer

6 Discussion

6.1 Acoustic comparison of tones

This section examines the dirences in perceived authenticity and auditory characteristics between the syn-
thesized FM tones and their recorded acoustic counterparts, focusing speci cally on the organ and cello tones.
When the parameters used for the weighted and unweighted ts were similar, the sound for these tones was
also audibly almost identical. There was, however, one tone with a signi caetelice in parameter values
between the weighted and unweighted RMSE. For the tone Organ 1, whose spectra can be seen in gure 22,
the frequency modulated tone produced by the weighted RMSE sounded much closer to the recorded tone
than the unweighted RMSE toReEven though the amplitude of the fundamental frequency of the synthe-
sized tone was much lower in intensity than the fundamental frequency of the recorded acoustic tone, this
was not as noticeable when listening to the sound. This may have to do with the perceived loudness of low-
frequency sounds: even though the fundamental frequency had the largest amplitude in the recorded spectra,
it may not have been the tone perceived as the loudest. As mentioned in section 3.2, our ears interpret low-

2This statement re ects the author's impressions, as well as the opinion of the organist behind the acoustic organ tones.
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frequency sounds as quieter in relation to their sound intensity than sounds of higher frequency. For the tone
Organ 1, both the rst and second overtones had a much higher intensity in the recorded weighted overtone
spectra than in the weighted. Since our ears are better at perceiving the frequency of this overtone than the
fundamental, it can explain why the tones sound are more similar to the listener.

There was quite a big derence in the perceived authenticity of sound between FM replicas of the two
instruments. It was not as immediately apparent when listening to the synthesized organ tones compared
with the acoustic tones, which were synthetic and which were not, even though the tones themselves were
di erent. One reason for this is that the acoustic organ tones were very consistent in timbre, pitch and ampli-
tude compared with the cello tones, making them easier to reproduce electronically. On the other hand, the
acoustic cello tones had a layer of dynamism to them, making them easy to identify as authentic. The synthe-
sized cello tone replica that sounded the most similar to its acoustic original was Cello 11, whose spectra are
shown in appendix 31. This tone had the highest pitch out of the three cello tones and the fewest overtones,
most likely making it easier to replicate. The RMSE (both weighted and unweighted) was lower for this tone
than any other cello tone, but despite this, identifying which tone was acoustic was far from complicated. As
shown in gure 12, cello tones vary a lot in amplitude during their tone duration compared to organ tones.

Additionally, timbral development over time, which was not a subject of study for this project, may be
more applicable to cello tones than organ tones, adding yet another dimension of complexity. The tone that
sounded the most perceptibly synthetic was Cello 1, which sounded quite dead and at compared to its acous-
tic counterpart. In addition to the FM tone missing a lot of the more high-frequency overtones, an aspect that
truly highlighted the signature cello sound was the timbral change at the beginning of each new stroke.

6.2 Parameter values

The optimization results revealed that the selection of frequency ratios, de ned as the frequency of the mod-
ulator divided by the frequency of the carrier, was minimal compared with the selection of sensitivity values,
highlighting speci c patterns in parameter optimization. The results show that only a tiny portion of the tested
ratios were selected as the best ts in the optimization. Only four were used out of the 19 ratios that survived
the pre-selection process (speci ed in section 4.3). As seen in tables 3 and 5, these were 0.5, 1, 2 and 4.
Regarding the sensitivities, the optimized parameters were spread more widely. The available volumes were
zero through 127, and the optimized values ranged from 6 to 86. Even so, although the range of sensitivity
values for any given optimization is always 0 to 127, the range of volumes likely to create the best match
is smaller. Since increasing the modulator volume also increases the number of overtones, there is a limited
range in which the frequency modulated tone will have approximately the same number of overtones as the
acoustic recording.

6.3 RMSE and weighted RMSE

The results showed that the RMSE was generally lower for tones with fewer overtones, which can be seen in
all organ tones except for Organ 6 (see table 3), as well as Cello 11 (see table 5). The cause for this can be
partly related both to the quality of the t, but also to the way that the RMSE was calculated. The "quality of
the t"refers to how close the amplitudes of all the existing overtones in the two spectra are regarding RMSE.

It is important to remember that all the overtones with an amplitude of zero in both spectra contribute to low-
ering the RMSE. Regardless of the tone's overtone spectra, the number of overtones used for the comparison
was always 48, meaning that the less rich the overtone spectra were, the lower the RMSE would be by proxy.
The lowest minimum RMSE observed was for Organ 13, which received an unweighted RMSE of 0.29 and
a weighted RMSE of 0.06 (see table 3). As impressive as those numbers sound, their associated bar graph
consists of a strong fundamental, and barely visible overtones (see gure, meaning that a sinus tone with a
modulator volume of zero would receive an almost equally low score. 26) By contrast, the larger the number
of overtones is, the higher the RMSE will be. Firstly, each additional overtone is an additional parameter that
must be considered. Consequently, the odds of nding an FM tone that matches all parameters at once grow
slimmer and slimmer as the overtones increase in number. Secondly, even if, by luck, there is a frequency
modulated overtone spectra with a fairly good match to all overtones, it would still most likely have a larger
RMSE than a spectrum with few overtones. A fairly small residual between two magnitudes will still be
much more than a zero residual, as is the case when the overtones are missing in both spectra.

When it comes to the weighted RMSE, it was observed that the parameters for the weighted and unweighted
optimizations were, in many cases, very similar to each other. Of all optimized tones, only two of eight
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optimizations had dierent ratios for the weighted and unweighted RMSE:s. Additionally, therdnce in
sensitivity between the unweighted and weighted optimizations was often very small, especially for the or-
gan tones (see table 3). On the one hand, this could indicate that these ratios and sensitivities caused the best
recreations of the tones. However, since none of the spectra were spot-on, it is more likely due to the fact that
the weights did not have a huge impact, at least not in the way they were implemented in this project. This

is most likely due to the truncation of guration space of the weights within the accepted interval of 0.04 and

0.4 (see section 4.5).

For this project, weighted and unweighted RMSE have been compared. The unweighted spectra optimize
the parameters of FM synthesis using equation 13, where the squared residuals of the overtones determine
the t. The weighted RMSE was done using weight factors, which were calculated using the uncertainties in
the amplitudes of each overtone in the recorded spectra 14. However other ways of weighing are also pos-
sible. Since we humans experience sound volume on a logarithmic scale, it follows that we also experience
di erences in amplitude logartihmically. As an example, aedénce in amplitude of 10 for an overtone of
amplitude 100, would be comparable to aelience in amplitude of 1 for an overtone of amplitude 10. An
alternative method for the weighing is to weigh the overtones based on their amplitude, with the high ampli-
tude overtones getting the most weight and the low amplitude overtones getting the least, regardless of their
error. However, since weighted RMSE squares the residwtsemultiplying with the weight factor (see
equation 14), not even this kind of weighting would ensure that two residuals with the same relative distance
to the original amplitude would be equally weighed. Another alternative method is using a logarithmic scale,
an example of which can be seen in gure 24. By using this, the residuals themselves would also be logarith-
mic. This method has the most potential to ensure that the residuals are proportional to the voknerecei

they represent — that all overtones have the same chances of nding a match in the same order of magnitude.
On the other hand, creating an FM tone that matches all overtones becomes more challenging as the number
of overtones increases. It may, therefore, be critical to the optimization to specify which overtones, if any,
to prioritise when no spectrum can satisfy them all. If we shift our perspective to looking &tl#tive
amplitude di erence instead atbsoluteamplitude di erence, our unweighted t can be said to actually be
weighted in favour of the overtones with the highest amplitude. If we look at sound on a logarithmic scale,
asin gure 24, we can see how many previously hidden overtones start to become visible.

Figure 24: Frequency spectra for the tone Organ 5 in absolute and logarithmic scale.

For the tone Cello 1, the the MATLAB-calculated spectrum produced with weighted RMS#edi signif-

icantly from its corresponding spectrum played on synthesizer (see gure 23 b and d). There was a large
di erence in the weighted RMSE values, shown in 5, which is curious, since the tones are meant to represent
frequency modulated tones with the same ratio and sensitivity. The magmedice, of course, is that one

is calculated in MATLAB, and the other is synthesized and recorded. There are two potential causes for
this. Firstly, the weights used for the weighted RMSE areedént. For the weighted RMSE between the
acoustic tone and the calculated spectra, only the uncertainty in the acoustic tone contributed to the weights.
For the weighed RMSE between the acoustic tone and the tone played on thésyinthe recordings had
uncertainties, and so both contributed to the weight (see sections 4.4, 4.6). This means that the weights were
di erent this time around, inevitably leading to a change in weighted RMSE.
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The overtone spectra for the MATLAB-calculated FM tones ((a) and (b) in gure 23), and played FM tones
((c) and (d) in the same gure) are also drent from each other for Cello 1. This could be caused by two
things. Firstly, it is not sure that the sensitivity values of the two spectra are the same since the volume used
in the spectra played on the synthesizer depends on the calibration, which is not guaranteed to be perfect. As
shown in gure 19, the RMSE gradually grew the more overtones there were. This can be traced both to the
reasons mentioned above (that as the number of overtones with non-zero amplitudes increases, the RMSE
will also increase even if these tones are relatively close in amplitude) but it can also be related to the sound
not being perfect. Since the tones were played on a speaker, the speaker itself could come with errors, such as
amplifying some frequencies more or less. Secondly, in addition to calibration error, the recorded FM tones
are also played via a speaker, meaning the speaker @ the tone directly and indirectly.

6.4 Ethical implications

This project has delved into the intersection of physics and music, an area in physics that although studied,
is not a highly prioritized eld of study in most physics programs at universities. While some may question
the relevance of studying music within the realm of physics, there may also be an intrinsic value in not lim-
iting physics studies to questions connecting to present research, but also open up to questions of cultural
relevance. This is especially applicable when it comes to physics education. Developing the interdisciplinary
eld of study between music and physics can serve as a motivator and inspiration for researchers and stu-
dents alike. For educators, including music or other subjects linking art and science into lectures can help
students understand science in a broader way, not just through equations. At a high school level, listening to
and manipulating tones, similarly to what was done in this project, may entice a deeper interest in the un-
derlying mathematics of tones, and the various technical means there are of producing them. By connecting
physics to areas of life that students already enjoy, they can begin to understand the variety of applications of
mathematical and physical modelling.

7 Conclusions and Outlook

7.1 Answering the research questions
To remind the reader, the central research questions for this project were:

1. How well can this simple setup for FM synthesis recreate the sounds of organ and cello tones, and what
areas can be improved?

2. What parameter values chosen during the optimization process, and why were they selected?
3. How does FM synthesis compare in replicating the timbres of the cello versus the organ?

There are three main criteria to measure the quality of a replicated synthetic tone, all of which were pre-
sented in the discussion. These are the bar spectra, the RMSE, and, perhaps most importantly, the audible
experience. The RMSE was more useful in determining the best t than evaluating results and comparing
di erent optimizations against each other (as mentioned in section 6.3). The bar spectra can give an optical
impression of the agreement between an FM tone and its acoustic counterpart. However, they can only tell
us about the timbre, not other areas that may be lacking. Although it is not as objective as the other two, the
audible experience connects back to the project's core aim - to recreate a sound. It is also useful because it
encapsulates the ect (or lack thereof) of the parameters not considered or studied in this project.

The replicas were surprisingly convincing for the organ tones and a bit less so for the cello tones. It was
apparent that the algorithm used, with one carrier and one modulator, struggled to nd a good match for rich
overtone spectra. It is also evident that the time development of the tone ought to be taken into account in
order to replicate cello tones convincingly. In general, quite a small selection of ratios were used, with the
sensitivity values being more spread out. The main areas for improvement relate to the replications of cello
tones, which could have bene ted greatly from considering the tonal development over time in relation to
timbre, pitch and amplitude. The weighted ts could also have been adapted so as to enhance a more relative
view of residuals, which would have better captured the listener's non-linear experience of volerende.

7.2 Future work

The list of potential prospects for further research for this project is long. Some prospects have already been
discussed in section 6, such as using a logarithmic scale for amplitude instead of the absolute scale used now,
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and some have been mentioned brie y, such as themint algorithms shown in gure 10. This section
presents and discusses a few suggestions for future projects, both in relation to this project and each other.

Amplitude scales

Changing the amplitude scale from absolute to logarithmic is one possible improvement to encapsulate vol-
ume better as it is experienced. If this were to be used, it may be advisory to have a lower amplitude limit,
as there is no use in replicating inaudible overtones. Since this scale ensures small residuals between even
smaller overtones are ampli ed, there might be a need for more ne-tuning or more combinations. There
are many ways in which this can be achieved, but a natural next step to this project would be to increase the
number of operators used, which will be discussed below.

Operator schemes

To increase the number of possible parameter combinationsretit algorithms or operator arrangements

that involve more operators can be used. Most of these operators can be described with equations similar to
equation 8, but with two sine waves instead of one within the carrier or with a sine wave within the modu-
lation sine wave, depending on which algorithm is to be represented. Computational complexity increases
exponentially with the number of parameters to optimize, so optimizing a larger number of operators at once
may call for a more e cient optimization algorithm.

Figure 25: Suggestions of possible algorithms to use.

In arrangement (a) in gure 25, there are three parallel sets of this project's two-operator algorithm. An idea
for a project involving this setup is to create three dependent optimizations that, instead of nding the lowest
RMSE, nd the largest sum of amplitudes where no overtone exceeds its corresponding recorded overtone
in amplitude. After the rst optimization, the residuals left for each overtone can be used to make a second
optimization in the same way. If this is done three times, all three optimizations can be combined into a
resulting tone, and the carrier volume would be set to re ect the amplitudes of the optimizations in relation
to the initial tone. A project like this could be described as combining additive synthesis and FM synthesis.

Time development of dynamic tones

Other areas for future research are any project similar to this one that takes the tonal development over time
into consideration, according to the ADSR model. A project could then consist of nding the timbre at
xed points in time, using several modulators with time-varying amplitudes, and trying to interpolate their
amplitudes so as to best recreate the changes of the acoustic tone. This may or may not include LFO:s applied
to modulator or carrier.

Other suggestions

Finally, delving further into organ tones could also be an exciting area of research. Organs are similar to
synthesizers in that they, too, are capable of an extensive number of sound combinations. Many synthesizers
allow for layering, in which several frequency-modulated tones can be combined and played together, similar
to additive synthesis. An project could be recording a large number of organ pipes separately and together.
These would rst be replicated separately with FM synthesis and could then be combined and compared to
the recording of all of them playing together on the organ. The Kodamo EssenceFM allows for layering up
to 128 voices into one patch (meaning playable sound), which opens up for incredibly complex organ sounds
and timbres. The main challenge in a project like this would be adapting the volumes of all separate pipes in
relation to each other, based on a recording of all of them playing at once.
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Appendix

Bar spectra for remaining tones

Figure 26: Organ 2 - Principal 8 ft (Labial pipe, open, 220 Hz).

(a) FM tone with least RMSE (b) FM tone with least weighted RMSE

(c) FM tone in (a) played on synthesizer (d) FM tone in (b) played on synthesizer
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Figure 27: Organ 5 - Gedakt 16 ft (Labial pipe, stopped, 441.33 Hz).

(a) FM tone with least RMSE (b) FM tone with least weighted RMSE

(c) FM tone in (a) played on synthesizer (d) FM tone in (b) played on synthesizer
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Figure 28: Organ 6 — Trumpet 8 ft (Lingual pipe, 220 Hz).

(a) FM tone with least RMSE (b) FM tone with least weighted RMSE

(c) FM tone in (a) played on synthesizer (d) FM tone in (b) played on synthesizer
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Figure 29: Organ 13 — Wooden principal 8 ft (Labial pipe, open, 440.00 Hz

(a) FM tone with least RMSE (b) FM tone with least weighted RMSE

(c) FM tone in (a) played on synthesizer (d) FM tone in (b) played on synthesizer
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Figure 30: Cello 8 (109.65 Hz).

(a) FM tone with least RMSE (b) FM tone with least weighted RMSE

(c) FM tone in (a) played on synthesizer (d) FM tone in (b) played on synthesizer
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