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Abstract 

Microbiome data analysis faces multiple challenges, including compositional constraints, high 

sparsity, and high dimensionality. In longitudinal studies, these challenges combine with 

temporal dependencies, further complicating the analytical process. Additionally, in clinical 

research, disease samples are typically far fewer than healthy controls, leading to severe class 

imbalance problems that reduce model recognition capabilities for minority classes. This study, 

using postpartum depression prediction as an application scenario, developed and evaluated a 

systematic framework aimed at addressing class imbalance in time-series microbiome data 

through oversampling techniques. 

 

We conducted a systematic comparative analysis of microbiome data from the BASIC 

prospective study at Uppsala University Hospital, evaluating different zero-value replacement 

strategies, feature selection methods, data transformation techniques, and oversampling 

algorithms. Results showed that row-level zero-value replacement, feature selection based on 

early time point data and labels, centered log-ratio transformation after feature selection, and 

oversampling with conditional generative models collectively constituted the most effective data 

processing pathway. This framework increased the recognition rate of minority class samples 

from a baseline of near zero to over 0.60, significantly enhancing model performance on 

imbalanced datasets. 

 

The research also revealed that data completeness is crucial for model performance; when 

missing data was introduced, predictive performance declined significantly even with the 

complete processing workflow applied. Furthermore, our results indicated that traditional deep 

learning generative models like conditional Generative Adversarial Networks and conditional 

Variational Autoencoders struggle to effectively learn distributions from small samples, while 

statistical models such as conditional Gaussian Mixture Models and conditional Dirichlet 

distributions perform better with limited samples. 

 

This study provides a viable solution for addressing class imbalance in time-series microbiome 

data. The developed framework is not only applicable to postpartum depression prediction but 

can also be extended to other research areas involving time-series microbiome data, such as 

mental health, allergic diseases, and metabolic disorders, laying the foundation for the 

application of microbiome analysis in clinical prediction and early intervention. 
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Contents

1 Introduction 1

2 Background 5
2.1 Microbiome Data . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

2.1.1 Sparsity . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6
2.1.2 Compositionality . . . . . . . . . . . . . . . . . . . . . . . . 7
2.1.3 High Dimensionality . . . . . . . . . . . . . . . . . . . . . . 8

2.2 Longitudinal Microbiome Data . . . . . . . . . . . . . . . . . . . . . 10
2.3 Class Imbalance in Microbiome Data . . . . . . . . . . . . . . . . . 13

2.3.1 Data Augmentation Techniques . . . . . . . . . . . . . . . . 13
2.3.2 Generative and Probabilistic Models . . . . . . . . . . . . . 14

3 Methodology 17
3.1 Dataset . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17
3.2 Data Structure . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18
3.3 Software Implementation . . . . . . . . . . . . . . . . . . . . . . . . 20
3.4 Metrics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20
3.5 Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22

3.5.1 Data Preprocessing . . . . . . . . . . . . . . . . . . . . . . . 22
3.5.2 Feature Extraction . . . . . . . . . . . . . . . . . . . . . . . 23
3.5.3 Data Transformation . . . . . . . . . . . . . . . . . . . . . . 24

3.5.3.1 Centered Log-ratio (CLR) . . . . . . . . . . . . . . 25
3.5.3.2 Additive Log-ratio (ALR) . . . . . . . . . . . . . . 25
3.5.3.3 Isometric Log-ratio (ILR) . . . . . . . . . . . . . . 25
3.5.3.4 Pivot Log-ratio (PLR) . . . . . . . . . . . . . . . . 26

3.5.4 Oversampling . . . . . . . . . . . . . . . . . . . . . . . . . . 27
3.5.4.1 Conditional Generative Adversarial Network (cGAN) 28
3.5.4.2 Conditional Variational Autoencoders (cVAE) . . 30
3.5.4.3 Conditional Gaussian Mixture Models (cGMM) . . 31
3.5.4.4 Conditional Kernel Density Estimation (cKDE) . . 33
3.5.4.5 Conditional Dirichlet Distribution with Bayesian

Inference (cD-B) . . . . . . . . . . . . . . . . . . . 34
3.5.5 Classification Models . . . . . . . . . . . . . . . . . . . . . . 35

4 Result 37

5 Discussion 43

6 Conclusion 47

5





List of Figures

3.1 Distribution of an Imbalanced Feature Across Time Points . . . . . 20
3.2 The Overall Architecture of cGAN . . . . . . . . . . . . . . . . . . . 28
3.3 The Overall Architecture of cVAE . . . . . . . . . . . . . . . . . . . 30

4.1 Comparison of Different Number of Features . . . . . . . . . . . . . 40

7





List of Tables

3.1 Metadata Variable Descriptions . . . . . . . . . . . . . . . . . . . . 17
3.2 Example of Data Subsets . . . . . . . . . . . . . . . . . . . . . . . . 19
3.3 Software Packages and Versions . . . . . . . . . . . . . . . . . . . . 20
3.4 Confusion Matrix . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21

4.1 Comparison of Zero-value Replacement Methods . . . . . . . . . . 37
4.2 Comparison of Feature Selection Methods . . . . . . . . . . . . . . 38
4.3 Top Features Ranked by Selection Frequency . . . . . . . . . . . . . 38
4.4 Comparison of Feature SelectionMethodsWithDifferentOversampling

Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39
4.5 Comparison of Data Transformation Methods . . . . . . . . . . . . 39
4.6 Comparison of Oversampling Methods . . . . . . . . . . . . . . . . 40
4.7 Performance Comparison of Subset A and B . . . . . . . . . . . . . 41
4.8 Performance Comparison of Subset A and C . . . . . . . . . . . . . 42

9





Chapter 1

Introduction

The human gutmicrobiome, as one of themost complex ecosystems in the human
body, has become a research focus in life sciences due to its dynamic changes and
relationship with host health and disease. Although many mechanisms of the human
gut microbiome remain unknown, increasing evidence suggests its close connection
to human health [Lo et al., 2021; Zheng et al., 2020]. In recent years, breakthroughs
in high-throughput sequencing technology have enabled scientists to quantify the
composition of the microbiome in an unbiased manner, revealing its potential roles
in metabolic regulation, immune modulation, and even neuropsychiatric disorders
[Li, 2015].

However, the nature of microbiome data presents fundamental challenges for
analysis. First, microbiome data is compositional data, which is non-negative with
a closed nature, and its components have a fixed sum, typically 1 or 100%. This
constraint leads to strong dependencies between the observed abundances of dif-
ferent species. Ignoring the compositional nature of microbiome data and directly
applying standard methods for absolute abundance often results in biased biological
interpretations and false results [Nearing et al., 2022].

Second, microbiome data typically exhibits high sparsity, meaning that in the
Operational Taxonomic Unit (OTU) tables recording microbial distribution, approx-
imately 90% of the positions are zero values [Paulson et al., 2013]. These zeros have
two sources: some microorganisms truly do not exist in specific samples (true zeros),
while other low-abundance microorganisms are not detected due to limitations in
sequencing technology (technical zeros). The large presence of these zeros severely
affects the validity of statistical analysis, invalidating conventional statistical assump-
tions and easily leading to incorrect significance assessments and increased risk of
false positives.

Furthermore, microbiome data has an extremely high-dimensional nature. The
total number of OTUs obtained in experiments often reaches thousands, and even
when only counting to the "genus" taxonomic level, the number of features com-
monly reaches hundreds, while the sample size is usually only tens to hundreds.
This imbalance, where the number of features far exceeds the number of samples,
makes the basic assumption in traditional statistics that "the number of variables is
fixed, and the sample size is sufficiently large" no longer applicable. Additionally, a
few dominant bacteria in the microbial community occupy a leading position, caus-
ing extremely uneven data distribution, with a few species accounting formost of the
sequencing reads,while most microorganisms are hardly detected, further increasing
the difficulty of analysis.
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To effectively address the three major challenges faced by microbiome data ana-
lysis, researchers generally perform standardized processing of the data before down-
stream analysis. Additionally, human biases are inevitably introduced during sample
collection, library preparation, and sequencing processes, and performing standard-
ization can effectively eliminate these biases, making data from different samples
comparable [Weiss et al., 2017].

To deal with high sparsity, approaches such as rarefaction of the OTU matrix or
non-repetitive sampling are commonly used to make the total counts of all samples
the same. Constructing rarefaction curves can assist in determining an appropriate
rarefaction depth [Gotelli and Colwell, 2001], but removing too much data reduces
statistical power and does not solve the compositional data problem. To address
the compositionality issue, [Aitchison, 1982]’s log-ratio transformation is applied,
but due to the large number of zeros in microbial data, a small pseudocount value
needs to be introduced to replace zeros [Mandal et al., 2015]. However, there is no
consensus on the choice of pseudocount value. For high dimensionality, two types
of dimensionality reduction strategies are applied to standardized microbiome data.
Feature selection methods screen the most distinctive microbial features through
differential abundance analysis, random forests, and LASSO regression [Tibshirani,
1996], preserving biological interpretability. Feature extraction techniques such as
principal component analysis (PCA) [Pearson, 1901] or principal coordinate analysis
(PCoA) [Gower, 1966] project high-dimensional data into low-dimensional spaces,
capturing the overall data structure.

Notably, microbiome data often exhibits temporal dependency. The microbiome
is easily altered by various environmental factors such as lifestyle and diet, and
differences observed in cross-sectional studies using a single time point may not
be simply caused by a single effect but are the result of multiple additive or multi-
plicative effects acting together [Fritz et al., 2013]. Therefore, when exploring the
relationship between the gut microbiome and disease, longitudinal research methods
are often adopted, involving follow-up sampling of subjects at multiple time points
and studying the same samples under different controlled conditions [Caruana et al.,
2015].

Longitudinalmicrobiome data facemore complex challenges than cross-sectional
microbiome data. Longitudinal studies requiremultiple sampling of the same subjects
at different time points, with irreversible sample ordering, and ignoring temporal
continuity can lead to erroneous conclusions. Since the samples originate from the
same subject, autocorrelation exists and the variability varies between subjects at
different time points, increasing the difficulty of analysis. The sparsity is further
complicated by the fact that the zero value may arise either from the actual absence
of microorganisms or technical detection limitations, or it may be related to micro-
bial species and time. When dealing with microbial multivariate relationships, it is
important to focus on a single time point as well as consider interactions across time
points.

Despite the advantages of longitudinal studies, there are fewer reliable down-
stream analysis methods applicable to them [Gilbert and Lynch, 2019]. Analysis re-
quires multivariate models that adapt to specific data distributions or non-parametric
models, taking into account time-ordered repeated measurements, individual variab-
ility, and variance changes across different groups and times. Most existing modeling
methods focus on only one microorganism at a time and cannot capture multivari-
ate relationships [Shields-Cutler et al., 2018; Zhang et al., 2018], resulting in high
computational costs and low prediction accuracy. Traditional time series network
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models are difficult to apply due to the discontinuous, non-fixed intervals and lim-
ited number of sampling times in longitudinal studies. Additionally, the attrition
problem in longitudinal studies is prominent. When some subjects miss follow-up
or pre-test data at certain time points, excluding these samples makes the dataset
smaller, seriously affecting the reliability and generalizability of the research results.

To overcome the issue of non-independent data across time points, most longit-
udinal microbiome studies only analyze data from a single time point [Arrieta et al.,
2015; Cox et al., 2014; David et al., 2014] or compare two time points while ignoring
others [Bäckhed et al., 2015; Zhou et al., 2015]. If one wants to consider modeling
time trends, linear mixed effects models (LMM) are a classic tool for handling lon-
gitudinal data with multilevel structure and the only method that can jointly model
data measured at all time points in longitudinal microbiome studies [Laird andWare,
1982], treating the transformed data as normally distributed responses. However,
directly using LMM without considering the characteristics of microbiome data may
lead to lower power for detecting dynamic effects of the microbiome or potentially
inaccurate results.

A more fundamental problem is that each step of microbiome data analysis lacks
a unified standard method, and there is no recognized gold standard for evaluating
the effectiveness of microbiome data analysis methods, making results from different
studies difficult to compare directly [Nearing et al., 2022]. From zero-value processing
and feature selection to data transformation, researchers face numerous choices, and
how these choices affect the final results remains inconclusive.

In addition to the above challenges,microbiome studies also commonly face class
imbalance problems [Papoutsoglou et al., 2023]. Class imbalance occurs when the
number of samples in one class is severely insufficient compared to other classes. In
real disease diagnosis scenarios, there is often a significant difference in the number
of samples between healthy control groups (y=-1) and diseased groups (y=1), with
patient samples typically fewer than healthy controls, resulting in naturally imbal-
anced datasets. Although disease states have greater clinical significance in many
biomedical applications, most machine learning algorithms aim to maximize overall
classification accuracy. This leads to models that tend to correctly classify majority
class samples but easily misclassify minority class samples when processing imbal-
anced datasets. The bias of trained models toward the majority class reduces their
effectiveness when applied to new datasets, thus limiting the classifier’s generaliza-
tion ability. This class imbalance not only affects the effectiveness of model training
but also often leads to predictions biased toward the majority class, making conven-
tional evaluation metrics such as accuracy and AUC unable to reflect the model’s
true predictive ability for the minority class.

Regarding class imbalance problems, existing solution strategies mainly include
adjustments at the data level and optimizations at the algorithm level. In microbiome
research where sample sizes are already limited, undersampling may lead to further
information loss, making oversampling a more reasonable choice. Traditional over-
sampling methods such as Synthetic Minority Over-sampling Technique (SMOTE)
[Chawla et al., 2002] and its derivatives generate new samples through interpolation
in feature space, but perform poorly when dealing with high-dimensional, sparse
microbiome data with compositional characteristics. Recently introduced deep gen-
erative models such as conditional generative adversarial networks (cGANs) [Mirza
and Osindero, 2014] and conditional variational autoencoders (cVAEs) [Sohn et al.,
2015], although better at learning data distributions, are rarely used in microbiome
data applications and still face challenges of high computational complexity and
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training sample size limitations.
To address these limitations and better adapt to the unique characteristics of mi-

crobiome data, this study proposes and implements novel conditional oversampling
methods based on probabilistic distributions: conditional Kernel Density Estimation
(cKDE), conditional Dirichlet distribution (cDirichlet), and conditional Gaussian Mix-
ture Model (cGMM). As a flexible non-parametric approach, Kernel Density Estima-
tion can capture complex multimodal distributions without making strict assump-
tions about the underlying data structure. The Dirichlet distribution is particularly
suitable for modeling compositional data, as it naturally preserves the compositional
constraints of microbiome data. However, these two approaches have not been prac-
tically applied as oversampling methods in machine learning, but rather proposed
as statistical concepts. While cGMM has been implemented and applied in certain
fields, this research proposes a conditional model more suitable for longitudinal mi-
crobiome compositional data.

Addressing these issues, this research focuses on longitudinal microbiome data
containing few time points, using the disease state at the last time point as the predic-
tion target while exploring how to extract key information from early microbiome
composition patterns for prediction. Taking postpartum depression prediction as a
specific application scenario, we have constructed an analysis framework that ef-
fectively handles the characteristics of microbiome data. The core objective of this
framework is to simultaneously overcome the four major challenges of composi-
tional constraints, high sparsity, curse of dimensionality, and data imbalance, with
special attention to resolving class imbalance in longitudinal microbiome data and
improving disease prediction accuracy.

For this type of high-dimensional sparse time series data, this study employs
artificial synthesis of new samples through oversampling methods, significantly en-
hancing the prediction performance for minority class samples and overall disease
classification performance. We tracked gutmicrobiota from pregnancy through three
postpartum stages, combined with clinical indicators such as mental health scores,
and developed a complete Python-based analysis pipeline. This approach not only
improves prediction accuracy but also lays the groundwork for future early medical
intervention strategies. This model design is widely applicable to similar data struc-
tures and can be extended to other research fields involving time series microbiome
data, such as mental health, allergic diseases, and metabolic disorders.

Parts of the English content in this thesis have been improved using AI-based tools
such as ChatGPT and DeepL, particularly for spelling correction and language refine-
ment. All AI-assisted outputs were thoroughly reviewed, verified, and edited by the
author to ensure semantic accuracy and compliance with academic standards. The au-
thor assumes full responsibility for the integrity and content of this thesis.
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Chapter 2

Background

2.1 Microbiome Data

Microbiome compositional data, due to its inherent relative nature, exists in the
simplex space rather than the true Euclidean space. This fundamental characteristic
causes many traditional analytical methods to produce intrinsic errors when applied,
as they incorrectly treat compositional data as absolute values, including multivari-
ate statistical models, distance measurements, and correlation coefficients [Van den
Boogaart and Tolosana-Delgado, 2013].

First, statistical models based on the assumption of feature independence become
unreliable due to the inherent dependency structure between components [Van den
Boogaart and Tolosana-Delgado, 2008]. Second, when variables are constrained to a
constant sum, they form intrinsic dependencies where an increase in the abundance
of one species necessarily accompanies a decrease in others, and such changes may
not have biological significance. This structural constraint leads to systematic bias
in multivariate statistical analysis because representing variables as parts of a whole
makes them interdependent multivariate objects. More complexly, distance meas-
ures in compositional data show instability due to changes in other components
[Aitchison et al., 2000], while correlation analysis between variables often detects
spurious associations between actually uncorrelated components [Pearson, 1896].

When analyzing compositional data, three main approaches are commonly used.
Early on, researchers attempted to normalize data to recover absolute abundances
and then apply standard statistical analysis methods, but the assumptions on which
normalization depends are often difficult to establish outside strictly controlled exper-
iments. In the high-throughput sequencing era,microbial ecologists typically use two
methods to normalize data: rarefaction normalization and scaling. Rarefaction nor-
malization standardizes library sizes across samples by sparse or non-replacement
sampling from each sample. This process normalizes library sizes between samples
butmay reduce statistical power and does not fully address the challenges of composi-
tional data. Scaling refers to multiplying matrix counts by a fixed value or proportion.
However, selecting the most effective quantile for scaling is difficult [Bullard et al.,
2010; Dillies et al., 2013; Paulson et al., 2013; Robinson et al., 2010], and scaling may
overestimate or underestimate the prevalence of zero fractions [Friedman and Alm,
2012], and also distort OTU correlations between samples [Pearson, 1897].

As research deepened, Compositional Data Analysis (CoDA) methods gradually
emerged. This approach consists of two pathways: one transforms data based on a
reference for statistical inference relative to the selected reference,while the other dir-
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ectly calculates compositions. Unlike normalization-based methods, CoDA methods
can be widely applied to various data types, whether relative or absolute. [Aitchison,
1982] laid the foundation for CoDA, which relies on extracting relevant information
from compositional data by comparing different parts of the composition, with the
logarithm of ratios between components being its basic transformation, namely the
log-ratio method [Egozcue et al., 2003; Robinson et al., 2010].

2.1.1 Sparsity

Microbiome data exhibits significant sparsity characteristics,with numerous zero
values arising from truly low-abundance taxa appearing in only a few samples, as
well as factors such as sequencing artifacts and differences in sequencing depth
between samples. This poses challenges for traditional statistical tools and early
methods developed for compositional data. The zero-value problem not only troubles
log-ratio transformations but also presents a major challenge in data normalization.
When a large number of zeros are present in the data, the geometric mean tends to-
ward zero, rendering the normalization process meaningless. Using DESeq software
packages to normalize based on median or selecting appropriate data percentiles
[Anders and Huber, 2010; Love et al., 2014] can to some extent avoid the problems
caused by zeros, but in highly sparse data, zero-value issues may persist even with
very high percentiles. If traditional rarefaction or simple proportional normaliza-
tion is used, these methods, although not directly affected by zeros, cannot solve the
inherent compositional closure problem of the data.

Zero values are generally classified as technical zeros and true zeros, the former
resulting from technical issues such as incomplete sampling or rounding, and the
latter representing microbes that truly do not exist in specific samples. For technical
zeros, the basis for adding pseudo-counts is that their value is below the detection
limit, but when sparsity varies greatly, analysis struggles to remain robust to imputa-
tion values [Filzmoser et al., 2012; Martín-Fernández et al., 2012; Palarea-Albaladejo
and Martín-Fernández, 2015]. When dealing with true zeros, continuous data can
use binomial conditional lognormal models, while discrete data can consider models
based on Poisson-lognormal distributions [Bacon Shone et al., 2008].

The simplest method for zero replacement is to substitute all zeros with a default
constant value, or using the minimum non-zero value observed in the data matrix, or
a certain proportion of it as a substitute value. This method is simple to implement
with low computational burden and has been widely applied in many microbiome
studies [Langille et al., 2013; Segata et al., 2011], especially when subsequent analyses
are not sensitive to zero replacement. However, this approach may ignore variability
differences between different taxa, and using the same substitution strategy for rare
and abundant species may introduce new biases.

Non-parametric methods show unique value in microbiome analysis because
they do not require assumptions about data distribution forms [Martín-Fernández
et al., 2003], are insensitive to pseudo-count values, and can avoid statistical biases
caused by sparse samples, but struggle to accurately evaluate low-abundance mi-
crobes when samples are few and species are many. For precise handling of zero-
value problems, mixed linear models [Zuur et al., 2009] model technical zeros and
true zeros separately using binomial distributions and negative binomial or Pois-
son distributions, while non-zero values are analyzed under a different framework,
where negative binomial distributions can effectively solve overdispersion problems
in microbiome data as variance greatly exceeds the mean by utilizing an additional
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parameter that better models this high variability. However, these models are built
on assumptions such as mutual independence of zeros and technical zeros following
specific distributions, conditions that are difficult to fully verify in practical applica-
tions.

Furthermore, utilizing Bayesian formulas is another important approach to hand-
ling zeros [Martín-Fernández et al., 2015], adopting Bayesian multiplicative methods
combined with Dirichlet prior distributions as conjugate distributions for multino-
mial distributions, through multiplicative correction of non-zero values to maintain
the relative structure of the data. However, the Dirichlet-multinomial framework
assumed by this formula imposes a negative correlation structure on each pair of
taxa [Mandal et al., 2015; Mosimann, 1962], and its effectiveness is highly dependent
on the choice of prior distribution.

2.1.2 Compositionality

To address the inherent dependency problem of compositional data, various log-
ratio transformation methods have been proposed, mapping data to unconstrained
spaces through geometric means or isometric coordinates [Egozcue et al., 2003].
Taking the additive log-ratio (alr) transformation as an example, it uses a single com-
ponent as a reference, dividing the (D - 1) components by the remaining one and
taking the logarithm [Aitchison, 1982]. The resulting log-ratios, though being real
variables usable for standard statistical analysis, cannot be mapped to orthogonal
axes. The centered log-ratio (clr) transformation uses the geometric mean of the
sample vector as a reference, with an expression that is symmetric between parts,
simplifying Aitchison distance calculations, but the coefficients sum to zero, placing
transformed observations on a specific plane and causing singularity in covariance
and correlation matrices [Aitchison, 1982]. The isometric log-ratio (ilr) transforma-
tion uses an orthogonal basis as a reference [Egozcue et al., 2003], showing advant-
ages when non-singular covariance matrices are needed [Pawlowsky-Glahn and
Buccianti, 2011].

However, the log-ratio transformations proposed by [Aitchison, 1982], although
suitable for compositional data, are limited when facing highly sparse microbiome
data due to their inability to handle zero values, as zeros often exceed half of the
counts in microbiome data [Paulson et al., 2013]. Although pseudo-counts can be
used to solve this problem [Mandal et al., 2015], there has been controversy regarding
the choice of pseudo-count values, with a common approach being to replace zeros
with a fixed small value, such as half of the minimum value.

There are multiple additive log-ratio (malr) transformations based on the geo-
metric mean of component subsets [Quinn et al., 2018], such as the interquartile
log-ratio (iqlr) transformation that uses components within the variance interquart-
ile range [Wu et al., 2017], and the robust centered log-ratio (rclr) transformation
that only uses non-zero components [Martino et al., 2019]. The choice of transform-
ation depends on specific interpretation needs, but the nature of transformed data is
fundamentally different from absolute abundance, and confusing the two will lead
to erroneous conclusions.

Beyond log-ratio transformation methods, there are other approaches to hand-
ling compositional data that can better address zeros in datasets. For instance, [Scealy
and Welsh, 2011] proposed first applying a square root transformation to compos-
itional data, converting it to directional data, and then modeling it using the Kent
distribution defined on a hypersphere, analyzing the relationship between composi-
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tional data and covariates by modeling the mean direction of the Kent distribution
as a function of the covariate vector. Additionally, [Firth and Sammut, 2023] pro-
posed constructing statistical models based on arithmetic means on the original
measurement scale, with the core being a general variance-covariance function de-
rived from multiplicative measurement error assumptions. Quasi-likelihood analysis
of logit models for compositional data can substitute for multivariate linear models
of log-ratio measurements. This method is more robust in model specification, and
the efficiency properties of quasi-likelihood estimation still apply when the error
covariance matrix is not explicitly specified. Its variance-covariance function can
also be combined with general multivariate analysis methods for compositional data
analysis.

The above two methods are relatively new and specific, without standardized
applications in code. It’s worth noting that the effectiveness of log-ratio transform-
ation methods in machine learning is also controversial. [Karwowska et al., 2025]
found through a meta-analysis of 8,500 samples that classification performance de-
pends less on data transformation than expected, suggesting that when processing
microbiome data, feature selection and model architecture optimization should be
combined with data transformation.

2.1.3 High Dimensionality

Microbiome data exhibits significant high-dimensional characteristics, with the
number of features often far exceeding the number of samples. In studies of varying
scales, the number of taxonomic features is typically 20 times or more than the num-
ber of samples [Armstrong et al., 2022]. This high-dimensional characteristic brings
numerous challenges to data interpretation and meaningful statistical calculation,
easily causing many statistical methods to experience overfitting or inappropriate
method selection, which are commonmanifestations of the "curse of dimensionality."

Both linear and non-linear methods play roles in microbiome data dimensional-
ity reduction. Linear techniques such as Principal Component Analysis (PCA) and
Principal Coordinate Analysis (PCoA) reconstruct approximations of the original
data through weighted sums of coordinates, are computationally efficient, and suit-
able for processing naturally linear data. Robust Aitchison Principal Component
Analysis (RPCA) [Martino et al., 2019] and Non-negative Matrix Factorization (NMF)
[Lee and Seung, 1999] also belong to this category. Non-linear methods such as Non-
metric Multidimensional Scaling (nMDS) [Kruskal, 1964], t-SNE [Van der Maaten
and Hinton, 2008], and UMAP [McInnes et al., 2018] can perform more complex
transformations and excel in preserving non-linear patterns, but the computational
process may be more complex, with randomness and more sensitive hyperparamet-
ers, often requiring multiple runs to ensure reproducibility of conclusions. Among
them, nMDS ranks by predetermined dimensions based on rank, while t-SNE and
UMAP operate on the assumption that high-dimensional data can be represented by
fewer dimensions with non-linear structures.

PCA, as the most widely used dimensionality reduction method, can directly ex-
plain the contribution of features to sample separation in the sorting process. How-
ever, due to the compositional and sparse characteristics of microbiome data, PCA of-
ten produces spurious results when processing such data [Hamady and Knight, 2009;
Morton et al., 2017]. [Aitchison, 1983] attempted to solve these problems through
logarithmic transformation but faced the challenge of logarithms being undefined
for zero values, necessitating data imputation.
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In recent years, PCoA has been increasingly applied in the field of microbiome
analysis, with its main advantage being the effective presentation of biologically rel-
evant patterns such as clustering and gradients [Kuczynski et al., 2010]. This method
can flexibly apply various dissimilarity measures and is typically combined with stat-
istical methods such as Adonis [Anderson, 2014] or ANOSIM [Clarke and Ainsworth,
1993] to validate observed grouping patterns. However, the choice of dissimilarity
measure significantly affects the results of low-rank embedding, meaning that inter-
pretation of low-dimensional embedding must be done in the context of the selected
dissimilarity measure [Marshall et al., 2019].

To address the limitations of PCA, [Martino et al., 2019] proposed the RPCA
method, which has successfully distinguished sample groups in various biological
contexts [Bali et al., 2021; Goloshchapov et al., 2019; Parbie et al., 2021]. Its key
advantage lies in its feature loadings, which can guide the selection of microbial
features for log-ratio analysis, aiding in the discovery of new biomarkers [Fedarko
et al., 2020].

nMDS has been widely applied in microbiome data analysis historically, partly
because it can incorporate any dissimilaritymeasure. As a rank-basedmethod, nMDS
is less affected by outliers in β-diversity differences than linear methods. More mod-
ern non-linear methods such as t-SNE and UMAP were initially widely applied in
the field of single-cell genomics and are now gradually being introduced to micro-
biome research. [Xu et al., 2020] developed a method using t-SNE embedding to
classify microbiome samples. [Armstrong et al., 2021] provided recommendations
for implementing UMAP for microbiome data, finding that UMAP using β-diversity
dissimilarity matrices as input can reveal biological signals that are difficult to dis-
cover with traditional methods like PCoA.

In addition to dimensionality reduction techniques, feature selection can also
reduce data dimensionality. Unlike dimensionality reduction methods that transform
original features into new low-dimensional representations, feature selection aims to
screen out the most relevant andmeaningful subset of features from the original data,
preserving the interpretability of original features. In the field ofmicrobiome analysis,
various feature selection methods have been developed to address challenges such
as high dimensionality, sparsity, and compositionality.

Univariate methods such as LEfSe [Segata et al., 2011] and metagenomeSeq
[Paulson et al., 2013] identify differentially abundant species by conducting hypo-
thesis tests independently on each microbial feature. Although these methods are
computationally simple, they ignore interactions between microbes and the mul-
tivariate nature of microbiome data. Analysis of Variance (ANOVA) [St et al., 1989],
as a classical univariate method, is commonly used to detect significant differences
in microbial abundance between different groups but similarly faces problems with
multiple comparison correction and false positive results. Multivariate methods such
as Adonis, similarity analysis [Clarke, 1993], and tests based on Dirichlet multino-
mial distributions [La Rosa et al., 2012] consider the association between the overall
microbiome structure and target variables. While these methods can assess over-
all associations, they typically cannot provide direct insights into the contributions
of individual microbes. Sparse Partial Least Squares Discriminant Analysis (sPLS-
DA) [Le Cao et al., 2016] combines feature selection and dimensionality reduction
functions but primarily focuses on prediction rather than statistical inference.

With deepening recognition of the compositional characteristics of microbiome
data, methods based on the CoDA framework have received increasing attention.
These methods include Selbal, which compares the average abundance of two groups
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of microbes based on the concept of compositional balance [Rivera-Pinto et al., 2018];
clr-lasso, which applies penalized regression to data transformed by centered log-
ratio [Cessie and Houwelingen, 1992; Tibshirani, 1996; Zou and Hastie, 2005]; and
coda-lasso, which performs penalized regression on log-contrast regression models,
effectively handling the compositional constraints of microbiome data [Lin et al.,
2014; Lu et al., 2019].

Despite the introduction of numerous dimensionality reduction and feature se-
lection methods in the preceding paragraphs, most are difficult to apply directly to
this research. Methods specifically designed for compositional data such as RPCA,
Selbal, and clr-lasso theoretically align better with the characteristics of microbiome
data, but they lack mature and stable Python implementations. Non-linear methods
like nMDS, t-SNE, and UMAP require complex optimization strategies and iterative
calculations, with results heavily influenced by initialization conditions, making it
difficult to ensure consistency in analysis results. Adonis and tests based on Dirichlet
multinomial distribution involve complex permutation tests, precise mathematical
models, and specific data preprocessing, increasing technical implementation diffi-
culties. Since this research focuses primarily on oversampling techniques, at this
stage we are more inclined to select methods such as PCA, PCoA, and ANOVA that
offer stability, interpretability, and can be implemented in Python.

All the above methods can be collectively referred to as preprocessing meth-
ods for microbiome compositional data, and their theoretical basis and effectiveness
have been widely validated. [Paulson et al., 2013] points out that appropriate pre-
processing steps are crucial for maintaining the statistical validity of differential
abundance analyses,which is particularly importantwhen dealingwith highly sparse
microbiome data. Subsequently, the study by [Weiss et al., 2017] further confirmed
the biological significance of these methods in capturing microbiome-specific pat-
terns, emphasizing the importance of data normalization for correctly interpreting
differences between samples.

However, the selection of preprocessing methods is not straightforward. A study
by [Nearing et al., 2022] indicated that there is a complex interaction between the
choice of preprocessing method and the performance of machine learning models,
particularly that the normalization processmay artificially amplify or suppressmicro-
bial signals [Marcos-Zambrano et al., 2021]. This suggests that careful consideration
is needed when deciding which preprocessing to apply to microbiome data before
using machine learning methods. Additionally, [Knights et al., 2011a]’s study spe-
cifically emphasizes the need for careful trade-offs between computational efficiency
and biological interpretability when dealing with compositional data with sparse
characteristics, as some complex preprocessing methods, while enhancing statistical
power, may increase computational costs and reduce the interpretability of results.

2.2 Longitudinal Microbiome Data

Longitudinal microbiome data, collected from individuals at multiple time points
[Diggle, 2002; Fitzmaurice et al., 2012], not only inherits the compositional, sparse,
and high-dimensional characteristics of microbiome composition data but also in-
troduces additional challenges through the temporal dimension. Notably, trends in
relative abundance do not equate to trends in actual abundance, making longitud-
inal studies of the microbiome difficult to reflect true changes in overall quantities.
Similarly, the changes in the microbiome over time are inherently complex, and the
dynamic interactions between host or environmental factors are not yet fully under-
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stood [Schmidt et al., 2018], so most microbiome insights still primarily come from
cross-sectional studies [Faust and Raes, 2012].

Due to the challenges and high costs of data collection, time series data for gutmi-
crobiomes are quite scarce, especially datasets that include samples from numerous
participants [Björk et al., 2019]. Furthermore, the dense time series and related cov-
ariates needed to interpret gut microbiome dynamics are difficult to collect compre-
hensively. Existing datasets typically either come from multiple time point sampling
of a small number of participants or from fewer time point sampling of a large num-
ber of participants, which severely limits the power of statistical analysis [Claesson
et al., 2011; Faith et al., 2013; Flores et al., 2014], and may even lead to contradict-
ory research findings [Caporaso et al., 2011]. Since continuous temporal sampling
is difficult to achieve for most human microbial niches [Costello et al., 2012], many
available microbiome time series datasets either span too short a time period or
have large intervals between time points [Faust et al., 2015], and the vast majority of
longitudinal datasets include only a small number of time points, making standard
time series models difficult to apply directly due to these irregular, sparse sampling
patterns.

In clinical practice, disease occurrence is often not an instantaneous event but
a gradual process, and changes in the microbiome may precede the appearance of
clinical symptoms. Longitudinal study designs can reveal this temporal relationship,
providing a critical time window for early warning and intervention of diseases.
For example, in various diseases such as inflammatory bowel disease, metabolic
syndrome, and mental disorders, the temporal change patterns of the microbiome
have been proven to have predictive value [Bastiaanssen and Cryan, 2021; Schirmer
et al., 2018; Stewart et al., 2017], and these dynamic characteristics may have more
clinical significance than microbiome characteristics at a single time point.

Traditional cross-sectional studies cannot distinguish between causality and cor-
relation, making it difficult to determine whether microbiome changes are the cause
or result of disease. Longitudinal designs, by tracking microbiome changes in the
same subject at different stages of disease development, can provide a more solid
evidence base for causal inference. Additionally, there are enormous differences in
microbiome composition between individuals, and longitudinal studies use each sub-
ject as their own control, effectively controlling for interference from this individual
heterogeneity.

In statistical modeling, the Zero-Inflated Beta Regression model (ZIBR) [Chen
and Li, 2016] can simultaneously evaluate changes in microbial abundance over time
and between groups while handling data sparsity, but has limitations in considering
within-subject correlation structures. The Negative Binomial Mixed Model (NBMM)
[Zhang et al., 2018] is used to detect associations between microbial counts and cov-
ariates, can adapt to different correlation structures, and handle overdispersion prob-
lems, but cannot explicitly address zero-inflation issues. The Block BootstrapMethod
(BBM) [Zhang et al., 2018], as a non-parametricmethod, can handle within-subject de-
pendency and consider library size differences, but is computationally intensive and
has high requirements for the number of time points. Linear Mixed Effects Models
(LMM) [Laird and Ware, 1982] can simultaneously capture population-level trends
and individual differences, and are basic tools for longitudinal microbiome analysis,
but perform poorly when dealing with highly non-linear relationships. Zero-Inflated
Gaussian Mixed Models (ZIGMM) [Zhang et al., 2020] and Fast Zero-Inflated Neg-
ative Binomial Mixed Models (FZINBMM) [Zhang and Yi, 2020] further integrate
zero-inflation characteristics with mixed effects modeling, providing more compre-
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hensive handling of microbiome data characteristics. The ARIMA model [Ridenhour
et al., 2017], by combining autoregressive, differencing, and moving average terms,
can effectively capture microbiome temporal trends but is sensitive to outliers and
struggles with seasonal patterns.

For irregular longitudinal data, interpolation techniques provide critical support
for constructing models that describe the dynamics of temporal data. Loess and
spline functions are two main interpolation methods; Loess, based on local linear
regression, is particularly effective for analyzing non-linear trend data, while spline
functions create smooth curves through piecewise continuous polynomials, offering
greater flexibility. These methods have been successfully applied in practical analyt-
ical tools, such as splinectomeR [Shields-Cutler et al., 2018],which uses Loess for data
summarization, supports hypothesis testing in longitudinal studies, and provides in-
tuitive visualization. metaDprof [Luo et al., 2017] utilizes spline functions to estimate
time trends, providing a foundation for downstream feature selection and differential
abundance testing. The deep learning method BGOB [Qu et al., 2025], combining bid-
irectional GRU networks with an ordinary differential equation Bayesian framework,
demonstrates performance superior to traditional spline function methods in high-
dimensional environments, especially when handling sparse, irregularly sampled
data.

Inmicrobial interaction analysis, Principal TrendAnalysis (PTA) andMicrobiome
Trend Analysis (MTA) [Wang et al., 2021] combine latent factor models with spline
function methods to identify key trends in datasets changing over time, offering new
perspectives for understanding microbial community dynamics. The generalized
Lotka-Volterra (gLV) model [Bucci et al., 2016; Stein et al., 2013], by constructing
equations for the rate of change in microbiome abundance, provides a theoretical
framework for studyingmicrobial interactions and has beenwidely applied to predict
microbiome dynamics and analyze species interaction networks.

Bayesian methods, due to their flexibility and natural handling of uncertainty,
can be applied in microbiome time series analysis. TGP-CODA [Äijö et al., 2018] uses
Gaussian process models to determine state-space covariance matrices, effectively
considering temporal correlation and solving overdispersion problems. MALLARD
[Silverman et al., 2018] improves model stability through isometric log-ratio trans-
form inverse adjustments. Luminate [Joseph et al., 2020] uses state-space models to
accurately determine taxonomic relative abundances and can distinguish between
biological and technical zeros.

In practical research, due to cost and feasibility constraints, many longitudinal
datasets include only 3-4 time points. For such limited time point data, some of
the methods used to analyze multi-time point microbiomes are still applicable. For
instance, LMMs can effectively capture individual differences and simple time trends,
ZIBR and ZIGMM models can address zero-inflation issues while handling simple
time effects, and while Loess and spline function interpolation may have limited
curve fitting accuracy, they can still provide basic trend estimates.

In contrast, ARIMA models, gLV dynamic system models, complex Bayesian
methods, and deep learning methods often struggle to stably estimate parameters
under conditions of few time points and pose significant risks of overfitting. In
such cases, using repeated measures ANOVA, LMMs, or simple pairwise time point
difference analyses may be better choices.
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2.3 Class Imbalance in Microbiome Data

The challenge of class imbalance in microbiome data is more complex. Research
shows that modern classification algorithms’ sensitivity to imbalance increases with
problem complexity, though good results can be achieved regardless of class propor-
tions if both classes are well-represented and come from non-overlapping distribu-
tions [Krawczyk, 2016]. The class imbalance problem in microbiome data concerns
not only the proportion of classes in the dataset but also the true representativeness
of samples and the absolute number of available samples in the minority class. In
many clinical settings, disease samples are often extremely difficult and expensive to
obtain, leading to sample scarcity issues, which further exacerbates the challenges
of imbalanced learning.

2.3.1 Data Augmentation Techniques

Methods for addressing class imbalance primarily include data-level methods,
algorithm-level methods, and hybrid approaches. Data-level methods reduce im-
balance by modifying training data, including undersampling and oversampling
techniques. Undersampling balances data by reducing the number of majority class
samples, such as Random Undersampling (RUS) which directly removes majority
class samples, while intelligent undersampling methods like Near-Miss algorithm
selectively remove samples using K-nearest neighbor rules [Mani and Zhang, 2003],
One-Sided Selection (OSS) removes noise and boundary samples [Kubat et al., 1997],
and [Barandela et al., 2004] uses Wilson editing [Wilson, 1972] to remove misclas-
sified majority class samples. Although undersampling can reduce training time, it
may lose important information from the majority class, which is particularly disad-
vantageous in microbiome disease research where overall sample size is limited.

Oversampling balances data by increasing the number of minority class samples.
Random Oversampling (ROS) simply duplicates minority class samples, which risks
overfitting. SMOTE is one of the most widely used methods, generating synthetic
samples by interpolating between existing minority class samples in Euclidean space.
This method has been adopted in multiple microbiome studies, demonstrating its
effectiveness in handling imbalanced data [Brooks et al., 2018; Chen et al., 2020;
Wingfield et al., 2018]. Adaptive Synthetic Sampling Approach (ADASYN) is similar
to SMOTE but considers the density distribution between original samples and their
neighborhoods when generating synthetic samples, creating non-linearly related
new samples by adding small random values to neighbor samples [He et al., 2008].

Borderline-SMOTE focuses on generating samples near class boundaries, improv-
ing classifier performance in boundary regions [Han et al., 2005]. Safe-Level-SMOTE
introduces safety metrics to avoid generating samples in noisy areas [Bunkhum-
pornpat et al., 2009]. SMOTE-ENN and SMOTE-Tomek combine oversampling with
data cleaning techniques, first applying SMOTE to generate samples, then using ed-
ited nearest neighbors or Tomek links to remove noisy samples [Batista et al., 2004].
Cluster-based oversampling methods, such as that proposed by [Jo and Japkowicz,
2004], first cluster data and then oversample separately, addressing intra-class imbal-
ance. Tree-based Association Data Augmentation (TADA), as a microbiome-specific
approach, considers phylogenetic relationships between microbial taxa when gen-
erating synthetic samples, providing a more suitable solution for microbiome data
analysis [Sayyari et al., 2019].

Algorithm-level methods have also been applied in microbiome research, primar-
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ily including cost-sensitive learning and decision threshold adjustment, which do
not alter the distribution of training data. Cost-sensitive learning directly increases
the importance of minority classes in the model optimization process by assigning
higher costs to misclassifying minority class samples. Decision threshold adjust-
ment balances prediction performance across classes by modifying classification
thresholds after model training. In deep learning, introducing focal loss functions
[Lin et al., 2017] can effectively reduce the weight of easily classified samples, pre-
venting the majority class from completely dominating the loss function, thereby
increasing sensitivity to minority class samples.

2.3.2 Generative and Probabilistic Models

Generative and probabilistic models can be used to learn the distribution of ori-
ginal samples to artificially synthesize new samples. Conditional deep generative
models can generate synthetic samples with specific distributions based on class la-
bels. Conditional Generative Adversarial Networks (cGANs) can generate synthetic
samples by learning the underlying distribution of minority classes, while imposing
conditions based on specific features or labels [Mirza and Osindero, 2014]. Condi-
tional Variational Autoencoders (cVAEs) can encode temporal dependencies in latent
space and generate ecologically reasonable synthetic samples, which is particularly
valuable for longitudinal microbiome research [Sohn et al., 2015].

Probabilistic statistical models employ more traditional statistical methods to
model data distributions. Gaussian Mixture Models (GMM) represent data as lin-
ear combinations of multiple Gaussian distributions, allowing generation of new
samples that maintain the original data structure [Reynolds, 2009]. Based on the nat-
ural adaptability of Dirichlet distribution to compositional data, Dirichlet-Bayesian
methods can dynamically adjust the sparsity of generated samples through Bayesian
inference,making them particularly suitable for generating inherently compositional
and sparse microbiome data [Gelman et al., 2013]. However, Dirichlet distribution
applications in machine learning are limited, especially as oversampling methods
which are barely reported, indicating substantial research space in this area.

To incorporate conditional information, several extensions to GMMhave been de-
veloped, known as conditional Gaussian mixture models (cGMM). [Fahey et al., 2007]
used food composition data as target variables while treating demographic charac-
teristics as conditional variables, optimizing model parameters through maximum
likelihood estimation and identifying underlying dietary pattern categories using
the expectation-maximization (EM) algorithm. [Chehade et al., 2022] modeled the
cross-correlations between different time points and utilized Bayesian inference to
update the distribution of possible trends. Research results demonstrate that cGMM
can successfully capture the dynamic change patterns in time-series data, enabling
accurate predictions of future warranty claims trends based on observed early claims
data.

Non-parametric methods such as Kernel Density Estimation (KDE) avoid mak-
ing strong assumptions about data distributions by directly estimating probability
density functions from data to generate new samples [Scott, 2015], potentially more
suitable for microbiome data with complex, non-normal distributions.

It is worth noting that simply over-duplicating minority class samples can lead
to serious overfitting problems. Class imbalance in microbiome data often co-exists
with sample scarcity issues, where there are extremely few minority class samples
available for training [Knights et al., 2011b]. Therefore, ideal microbiome data syn-
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thesis methods should be able to learn from a small number of examples and generate
new samples that maintain biological plausibility while exhibiting sufficient variab-
ility.

15



16



Chapter 3

Methodology

3.1 Dataset

The dataset used in this study is derived from the Biology, Affect, Stress, Imaging
and Cognition (BASIC) prospective cohort study at Uppsala University Hospital
in Sweden [Axfors et al., 2019; Kimmel et al., 2025]. Between September 2009 and
November 2018, data were collected from approximately 5,492 pregnant women,
and these data corresponded to a total of 6,478 pregnancies. Compared with the
general pregnant population in Uppsala and Sweden, more participants were born in
Scandinavia, cohabited with their children’s fathers, had a higher level of education,
and had a lower prevalence of overweight or obesity.

The BASIC project involves various biological sampling methods, such as mater-
nal blood samples, urine samples, and saliva samples. Since 2016, gut microbiome
data has been incorporated as part of the input space. Participants collected samples
at home during the 20th week of pregnancy, the 32nd week of pregnancy, and the
6th week postpartum.

Table 3.1:Metadata Variable Descriptions

Variable Name Description

Individual_ID Identifiers for individuals

TimePoint – Trimester 2 (20th week of pregnancy)
– Trimester 3 (32th week of pregnancy)
– Postpartum Week 6 (6th week postpartum)

EPDS Score from the Edinburgh Postnatal Depression Scale,
which ranges from 0 to 30.

Dichotomous_EPDS – 0: EPDS < 12 (healthy group)
– 1: 12 ≤ EPDS < 30 (depressed group)

Sample_ID Identifiers of gut microbiome samples

ReadsNumber Sequencing read quality metric:
– < 500, 000: Sequencing failed, exclude data.
– 500, 000− 2, 000, 000: Possible species coverage.
– > 2, 000, 000: Relatively reliable data.

This study primarily used longitudinal gut microbiome data containing time
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points, and the original dataset contained 2,289 data from 763 pregnant women
samples at three time points. The dataset is comprised of two components. One is
the metadata from the BASIC study, with variable descriptions provided in Table 3.1.
Regarding the selection of the threshold for Edinburgh Postnatal Depression Scale
Score (EPDS) [Cox et al., 1987], a score of 12 or above is the screening cut - off score
for postpartum depression validated by a Swedish community sample [Wickberg
and Hwang, 1996]. In the BASIC project, women with EPDS scores below 12 were
classified as controls. To ensure optimal mental health status in the control group,
particular emphasis was placed on enrolling women exhibiting minimal depressive
symptoms, as reflected by EPDS scores ranging from 2 to 6.

The other component is the gut microbiome data. In this profile, each row rep-
resents the microbiome data of a single sample. The first column is designated for
the sample number (Sample_ID), while the remaining 713 columns correspond to
different microbiota. Gut microbiome data are compositional data in that the relative
proportions of their components are interrelated, and changes in the proportions
of one part trigger corresponding changes in other parts. These proportions reflect
the relative abundance of each group in the overall microbial community, and the
sum of these proportions always remains 100%. Regarding the ReadsNumber in the
metadata, values exceeding 2,000,000 generally indicate higher sequencing reliab-
ility. In cases where the ReadsNumber falls below 500,000, suggesting potentially
insufficient sequencing depth, we excluded the corresponding gut microbiome data
from analysis.

Dataset is publicly available fromNational Center for Biotechnology Information
(NCBI) under BioProject PRJEB62678.

3.2 Data Structure

In this study, the metadata was mergedwith the gutmicrobiome dataset to obtain
the data points required for the research. Each data point consists of compositional
data from three time points, and the result labels corresponding to each time point are
determined based on the depressive states defined by EPDS. The purpose of this study
is to predict the appearance of postpartum depression using the gut microbiome data
during pregnancy by analyzing these data, with the label to be predicted set at the
last time point.

Compared with single-time-point data, longitudinal data can provide temporal
information about the dynamic changes of microbial communities. Tracking gut
microbiome variations across multiple time points helps reveal ecological patterns
that may be relevant for understanding disease mechanisms. Previous studies sug-
gest such longitudinal approaches could potentially improve disease diagnostics and
therapeutic strategies [Ridenhour et al., 2017]. However, a key challenge in longitud-
inal microbiome research is the inconsistent number of sampling time points across
subjects, which complicates comprehensive analyses and leads to substantial data
loss when samples are missing at particular time points.

The dataset in this study contained a complete-case subset with measurements
available for all three time points, comprising 70 samples with y=-1 and 15 samples
with y=1. This yielded a ratio of diseased to healthy samples of 0.21. Following the
classification scheme presented in Table 3.2, we designated this complete-case col-
lection as data subset A. It can be observed that applying strict completeness criteria
to our dataset results in limited sample size and class imbalance issues. Therefore,
while using data subset A as the primary analytical cohort, this study retains subsets
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B and C as methodological reference groups.
Given that our primary research focus was the prediction of postpartum depress-

ive status through prenatal microbiome profiles modeled using only microbiome
data from the first two time points as input features and EPDS scores from post-
partum week 6 as predictive labels, we created data subset B to include cases missing
only postpartum microbiome data. This approach expanded the dataset to include
113 cases with y=-1 and 16 cases with y=1. To further expand the dataset, samples
missing measurements at only one of the first two time points may be included. This
constitutes data subset C, containing 141 cases with y=-1 and 23 cases with y=1. Miss-
ing values in these subsets can be addressed through data imputation techniques.
Data imputation involves statistical approaches for estimating missing values based
on observed data patterns, with established methods including k-nearest neighbors
imputation formicrobiome data andmaximum likelihood estimation for longitudinal
studies [Little and Rubin, 2019; Weiss et al., 2016].

Table 3.2: Example of Data Subsets

Subset Individual_ID TimePoint Micro.Sum ReadsNumber Dich.EPDS

A
1 0 100 70844306 1

1 100 67273219 0
2 100 74762765 0

2 0 100 61800666 NaN
1 100 63753344 0
2 100 50268609 1

B
3 0 100 60322070 0

1 100 54534749 0
2 100 128 0

4 0 100 48450083 1
1 100 46817749 0
2 NaN NaN 1

C
5 0 NaN NaN NaN

1 100 70861501 NaN
2 100 60207404 1

6 0 100 52412243 1
1 NaN NaN 0
2 100 68061766 0

Subset is the sample subset pattern that may be used in this study. Individual_ID is the individual number,
which uniquely identifies each pregnancy. TimePoint is the time point number, where Trimester 2, Trimester
3, and Postpartum Week 6 are converted to 0, 1, and 2 respectively. Micro.Sum represents the Sum of
Microbiome. It is compositional data, and the sum of all microbial communities is always approximately
100. There is no situation where a certain microbial community of an individual at a certain time point is
individually empty. When the ReadsNumber is less than 500,000, the microbial community is considered
to be actually empty. Dich.EPDS is the dichotomous EPDS, which serves as the label of the dataset.

To visually illustrate the class imbalance in gut microbiome data, we simulated
the distribution of a certain feature at three time points for different classes in Fig-
ure 3.1. Each point in the figure represents a sample, with red indicating diseased
individuals and blue indicating healthy individuals. It can be observed that diseased
samples are not only fewer in number at each time point but also show differences
in distribution range and pattern compared to healthy samples. This distributional

19



difference between diseased and healthy samples across time points provides critical
feature information for the generative model, thus serving as an effective basis for
synthesizing minority class samples.

Figure 3.1: Distribution of an Imbalanced Feature Across Time Points

3.3 Software Implementation

All analyses were conducted in Python 3.9.19 [van Rossum and Foundation]
using the following key packages with their respective versions:

Table 3.3: Software Packages and Versions

Package Version

NumPy 1.26.4 [Harris et al., 2020]
pandas 2.2.3 [Reback et al., 2022]
scikit-learn 1.5.2 [Pedregosa et al., 2011]
SciPy 1.13.1 [Virtanen et al., 2020]
PyTorch 2.4.1 [Paszke, 2019]
scikit-bio 0.6.3 [Caporaso et al., 2014]
Matplotlib 3.9.2 [Hunter, 2007]

The code for this study is available at: https://github.com/lish0918/Composit
ional-Microbiome-Time-Series-Oversampling-for-Classification.git

3.4 Metrics

Accuracy is the ratio of correctly predicted instances to the total number of
instances. It only reflects the overall hit rate and cannot indicate the classifier’s
performance on the minority class in imbalanced datasets. Therefore, we need met-
rics that are more suitable for imbalanced datasets. Traditional evaluation methods
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for imbalanced data prediction are mostly based on the confusion matrix. Metrics
such as balanced accuracy, sensitivity, and specificity derived from the confusion
matrix provide interpretable evaluations. The confusion matrix 3.4 and the specific
calculation methods for these metrics are as follows.

Table 3.4: Confusion Matrix

Reality

Prediction 1 0

1 TP FP
0 FN TN
The table is a confusion matrix presented in the form of a two-dimensional concatenated table
describing the performance of the classification model on a set of test data, where TP, FP, FN, and
TN represent diseased samples correctly predicted by the model, diseased samples incorrectly
predicted by the model, healthy samples incorrectly predicted by the model, and healthy samples
correctly predicted by the model, respectively.

Accuracy =
TP+ TN

TP+ FP+ FN+ TN

Balanced Accuracy =
Sensitivity+ Specificity

2

Sensitivity =
TP

TP+ FN

Specificity =
TN

TN+ FP
In this study, the positive class (y=1) refers to the presence of a medical problem,

while the negative class (y=-1) indicates its absence. Accordingly, True Positives (TP)
are positive instances correctly identified by the model, and True Negatives (TN) are
negative instances correctly classified as such. Conversely, False Positives (FP) refer
to negative instances that are incorrectly predicted as positive, while False Negatives
(FN) denote positive instances that are mistakenly classified as negative.

Balanced accuracy is the average of Sensitivity and Specificity. It is particularly
suitable for imbalanced datasets because it considers the classification performance
for both the y=1 and y=-1 classes. Sensitivitymeasures themodel’s ability to correctly
identify y=1 class instances. It is the ratio of True Positives to all actual y=1 instances.
Specificity measures the model’s ability to correctly identify y=-1 class instances. It
is the ratio of True Negatives to all actual y=-1 instances.

In addition to prediction result evaluation methods, the Receiver Operating Char-
acteristic Curve (ROC) and the Area Under the Curve (AUC) can evaluate the model
itself. The ROC curve is plotted using the False Positive Rate (FPR) and True Positive
Rate (TPR) calculated from the confusion matrix as the x-axis and y-axis, respect-
ively. Each point on the curve is generated based on the performance of the same
model under different thresholds. The AUC, as the area under the ROC curve, reflects
the probability that the classifier correctly predicts y=1 instances more often than
incorrectly predicting y=-1 instances. A classifier is meaningful when the AUC is
greater than 0.5, and the larger the AUC, the better the classifier. Importantly, the
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AUC is insensitive to class imbalance, making it a suitable evaluation metric for this
study.

In this study, the performance evaluation of the model is based on stratified cross-
validation and an inner loop with random seeds. For each fold and each random seed,
TP, FP, FN, and TN are calculated through the confusion matrix, and further metrics
such as sensitivity, specificity, balanced accuracy, and AUC are derived. Finally, by
computing themean and standard deviation of the results across all folds and random
seeds, the overall performance of the model is comprehensively quantified. The
mean is used to reflect the model’s average predictive capability, while the standard
deviation is used to measure the stability and variability of the model’s performance.

3.5 Methods

To address class imbalance, this study generates synthetic mid-pregnancy (tp0)
and late-pregnancy (tp1) samples through oversampling methods including condi-
tional Generative Adversarial Networks (cGAN), conditional Variational Autoen-
coders (cVAE), Gaussian Mixture Models (GMM), Kernel Density Estimation (KDE),
and Dirichlet-based approaches. These methods utilize depression labels from the
6th postpartum week (tp2), either alone or in combination with microbiome pro-
file data, to create biologically plausible synthetic antenatal samples. The generated
data are subsequently incorporated into the original dataset to enhance both its
representational diversity and statistical robustness.

When dealing with microbiome data with complex properties like composition-
ality, sparsity, and high dimensionality, different preprocessing strategies can signi-
ficantly impact model learning outcomes. Our methodology systematically evaluates
how each processing step affects classification performance, particularly forminority
class samples.

Due to the small size of the dataset, we adopt the five-fold cross-validation
method to divide the dataset into a training set and a test set at a ratio of 4:1. In
each fold, feature selection is performed using the training set data to screen out the
subset of features that are most relevant to the target variables. Subsequently, these
selected features are applied to the training set, and a suitable generative model is
used to generate new artificial samples for the minority class samples to balance the
class distribution of the dataset.

The final model is constructed using preprocessed and augmented datasets to
systematically assess the impact of synthetic data generation and feature selection
on predictive performance. This approach serves two main purposes. First, it re-
duces bias due to class imbalance through data enhancement techniques. Second,
it develops machine learning applications designed specifically for analyzing gut
microbiome data.

3.5.1 Data Preprocessing

First, data with the ReadNumbers less than 500,000 were marked as missing
values to avoid the interference of samples with low complexity and low coverage on
the accuracy of subsequent analysis results. Subsequently, the metadata was merged
with the species data using sample_ID matching, and individuals with non-missing
values of EPDS at tp2, as well as individuals with complete data at all three time
points of tp0, tp1, and tp2, were screened out to form a complete data subset A.
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Given the significant high sparsity of gut microbiome data, we first excluded the
bacteria that were constantly zero across all sample points. In addition, to further
reduce the impact of a high density of zero values on subsequent analyses, such as
the log-ratio transformation (the log-ratio transformation cannot be calculated when
the input value is less than or equal to zero, so a small pseudocount is usually added
to non-negative input data to avoid taking the logarithm of zero values [Costea et al.,
2014]). Therefore, in this study, a zero-value replacement strategy was employed,
in which zero values were replaced with half of the non-zero minimum value. This
treatment helps tomaintain the continuity and stability of the data and avoid analysis
biases caused by an excessive number of zero values.

To comprehensively evaluate the effect of zero-value replacement, not perform-
ing zero-value replacement was set as the baseline, and the effects of the follow-
ing three zero-value replacement methods were compared: row-wise replacement,
column-wise replacement, and default-value replacement.

Row-wise replacement replaces zero values with half of the non-zero minimum
value in each row,which is suitable for research scenarios where the variation within
samples is of concern, such as comparing the relative abundances of different spe-
cies within the same sample. When each row of data represents an independent
sample and the features between samples are interrelated and need to be considered
as a whole, this method can better retain the internal structural information of the
samples and reduce the impact of variation between samples. However, this method
may lead to inconsistent replacement values between different samples, affecting
the accuracy of cross-sample comparisons to a certain extent. Column-wise replace-
ment replaces zero values with half of the non-zero minimum value in each column,
which is suitable for research focusing on the distribution of species among different
samples. This method maintains the consistency of features across different samples,
facilitating cross-sample comparisons, but may ignore the internal structure of the
samples and affect the analysis of within-sample variation. Default-value replace-
ment replaces zero values with a fixed small value, such as 1e-10, which is suitable
for scenarios where zero values are caused by measurement limitations and the re-
placement value has a small impact on the overall analysis, such as preliminary data
exploration. This method is simple to implement, requiring no complex calculations
or parameter estimations, and can quickly process zero values for further analysis.
However, it ignores the characteristics of the data, and the fixed replacement value
may not reflect the true zero-value data, affecting the accuracy of the analysis.

Since the sum of the original microbial composition data is a proportion of 100%,
to make the data comparable in subsequent analyses, the data was normalized after
zero-value replacement so that the sum of the features of each sample is equal to 1.
This step helps to eliminate the influence of data scale and can improve the stability
and performance of the model.

3.5.2 Feature Extraction

After data preprocessing, the dataset remains high-dimensional,with each sample
having a large number of features. This characteristic can subject downstream ana-
lysis to the "curse of dimensionality": a large number of features increases the com-
putational cost, and relatively few samples weaken the model’s generalization ability
to other datasets [Liu and Bellet, 2019]. Therefore, it is necessary to reduce the di-
mensionality of the dataset by constructing a compressed representation of the input
features.
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For the BASIC dataset, principal component analysis (PCA) [Pearson, 1901], prin-
cipal coordinate analysis (PCoA) [Gower, 1966], distance-based redundancy analysis
(dbRDA) [Anderson, 2001], Lasso regularization [Tibshirani, 1996], hierarchical or-
dering [Ward, 1963], and analysis of variance (ANOVA) [St et al., 1989] were em-
ployed as means of dimensionality reduction [Kimmel et al., 2025; Shternshis et al.,
2025]. Shternshis et al.’s research shows that ANOVA is one of the most effective
feature extraction methods. It can screen out features that are significantly different
between different groups, thereby reducing the data dimensionality and improving
the interpretability of the model.

To reduce the data dimensionality and improve the computational efficiency and
generalization ability of the model, we used ANOVA to perform feature selection
on the data at tp0 and tp1 respectively. Then, we combined the features selected
from the two time points and selected the top-scoring features as the final feature
subset. The remaining species were combined into a feature named "other bacteria"
to maintain the compositional nature of the data. This feature selection method
can effectively screen out features highly correlated with the target variable and
significantly reduce the data dimensionality. However, correspondingly, combining
the remaining species may lead to the loss of potentially important information.

3.5.3 Data Transformation

In consideration of the compositional nature of the data, the sum of its compon-
ents is constrained to 1, conforming to a simplex distribution. This characteristic
differentiates it from data in Euclidean space, rendering many conventional standard
analysis methods inapplicable. Currently, the academic community has developed
a series of specialized statistical approaches tailored to the processing of such data.
These include log-ratio transformation [Aitchison, 1982], staying-in-the-simplex ap-
proach [Mateu-Figueras et al., 2011], and the calculation of compositional ratios
[Greenacre, 2017]. Among these, transformation - based methods are most preval-
ently utilized,with the centered log-ratio (CLR) and the additive log-ratio (ALR) being
prominent representatives. When analyzing microbiome data associated with dis-
eases, the CLR transformation can optimize data processing, enhance principal com-
ponent analysis, and contribute to the exploration of potential associations between
the microbiome and diseases [Faith, 2015].

Nonetheless, certain research has indicated that while microbiome data trans-
formation can have a significant impact on feature selection, its influence on classific-
ation accuracy is relatively limited [Karwowska et al., 2025]. Moreover, its application
in machine learning tasks remains to be thoroughly investigated. Karwowska et al.
conducted an analysis of over 8,500 samples derived from 24 shotgun metagenomic
datasets. The findings demonstrated the feasibility of classifying healthy and dis-
eased individuals using microbiome data, and revealed that the classification results
exhibit a relatively low degree of dependence on the selection of algorithms or data
transformations.

In the present study, we will employ data transformation methods in two distinct
stages: prior to and subsequent to feature extraction. We will conduct a comparison
of the effects of several transformation methods, namely CLR, ALR, Isometric log-
ratio (ILR), and Pivot log-ratio (PLR). Additionally, we will establish a baseline by not
performing any log-ratio transformation. Through this approach, we aim to compre-
hensively assess the impact of different transformation methods on the outcomes of
data analysis.
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3.5.3.1 Centered Log-ratio (CLR)

This study uses the skbio.stats.composition.clr function in the scikit-bio lib-
rary to perform the centered log-ratio transformation. This function addresses the
constraints of compositional data by normalizing each component relative to the
geometric mean of all components. For a given sample vector x, the i-th coordinate
of its CLR transformation, CLR(x)i, satisfies the following formula:

CLR(x)i = log
xi

g(x)
,

where g(x) =
(∏D

j=1 xj

)1/D
is the geometric mean of all components in the

vector x.
The normalization by the geometric mean ensures scale-invariance. However, it

requires that the input values must be strictly positive. In practical operations, the
data can first be grouped by time points, and then the clr function is applied to each
group of data for CLR transformation to obtain the transformed data.

3.5.3.2 Additive Log-ratio (ALR)

The additive log-ratio transformation converts data from the Aitchison simplex
space with D parts into a non-isometric real-space of D - 1 dimensions. In this
study, the skbio.stats.composition.alr function in the scikit-bio library is used to
implement the additive log-ratio transformation. The parameter denominator_col in
this function is used to define the index of the column that serves as the common
denominator. Usually, the first component is chosen as the reference component for
normalization.

For a given sample vector x, the i-th coordinate of its ALR transformation,
ALR(x)i, satisfies the following formula:

ALR(x)i = log
xi
xD

, i = 1, ..., D − 1

where xD is the selected reference component.
Although the ALR transformation is computationally simple, the selection of the

reference component introduces asymmetry. The resulting D - 1 coordinates may
exhibit a correlation structure that depends on the choice of the reference component.
In practical operations, the data can first be grouped according to time points, and
then the alr function can be applied to each group of data for ALR transformation,
so as to obtain the transformed data.

3.5.3.3 Isometric Log-ratio (ILR)

The study also utilizes the skbio.stats.composition.ilr function in the scikit-
bio library to perform isometric log-ratio transformation [Egozcue et al., 2003]. This
function constructs a new coordinate system through sequential binary partitioning.
For a given sample vector x, the k-th coordinate of its ILR transformation, ILR(x)k,
satisfies the formula:

ILR(x)k =

√
rksk

rk + sk
log

g(x
(k)
+ )

g(x
(k)
− )

,
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where rk and sk are the number of components in the numerator group and de-
nominator group of the k-th partition respectively, x(k)

+ and x(k)
− are the sub-vectors

obtained from the corresponding partition, and g(·) is the geometric mean function.
In the context of the microbiome, the phylogenetic tree is an ideal basis for

sequential binary partitioning. After this transformation, the originalD-dimensional
simplex space data is converted into (D−1)-dimensional real-space data. In practical
operations, the data can first be grouped by time points, and then the ilr function is
applied to each group of data for ILR transformation to obtain the transformed data.

3.5.3.4 Pivot Log-ratio (PLR)

In the field of compositional data analysis, Pivot Log Ratio was proposed to
address the drawbacks of traditional compositional data processing methods, which
is the connection with the individual parts is easily lost [Fišerová and Hron, 2011].
PLR is a special type of balance coordinate. The relative information of a certain
part in the composition is contained in one of the coordinates, which is composed
of the balance relationship between this part and the remaining parts. However, in
fields where it is customary to use one component as a reference to normalize other
components, PLR may not be very applicable because it will generate D − 1 non-
orthogonal log-ratio coordinates, known as alr coordinates. These alr coordinates
are oblique with respect to the Aitchison geometry. The formula for calculating alr
coordinates is:

ALR(x)i = ln
xi
xD

, i = 1, · · · , D − 1

where xD is the selected reference component.
In practical applications, the calculation process of PLR is based on hierarchical

clustering, and the clustering index adopts the Ward method, that is, minimizing the
within-cluster variance.

First, the first feature is set as the geometric mean of the data set:

g(X) = exp

(
1

n

n∑
i=1

ln(xi)

)
where n is the number of samples and xi is the value of the i-th sample.

Subsequent features are the ratios of the geometric means of the left and right
subtrees at each node of the hierarchical clustering tree. Suppose the sample set of
the left subtree at a certain node is L and the sample set of the right subtree is R,
then the PLR feature value corresponding to this node is:

PLR =
g(L)

g(R)

g(L) = exp

(
1

|L|
∑
x∈L

ln(x)

)

g(R) = exp

(
1

|R|
∑
x∈R

ln(x)

)
where |L| and |R| are the number of samples in the left and right subtrees, re-

spectively.
By iterating through the nodes in the tree, for the left and right subtrees divided

at the current node each time, the geometric means of the elements in the subtrees
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are calculated respectively, and then their ratios are obtained as new features. This
approach preserves the information content of the original data set without increas-
ing the data dimension, and can also clearly identify the specific bacterial clusters
used to calculate each feature, which is helpful for understanding the relationships
between different parts in data sets such as microbial communities.

3.5.4 Oversampling

In the research of analyzing microbial composition data for disease prediction,
the dataset we used has a relatively prominent class imbalance problem. The number
of samples in the minority class is significantly less than that in the majority class
[Johnson and Khoshgoftaar, 2019]. This imbalance poses a great challenge during
the model training process. Since the majority class samples dominate, the model
tends to over - focus on them during learning, making it difficult to fully learn the
distribution characteristics of the minority class samples [He and Garcia, 2009].

When using microbial data to predict postpartum depression, the scarcity of
diseased samples makes it difficult for the model to accurately capture the micro-
bial feature patterns related to the disease. This leads to a significant reduction in
the ability to identify the diseased condition in subsequent predictions. In the case
of insufficient sample size, undersampling approaches that systematically reduce
majority class instances to balance the dataset [Kubat et al., 1997] would further
reduce the sample size and lose key information, making oversampling the preferred
alternative in such scenarios.

Common oversampling methods can be classified into several categories. Firstly,
traditional oversampling techniques include random oversampling, the Synthetic
Minority Over-sampling Technique (SMOTE) [Chawla et al., 2002], and Adaptive
Synthetic Sampling (ADASYN) [He et al., 2008]. SMOTE alleviates the class imbal-
ance problem by generating synthetic samples among minority class samples. Spe-
cifically, it creates new samples by interpolating between existing minority class
samples. On the other hand, ADASYN adaptively generates new samples based on
the distribution density of minority class samples, with a focus on samples that are
difficult to classify. It assigns higher weights to samples in sparser regions of the
minority class distribution to generate more representative synthetic samples.

Secondly, generative models are also common methods for synthesizing the
minority class. By learning the distribution of the overall samples, new minority
class samples are synthesized under the guidance of existing minority class samples.
The Conditional Generative Adversarial Network (cGAN) [Mirza andOsindero, 2014]
is one of the most common examples. cGAN learns the distribution of minority class
samples through the adversarial training of its generator and discriminator. The gen-
erator aims to produce realistic samples that can deceive the discriminator, while
the discriminator tries to distinguish between real samples and generated samples.
Through this adversarial process, cGAN is able to generate new samples that conform
to the distribution of the minority class.

The Conditional Variational Autoencoder (cVAE) [Sohn et al., 2015] is also a
commonly used generative model. cVAE generates samples of a specific distribution
by incorporating conditional information. It encodes the input data together with the
conditional information into a latent space distribution and then decodes samples
from this latent space, effectively generating new data points that meet the given
conditions.

Gaussian Mixture Models (GMM) [Reynolds, 2009], although also a type of gener-
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ative model, have a different approach compared to deep learning-based generative
models such as cGAN and cVAE. GMM generate new samples by fitting the Gaussian
distribution of minority class samples. They assume that the data is a mixture of mul-
tiple Gaussian distributions and estimate the parameters of these distributions, such
as the mean, covariance, and weight, and then generate new samples by sampling
from these estimated Gaussian distributions.

At the statistical level, Kernel Density Estimation (KDE) [Scott, 2015] and the
combination of the Dirichlet distribution and Bayesian inference [Ferguson, 1973;
Gelman et al., 2013] are also viable oversampling options. KDE uses kernel functions
to estimate the data distribution. It assigns a kernel function to each data point and
sums them up to approximate the probability density function of the data, and then
generates new samples by sampling from this estimated distribution. The Dirichlet
distribution is often used for modeling compositional data. When combined with
Bayesian inference, it can update the posterior distribution according to the prior
distribution and observed data, adjust its parameters accordingly, and generate new
samples by sampling under different conditions.

Therefore, in this study, oversampling methods such as SMOTE, GMM, cGAN,
cVAE, KDE, and the combination of the Dirichlet distribution and Bayesian inference
were selected. By learning the distribution characteristics of minority class samples,
new samples were generated to improve the model’s ability to identify minority
classes and optimize the model’s performance when dealing with class-imbalanced
data.

3.5.4.1 Conditional Generative Adversarial Network (cGAN)

The Conditional Generative Adversarial Network (cGAN) is an extension of the
Generative Adversarial Network (GAN) [Goodfellow et al., 2014]. Its core idea is to
control the output of the generator by introducing conditional information, such as
class labels, time points, or additional data. In this study, a cGAN model is designed
for microbiome data containing time points, and the impact of different conditional
information on the quality of generated samples is explored. Figure 3.2 shows the
overall architecture of the cGAN.

Figure 3.2: The Overall Architecture of cGAN

The cGAN consists of two main components: a generator and a discriminator.
The goal of the generator is to generate realistic samples xfake from random noise z
and conditional information c. Its mathematical expression is:

xfake = G(z, c),
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where z is random noise sampled from a prior distribution to introduce diversity to
the generated samples, c = (xt2 , y) is the conditional information, which includes
time point tp2 data and class labels, andG is the neural network of the generator. The
input to the generator combines the random noise z and the conditional information
c:

Inputgenerator = z ⊕ c.

The output of the generator is the generated fake samplexfake,whose shape is defined
by output_shape.

The goal of the discriminator is to distinguish between real samples xreal and
fake samples xfake generated by the generator. Its mathematical expression is:

D(x, c) =

{
1, if x is a real sample,
0, if x is a generated sample,

where x is the input sample, c is the conditional information, and D is the neural
network of the discriminator. The input to the discriminator combines the sample
data x and the conditional information c:

Inputdiscriminator = x⊕ c.

The output of the discriminator is a scalar value representing the probability that
the sample is real.

Based on the data composition of the study, the conditions of the generative
adversarial network model can be flexibly designed. It is possible to choose whether
to introduce time points as conditional information or additional data as conditional
information. Formicrobiome data containing time points, time point information can
be introduced into the model through one-hot encoding or other encoding methods
to enhance the temporal correlation of the generated samples. Additional data such
as xt2 can provide additional contextual information, helping the generator generate
samples that better conform to the distribution of real data. If additional data such as
xt2 is not introduced, the generator relies solely on class labels to generate samples.
Although this method is simple, the quality of the generated samples may be poor
when dealing with complex data.

The training process of the cGAN is a minimax game, and its objective function
is:

min
G

max
D

V (D,G) = Ex∼pdata(x)[logD(x, c)] + Ez∼pz(z)[log(1−D(G(z, c), c))],

where pdata(x) is the distribution of the real data, and pz(z) is the distribution of
the random noise. During the training process, the generator and the discriminator
are optimized alternately. The goal of the discriminator is to maximize its ability
to distinguish between real and generated samples, to minimize the following loss
function:

LD = −Ex∼pdata(x)[logD(x, c)]− Ez∼pz(z)[log(1−D(G(z, c), c))].

The goal of the generator is to generate fake samples that can deceive the discrimin-
ator, to minimize the following loss function:

LG = −Ez∼pz(z)[logD(G(z, c), c)].

After training, the generator can generate new samples based on the conditional
information. By introducing class labels, time point information, and additional data,
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the generator can generate samples that conform to the distribution of the minority
class, thereby effectively alleviating the class imbalance problem. The process of
generating new samples can be expressed as:

Xnew = G(z, c),

where Xnew = [xt0,new,xt1,new] are the newly generated samples at time points t0
and t1, respectively.

3.5.4.2 Conditional Variational Autoencoders (cVAE)

Conditional Variational Autoencoder (cVAE) is a generative model that combines
variational inference and autoencoder. Different from the traditional Variational Au-
toencoder (VAE) [Kingma and Welling, 2014], cVAE introduces conditional informa-
tion in the encoding and decoding processes, enabling it to generate more targeted
samples. Figure 3.3 shows the overall architecture of the cVAE.

Figure 3.3: The Overall Architecture of cVAE

The architecture of cVAE consists of two parts: the encoder and the decoder. Let
X = [xt0 ,xt1 ] denote the concatenation of features from time points t0 and t1. The
encoder maps the concatenation of the input data X and conditional information
c to the latent space, and outputs the mean µ and log variance log σ2 of the latent
variable z. The decoder samples the latent variable z from the latent space and
reconstructs the data X̂ = [x̂t0 , x̂t1 ] in combinationwith the conditional information.
Mathematically, the processes of the encoder and decoder can be expressed as:

µ, log σ2 = Encoder(X, c),

X̂ = Decoder(z, c).
where the latent variable z is sampled from the distribution N (µ, σ2) through the
reparameterization trick:

z = µ+ ϵ · σ, ϵ ∼ N (0, 1).

The loss function of cVAE includes two parts: the reconstruction loss and the KL
divergence. The reconstruction loss measures the difference between the generated
data X̂ and the original data X, and is usually calculated using the Mean Squared
Error (MSE):

Lrecon = MSE(X, X̂).

TheKL divergence is used tomeasure the difference between the distribution q(z|X, c)
of the latent variable output by the encoder and the prior distribution p(z):

LKL = KL(q(z|X, c) ∥ p(z)).
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The total loss function is the weighted sum of the two:

L = Lrecon + LKL.

In the implementation of this study, basic conditional information c = (xt2 , y)
includes time point tp2 data and class labels. These conditional inputs are concaten-
ated with the input dataX to form the encoder input:

Ienc =

[
X
c

]
.

The encoder outputs the mean µ and log variance log σ2 of the latent variable z:

µ, log σ2 = Encoder(Ienc).

Similarly, the decoder input is formed by concatenating the latent variable z with
the conditional information:

Idec =

[
z
c

]
,

and the decoder outputs the reconstructed data:

X̂ = Decoder(Idec).

During training, the model parameters are optimized by minimizing the total
loss L, which is the sum of the reconstruction loss and the KL divergence:

minL = Lrecon + LKL.

This optimization process adjusts the model parameters to ensure accurate recon-
struction of the input data while maintaining a latent space that follows the prior
distribution.

When generating new samples, the latent variable z is sampled from the standard
normal distribution N (0, 1), and combined with the conditional information c to
form the decoder input:

Xnew = Decoder(z, c),

whereXnew = [xt0,new,xt1,new]. This approach allows cVAE to generate samples that
conform to specific class and time point tp2 data distributions, effectively addressing
class imbalance issues.

3.5.4.3 Conditional Gaussian Mixture Models (cGMM)

Gaussian Mixture Models (GMM) are generative models based on probability
distributions, which are capable of modeling complex distributions of data. Mathem-
atically, the modeling process of GMM can be expressed as:

p(x) =

K∑
k=1

πkN (x|µk,Σk)

where x is the feature vector. In global modeling, it is the concatenation of features
from all time points, whereas in local modeling, it is the feature from a single time
point.K is the number of components in the GMM,πk is the mixing coefficient of the
k-th Gaussian distribution, andµk andΣk are the mean and covariance matrix of the
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k-th Gaussian distribution, respectively. When generating new samples, sampling
is performed from the GMM:

xnew ∼ p(x)

However, standard GMM cannot directly incorporate conditional information
into the generation process. To address this issue, the conditional Gaussian Mix-
ture Model (cGMM) allows model parameters to depend on conditional variables.
In cGMM, the probability distribution is represented as a conditional probability
distribution:

p(x|c) =
K∑
k=1

πk(c)N (x|µk(c),Σk(c))

where c = (xt2 , y) is the conditional variable containing time point tp2 data and
class label, πk(c),µk(c), andΣk(c) are the mixing coefficient, mean, and covariance
matrix dependent on the conditional variable, respectively. These parameters are
typically parameterized as functions of the conditional variable:

πk(c) =
exp(wT

k c)∑K
j=1 exp(w

T
j c)

µk(c) = Akc+ bk

Σk(c) = Lk(c)Lk(c)
T + ϵI

Here, wk, Ak, and bk are learnable model parameters. To ensure the positive-
definiteness of Σk(c), it is parameterized using the Cholesky decomposition, with
Lk(c) being a lower triangular matrix and ϵI a regularization term. The Cholesky
factor is generated as:

vec(Lk(c)) = W
(L)
k c+ b

(L)
k

where W(L)
k ∈ Rm×dc maps the conditional variable c ∈ Rdc to a vectorized

lower triangular matrix, withm = dx(dx + 1)/2 being the number of independent
elements in Lk(c) for feature dimension dx. b(L)

k ∈ Rm is a bias term. The vec(·)
operator vectorizes the lower triangular portion, including the diagonal.

In this study, the data from time point tp2 and class labels can be used as condi-
tional variables, while data from time points t0 and t1 (denoted asX = [xt0 ,xt1 ]) can
serve as the generation target. This way, cGMM can learn the dependencies between
different class labels and microbiome composition, considering these relationships
when generating new samples. Specifically, the model is represented as:

p(X|c) =
K∑
k=1

πk(c)N (X|µk(c),Σk(c))

When generating minority class samples, the class label y in the conditional
variable can be fixed to the minority class, and then sampled from the conditional
distribution:

Xnew ∼ p(X|c)

whereXnew = [xt0,new,xt1,new] and c = (xt2 , y = minority).
Compared to traditional GMM, cGMM provides a more flexible framework that

can directly model conditional relationships without needing to add conditional vari-
ables as additional features to the input. This enables the model to more accurately
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capture the influence of conditional variables on data distribution, thereby generat-
ing samples that better conform to the actual distribution.

3.5.4.4 Conditional Kernel Density Estimation (cKDE)

Kernel Density Estimation (KDE) is a non-parametric probability density estim-
ation method that enables the estimation of a data’s probability density function
from a limited number of samples. Unlike parametric approaches, KDE does not
require assumptions about the data distribution. Instead, it smooths each data point
through a kernel function to approximate the overall probability density. Given a set
of independent and identically distributed samples {x1,x2, . . . ,xn}, KDE estimates
the probability density function f̂(x) using a kernel function K and a bandwidth
parameter h, expressed as:

f̂(x) =
1

nh

n∑
i=1

K

(
x− xi

h

)
,

where K is the kernel function and h is the bandwidth parameter. Intuitively,
the value of f(x) is estimated as the average distance from x to the sample points xi,
computed via the kernel function K(t) [Kamalov, 2020]. The multivariate Gaussian
kernel with adaptive bandwidth:

K(t) = (2π)−d/2 exp

(
−1

2
tTH−1t

)
whereH is the bandwidth matrix, typically chosen via Silverman’s rule:

H = α · n−1/(d+4) · diag(σ2
1, ..., σ

2
d)

To incorporate conditioning,we estimate the conditional density using similarity-
based weighting. For each sample, the weight with respect to the condition c is
computed via Mahalanobis distance:

wi(c) ∝ exp

(
−1

2
(c− ci)

⊤Σ−1
c (c− ci)

)
where Σc is the empirical covariance of the conditioning variables.
While traditional KDE is primarily applied to univariate or multivariate density

estimation, our research extends this approach to conditional KDE for generating
feature variable X = [xt0 ,xt1 ] conditioned on c = (xt2 , y), which includes time
point tp2 data and class label.

First, the joint distribution p(X, c) is estimated using samples from all classes
to capture the global dependencies between the conditional variable c and features
X. For generating new samples of the minority class, a localized density estimation
is achieved through conditional weighting. Specifically, given a target condition c,
weights for minority class samples are computed as:

wi =
1√
2πhC

exp

(
−∥c− ci∥2

2h2C

)
,

where hC , the bandwidth for the conditional variable, is determined by Silverman’s
rule [Silverman, 2018]:

hC = n− 1
5 · σC · α,
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with σC being the standard deviation of c and α a tunable bandwidth factor with
default α = 1. The weights wi reflect the similarity between ci and the target
condition c, which are normalized to form a probability distribution.

New samples are generated by weighted resampling of minority class instances
based on wi, followed by perturbation with multivariate Gaussian noise. The noise
covariance matrix HX is derived from the multivariate Silverman’s rule:

HX = n− 1
d+4 · ΣX · α,

where ΣX is the feature covariance matrix and d is the feature dimensionality.
The generated sample is then Xnew = Xj + ϵ, where Xj = [xt0,j ,xt1,j ] and
ϵ ∼ N (0, HX). This process, through Gaussian kernel perturbation, preserves the
original data distribution characteristics while introducing controlled randomness.

In the implementation, the features X and the conditional variable c need to be
normalized separately to eliminate the magnitude differences. Although the genera-
tion process is only for a small number of class samples, the joint distribution mod-
eling utilizes the full class of data, thus improving the robustness of the estimation
of the conditional weights. The bandwidth factor α serves as a hyperparameter that
allows the smoothing of the generated samples to be adjusted, so that the generated
samples converge more closely to the global distribution when α > 1, while local
details are preserved when α < 1. Compared with the traditional KDE, this method
avoids the limitation of the assumption of independent homogeneous distribution
by explicitly introducing the weighting mechanism of the conditioning variable c,
and the generated samples are statistically consistent with the conditioning variable.

3.5.4.5 Conditional Dirichlet Distribution with Bayesian Inference (cD-B)

The Dirichlet Distribution is a continuous multivariate probability distribution,
typically used to represent the probability distributions of multiple mutually exclus-
ive events. While standard Dirichlet models are effective for compositional data, they
do not naturally account for conditional relationships. To address this limitation, a
Conditional Dirichlet approach is implemented.

The traditional Dirichlet distribution is defined as follows: if the random variable
x = (x1, x2, . . . , xK) satisfies xi ≥ 0 and

∑K
i=1 xi = 1, then x follows a Dirichlet

distribution with parameters α = (α1, α2, . . . , αK), denoted as:

x ∼ Dirichlet(α).

Its probability density function (PDF) is:

f(x;α) =
Γ
(∑K

i=1 αi

)
∏K

i=1 Γ(αi)

K∏
i=1

xαi−1
i ,

where Γ(·) is the gamma function.
In the conditional setting, this approach is modified to make the concentration

parameters α dependent on conditioning variables c. The conditional model can be
expressed as:

x|c ∼ Dirichlet(α(c)),

where α(c) = (α1(c), α2(c), . . . , αK(c)) are functions of the conditional variables.
For time-series microbiome data, the relationship between time points and class

labels is specifically modeled. Let X = [xt0 ,xt1 ] represent data at time points t0
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and t1. If X is conditioned on time point tp2 data xt2 and class label y, the model
becomes:

X|c ∼ Dirichlet(α(c)),

where c = (xt2 , y).
The key innovation lies in howα(c) is parameterized. A nearest-neighborweight-

ing approach is implemented where each concentration parameter αj is calculated
as:

αj(c) =
aposterior
bposterior

·Rj(y),

where:

aposterior = aprior +
n∑

i=1

wi · xij

bposterior = bprior +
n∑

i=1

wi · log(xij)

The weights wi are determined by the similarity between the condition c and
training examples, computed as:

wi ∝
1

d(ci, c)
,

where d(·, ·) represents a distance function.
The term Rj(y) is a class-specific adjustment ratio that enhances the distinctive

features of the minority class:

Rj(y) =
x̄j,minority
x̄j,majority

,

where x̄j,minority and x̄j,majority are the weighted means of feature j for minority and
majority classes, respectively.

When generating new samples for the minority class, conditions c are selec-
ted from existing minority class samples, the condition-dependent concentration
parameters α(c) are computed, and sampled from the resulting conditional Dirich-
let distribution: Xnew ∼ Dirichlet(α(c)) where Xnew = [xt0,new,xt1,new] and c =
(xt2 , y = minority). This approach leverages the conjugacy property of the Di-
richlet distribution in a conditional framework, effectively modeling the relationship
between time points while maintaining class-specific characteristics. The conditional
Dirichlet method produces samples that not only preserve the compositional nature
of microbiome data but also reflect the temporal dependencies and class distinctions
present in the original dataset.

3.5.5 Classification Models

Formicrobial composition data, three classicalmachine learningmethods,namely
linear regression, Random Forest (RF), and Support Vector Machine (SVM), have
shown good performance in classification and prediction [Hernández Medina et al.,
2022]. Random Forest [Breiman, 2001] is a classifier that contains multiple decision
trees. It aggregates a large number of classification and regression trees to improve
the prediction accuracy of the model. Not only can it effectively prevent overfitting,
but it also has a high tolerance for outliers and noise. A large number of studies have
shown that the Random Forest algorithm has achieved excellent application results
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in the research of microbial composition data in different fields [Chang et al., 2017;
Kosciolek et al., 2021; Moitinho-Silva et al., 2017].

Some studies have indicated that linear regression models, such as the Least
Absolute Shrinkage and Selection Operator (LASSO) or Elastic Net logistic regression,
allow formodel introspection. Therefore, it is easy to extract microbiome biomarkers,
and their weights in the model can be directly quantified through the coefficient
values. The final prediction results are comparable to those of other methods such as
RF [Wirbel et al., 2021]. However, in practical applications, using linear regression,
which is strictly based on the assumption of linear relationships, as the base classifier
will be overly simplistic and limited, especially when dealing with such complex
microbiome data.

Support Vector Machine (SVM) [Cortes and Vapnik, 1995] is a binary classific-
ation algorithm. It achieves classification by finding the optimal separating hyper-
plane to separate data points of different classes. SVM can handle high-dimensional
data and performs well for linearly separable data. However, for non-linear data,
SVM needs to introduce kernel functions, which increases the complexity and com-
putational cost of the algorithm. This method has been abandoned in recent studies
and is only used for benchmark testing [Hernández Medina et al., 2022].

In prediction tasks, when the amount of data is sufficient, deep learning often
outperforms traditional machine learning algorithms, and this is also the case in this
field. Convolutional Neural Network (CNN) has a powerful ability to summarize local
structures and can efficiently process data containing spatial information. Recurrent
Neural Network (RNN), on the other hand, can explore the sequences and historical
patterns in the time-series data of the microbiome, enabling accurate prediction
of time-dependent and dynamic patterns. However, due to the problem of limited
data volume faced by this study and the need for model interpretability, traditional
machine learning methods are more suitable.

In this study, the Random Forest was selected as the base classifier to compare
whether there is an improvement in the classification of the dataset before and after
preprocessing and oversampling. It grows multiple trees from randomly sampled
subsets of features and combines multiple decision trees to improve the perform-
ance and stability of the model, and its performance is better than that of a single
tree. During the training process, the stratified 5-fold cross-validation method was
used to divide the dataset into a training set and a validation set, ensuring that the
ratio of y=1 and y=-1 samples in each fold is similar to that in the original dataset.
Additionally, to ensure the robustness of our results, multiple model iterations were
performed with different random seeds for each fold, and the performance metrics
were averaged across all iterations. This comprehensive evaluation approach helps
to mitigate the impact of random variations and provides more reliable estimates of
model performance.
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Chapter 4

Result

The study starts with the complete dataset A in Table 3.2. Firstly, the classical
GMM is chosen as the basic oversampling method, this is because preliminary ex-
periments show that the prediction sensitivity is always zero without any data pro-
cessing or oversampling, indicating that the model is unable to learn and classify a
few categories of samples efficiently.The GMM is chosen because it is both simple
and computationally efficient, and it can be run quickly on high-dimensional datasets
without the need for prior feature selection. In contrast, other conditional generation
methods tend to run overtime when dealing with high-dimensional data, making it
difficult to complete the modelling and prediction tasks in a limited amount of time.

The first step is zero-value replacement. Using GMM as the base for over-
sampling, no feature selection or data transformation is applied to compare the
effects of zero-value replacement. Table 4.1 shows the differences between no zero-
value replacement, replacing zeros with a default value of 1e-10, replacing zeros with
half the minimum value of each row, and replacing zeros with half the minimum
value of each column. Among these, default value replacement and column-based re-
placement do not positively impact the prediction performance for minority samples
and even reduce the performance for majority class samples. In contrast, row-based
replacement slightly improves the oversampling effect for minority class samples.

Table 4.1: Comparison of Zero-value Replacement Methods

Metric Zero-value Replacement
Non Default Row Column

BA 0.5000 0.4914 0.4990 0.4829
Sensitivity 0 0 0.0667 0
"BA" in Metric refers to balanced accuracy. "Non" in Zero-value
Replacement means no processing, "Default" means using the
default value to replace all zero values in the dataset, and "Row"
and "Column" mean replacing rows and columns with half of
their smallest values, respectively.

Subsequent validation confirms that, under consistent feature selection and data
transformation methods, row-based zero-value replacement consistently outper-
forms the other two methods. Zero-value replacement is necessary because non-
positive values in the dataset can prevent certain oversampling methods and data
transformations from being applied. Therefore, this study adopts row-based zero-
value replacement for subsequent steps.
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The second step is feature selection. GMM-based oversampling and row-
based zero value replacement are conducted without data transformation to compare
the effects of different feature selection methods. Since the introduction of feature
selection at this stage achieves dimensionality reduction, cGMM, a conditional gen-
eration method, can be chosen at this point as the oversampling method to compare
the two feature selection strategies.

Table 4.2 shows the comparison results of three approaches: a baseline without
feature selection, feature selection based on data and labels from tp0 and tp1 (Method
I), and feature selection based on data from tp0 and tp1 combinedwith labels from tp2
(Method II). At each time point, the ratio of between-group variance to within-group
variance F-value is calculated for each feature, and the four features with the highest
F-values are selected. Subsequently, the features filtered from each time point are
merged, with the final feature set consisting of these merged features and an "other"
category.

Table 4.2: Comparison of Feature Selection Methods

Metric GMM cGMM
Non I II I II

BA 0.4990 0.5290 0.5181 0.5543 0.5514
Sensitivity 0.0667 0.1867 0.1333 0.2400 0.2000
"Non" means no feature selection, "I" means extracting features using the
data and labels from tp0 and tp1, "II" means extracting features using the
data from tp0 and tp1 and the labels from tp2.

As shown in the table, using Method I for feature selection, which utilizes data
and labels from tp0 and tp1, yields better results across both oversampling tech-
niques. With GMM, Method I achieves a sensitivity of 0.19 and a balanced accuracy
of 0.53, outperformingMethod II. With cGMM, the improvement is more pronounced,
where Method I reaches a sensitivity of 0.24 and a balanced accuracy of 0.55. Both
feature selection methods perform better than the baseline approach without feature
selection.

Table 4.3: Top Features Ranked by Selection Frequency

Feature (Selection Rate %) Feature (Selection Rate %)

Allisonella_histaminiformans (100%) Streptococcus_vestibularis (20%)
Enterococcus_faecalis (100%) Pseudoflavonifractor_sp_An184 (20%)
Butyricimonas_synergistica (80%) Clostridium_perfringens (20%)
Roseburia_sp_CAG_303 (60%) Sellimonas_intestinalis (20%)
Faecalitalea_cylindroides (60%) Bifidobacterium_animalis (20%)
Enterococcus_faecium (60%) Megamonas_funiformis_CAG_377 (20%)
Lactococcus_lactis (40%) Denitrobacterium_detoxificans (20%)
Streptococcus_sp_F0442 (20%) Blautia_producta (20%)
Coprococcus_eutactus (20%) Aeriscardovia_aeriphila (20%)
Bacteroides_sp_CAG_443 (20%)

Table 4.3 highlights the key microbial species identified through the feature se-
lection process. The selection rate indicates how frequently each species was chosen
across all 30 experimental iterations, combining 6 oversampling methods with 5-fold
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cross-validation. Species are listed in descending order of importance, from highest
to lowest selection rate. Notably, certain species like Allisonella_histaminiformans
and Enterococcus_faecalis were selected in every single experiment, suggesting their
strong potential as biomarkers.

Table 4.4: Comparison of Feature Selection Methods With Different Oversampling
Methods

Method Metric Oversampling Method
cGAN cVAE cGMM cKDE cD-B SMOTE

I BA 0.5514 0.5448 0.5624 0.5614 0.5762 0.5810
Sensitivity 0.2000 0.2267 0.2533 0.2800 0.2667 0.3133

II BA 0.5343 0.5081 0.5376 0.4881 0.5552 0.5364
Sensitivity 0.1600 0.0933 0.1867 0.1333 0.2133 0.2200

"cD-B" in the Oversampling Method is the conditional Dirichlet distribution with Bayesian
inference.

Further comparative analysis across multiple oversampling methods confirms
that Method I consistently outperforms Method II, as shown in Table 4.4. This table
demonstrates that regardless of which oversampling technique is employed, Method
I consistently achieves higher balanced accuracy and sensitivity scores. The perform-
ance advantage of Method I is particularly notable with SMOTE, which achieved the
highest overall metrics with a balanced accuracy of 0.58 and sensitivity of 0.31.

Table 4.5: Comparison of Data Transformation Methods

Position Metric Data Transformation
CLR PLR ALR ILR

Before BA 0.4671 0.5176 0.5171 0.5662
Sensitivity 0.1200 0.1867 0.2400 0.3067

After BA 0.6662 0.5343 0.6105 0.5124
Sensitivity 0.6267 0.2000 0.3067 0.2133

The third step is data transformation. Table 4.5 shows the effect of the ex-
periments based on cGMM as the oversampling method when the four data trans-
formations CLR, PLR, ALR, ILR are applied before, and after feature selection respect-
ively. Without data transformation, the balanced accuracy after feature selection and
cGMM oversampling is 0.55, with a sensitivity of 0.23. Applying data transforma-
tion before feature selection often negatively impacts the results, reducing the final
prediction sensitivity. However, applying data transformation after feature selection
improves the oversampling effect, particularly with centered log-ratio transforma-
tion, which can substantially improve the balance accuracy and sensitivity to 0.67
and 0.63 compared to other methods.

Throughout the process described above, the number of features k was fixed
at 4 for each time point. To ensure this selection was optimal for the final model,
we conducted additional analysis. Figure 4.1 illustrates the comparison of model
performance when k varies from 1 to 10, using the optimal choices from the first
three steps. The figure shows performance trends across four key metrics: balanced
accuracy, sensitivity, specificity, and AUC. Since this study prioritizes the identifica-
tion of minority class samples, sensitivity is our primary consideration, followed by
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Figure 4.1: Comparison of Different Number of Features

balanced accuracy. At k=4, performance metrics achieve an optimal balance, partic-
ularly sensitivity, which reaches a local maximum of approximately 0.63. This value
represents a significant improvement over k=1 (0.32) and maintains better perform-
ance than most larger feature sets. Although specificity continues to increase with
larger k values, sensitivity begins to decline after k=4, dropping to about 0.40 for k=9
and k=10.

The fourth step is oversampling. Based on the above findings, the study adopts
row-based zero-value replacement, feature selection using the data and labels of the
first two time points, and CLR transformation to map the data to real space. Table
4.6 shows the metrics for different oversampling methods. For consistency, label y
and time point tp2 data are chosen as conditions for all algorithms.

Table 4.6: Comparison of Oversampling Methods

Metric Oversampling Method
cGAN cVAE cGMM cKDE cD-B SMOTE

BA 0.5795 0.5700 0.6414 0.6162 0.6190 0.5914
±0.1299 ±0.1294 ±0.0456 ±0.0783 ±0.1083 ±0.1130

Sensitivity 0.2533 0.2400 0.6000 0.5467 0.3467 0.3800
±0.2713 ±0.2752 ±0.1333 ±0.2647 ±0.2400 ±0.2495

Specificity 0.9057 0.9000 0.6829 0.6857 0.8914 0.8029
±0.0721 ±0.0782 ±0.1526 ±0.1616 ±0.0860 ±0.1191

AUC 0.6552 0.6457 0.6176 0.6362 0.6676 0.6210
±0.1213 ±0.1160 ±0.1226 ±0.1054 ±0.1030 ±0.1007

Each cell represents the performance of an oversampling method on different metrics, with the
mean before the "±" and the standard deviation after "±".

As shown in the table, cGMM demonstrates the strongest performance among
all methods, achieving the highest balanced accuracy of 0.6414 and sensitivity of
0.6000, with a specificity of 0.6829. The sensitivity and specificity values of cGMM
are also the closest among all methods, showing the oversampling successfully bal-
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ances the data as intended. cKDE performs second best with a balanced accuracy of
0.6162, sensitivity of 0.5467 and specificity of 0.6857. In contrast, cGAN and cVAE
show specificity above 0.90, but sensitivity below 0.26, indicating that improving
the recognition ability for minority classes leads to decreased recognition ability for
majority classes.

The cD-B method provides a better balance between sensitivity and specificity,
with a balanced accuracy of 0.6190 and the highest AUC at 0.6676 among all meth-
ods. This indicates good overall discriminative ability across different classification
thresholds. As a baseline method, SMOTE performs reasonably well but is outper-
formed by cGMM, cKDE, and cD-B in terms of balanced accuracy.

Standard deviations reveal that cGMM achieves the most stable balanced accur-
acy at ±0.0456, while cGAN and cVAE show high variability in sensitivity at ±0.2713
and ±0.2752, confirming their inconsistency in minority class detection. Overall, the
conditional generative methods, particularly cGMM, cKDE, and cD-B, demonstrate
superior performance compared to traditional approaches, with each offering differ-
ent trade-offs between sensitivity and specificity.

Since modeling and prediction only require data from the first two time points,
samples with missing gut microbiome data at the last time point can still be included.
The experiment compares the results of training using only the complete dataset A
with those of training using a combination of the complete dataset A and dataset
B, which lacks data at tp2. It is found that once dataset B is introduced—utilizing it
for feature selection and other steps alongside dataset A without using it for over-
sampling—the training performance significantly declines.

Table 4.7: Performance Comparison of Subset A and B

Subset Metric Oversampling Method
cGAN cVAE cGMM cKDE cD-B SMOTE

A BA 0.5795 0.5700 0.6414 0.6162 0.6190 0.5914
Sensitivity 0.2533 0.2400 0.6000 0.5467 0.3467 0.3800

B BA 0.5014 0.5018 0.4941 0.4872 0.5016 0.4951
Sensitivity 0.0200 0.0150 0.0500 0.0350 0.0250 0.0450

Table 4.7 compares the balanced accuracy and sensitivity of the two datasets
under different oversampling methods, ensuring that all other processing steps and
parameters remain consistent except for the datasets used. It can be observed that
when dataset A is combined with dataset B, the prediction performance for minority
class samples is nearly zero, with sensitivity values ranging from 0.0150 to 0.0500
across all methods. The balanced accuracy also drops substantially to approxim-
ately 0.50 for all methods, indicating performance no better than random chance. In
contrast, when only the complete dataset A is used, various oversampling methods
perform excellently, with even the worst-performing method showing balanced ac-
curacy and sensitivity far superior to the best method when dataset A is combined
with dataset B.

In addition, this study also conducted an exploratory analysis on dataset C, fo-
cusing on exploring the application effect of Gaussian Process Regression (GPR)
[Williams and Rasmussen, 1995] in the missing value imputation process. The spe-
cific results are presented in Table 4.8. Between the feature extraction and data
transformation stages, GPR was introduced to learn the data distribution pattern
and predict the missing values. This method constructs the associations between
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data points based on kernel functions. By globally learning from all available data, it
establishes the mapping relationship between time points and target variables, and
then performs predictive imputation on the missing data.

Table 4.8: Performance Comparison of Subset A and C

Subset Metric Oversampling Method
cGAN cVAE cGMM cKDE cD-B SMOTE

A BA 0.5795 0.5700 0.6414 0.6162 0.6190 0.5914
Sensitivity 0.2533 0.2400 0.6000 0.5467 0.3467 0.3800

C BA 0.5354 0.5361 0.5724 0.5575 0.5380 0.5441
Sensitivity 0.1220 0.1220 0.2540 0.2760 0.1240 0.1700

However, when dealing with dataset C, it was found that imputing the data of
the first two time points often introduced large errors into the original dataset. As
shown in Table 4.8, when different oversampling methods were used, the balanced
accuracy and sensitivity metrics of the model trained with the data imputed by GPR
were affected. The sensitivity metric of the model for dataset C was significantly
lower than that for dataset A, indicating that the GPR imputation method might
have introduced new noise, which instead reduced the model’s ability to identify
minority class samples.
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Chapter 5

Discussion

The BASIC cohort dataset used in this study exhibits all the typical challenges
of microbiome analysis: high sparsity with approximately 85% zero values, composi-
tional constraints with proportions summing to 100%, and high dimensionality with
713 bacterial features across relatively few samples. Additionally, our dataset contains
missing samples and sequencing failures, particularly at specific time points. These
characteristics necessitated the comprehensive preprocessing approach implemen-
ted in our methodology, including dimensionality reduction, zero-value estimation,
normalization, and specialized data transformations for compositional data.

Experiments demonstrate that row-based zero-value replacement methods signi-
ficantly outperform column-based replacement and default value replacement meth-
ods. This result confirms the viewpoint that microbiome data processing should
emphasize the relative abundance relationships within samples. Microbiome data
possesses compositional characteristics, where the relative abundance proportions
of taxonomic groups within samples, rather than absolute values, better reflect the
ecological structure of microbial communities and are of great significance in re-
flecting host physiological states. Row-level zero-value replacement preserves the
relative relationships between microbial taxa within samples by using half the min-
imum non-zero value within the sample for replacement, which both maintains the
internal sample structure and provides a reasonable non-zero value basis for sub-
sequent log-ratio transformations.

Regarding feature selection strategies, using data and labels from the first two
time points for feature selection proved more effective than using data from the first
two time points with labels from the third time point. Initially, it was believed that the
latter would be more effective due to its direct association with the target prediction
labels, but experimental results showed the opposite. In practice, feature selection
using labels that match the input data time points better captures the patterns of
microbiome changes over time. This may be because this approach can identify mi-
crobial features that already show differences during pregnancy, which are precisely
the early indicators of postpartum depression development.

In the data transformation stage, the CLR transformation proves to be the op-
timal approach. This is because the CLR transformation eliminates the closure con-
straint of data by logarithmic and centering operations, converting the relative pro-
portions of components into directly comparable logarithmic scales, which aligns
variable relationships more closely with real biological associations. Compared with
no data transformation or other methods like PLR, ALR, and ILR transformations,
the CLR transformation yields a more substantial improvement in the final model
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performance. This superiority likely stems from its straightforward calculation pro-
cess, which preserves the integrity of the entire microbial community information,
makes the data distribution more suitable for statistical models, and minimizes the
interference from high-abundance taxa, thus enabling more accurate capture of the
latent associations between the microbial community and target variables.

This study reveals that the sequence of data transformation application signi-
ficantly impacts model performance. Applying data transformation before feature
selection often has a negative effect, reducing the sensitivity of final predictions.
The logarithmic operation in the CLR transformation compresses the differences
among high-abundance species while amplifying the changes in low-abundance spe-
cies, and the centering operation alters the correlation strength between features.
As a result, feature selection algorithms relying on statistical differences may mis-
judge the discriminative value of features in the transformed data space, missing
key high-abundance features essential for identifying minority classes. Conversely,
performing feature selection first and then applying the CLR transformation can
significantly enhance the ability to identify minority class samples. By screening the
most discriminative microbial features in the original data space and then optimizing
their numerical representation through the CLR transformation, this approach not
only preserves critical patterns but also enhances biological interpretability, effect-
ively avoiding feature misjudgment caused by data structure changes.

When comparing oversampling methods, cGMM and cKDE performed best in
balancing accuracy and sensitivity, achieving balanced accuracy and sensitivity of
0.64 and 0.60, respectively. These methods effectively capture the distribution charac-
teristics of minority class samples and generate synthetic samples that maintain the
original data structure. cD-B performed best in the AUC metric at 0.67, indicating
good discriminative ability across different classification thresholds. In contrast, the
two deep learning generative models, cGAN and cVAE, although excellent in spe-
cificity with values above 0.90, had low sensitivity of less than 0.26, suggesting they
may be too conservative in generating synthetic samples and unable to adequately
capture the variability of the minority class. This result may also reflect the sample
size dependency of deep learning models; for a study with fewer than 100 samples,
these model structures may be overly complex and unable to effectively learn distri-
bution features from limited data, resulting in insufficient diversity in the generated
samples.

Concerning the selection of sample subsets, using dataset B, which contains
samples with missing data, significantly reduces model performance, with prediction
sensitivity approaching zero even when applying the complete processing pipeline.
This phenomenon indicates that in microbiome research, data completeness is cru-
cial for model performance, and even advanced oversampling techniques cannot
fully compensate for insufficient data quality. This performance decline may stem
from multiple factors: primarily, missing data may have distributions entirely differ-
ent from complete data, especially when data missingness may be related to certain
unobserved patient characteristics, leading to selection bias; additionally, in micro-
biome data, strong correlations exist between time points, and missing data at one
time point may lead to incomplete capturing of temporal dynamic features; lastly,
the high-dimensional, sparse, and compositional nature of microbiome data makes
inference of missing values extremely challenging, and even the most advanced im-
putation methods struggle to accurately reconstruct true ecological patterns. This
also explains why, in actual research, even when using complex data imputation
methods, analyzing dataset C, which includes more missing values, introduces sub-
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stantial errors.
In general, the research results suggest that, through experimentally designed

data processing workflows and appropriate oversampling techniques, the ability to
identify minority class samples in microbiome data analysis can be significantly
improved. This has important implications for clinical applications such as post-
partum depression, as it makes it possible to predict the risk of postpartum disease
during pregnancy through microbiome data, thus providing a time window for early
intervention.

This study also acknowledges several limitations. Firstly, the sample size is re-
latively small, with a limited number of diseased samples, potentially affecting the
assessment of oversampling techniques and the model’s generalizability. Secondly,
while various zero-value replacement, feature selection, and data transformation
methods were considered, other strategies remain unexplored. For instance, phylo-
genetic tree-based feature selection methods and those integrating microbial func-
tional information, such as feature ranking based on metabolic pathway importance
or feature extraction considering microbial interaction networks, were not investig-
ated. Lastly, although conditional generative models could theoretically account for
time dependencies, the experimental design primarily focused on class imbalance,
possibly under-utilizing time series features.
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Chapter 6

Conclusion

The human gut microbiome, with its complex associations with human health
and diseases, has become a key research area. However, the analysis of microbiome
data faces numerous challenges, including compositional constraints, high sparsity,
high dimensionality, and temporal dependence. The common issue of class imbalance
in clinical datasets further exacerbates the difficulty of this analysis. Specifically, the
number of disease samples is oftenmuch smaller than that of healthy control samples,
severely restricting the ability of machine learning models to accurately identify and
predict the minority classes. This class imbalance problem is particularly urgent
to address in the context of predicting postpartum depression using longitudinal
microbiome data.

To this end, relying on the data from the BASIC prospective cohort study at
Uppsala University Hospital and targeting the application scenario of postpartum
depression prediction, this study aims to develop a systematic framework to address
the class imbalance problem in microbiome data with time points through over-
sampling techniques. The framework systematically evaluates different zero-value
imputation strategies, feature selection methods, data transformation techniques,
and oversampling algorithms, striving to improve the performance of models on
imbalanced datasets.

The study has found that row-level zero-value imputation, feature selection based
on data and labels from early time points, CLR after feature selection, and over-
sampling with conditional generative models together constitute the most effective
data processing pathway. With the help of this framework, the recognition rate
of minority class samples has increased from a baseline close to zero to over 0.60,
significantly enhancing the performance of models on imbalanced datasets.

Meanwhile, the study has also revealed that data integrity has a significant impact
on model performance. Once missing data are introduced, even with a complete
processing flow in place, the prediction performance will decline substantially. In
addition, traditional deep learning generative models such as cGAN and cVAE have
difficulty effectively learning the distribution in scenarios with small sample sizes.
In contrast, statistical models such as cGMM and conditional Dirichlet distributions
perform better with limited samples.

This solution to the class imbalance problem in time-series microbiome data
is not only applicable to the prediction of postpartum depression but can also be
extended to other research areas involving time-series microbiome data. It lays a
foundation for the application of microbiome analysis in clinical prediction and early
intervention, providing a reliable method to deal with the complexity of microbiome
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data and improve the accuracy of disease prediction. Future research can further
explore specialized oversampling methods that are more suitable for microbiome
compositional data, develop comprehensive frameworks capable of handling both
class imbalance and missing data simultaneously, and test the general applicability
of these methods in larger-scale cohort studies.

Future work could extend this research in several directions. One approach could
be developing more specialized oversampling methods for microbiome composi-
tional data, such as generative models incorporating phylogenetic information and
metabolic networks. Another direction involves exploring more diverse data trans-
formation methods, especially those capable of handling zero values and preserving
non-normal distribution characteristics. A third possibility is extending this research
to larger-scale cohort studies and other disease prediction scenarios to assess the
universal applicability of the methods. Finally, comprehensive frameworks that sim-
ultaneously handle class imbalance andmissing data could be developed to maximize
the utilization of existing longitudinal microbiome datasets.

In conclusion, this study provides a relatively systematic processing and ana-
lysis approach for addressing class imbalance issues in longitudinal microbiome
data. These methods should be applicable not only to postpartum depression predic-
tion but also to other research areas involving time-series microbiome data, such as
mental health, allergic diseases, and metabolic disorders.
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