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Abstract

The Swedish electricity market faces increasing complexity driven by variable renewable energy
integration. As the system transitions toward carbon neutrality by 2045, accurate forecasting of
manual Frequency Restoration Reserve (mFRR) activation volumes has become important for
maintaining system stability and efficient market operation. This thesis investigates the
predictive capability of machine learning models for mFRR activation volumes across Swedish
bidding zones and identifies the key system parameters driving these activations.

The research employs Long Short-Term Memory (LSTM) neural networks combined with
interpretability analysis to forecast 1-hour-ahead mFRR activation volumes using publicly
available ENTSO-E data spanning 2014—-2025. The methodology integrates feature attribution
techniques including Integrated Gradients, SHAP, and Feature Ablation to identify influential
system parameters. The analysis covers all four Swedish bidding zones (SE1-SE4) for both
upward and downward regulation, with case studies examining extreme activation events of
downward regulation in bidding zone SE2 from September 2023 and April 2024.

The results demonstrate that LSTM models can effectively forecast mFRR volumes, but
performance varies dramatically across regions and directions. Price region SE2 exhibits
superior forecasting accuracy for downward regulation, consistently outperforming naive
baseline models, while southern zones SE3 and SE4 show limited predictability due to high
zero-activation ratios. The geographical asymmetry stems from concentrated hydropower
resources in northern zones, which supply the majority of balancing energy.

The interpretability analysis reveals consistent key drivers across extreme periods: physical
flows, scheduled generation, net export positions, and actual system load dominate during
stress events. Case studies confirm that model priorities align with independent market reports,
demonstrating that the LSTM learns genuine system relationships.

The findings establish that data-driven approaches can reliably identify physically meaningful
system drivers during critical periods. The research demonstrates that zone-specific modeling
strategies are necessary for heterogeneous energy systems. For system operators, the results
provide actionable insights for monitoring high-impact variables, as errors in physical flows,
scheduled generation, and load forecasts propagate disproportionately into activation needs.
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Popularvetenskaplig sammanfattning

Nar vinden plétsligt avtar eller solen ovantat férsvinner bakom molnen hander ndgot kritiskt
med Sveriges elsystem: balansen mellan elproduktion och férbrukning rubbas. Om denna obal-
ans inte korrigeras snabbt kan elnatets frekvens boérja fluktuera farligt, i varsta fall leder det
till stromavbrott eller skador pa kanslig elektronik. For att uppréatthalla stabiliteten maste
systemoperatorer snabbt aktivera reservkraft eller minska produktionen. En typ av dessa re-
servkraftverk kallas for manuell frekvensaterstallningsreserv, eller mFRR, och blir allt viktigare
nar Sverige bygger ut vind- och solkraft for att na klimatmalen.

Resultatet fran denna studie visar att avancerade Al-modeller kan forutsaga dessa balanser-
ingsbehov med hog precision. | elomrade SE2 kunde LSTM-modellen tréa[sdkert forutsaga
nar systemet behover reglering nedat, medan sédra Sverige visade sig vara nastan omdjlig att
forutsaga.

| elomrade SE2, som omfattar Mellansverige, lyckas LSTM-modellen konsekvent sla enkla ref-
erensmetoder och kan forutsdga balanseringsbehov en timme i férvag med god tré[s8kerhet.
Men i elomrade SE4, som técker sodra Sverige, misslyckas samma modell nastan helt; éver 96
procent av tiden aktiveras ingen balansering alls, vilket gor det extremt svart for modellen att
lara sig meningsfulla monster.

Forklaringen ligger bland annat i Sveriges energigeografi. Norra och mellersta Sverige domin-
eras av flexibel vattenkraft som snabbt kan rampa upp eller ner produktionen, medan sddra
Sverige saknar denna typ av flexibla resurser. Nar systemet behdver balansering ar det darfor
framst vattenkraften i norr som tréader in, vilket skapar tydligare monster som modellerna kan
identifiera. Under 2024 stod enbart SE2 for dver héalften av all nedreglering i Sverige, medan
sodra Sverige bidrog marginellt, vilket bekraftar den geografiska snedférdelningen av flexibla
resurser.

For att forsta vad som verkligen driver balanseringsbehoven studerades tva extremhandelser
nar elpriserna kraschade till minus 1000 euro per megawattimme, ett tecken pa att systemet
hade for mycket el och desperat behévde minska produktionen.

LSTM-modellens analys visade att tre faktorer konsekvent dominerade under dessa kriser: fy-
siska elfléden mellan regioner, schemalagd elproduktion och exportpositioner. Detta stdmde
overens med oberoende marknadsrapporter som forklarade handelserna med hdgre vindkraft-
sproduktion &n vantat, lagre efterfragan &n prognostiserat, och begransad tillganglighet av ne-
dregleringsresurser. Detta ar viktigt eftersom det visar att modellen inte bara hittar statistiska
samband utan faktiskt lar sig forsta systemets verkliga dynamik.

Forskningsmetoden kombinerade avancerad maskininlarning med forklarbarhet. Genom att
trana sa kallade LSTM-néatverk (Long Short-Term Memory), en typ av Al-modell som &r sarskilt
bra pa att komma ihag viktiga handelser fran bade nyligen och langt tillbaka i tiden, pa tio
ars data fran ENTSO-E kunde modellerna lara sig komplexa tidsmonster i elsystemet. For att
forsta vad modellerna faktiskt lart sig anvandes sa kallade “tolkningsmetoder” som kunde iden-
tifiera vilka systemparametrar som var viktigast for varje forutsagelse. All data som anvandes
ar o [edtligt tillganglig, vilket gor resultaten reproducerbara och mdjliga att anvanda av andra
forskare och marknadsaktorer.

Resultaten har direkta implikationer for hur Sverige hanterar den pagdende energiomstéallnin-
gen. Nar andelen vind- och solkraft dkar blir systemet mer oférutsagbart, vilket gor preci-
sionsforutsagelser av balanseringsbehov allt viktigare. | praktiken kan detta paverka allt fran
stabiliteten i vara hem till konkurrenskraften hos svensk industri.



For systemoperatorer ger studien konkret vagledning: fokusera dvervakningen pa fysiska floden,
schemalagd produktion och lastprognoser, eftersom fel i dessa parametrar sprider sig opropor-
tionerligt till balanseringsbehov.

Pa policyniva understryker studien vardet av transparent, hogfrekvent data och behovet av
starkare incitament for till exempel batterier, efterfrageflexibilitet och andra flexibla resurser i
sodra Sverige, dar dominansen av norrlandsk vattenkraft lamnar soder strukturellt underforsorjt
med balanseringsresurser, det vill saga beroende av hjalp norrifran nar problem uppstar.

Resultaten pekar ocksa pa att medan perfekt forutsagelse kanske inte ar mojligt éverallt, kan
Al-modeller fortfarande ge vardefulla insikter om vilka systemdrivkrafter som spelar roll nar
det verkligen géaller, under de kritiska stunder nar elsystemet pressas till sina granser. | en tid
nar Sverige ska fordubbla sin elproduktion samtidigt som systemet blir mer komplicerat, kan
sadana verktyg vara avgorande for att behalla den tillforlitlighet vi ar vana vid.



Executive summary

The Swedish electricity balancing market is undergoing rapid change due to the accelerating
integration of renewable energy, increasing system complexity, and new market structures.
This thesis evaluates the ability of advanced machine learning models, specifically LSTM neural
networks, to forecast manual Frequency Restoration Reserve (MFRR) activation volumes across
Swedish bidding zones, and identifies the key system drivers influencing these activations.

The results demonstrates that while accurate, zone-specific forecasting is achievable, especially
in the SE2 bidding area where data richness and operational significance are highest, predictive
accuracy varies substantially across regions. In northern Sweden, where flexible hydropower
dominates, forecasting models consistently outperform traditional baselines and provide action-
able insights. In contrast, southern zones present persistent challenges due to sparse and highly
intermittent activations, limiting the value of universal modeling approaches.

Interpretability frameworks applied in the study confirm that during system stress events, key
drivers such as physical flows, scheduled generation, net export positions, and actual system
load consistently emerge as the most influential parameters. These findings are robust across
independent market analyses and operational reports, validating the physical relevance of the
model outputs.

This thesis establishes that advanced data-driven models can both improve short-term op-
erational forecasts and provide deeper system insight, provided that modeling strategies are
adapted to regional market conditions. As the energy system becomes more dynamic and the
share of renewables grows, such tools are essential for maintaining system stability and guiding
strategic investments in flexibility and system support resources.



List of Abbreviations

Acronym Full Form

ACE Area Control Error

aFRR Automatic Frequency Restoration Reserve

BESS Battery Energy Storage Systems

BRP Balance Responsible Party

BSP Balancing Service Provider

CHP Combined Heat and Power

CM Capacity Market/mFRR CM

DSO Distribution System Operator

EAM Energy Activation Market

EBGL Electricity Balancing Guideline

ENTSO-E European Network of Transmission System Operators for
Electricity

FCR Frequency Containment Reserve

FFR Fast Frequency Reserve

FRR Frequency Restoration Reserve

ISP Imbalance Settlement Period

LSTM Long Short-Term Memory

MARI Manually Activated Reserves Initiative

MFRR Manual Frequency Restoration Reserve

NBM Nordic Balancing Model

NEMO Nominated Electricity Market Operator

PICASSO Platform for the International Coordination of Automated
FRR

SDAC Single Day-ahead Coupling

SIDC Single Intraday Coupling

SOGL System Operation Guideline

TSO Transmission System Operator

VoAA Value of Avoided Activation

VRE Variable Renewable Energy
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1 Introduction

The Swedish electricity balancing market is undergoing continuous transformation, shaped
largely by the ongoing energy transition and an accelerating integration of renewable energy
sources, particularly wind and solar power [1, 2]. On the one hand, these changes are necessary
for meeting national and European climate ambitions, as Sweden aims for a substantial increase
in electricity demand and a shift towards carbon neutrality by 2045, in line with broader Eu-
ropean policies coordinated through the European Network of Transmission System Operators
for Electricity (ENTSO-E) [1, 3]. On the other hand, this development brings new challenges

to system operation, as higher shares of intermittent generation introduce more variability and
uncertainty into power system management [1].

Svenska kraftnat, the Swedish Transmission System Operator (TSO), is responsible for main-
taining the real-time balance between electricity supply and demand. In this role, the TSO

must continuously adapt market designs and system operations to ensure security of supply
while enabling e cient integration of renewables [1, 3]. As renewable capacity expands, illus-
trated in Figure 1 with the forecasted increase in wind and solar generation, so too does the
need for exibility and rapid balancing services [1].

Figure 1: Net electricity production in Sweden by power source (1970 2025, TWh). Forecast indicated by
dashed line and shading [4].

The increased variability brought by renewables, together with changes in demand patterns
and the physical constraints of the transmission network, have made the balancing task more
complex [5]. In particular, the role of manual Frequency Restoration Reserve (MFRR) has
become more prominent, as the reserve system is designed such that automatic reserves handle
short-term imbalances while mFRR is dimensioned to address longer-duration imbalances [2].
Additionally, the transition to ner time resolution in market settlement, from hourly to 15-
minute imbalance settlement periods (ISP), is expected to make balancing more dynamic and
to require even greater volumes of exibility, both in capacity and energy [1].

Furthermore, the Swedish balancing market is becoming more integrated with the broader
Nordic and European systems. This is re ected in the harmonization of market rules, the adop-
tion of the Nordic Balancing Model, and the use of shared platforms for reserve procurement



and activation [3, 5]. On the contrary, this increased integration also brings new challenges re-
garding congestion management and the need for balancing resources to be located near actual
imbalances, as the transmission system at times operates near its physical limits [1].

In parallel, market actors such as Balance Responsible Parties (BRPSs) are increasingly exposed
to balancing costs. Under the polluter-pays principle, BRPs are incentivized to minimize the
imbalances they cause, but higher balancing prices, driven by increased mFRR activations
and price volatility, are often transferred to end users [1]. Thus, accurate forecasting of both
balancing volumes and prices is becoming more important not only for market participants'
nancial planning, but also for system operators tasked with ensuring reliability [1].

Therefore, understanding how the Swedish balancing market is evolving, and what drives the
need for mFRR activation, is central for optimizing business strategies, developing reliable
forecasting models, and safeguarding the stability of the electricity grid [1, 2].

1.1 Problem Statement

At its core, the function of balancing markets is to maintain power system stability by keeping
supply and demand matched in real time. This is accomplished using a hierarchy of reserve
products, each with di erent activation speeds and purposes. Among these, mFRR plays a
important role in handling signi cant imbalances and in relieving faster-activated reserves after
disturbances [2, 3]. Figure 2 illustrates the activation sequence for di erent balancing reserves
following a frequency disturbance.

Figure 2: Frequency disturbance and of the di erent reserve activations [2].

Over the past decade, both the required and activated volumes of mFRR have increased sig-
ni cantly, highlighting the growing need for this resource as system volatility rises [1]. This
trend is in uenced by several factors. For example, the recent introduction of a national mMFRR
capacity market in Sweden, in October 2023, ensures that su cient reserves are available to
meet operational needs, addressing challenges posed by larger and more volatile imbalances
[1, 6].



Additionally, price formation in the mFRR market follows a marginal pricing mechanism, where
all activated bids are compensated at the clearing price of the most expensive activated bid,
with separate markets for capacity (availability) and energy (activation). This dual market
structure aims to provide adequate investment signals and maintain resource adequacy, yet also
introduces new uncertainties for participants regarding revenue streams and optimal bidding
strategies [5, 6]. The capacity market rewards availability, while the energy market compensates
actual activations, creating distinct incentives for market actors.

However, the integration of renewable energy sources has complicated the volume prediction
challenge. More wind and solar mean greater unpredictability and volatility in both net load
and balancing needs [1, 2]. On the other hand, traditional forecasting methods have struggled
to keep pace with these new patterns, leading to larger deviations between forecasted and actual
MFRR activation volumes [5].

Despite these complexities, data transparency has improved considerably in recent years. Plat-
forms such as ENTSO-E transparency platform [7], now provide access to detailed historical
activation data, supporting the development of more accurate forecasting and analytical mod-
els. Yet, the relationship between spot market outcomes and balancing needs has also become
less direct. Previously, spot prices and volumes were closely tied to balancing requirements,
but with increased renewables, this correlation has weakened. Therefore, forecasting models
must now account for a wider range of system parameters, including weather, load, scheduled
generation, and cross-zonal ows [5].

Moreover, the balancing market is continuously adapting to new regulatory frameworks. The
ongoing harmonization of imbalance settlement periods, the move towards 15-minute resolu-
tion, and the integration with European balancing platforms (e.g., MARI and PICASSO) are
expected to further change the landscape for both market operation and forecasting approaches
[1, 8].

Therefore, there is a need to systematically analyze what drives mFRR activation volumes
and to develop robust, interpretable forecasting models that can adapt to evolving market
conditions. This work seeks to address this challenge by reviewing both the market structure
and technical system parameters that in uence mFRR activations, with the aim of providing
actionable insights for both researchers and market participants [1, 5].

1.2 Research Questions and Goals

As mentioned previously, a central challenge is to understand what drives activation volumes
for mFRR, and how these volumes can be predicted across regions and market conditions. To
address this, the following research questions guide the thesis:

" To what extent can a time-series predictive model forecast short-term (1-
hour ahead) mFRR activation volumes in Sweden's di erent bidding zones
and activation directions, and what factors a ect predictive performance?

" What are the key input features that explain and drive activated mFRR vol-
umes across Swedish bidding zones during extreme activation periods?

The research questions are designed to remain open and exploratory, allowing for a systematic
investigation of both the market structure and predictive modeling performance, while also
enabling focused analysis where the data and results are most compelling.



1.2.1 Main Goal & Objectives

The main goal of this thesis is to systematically investigate mFRR activation volumes in the
Swedish balancing market using a machine learning approach. Speci cally, the research aims to
assess both the explanatory and predictive power of power system variables across all Swedish
bidding zones and activation directions.

The machine learning model design aims to be interpretable, meaning that it provides trans-
parent insights into which input features most signi cantly in uence mFRR activations. This
interpretability is achieved through feature attribution methods that can identify and quantify
the contribution of individual system variables to model predictions.

To address the research questions and achieve the main goal, the following objectives are pur-
sued:

1. Market and Data Exploration

" Conduct a comprehensive review of the Swedish and Nordic electricity and balancing
markets, with an emphasis on the structure, mechanisms, and trends of mFRR
activations.

" Analyze descriptive statistics and patterns of mFRR activation volumes across all
Swedish bidding zones and both up- and down-regulation, including assessment of
data quality, occurrence of zero volumes, and identi cation of extreme activation
events.

2. Model Development and Evaluation

" Develop, optimize, and validate a predictive model for 1-hour-ahead mFRR activa-
tion volumes, applying the approach separately to each bidding zone and activation
direction.

" Implement data pipeline for reproducible fetching, preprocessing, and integration of
ENTSO-E system operation and market data.

" Evaluate and compare predictive performance using relevant error metrics, identify-
ing regions and activation types where predictive modeling is most e ective.

3. Model Interpretation and Case Study Analysis

" Employ model interpretability frameworks to identify and quantify the most in uen-
tial system parameters and input features in general, and during selected historical
peak activation periods.

" Compare model explanations of extreme events with existing literature and market
reports to validate ndings and assess practical relevance.

1.3 Scope and Limitations

While the methodology is general, the empirical analysis focuses on Sweden, with all four
bidding zones (SE1 SE4) and both up- and down-regulation of mFRR activation volumes con-
sidered. The primary dataset consists of publicly available system operation and balancing
market data from the ENTSO-E platform, covering the period from late 2014 through early
2025.

As a consequence, the results and conclusions are directly limited by the quality, granularity,
and reporting frequency of ENTSO-E data, and may not capture activation events or opera-



tional nuances outside this dataset's scope or reporting practices. The results and subsequent
discussion may motivate a narrower focus in the analysis, based on observed data characteristics
and predictive performance.

Although both volume and price are central metrics within the Swedish electricity balancing
markets, this thesis deliberately focuses on forecasting volume rather than price. The main
reason for this choice lies in the direct operational relevance of volume as a system parameter.
Volume re ects the actual physical balancing need in the power system, essentially, it shows
how much energy must be deployed or withdrawn to maintain stability and meet the immediate
demands of supply and demand in real time [1]. On the other hand, price is an economic signal
that results from complex market interactions and is often a ected by factors such as bidding
strategies, regulatory changes, or short-term market ine ciencies, which may not always re ect
the true underlying physical needs of the system [9].

By selecting volume as the primary focus, the thesis is able to work with system variables
and features that have a much stronger and more transparent linkage to the technical realities
of power system operation. This is especially important given the increasing complexity and
variability in the Swedish system, largely driven by renewable energy integration, as described in
the background section (Section 2). Moreover, as explained in the theory and method sections
(Section 3 and Section 4), volume forecasting is better suited for interpretable, data-driven
machine learning models, since key physical features, such as load, scheduled generation, and
cross-zonal ows, are available in real time and directly in uence the balancing need.

1.4 Divison of Work

This thesis was conducted as a collaborative e ort between both authors. The initial phase
involved extensive joint background research into both the electricity market structure and
balancing mechanisms, as well as machine learning methodologies for time series forecasting
and interpretability frameworks.

Following the research phase, the work was divided based on complementary technical expertise.
Dena focused primarily on developing the data collection and preprocessing pipeline, including
the systematic extraction and harmonization of ENTSO-E data, and feature engineering. Carl
concentrated on building the initial LSTM model architecture, implementing the neural network
framework, and model handling of missing values.

The nal phases of model development were conducted jointly, with both authors collaborating
on hyperparameter optimization, model validation, and the implementation of feature attribu-
tion methods. The analysis, interpretation of results, and writing were shared responsibilities
throughout the project.



2 Background

2.1 The Electricity Market: An Overview

Electricity markets in Europe, including the Nordic region, comprising Sweden, Finland, Nor-
way, and Denmark, have transitioned from state-controlled monopolies towards liberalized
structures promoting competitive electricity trading [10, 11, 12]. This shift, signi cantly in u-
enced by European Union directives aiming for an interconnected internal energy market, began
in the 1990s with deregulation e orts like removing cross-border trade barriers and establishing
common power exchanges [10, 12]. The fundamental goal of liberalization is to enhance resource
e ciency in meeting consumer demand [10]. Power markets across Europe continue adapting to
system changes, notably the integration of variable renewable energies (VRE) and distributed
generation, which challenge existing market designs [13]. An interconnected European market
is considered important for energy supply security, competitiveness, and a ordability [12, 13].

Figure 3: Overview of the electricity market timeline, showing the progression from long-term price hedging
and day-ahead trading, through intraday adjustments, to real-time balancing during delivery [10]

A key characteristic of electricity is its non-storability; it must be generated and consumed
almost simultaneously [14]. This necessitates a constant balance between generation and con-
sumption for power system stability, heavily in uencing market design and operation [1, 10].
Therefore, to manage the ow of electricity from production to consumption and handle the
associated nancial and physical balancing requirements, the electricity market is typically seg-
mented into several distinct timeframes and functions, as seen in Figure 3. Firstly, there are
nancial markets, often involving futures and forward contracts, which allow market partici-
pants like generators and large consumers to hedge against price volatility over longer periods
[5, 14]. Given electricity's inherent price volatility and di culty in storage, these nancial tools

are relevant for hedging against future price uctuations [14].

Following the nancial markets is the day-ahead market, named Elspot in the Nordics, the
primary spot market where electricity is traded via auction for delivery the next day [5, 12, 14].
Here, the intersection of supply and demand determines the system marginal price for each
hour [14]. Closer to real-time, the intraday market which is called Elbas in the Nordics, permits
adjustments to day-ahead positions based on updated forecasts or unexpected events, allowing
continuous trading until shortly before delivery [5, 12, 13]. Finally, the balancing market
operates in near real-time, managed by the TSO, to handle nal adjustments and maintain
system frequency stability by matching supply and demand precisely [1, 5], this often involves
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procuring ancillary services [1]. Adapting to VRE integration and European coordination e orts
is driving markets towards closer-to-real-time operations [13].

Thus, the electricity market represents a complex ecosystem that encompasses numerous stake-
holders, each ful lling speci c roles within the broader framework. At the foundation of this
system are electricity generators or producers who form the supply side, injecting power into
the grid to meet societal demands [12, 15]. On the opposite end of the spectrum is the demand
side, consisting of a diverse range of consumers from individual households with relatively mod-
est consumption patterns to large-scale industrial entities with signi cant energy requirements
[12, 15]. Bridging the gap between these two fundamental stakeholders are retailers or suppli-
ers who function as intermediaries in the market structure. These entities purchase electricity
in wholesale quantities and subsequently distribute it to end consumers, thereby facilitating
the commercial aspects of electricity provision [5, 12]. Additionally, the physical delivery of
this electricity necessitates a sophisticated infrastructure network operating at various voltage
levels.

Furthermore, Distribution System Operators (DSOs) manage the local and regional grid net-
works that connect to most end-users, ensuring reliable electricity delivery at appropriate volt-
ages [12, 15]. Meanwhile, the high-voltage transmission system, which serves as the main
pathway for electricity transportation across larger areas, falls under the control of the TSO.
The actual trading activities happen through platforms set up by Nominated Electricity Mar-
ket Operators (NEMOSs) or Power Exchanges, with Nord Pool being a common example in
the Nordic region [5, 12]. Additionally, to ensure that market operations follow regulations
and standards, the entire framework operates under the supervision of National Regulatory
Authorities (NRAs), such as Energimarknadsinspektionen in Sweden, which provide oversight
to keep the market functioning properly [5, 12]. This layered structure allows di erent market
participants to interact e ectively while keeping the system reliable.

Within this market structure, specic roles maintain real-time balance. The TSO, such as
Svenska kraftnat in Sweden, operates the high-voltage grid and secures system frequency by
managing the balancing market, procuring reserves and activating balancing services to align
generation and demand in real time [1, 5]. BRPs, which include suppliers, generators and large
consumers, enter into contractual terms and conditions with the TSO to cover any deviations
between their scheduled and actual energy deliveries, posting nancial security as needed [5].
BRPs incur imbalance settlement charges or credits under the polluter pays principle if their
net position deviates from their declared schedules, incentivizing them to trade themselves into
balance via intraday markets or bilateral adjustments [1, 5]. This principle means that those
who create problems in the system by not meeting their planned production or consumption
levels must pay for the costs of correcting these imbalances, rather than spreading these costs
across all market participants.

Therefore, all market participants trading in day-ahead, intraday or balancing markets must
either register as a BRP or contractually delegate their imbalance responsibility to a desig-
nated BRP, ensuring every actor has a clear nancial interface for imbalance settlement [13].
Supporting the TSO are Balancing Service Providers (BSPs), such as exible generation units,
storage facilities or demand-response aggregators, which o er balancing capacity and energy;
the TSO activates these services in real time, and any delivered volumes are applied as imbal-
ance adjustments to the associated BRPs' accounts [16]. This framework allows the electricity
market to combine diverse participants, roles and sequential trading platforms into a coherent
system that maintains reliability even as energy systems evolve [13].



2.1.1 Day-ahead Market

As mentioned previously, the operation of electricity systems requires a well organized sequence
of markets that work together to maintain balance between electricity generation and consump-
tion. These markets range from long-term contracts to markets that operate close to real-time
[13]. Among these markets, the day-ahead market serves as a foundation, allowing market
participants to plan for expected changes in supply and demand for the following day [13, 15].
This market helps participants set up their generation schedules and consumption plans ahead
of time, which reduces potential imbalances that could put stress on the grid during real-time
operations [13, 15].

In the day-ahead market, both electricity generators and consumers submit o ers and bids
that remain anonymous. These submissions specify how much electricity they are willing to
sell or buy and at what prices for each hour of the next day within their assigned bidding zone.
[5, 12]. There are rules for these bids; they must be non-decreasing in price for o ered volumes,
meaning that as the o ered volume increases, the price per unit cannot decrease. Additionally,
generators cannot o er more electricity than their installed capacity allows [17]. All bids are
collected by the market operator, such as Nord Pool Spot in the Nordic region, until a specic
cut-o time, which is usually around noon on the day before delivery [5, 12].

Participants can use dierent types of
bids to t their trading strategies. For
example, they can submit single hourly
bids for speci c hours or block bids that
cover multiple consecutive hours. Sin-
gle hourly bids allow for more exibil-
ity in adjusting to hour-by-hour price
di erences, while block bids are useful
when generators need to maintain a min-
imum production level over several hours
due to technical constraints. Retailers
typically base their bids on forecasts of
customer demand, while generators o er
their available production capacity after
considering their operational costs [12].

Furthermore, the day-ahead markets are
often organized into bidding zones, which
are geographical areas within which mar-
ket participants can trade energy with-
out needing to explicitly allocate trans-
mission capacity [19]. In most parts of
Central and Southern Europe, electricity
prices are the same across an entire coun-
try [20]. However, some countries like
Sweden are divided into multiple bidding
zones (see Figure 4). Sweden establish
these zones in 2011 because of limitations
in its internal transmission capacity [20].

Figure 4: Map of the Nordic and Baltic electricity market
dding zones, illustrating the price areas in Sweden [18].

The price within each bidding zone is determined by the balance of local electricity supply and
demand [19]. When the transmission infrastructure between bidding zones cannot handle all
the desired cross-zonal trades, transmission congestion occurs. This congestion causes prices to
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di er between the a ected bidding zones [5].

The way prices are formed in the day-ahead market is an important outcome of the bidding
process. In the Nordic region, Nord Pool Spot operates a central marketplace where a daily
competitive auction sets an hourly price for the next day [12]. The Nordic System Price, which
serves as an unconstrained reference price for the entire Nordic area, is calculated based on the
combined and anonymized bid order books from all Nordic bidding zones [21]. This calculation
also takes into account scheduled import and export ows with neighboring regions, treating
exports as price-independent purchases and imports as price-independent sales [21].

However, the actual price for each hour in each bidding zone is determined by where the
combined supply and demand curves meet within that zone, considering any limitations imposed
by the transmission grid [12]. This price re ects what it costs to produce the last unit of
electricity needed to meet demand in that speci ¢ bidding zone for that particular hour, which

is known as the marginal price setting mechanism [13], as seen in Figure 5. All accepted bids
receive or pay this same market-clearing price, regardless of their original bid prices. This
approach incentivizes participants to bid their true costs and values.

Figure 5: lllustration of the merit order in electricity markets, showing how the intersection of stepwise supply
(merit order) and demand curves determines the marginal price [22].

To e ciently determine market clearing prices and volumes, and to manage potential con-
gestion, market operators use advanced algorithms. In the context of the Single Day-ahead



Coupling (SDAC), which connects the Nordic day-ahead market with other European markets
to create a uni ed electricity market across Europe [21], Nord Pool uses the EUPHEMIA algo-
rithm [21]. This algorithm simultaneously matches energy bids and o ers for all 24 hours of the
day, with the main goal of maximizing overall economic surplus or social welfare [21]. Social
welfare is the total benet to both consumers and producers. It includes consumer surplus,
which is the bene t consumers get from paying less than they were willing to, and producer sur-
plus, which is the pro t producers make by selling at a price higher than their cost to produce
[21].

When transmission constraints between bidding zones limit power ow, the resulting price
di erences lead to what is called congestion income [23]. The market spread associated with
these constrained cross-zonal ows is calculated based on how much the prices di er between
the connected bidding zones [23]. The management and distribution of this congestion income
follow speci c regulations, such as those outlined in the European Balancing (EB) Regulation
[23].

Typically, the net income from congestion on a bidding zone border is split evenly between the
TSOs on each side of the border, based on a 50%-50% sharing key, meaning each TSO receives
half of the congestion income [23]. However, there can be exceptions to this standard split
due to factors such as di erent ownership stakes in the transmission infrastructure, variations

in how much each TSO invested in the interconnector, or specic decisions made by regula-
tory authorities [23]. To maintain transparency, ENTSO-E publishes information about these
speci ¢ sharing arrangements [23].

Hence, the day-ahead market provides a platform for discovering electricity prices and initially
allocating electricity resources. This sets the stage for later adjustments in the intraday market
and real-time balancing actions, which help maintain the continuous balance between electricity
generation and consumption [13]. Through its structure, bidding mechanisms, and price for-
mation process, the day-ahead market aims to contribute to the e cient and reliable operation
of the electricity system.

2.1.2 Intraday Market

The intraday market serves as a physical after-market to the day-ahead market, after the day-
ahead market auction has determined prices, allowing participants to make adjustments to their
positions closer to delivery time [13, 17]. This timing gives market participants the opportu-
nity to adjust their generation and consumption schedules based on updated information that
becomes available after the day-ahead market closes [12, 15].

The structure of the intraday market re ects its function as an adjustment market for positions
established in the day-ahead timeframe. Following the completion of the day-ahead auction
and the establishment of prices, participants can trade energy products for both the current day
and the next [12, 24]. A feature of the intraday market is the time resolution of products being
traded. While hourly products are common across Europe, the market has evolved to include
ner time resolutions. In Sweden and other countries, 15-minute products are now available
alongside hourly products, allowing for more precise management of uctuations in generation
and consumption [5, 25, 26]. Furthermore, trading can be done for individual time resolutions
or in blocks, giving participants exibility in managing their energy portfolios [5].

Additionally, unlike the auction-based day-ahead market, the intraday market operates through
continuous trading. This means that buy and sell orders are matched as soon as they are
compatible, similar to how stock exchanges work, rather than at xed auction times. This
trading happens around the clock until a speci ¢ Gate Closure Time (GCT), which marks the
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deadline after which no further trades can be made for a specic delivery period. In most
European markets, this GCT is typically one hour before the scheduled delivery of electricity
[12, 24]. For example, if electricity is to be delivered at 15:00, the GCT is 14:00, after which no
more trades for the 15:00 delivery hour can be made [12]. This continuous nature of trading
helps market participants respond quickly to changing conditions, such as unexpected outages
or updated weather forecasts that a ect renewable energy production.

Moreover, the European electricity market has made signi cant progress in integrating intraday
markets across borders. The Single Intraday Coupling (SIDC), previously known as XBID,
represents a major initiative to create a coupled and integrated cross-border intraday market
throughout Europe [25, 27]. This system is built on a collaboration between NEMOs, which
are the companies operating the electricity exchanges, and TSOs, which manage the high-
voltage transmission networks. Together, they enable continuous cross-border trading across
participating countries [25]. The technical infrastructure that makes this possible consists of a
common system with three key components: a Shared Order Book (SOB) that centralizes all
buy and sell orders from all participating countries, a Capacity Management Module (CMM)
that keeps track of available transmission capacity between countries, and a Shipping Module
(SM) that handles the necessary information ow for concluded trades including payment and
delivery information [25, 27].

Another part of what enables e ective cross-border intraday trading is also the standardization
of market timing across Europe. The implementation of harmonized Gate Opening Times
(GOTs) at 15:00 CET on the day before the operating day and GCTs at 60 minutes before each
operating hour creates consistent trading conditions throughout the European market [24, 25].
These standardized timelines work in conjunction with the SIDC infrastructure mentioned
earlier, together forming a comprehensive approach to cross-border integration that makes it
easier for market participants to trade across national boundaries.

This integration means that market participants in one country can have their orders matched
with those from participants in other countries that are part of the SIDC network, as long
as there is su cient transmission capacity available between the countries [12, 24, 25]. For
example, an order placed by a market participant in Sweden can potentially be matched with
an order from a participant in Germany or any other connected country, provided there is
enough capacity on the interconnections. The primary goal of the SIDC initiative is to improve
the e ciency of intraday trading across Europe by increasing liquidity and making better use
of cross-border capacity [25].

The importance of the intraday market has also grown as the share of variable renewable
energy sources, such as wind and solar power, has increased in the European electricity system
[17, 24]. These energy sources depend on weather conditions that can be di cult to predict
with perfect accuracy a day ahead. However, forecast accuracy typically improves as the time
horizon shortens, which makes the intraday market particularly valuable for adjusting positions
based on updated forecasts [12, 17].

Therefore, the intraday market plays an important role in helping BRPs trade themselves
into balance before the nal settlement period [5, 12, 24]. As mentioned before, BRPs have
nancial responsibility for any imbalances in their portfolios, facing potential penalties if their
actual production or consumption diers from their reported plans. The intraday market
gives these BRPs an opportunity to adjust their positions and reduce expected imbalances
between their scheduled and actual production or consumption [12, 17]. This process helps
them avoid costly imbalance charges that would otherwise be imposed through the imbalance
settlement mechanism. Without access to the intraday market, these adjustments would need
to be managed through the more expensive balancing market run by the TSO [12, 15].
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Thus, the intraday market serves as an important link between the day-ahead market and
real-time system operation. It provides market participants with the exibility to adjust their
positions as new information becomes available, which is particularly valuable in a system with
increasing amounts of variable renewable energy. Through continuous trading and cross-border
integration, the intraday market contributes to a more e cient and reliable electricity system
[24, 25].

2.1.3 Balancing Market

Following the day-ahead and intraday markets, the balancing market represents the nal stage

in electricity trading, operating in near real-time [13]. This market is needed for maintaining
the stability of the power system by addressing imbalances between electricity generation and
consumption that remain even after the closure of intraday trading [13, 28]. In Europe, the
standard system frequency is 50 Hertz (Hz) [13] and a frequency above this value indicates
that more electricity is being fed into the system than consumed, while a drop below 50 Hz
shows the opposite, signaling a supply shortage [2, 13]. The balancing market corrects these
real-time imbalances, which can come from several sources such as unexpected power plant or
transmission line outages, as well as errors in forecasting both demand and the output of VRE
sources [3, 13, 28].

The balancing market often has a separation between capacity and energy markets [13, 29]. The
capacity market involves obtaining reserve capacity, where BSPs receive payment for making
their resources available to provide balancing energy when needed [13]. This ensures that
enough reserves are ready to handle potential imbalances [3]. The energy market, in comparison,
deals with the actual activation of these reserves, with BSPs being paid for the balancing
energy they deliver in real-time [13]. To secure these necessary resources, TSOs typically
use market-based pricing methods, such as pay-as-bid or pay-as-clear (marginal pricing), to
encourage participation and ensure cost-e cient procurement [13, 28]. In a pay-as-bid system,
each accepted o er receives exactly the price it bid, meaning di erent providers might receive
di erent prices even when providing the same service at the same time. In contrast, under
pay-as-clear or marginal pricing, all accepted o ers receive the same price, which is set by the
most expensive o er needed to meet the required volume [13].

2.2 Balancing Markets & Balancing Service Types

The need to constantly match supply and demand directly in uences electricity market de-
sign, particularly the structure and operation of balancing markets. System frequency, which
represents the rotational speed of synchronised generators, serves as a key indicator of this real-
time balance [30, 31]. Should these frequency deviations become too large, they can trigger
automatic protection systems, leading to the disconnection of generation units or loads, and in
severe circumstances, potentially cause a system-wide blackout [30].

As seen in Figure 6 on the next page, which maps the various reserves in relation to their
response times and operational roles, balancing services form a layered system of control that
works across various time scales [13, 31]. This layered approach helps ensure that imbalances
are quickly counteracted to limit frequency changes and then corrected to bring the system
back to a stable state [13, 30].

The very rst response to a sudden imbalance comes from the physical property of inertia within
the power system [13, 30, 31]. Large spinning parts in conventional generators and motors store
kinetic energy [30, 31]. When the frequency changes, these spinning masses instantly release
or absorb this energy [13, 31]. This action helps slow down how fast the frequency changes,
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Figure 6: Reserve products in the Nordic Power system [3].

providing time for other control systems to start working [13, 30].

Following this initial inertial e ect, some power systems, such as the Nordic one, use an addi-
tional, very fast product called FFR [2, 3]. FFR was created because the next traditional layer
of control, FCR-D, might not be fast enough on its own to keep the frequency stable during
large imbalances when there is low system inertia [2, 3]. FFR triggers when the frequency
crosses a certain point (e.g., between 49.5 Hz and 49.7 Hz in the Nordics) [2]. It provides a very
fast power response after being triggered. The purpose of FFR is to help stop the frequency
change quickly and prevent emergency actions like disconnecting consumers [2, 3]. It acts to
assist the traditional Frequency Containment Process [3].

Subsequently, the traditional rst layer of active control takes over. This is often called Primary
Control or FCR [2, 13, 30]. FCR is automatic and responds to the frequency deviation itself
[2, 13, 30]. Its main job is to quickly stop the frequency from changing further and stabilise it
at a new, temporary level within set limits [30]. In the Nordic system, FCR is split into FCR-N,
which helps manage normal frequency changes within a narrow band (e.g., 49.9 to 50.1 Hz),
and FCR-D, used for larger disturbances outside this band [2, 3]. All TSOs within a connected
area are expected to contribute to primary control in a coordinated way [31].

After primary control has stabilised the frequency at a temporary level, Secondary Control,
also known as Load-Frequency Control or FRR, begins to act [2, 31]. The purpose of secondary
control is to bring the system frequency back to its target (e.g., 50 Hz) and to return the
power ows between dierent control areas back to their planned values [2, 13, 30, 31]. This
process operates on a slower time scale than primary control, typically over several minutes
[2, 30, 31]. Secondary control is managed centrally by the TSO in each control area and uses
an Area Control Error (ACE) signal [3, 13]. The ACE signal combines information about the
balance within the control area and its e ect on the overall frequency [3, 13]. The TSO whose
area had the original imbalance is primarily responsible for activating secondary control (Load-
Frequency Control). FRR can be activated automatically (aFRR) or manually (mFRR) [3, 13].
Automatic FRR responds faster than manual FRR, continuously adjusting to restore frequency
[3]. Manual FRR is often a key resource for balancing, activated by TSOs based on factors like
price and grid constraints [3]. It is commonly used to replace the faster primary and automatic
secondary reserve activations, helping to bring the system back to the target frequency [3].

Beyond primary and secondary control, Tertiary Control is used to ensure enough secondary
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control reserves are available and to manage generators taking part in balancing in an eco-
nomically optimal way [13, 31]. This involves slower adjustments to generator outputs or start-
ing/stopping units [13, 31]. This layer is also sometimes referred to as the Reserve Replacement
Process (RRP) [13].

Additional reserve types and emergency actions are also in place to support system stability in
speci c situations. In severe situations, if frequency drops reach critically low levels, emergency
measures like automatic Load Shedding are used to disconnect consumer demand to prevent a
complete system collapse [30, 31].

Figure 7: Activated balancing energy by type over time in the Swedish system, 2015 2024 [7].

Balancing markets function as the framework through which TSOs obtain and activate these
various reserves [3]. The design of these markets varies depending on national factors, such
as existing infrastructure and location (e.g., being part of a large connected system or an
islanded one) [13]. However, e orts across Europe, guided by regulations like the Electricity
Balancing Guideline (EBGL) and the System Operation Guideline (SOGL), are promoting
standardisation and more consistent products and operating methods among member states [2].
These changes motivate a move towards balancing operations closer to real-time, using faster
products and shorter settlement periods [3, 13]. For example, the Nordic synchronous area
reduced its Imbalance Settlement Period from 60 to 15 minutes on 22 May 2023; cross-border
intraday trading switched to 15-minute resolution on 18 March 2025, and day-ahead trading is
scheduled to adopt 15-minute products from 12 June 2025 [3, 32, 33].

The development of balancing markets and increasing shares of VRE in the Nordic system
are re ected in the trends of activated balancing reserves over the past decade. As shown
in Figure 7, mFRR consistently represents the largest share of activated balancing energy in
Sweden, highlighting its central role in addressing signi cant and prolonged system imbalances
[3, 13]. At the same time, aFRR volumes have increased notably in recent years, indicating a
growing reliance on automated and continuous balancing products to manage more frequent
and less predictable uctuations driven by wind and solar integration [2, 3].
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2.2.1 Imbalance Settlement Price

Understanding how the imbalance settlement price is set is central for both market actors and
system operators in the Nordic balancing market. The imbalance price not only incentivizes
market participants to balance their positions, but also ensures e cient use of resources in
maintaining system stability [3, 8].

At its core, the imbalance settlement price is meant to re ect the real-time value of energy in
the power system. According to the Electricity Balancing Regulation and Nordic TSOs, this
price serves as a direct economic signal for Balance Responsible Parties (BRPSs), incentivizing
them to keep their positions balanced or help restore system balance when deviations occur
[3, 8]. The underlying principle is, as mentioned previously, known as the polluter pays
principle, meaning that those causing imbalances should bear the cost, thereby promoting
system reliability and economic e ciency [8].

However, this goal is not straightforward to realize in practice, since the imbalance price must
consider operational realities, market structure, and evolving regulatory frameworks. There-
fore, di erent calculation methods and adaptations have been used and are currently under
development to meet these requirements [8, 34].

Historically, the Nordics applied a dual pricing system for production imbalances and a single
pricing system for consumption imbalances [8, 35]. Under dual pricing, a BRP with a de cit
or surplus in production was settled at di erent prices depending on whether their imbalance
aggravated or helped the system imbalance [8]. For instance, if the system needed up-regulation
and a BRP was short, the BRP would pay the up-regulation price, which was typically higher
than the day-ahead price. On the other hand, if the BRP helped the system by providing
excess production when the system needed it, the settlement could be at the day-ahead price.
Mathematically, the imbalance settlement cost for a period can be described as:

Imbalance Cost= ( Actual Volume Forecasted Volumg Imbalance Price (2.2)

where the imbalance price is determined by both the direction of the system imbalance and the
direction of the BRP's own deviation [35].

Today, the Nordic countries have transitioned to a single-price model, in line with the har-
monization of European regulations and as a part of ongoing market integration. This means
that both positive and negative imbalances are now settled at the same price within a period,
which is generally set by the marginal price of the last activated balancing energy bid in the
MFRR market [28, 34]. This has increased transparency and consistency and aims to reduce
the incentive for strategic bidding, as well as to align with European market designs [8, 34].

The most important element in the current imbalance price setting is the mFRR market [3, 28].
This market is generally decisive for the imbalance price because it is the last market to close
before physical delivery, meaning its prices re ect the real-time cost of balancing the system for
each ISP. Furthermore, the mFRR market is speci cally designed to handle imbalances as close
to real time as possible, so its marginal price provides a direct economic signal to all market
participants [3, 34]. In practical terms, during each ISP, the TSO calls to activate the necessary
volume of balancing energy in the dominant direction, either up or down, and the price of the
last activated mFRR bid then sets the imbalance price for that area and period [8, 28].

A practical illustration of this relationship is provided in Figure 8 on the next page, which shows
how the mFRR up price and the imbalance price evolve over time in price zone SE2. As seen in
the gure, these prices generally overlap, re ecting the direct link between mFRR activations
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and imbalance pricing. However, there are also certain periods where the two prices diverge,
indicating the presence of other in uencing factors or operational details. Such instances,
although less common, underscore that while the imbalance price is typically derived from the
marginal mFRR bid, temporary deviations can still occur due to local market conditions or
regulatory mechanisms [3, 28].

Figure 8: Comparison of mFRR up price and imbalance price for bidding zone SE2 [7]. The prices generally
overlap, but can diverge in certain periods due to market and operational factors.

When no mFRR bids are activated in a bidding area, the imbalance price cannot be set by

MFRR. In these cases, the price is instead set by the so-called Value of Avoided Activation

(VoAA), which typically corresponds to the day-ahead price or another reference that estimates

what it would have cost to activate balancing energy if it had been needed [8, 34]. This ensures
that there is always a transparent and predictable imbalance price, even in periods with no

explicit balancing action. The VoAA e ectively acts as a oor in down-regulation or a ceiling

in up-regulation, depending on the system state, and its use is harmonized across the Nordic
countries to guarantee consistent incentives for balance responsible parties [28, 34].

More speci cally, the imbalance pricePi,, is calculated today using the following structure:

A

If MFRR up-regulation is activated, the price is set by the highest (marginal) accepted
up-regulation bid [28].

If mMFRR down-regulation is activated, the price is set by the lowest (marginal) accepted
down-regulation bid [28].

A

If no MFRR is activated, the price is set to VOAA [34].

As the system evolves, and especially with the upcoming introduction of the MARI (Manually
Activated Reserves Initiative) and PICASSO (Platform for the International Coordination of
Automated Frequency Restoration and Stable System Operation) platforms, this process will
become more complex. MARI and PICASSO are European platforms for the exchange of
MFRR and aFRR balancing energy, respectively [34, 36]. Their introduction means that more
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than one balancing product and potentially several prices may exist within the same ISP, and
that each Nordic bidding zone will increasingly have its own imbalance price depending on local
activations and congestions, rather than one system-wide price [34].

The most common calculation method being prepared for the future is the Volume Weighted
Average (VWA) of all activated balancing products within the bidding zone, which can be
expressed as:

P
Vi P
Pimp = —FLV' (2.2)
i I

|
whereV; is the activated volume andP; is the corresponding price for each balancing product,
and the sum runs over all balancing products (such as mFRR, aFRR) with explicit demand in
that bidding zone and ISP [34]. This approach smooths out price spikes but can dilute incentives
in periods of low activation. Alternative methods under consideration include marginal price
methods, which use the highest or lowest price of all activated balancing bids to send a sharper
price signal [34].

The actual imbalance settlement cost for a producer is not only determined by the imbalance
price, but also by the volume of imbalance, which is the di erence between the contractual

position and the physical delivery, with possible adjustments for balancing energy delivered as
a BSP [28].

A further component in the Nordic system is the imbalance fee, which is a xed cost per MWh
of imbalance (e.g., 1.1®/MWh in Sweden, Norway, and Finland as of early 2023), added to

the calculated settlement cost [28]. Therefore, the total imbalance income for a VRE producer,
for example, is often expressed as:

= Em Pr J Eimbj Pr (23)

whereEi;, is the energy imbalancep; is the regulating price, andp; is the imbalance fee [28].

An important feature of the current design is that deliberate imbalances intended to exploit
the system are not allowed. Producers must aim for balance in every settlement period, and
repeated strategic behavior can lead to sanctions or exclusion from the market. Market surveil-
lance is carried out by eSett and the TSOs to ensure compliance and maintain trust in the
system [8, 28].

2.3 Manual Frequency Restoration Reserve

From a functional perspective, mFRR activation is mainly triggered by situations where there
are unexpected imbalances or signi cant forecast errors in either consumption or renewable
generation. In the context of the Nordic and Swedish balancing markets, mFRR operates
as the nal layer of frequency reserves, stepping in when previous, faster-acting reserves are
insu cient to resolve deviations [37].

The importance of mFRR has therefore grown rapidly in Sweden in recent years. This is
primarily due to the ongoing energy transition. As highlighted in Svenska kraftnat's system
development plan, a growing share of renewable energy connected to both transmission and
distribution grids, and a reduction in dispatchable generation, has resulted in more challenging
conditions for balancing [24]. Furthermore, increased demand from new large consumers and
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shifting production patterns have put additional strain on the system. This development is
clearly visible in the increasing volumes and activation frequencies of mFRR in Sweden [1].

Additionally, regulatory changes and market reforms have been implemented to address these
challenges. For instance, moving from a system where mFRR is only activated as energy, to one
where capacity is also procured in advance, as Sweden did in October 2023. This ensures that
enough reserve capacity is available and that the market can respond e ciently when larger
imbalances occur [38]. Moreover, to improve market e ciency and re ect the growing volatility,

the settlement period has shifted from hourly to 15 minutes, aligning Sweden with European
developments and supporting more granular balancing [1].

On the one hand, these reforms and the automation of mFRR activation are expected to
improve the e ciency, speed, and exibility of the Swedish balancing market, which is especially
important as system variability increases. On the other hand, these developments can also
introduce new challenges and risks. For example, increased dependence on short-term market
signals and automated activations may lead to periods of high price volatility or even risk
of insu cient supply during stressed system conditions, particularly if liquidity is low or if
there are regional shortages of exible resources [24, 29]. This duality means that while the
modernization of MFRR processes supports system reliability and the integration of renewables,
it also requires close monitoring and continuous improvement of market design and operational
practices to address possible weaknesses as they arise [24, 29].

In practical terms, mFRR can now be activated either manually or automatically. Since March
2025, the Swedish market has transitioned towards automated activation every 15 minutes, as
part of the broader Nordic Balancing Model reform [39]. This means that mFRR is not only a
tool for sudden or severe incidents, but is increasingly integrated into regular system operations,
supporting a more dynamic and responsive grid [40].

The activation of mFRR follows an optimization process where the TSO selects bids from
the available pool based on price, location, and system needs, maximizing social welfare and
maintaining network constraints [40].

As a result, the increasing role of mFRR is tightly linked to both technical and market de-
velopments. More frequent and larger imbalances require robust reserve products and e cient
markets to ensure system security. At the same time, these changes present new opportunities
and challenges for market participants, especially as the Nordic and European markets become
more integrated and transparent [29]. Consequently, the study of mFRR in the Swedish con-
text is motivated not only by technical needs but also by the broader market evolution and
regulatory landscape.

2.3.1 Composition of mFRR in Sweden

The current mix of technologies that are prequali ed capacity for mFRR in Sweden as of
Q4 2024 [1] can be seen in Figure 9 on the following page, which illustrates both upward and
downward regulation capacities. The breakdown shows a clear dominance of hydropower, which
provides 13,090 MW for upward and 13,110 MW for downward regulation, respectively. Other
contributors include demand response, which o ers 550 MW of upward mFRR, combined heat
and power (CHP) with 300 MW up and 260 MW down, wind power with 370 MW up and
900 MW down, and battery energy storage systems (BESS), which contribute 110 MW up and
a smaller share down [1, 29]. It is important to note that while hydropower dominates both
directions, the trend in upward regulation is increasing demand response, whereas wind power
has become more signi cant for downward regulation, re ecting di erent technical and market
drivers [37, 38].
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Figure 9: Prequali ed mFRR capacity by technology, Q4 2024 [1].

The technology mix is a direct result of both technical characteristics and the requirements set
by the mFRR product de nition. Hydropower's leading role can be explained by its technical
exibility, fast ramping ability, and signi cant installed capacity in Sweden [24, 41]. For in-
stance, hydropower plants can often adjust their output within minutes and sustain high ramp
rates, making them particularly suitable for mFRR activation, which typically requires a full
activation time within 12 15 minutes [1, 6, 41]. The exibility and operational range of hydro
units allow them to o er both upward and downward regulation, and their inertia contribution
also helps maintain system stability, which is valuable as other sources of inertia decline with
more converter-connected renewables [41].

Additionally, demand response is gaining ground, especially for upward regulation, due to
advances in digitalization and automation that allow industrial and commercial loads to be
curtailed quickly [29, 37]. Demand response can deliver capacity by reducing load when the
system needs upward regulation, and recent market developments have made it easier for new
actors to participate. However, the technical challenge for demand response lies in its pre-
dictability and duration, as some loads cannot be reduced for long periods without a ecting
core operations [24].

Wind power is more prominent in downward regulation because, in periods of surplus generation
or low demand, curtailing wind turbines is technically straightforward. However, for upward
regulation, wind is limited because output cannot be increased above the available wind resource
at any given moment [1]. Similarly, BESS is well-suited for both directions due to its rapid
response but is currently limited in total prequali ed volume, mainly because of investment
costs and grid connection sizes [29]. Combined heat and power (CHP) plants also contribute
but are generally less exible than hydro and are often constrained by heat production schedules
[24].

While the current composition of mFRR capacity in Sweden, with hydro at its core, o ers
reliability and proven exibility, there are both strengths and vulnerabilities in this setup [1, 24].

On the one hand, hydro provides a robust foundation for balancing, but on the other hand,
reliance on hydro creates potential risks, such as exposure to dry hydrological years or local
constraints in the grid that limit hydro's ability to deliver reserves where needed [41].

Moreover, as demand response and BESS patrticipation increases, the system may bene t from
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greater diversity and resilience, but questions remain about whether these resources can provide
the same level of reliability and duration as hydro, especially in stress scenarios [29]. Similarly,
wind power's role in downward regulation is likely to grow, but there are limits to how much
wind can be curtailed before system economics or security are aected [1]. Therefore, the
ongoing market reforms, such as area pricing and increased transparency, aim to address some
of these challenges by incentivizing resources to locate where they are most needed and by
broadening participation [1].

From a system perspective, the future mix will need to be robust against changing weather
patterns, technology costs, and policy directions. Therefore, a key challenge is ensuring that
new entrants like demand response and BESS can scale up and deliver on their potential, while
also maintaining reliability and economic e ciency [24, 29].

2.3.2 mFRR Market Structure & Pricing

The operational mechanics of the mFRR market center on structured bidding processes and
sophisticated pricing algorithms that determine both resource availability and activation costs.
Bidding in the mFRR market follows a structured format, with actors submitting bids per hour
and bidding zone, specifying whether their bids apply to up-regulation or down-regulation. The
process accommodates various bid types, including single-hour, block, divisible, and indivisible
bids, which re ect the technical and economic realities of di erent resources. For example, a
hydropower plant might submit a block bid to match its operating pro le, while a battery might
use divisible bids for more granular control [6, 37]. GCT for the mFRR capacity market is set
at 07:30 the day before delivery, intentionally earlier than the corresponding energy activation
market and spot market, enabling the operator to secure su cient standby exibility ahead of
other markets clearing [6, 37].

A distinctive characteristic of mFRR pricing dynamics is their direct re ection of real-time
supply and demand for exibility, resulting in signi cant price volatility. During periods when

the system urgently requires up-regulation, such as when demand spikes or generation drops
unexpectedly, the marginal price for mFRR up can rise sharply, signaling scarcity and attracting
additional resources over time [29]. Conversely, when excess supply necessitates system down-
regulation, particularly during periods of low consumption and high renewable output, the
marginal price for mFRR down can become signi cantly negative [29]. This negative pricing
serves as a direct economic signal, compensating resources for reducing output and covering
lost revenues in the energy market or operational costs [42].

The dual market structure creates a fundamental link between capacity procurement and energy
activation. Each day, procurement volumes for up- and down-regulation are published per
bidding zone, and BSPs must prequalify and submit corresponding bids in both markets. If
accepted in the capacity market, bids are remunerated at the marginal clearing price per area
and hour, independent of eventual energy activation [6]. However, capacity providers must
submit corresponding bids in the energy activation market, ensuring that only resources actually
available when needed can access both payment streams, thereby maintaining system integrity
and preventing speculative bidding [37].

Settlement mechanics in the Nordic and Sweden now encompass two distinct layers, each with
its own market-clearing price. The guaranteed income from capacity payments reduces nancial
risk for providers and encourages investment in new technologies, especially storage and demand
response, which might otherwise be deterred by uncertainty around activation frequency [5, 6,
42]. Simultaneously, the continued use of marginal pricing preserves incentives for e cient
dispatch and honest bidding across both market layers [5, 6, 42].
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The automation of the mFRR Energy Activation Market through optimization algorithms run-
ning every 15 minutes has altered operational dynamics [1, 40]. This algorithmic approach, cou-
pled with 15-minute market time units and settlement periods, enables more precise balancing
as VRE constitute a larger portion of the generation mix [1, 24, 40]. The increased operational
frequency has expanded market participation opportunities for new actors and technologies, in-
cluding aggregators, smaller exible loads, and batteries, provided they can meet the enhanced
operational requirements for frequent, granular bidding and settlement [37, 40].

However, these structural changes have introduced new complexities. Market reports indicate
that during early implementation phases, procurement volumes were not always achieved, and
market actors faced learning curves in adapting to new bidding rules and schedules [1, 38].
The increased sophistication of bidding strategies and risk management requirements repre-
sents a signi cant shift for participants. Furthermore, ongoing harmonization with Nordic and
continental European systems continues to present complexities around cross-border trading,
settlement periods, and market integration that may in uence both participation patterns and
price formation in the years ahead [24, 29].

2.3.3 Historical Trends & Outlook of mFRR

The development of balancing markets has meant that volumes and prices have become increas-
ingly important not only for system operators but also for balancing responsible parties, who
ultimately bear the costs associated with real-time imbalances [38]. In recent years, increased
volatility and sharper price movements, particularly following reforms implemented after 2022,
have made these indicators even more relevant [29]. The growing unpredictability of volumes
and frequent price spikes have highlighted the need for enhanced forecasting, risk management,
and strategic market participation, reinforcing the link between balancing market outcomes
and underlying system changes [29, 38].

Figure 10: Annual activated mFRR volumes (TWh) in Sweden by bidding zone (SE1 SE4), split into upward
and downward activations from 2015 to 2024 [7].
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Looking back over the period 2015 2024, activated mFRR volumes in Sweden have shown
a clear and persistent concentration in the northern bidding zones, SE1 and SE2, both for
upward and downward regulation. This trend is visible in the stacked bar chart in Figure 10
on the previous page covering nearly a decade, where SE1 and SE2 consistently account for the
largest share of total activated volume [1]. SE3 and SE4, by contrast, are smaller contributors
throughout the period, which mirrors both their lower share of exible generation [29]. For 2024
speci cally, the distribution of mMFRR upward activation is highly concentrated: SE1 accounts
for 42% and SE2 for 43.4%, while SE3 and SE4 together make up less than 14%. Downward
activation in the same year is even more skewed towards SE2, which delivers 51.6% of all
MFRR Down volume, with SE1 providing 32.9%. SE3 and SE4 remain minor participants at
11.4% and 4.1%, respectively. These patterns indicate not only the geographical distribution
of system exibility, but also the technical reality that most prequali ed capacity, particularly
hydro power, is concentrated in the north [24]. Even though the activation of these reserves
does not necessarily imply that consumption occurs locally, activation is determined by system
needs and network constraints, so energy moved for balancing may ow to other zones with
higher demand, as previously discussed [5, 24].

Figure 11: Time series of MFRR upward and downward prices (EUR/MWh) for bidding zone SE2 from 2020
to 2024 [7].

Price trends for mFRR in Sweden since 2020 in Figure 11 further illustrate the transformation
of the balancing landscape. The time series of mMFRR up and down prices for SE2 reveals
growing volatility and a marked increase in price spikes, especially from 2022 onwards. This
re ects a combination of market design, local network constraints, and the changing mix of
supply and demand [38]. The price series also show upward trends in both directions, with the
solid lines indicating that prices are climbing over time.
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Looking ahead, the fore-
cast for mFRR capacity
demand points to a signif-
icant step change in the
coming years. The marked
increase in Figure 12 is
projected to remain stable
through 2030, as indicated
by the forecasted lines
and condence intervals
in the relevant capacity
graphs [24]. The primary
drivers behind this trend
include the continued inte-
gration of wind power and
other variable renewable
sources, the transition to
15-minute settlement pe-
riods, and the implemen-
tation of European bal-
ancing platforms such as
MARI [1]. These changes

Figure 12: Historical and forecasted average capacity demand (MW) for mFRR
upward and downward in Sweden, 2023 2030. The estimates show a signif-
icant step increase in capacity needs from 2025 onward, followed by stable
procurement levels through 2030 [1].

not only increase the demand for balancing capacity but also broaden market participation by
creating opportunities for batteries, demand response, and other new entrants to play a role
alongside established resources like hydro [1, 6, 37].
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3 Theory & Method Choice

3.1 Forecasting mFRR Volumes: A Theoretical Framing

Forecasting activated manual Frequency Restoration Reserve (mMFRR) volumes is a multifaceted
modeling challenge due to the interplay of renewable energy variability, market-driven dynamics,
and the temporal structure of electricity system operations.

Firstly, the model must accurately learn how exogenous variables, such as market prices, or
load forecasts, relate to the endogenous response: the volume of activated mFRR. This involves
modeling both short and long-range temporal dependencies as well as multivariate interactions.

Secondly, interpretability is emphasized as a critical attribute of the selected model. Inter-
pretability enables the identi cation and clear communication of the speci c features and their
respective impacts on the activation volumes of mFRR. Such clarity not only enhances trust in
the model's outputs but is also essential for justifying operational decisions to system opera-
tors, regulators, and market participants, especially in high-stakes environments like balancing
markets.

To satisfy these overarching goals, the chosen model must possess several essential characteris-
tics:

1. Capability to handle time-series data: The temporal nature of the dataset neces-
sitates a modeling approach that can inherently accommodate sequential dependencies
and autocorrelation structures. Models that explicitly incorporate temporal relationships,
such as recurrent neural networks (RNNs), Long Short-Term Memory (LSTM) units, or
transformer-based models, are therefore considered suitable candidates.

2. Robust handling of missing data: Given the inevitability of missing values in real-
world data, the selected model should be compatible with strategies that manages such
gaps. It must avoid misinterpretations that could arise from incorrectly handling missing
data, potentially utilizing techniques such as interpolation methods, imputation strate-
gies, or explicitly modeling missingness within the data.

3. Integration of feature relationships while preserving interpretability: The model
must adeptly capture complex interactions among features and their relationship to the
target variable without introducing excessive complexity. Excessive complexity may im-
pede interpretability and hinder the practical utility of the model. It is critical that
the model maintains a balance, leveraging advanced methodologies such as regulariza-
tion, feature selection techniques, or inherently interpretable modeling approaches, thus
ensuring the transparency and accessibility of feature attribution tools.

These requirements ensure that the nal model is not only statistically sound but also practi-
cally useful. Interpretability supports transparency in operational decision making and regula-
tory compliance, while temporal modeling and robustness to missing data are prerequisites for
reliable performance in volatile real world conditions.

To identify models capable of meeting these criteria, the remainder of this chapter systemat-
ically analyzes predictive modeling paradigms, compares their theoretical underpinnings and
empirical performance, and evaluates their suitability for time-series forecasting in the context
of mMFRR volume prediction.

The comparative assessment begins with an examination of classical statistical models and their
modern machine learning counterparts.
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3.2 Classical Statistical Models

Statistical models that integrate exogenous variables are pivotal in time series forecasting, es-
pecially when external factors signi cantly in uence the target variable. These models leverage
both the inherent patterns within the time series and relevant external information to enhance
predictive accuracy.

Autoregressive Integrated Moving Average with Exogenous Variables (ARIMAX)

The ARIMAX model extends the traditional ARIMA framework by incorporating exogenous
variables, allowing for the modeling of relationships between the target time series and external
predictors. This integration is particularly bene cial when external factors, such as economic
indicators or weather conditions, have a demonstrable impact on the variable of interest [43].

Mathematically, the ARIMAX model is represented as:
xP Xa X
Yy = C+ it it it t kXt k"t (3.1)
i=1 j=1 k=0
where:
" y; is the endogenous variable at time,
" Xt k represents the exogenous variables lagged kyeriods,
i and ; are the coe cients for the autoregressive and moving average terms, respectively,
k denotes the coe cients for the exogenous variables,
© ", is the error term.

The inclusion of exogenous variables necessitates that their future values are known or can
be reliably forecasted, as they directly in uence the model's predictions. This requirement
underscores the importance of accurate forecasting or availability of future values for these
external predictors [44].

Model Identi cation and Estimation

Identifying an appropriate ARIMAX model involves determining the orders of the autoregres-
sive (AR), di erencing (I), and moving average (MA) components, as well as selecting relevant
exogenous variables. This process typically includes:

A

Stationarity Testing : Ensuring the time series is stationary, often using the Augmented
Dickey-Fuller (ADF) test.

Di erencing : Applying di erencing techniques to achieve stationarity if necessary.

Autocorrelation Analysis  : Utilizing Autocorrelation Function (ACF) and Partial Au-
tocorrelation Function (PACF) plots to identify suitable AR and MA terms.

Exogenous Variable Selection : Choosing external variables that have a theoretical
and empirical relationship with the target series.

The estimation of model parameters is commonly performed using maximum likelihood estima-
tion or least squares methods, depending on the speci ¢ characteristics of the data and model
[45].
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Applications and Limitations

ARIMAX models have been e ectively applied across various domains, including economics,
nance, and environmental studies, where external factors play a signi cant role in in uencing
the target variable. For instance, in energy demand forecasting, temperature (an exogenous
variable) is a critical predictor of electricity consumption [44].

However, the reliance on exogenous variables introduces certain limitations:

" Data Availability : Future values of exogenous variables must be known or forecasted,
which may not always be feasible.

A

Model Complexity : Incorporating multiple exogenous variables can increase model
complexity and the risk of over tting.

" Assumption of Linearity : ARIMAX models assume a linear relationship between
variables, which may not capture complex nonlinear interactions.

Despite these challenges, when applied judiciously, ARIMAX models can signi cantly enhance
forecasting accuracy by leveraging relevant external information.

3.3 Machine Learning Models

Machine learning encompasses various methodologies designed to model complex, nonlinear
relationships in data through supervised learning, where input-output pairs are used to learn
predictive patterns. Common machine learning models include neural networks, decision trees,
ensemble methods, and support vector machines, among others. These methods di er signi -
cantly in their theoretical foundations, interpretability, and practical performance.

Neural Networks

Neural networks, particularly feed-forward and recurrent architectures, are powerful nonlinear
models widely used for predictive tasks involving complex dependencies. Feed-forward neural
networks map input features through multiple layers of neurons using nonlinear activation
functions and can approximate highly complex functional relationships e ectively. Recurrent
Neural Networks (RNNSs), including Long Short-Term Memory (LSTM) units, extend neural
network capabilities to sequential data by maintaining internal states that capture temporal
dependencies [46].

Decision Trees and Tree-Based Methods

Decision trees are intuitive, interpretable predictive models that partition data based on feature
thresholds to minimize predictive error within resulting subgroups. These models, however,
tend to over t training data due to their exibility. To mitigate this, ensemble methods such as
Random Forests and Gradient Boosted Trees aggregate multiple trees to improve stability and
predictive performance. Random Forests utilize bootstrap aggregation (bagging) and random
feature selection, thereby reducing variance. Gradient Boosted Trees iteratively build ensembles
of weak predictive trees, progressively minimizing errors through optimization techniques [47].

Support Vector Machines (SVM)

Support Vector Machines are another class of powerful supervised machine learning models.
SVMs function by identifying an optimal hyperplane in a transformed feature space, achieving
maximal margin separation between classes or minimal prediction errors for regression tasks.
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Through the kernel trick, SVMs can e ectively model highly nonlinear decision boundaries and
regression functions, demonstrating robustness in high-dimensional settings [48].

Penalized Linear Models (Regularized Regression)

Regularized linear regression methods, such as Ridge regression, Least Absolute Shrinkage
and Selection Operator (LASSO), and Elastic Net, employ penalty terms in their optimization
objectives to prevent over tting and manage multicollinearity. These penalties constrain model
parameters, thus balancing bias-variance trade-o s and enhancing predictive stability, especially
when dealing with large numbers of features or limited observations [46].

3.4 Empirical Comparison: Data Size and Model Capacity

A fundamental consideration in model selection for time series forecasting is the nature and
size of the available data. Classical statistical models such as ARIMA have long been regarded
as baseline approaches due to their simplicity, interpretability, and stable performance on small
datasets[49]. However, this advantage is context-dependent and begins to diminish as the
guantity and complexity of data increase. Recent evidence challenges the long-held assumption
of their superiority by systematically addressing the performance gap in light of data size and
model complexity[50].

Today's studies confront earlier conclusions, by empirically demonstrating that the perceived
inferiority of machine learning models in time series forecasting is largely an artifact of small
sample evaluations[50]. When forecasting models are assessed across a learning curve that
incrementally increases the training sample size, a clear pattern emerges: classical statisti-
cal models exhibit stable but limited performance, whereas machine learning models start o
weakly but progressively improve, ultimately outperforming their statistical counterparts as
data availability grows[50].

This dynamic can be attributed to the intrinsic characteristics of ML algorithms. Their ability

to approximate highly nonlinear and complex relationships within data hinges on their exposure
to su ciently large and diverse datasets. Without this, their exibility turns into a liability,
causing over tting to noise and spurious patterns. In contrast, statistical models are constrained
by their parametric assumptions and tend to generalize better in small data regimes, though
at the cost of failing to capture intricate dependencies that machine learning models can [50].

The implications of these ndings are profound. They necessitate a paradigm shift away from
the blanket preference for simpler models in small-scale benchmarks, and instead advocate for
a conditional strategy: employ statistical models when data are sparse and interpretability is
important; leverage machine learning when data abundance allows for harnessing its higher
representational power [50].

Another critical insight from comparing traditional statistical models with machine learning
(ML) models relates to computational complexity, particularly as datasets grow larger. Fig-
ure 13 on the following page illustrates this clearly, showing computational complexity measured
as the average training and prediction time across over 90 distinct time series datasets. Speci -
cally, the ARIMA model requires approximately 30 times more computational time for training
and prediction compared to the Random Forest (RF) model [50].

This computational discrepancy highlights an essential practical consideration in model selec-
tion, the trade o between computational cost and the opportunity to evaluate multiple model
con gurations. Due to their relatively high computational demands, traditional statistical mod-
els like ARIMA inherently limit the number of iterations or parameter variations that can be
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feasibly tested within realistic time constraints. In contrast, the lower computational overhead
of ML models such as RF allows for extensive hyperparameter tuning and the exploration of
multiple model variations within the same time frame, substantially increasing the likelihood
of identifying an optimal predictive con guration [50].

Hence, computational e ciency is not merely a practical convenience but a critical factor in u-
encing predictive performance. The ability to rapidly iterate and re ne models gives machine
learning methods a distinct advantage, particularly when abundant data are available, signi -
cantly enhancing their potential to outperform traditional statistical methods [50].

Figure 13: Left: Smoothed learning curves showing mean average squared error (MASE) for various machine
learning and statistical methods. Right: Computational complexity comparison between statistical methods
relative to the naive2 model (logarithmic scale) [50].

This conclusion is not simply a call for more data. It is a recognition that model selection must
be dynamically aligned with the structure of the forecasting task at hand. If the objective is

to extract nuanced insights from complex systems, then assuming that linear models su ce is
inadequate. Conversely, if explainable forecasts are needed quickly from limited information,
traditional statistical approaches remain highly competitive.

Ultimately, the choice of model should re ect a critical evaluation of both the data landscape
and the forecasting goals. Model complexity should be matched with data richness. Where
that alignment is achieved, machine learning models are not merely viable; they are decisively
superior [50].

3.5 Memory Mechanisms in Neural Networks

The capability of a model to handle temporal data inherently relies on its ability to incorporate
and utilize memory, which fundamentally distinguishes time-series modeling from classical su-
pervised learning problems. The central idea behind memory in neural networks is the capacity
to retain information about previous states, thus in uencing future outputs. This notion of
memory emerges naturally through the implementation of feedback loops, where outputs or
hidden states from previous computations serve as inputs to subsequent steps. Such feedback
mechanisms transform neural networks into dynamic systems capable of modeling temporal
dependencies across sequences [51]
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Traditional feed-forward neural networks are strictly acyclic and lack the capability to directly
leverage past information beyond static input features. Conversely, recurrent neural networks
(RNNs) introduce cycles into the computational graph, enabling the hidden state at each time
step to depend explicitly on the previous state. Mathematically, the hidden stath; at time t

in an RNN can be expressed as:

ht=gVXt+ Uh 1+ c;

where x; represents the input at the current time step,h; ; encapsulates information from
all previous time steps, andU, V, and c are trainable parameters. Hereg is a non-linear
activation function, typically the hyperbolic tangent (tanh), which ensures that the memory
representation remains bounded [51].

This fundamental design principle, the recurrent connection, is what makes memory possi-
ble. The feedback loop implicitly encodes a compressed representation of the entire history of
past inputs into a vector, e ectively allowing the network to remember earlier information.
However, this encoding is not without limitations. As sequences become long, early inputs'
in uence can diminish dramatically, a phenomenon known as the vanishing gradient problem,
which severely restricts the network's capacity to remember long-range dependencies. Similarly,
the opposite issue, exploding gradients, can also occur, destabilizing training [51].

While basic RNNs set the foundational concept of memory via recurrent connections, overcom-
ing their inherent challenges requires additional architectural advancements. Approaches such
as gated mechanisms have been developed to mitigate these limitations, enabling more e ective
long-term information retention.

Given the necessity of robust long-range memory capabilities for accurately modeling complex
time-series phenomena, architectures designed explicitly with gating mechanisms, such as the
Long Short-Term Memory (LSTM) networks, have become central to advanced forecasting
applications. These will be discussed in further detail in a subsequent section.

3.6 Long Short-Term Memory (LSTM)

Long Short-Term Memory (LSTM) networks represent a signi cant evolution in recurrent neu-
ral network design, speci cally engineered to address limitations encountered by traditional
recurrent neural networks (RNNs) when processing long sequences [52].

Standard RNNs often struggle to e ectively capture long-range dependencies due to the van-
ishing gradient problem [51]. In simple terms, as an RNN processes data over time, earlier
information gradually fades, diminishing the in uence on subsequent predictions [51]. This
limitation restricts traditional RNNs' ability to identify meaningful patterns across extended
sequences [51].

LSTM networks overcome this limitation through their unique architectural design, which in-
cludes specialized memory cells and gating mechanisms [52]. The core innovation behind LSTM
architecture is its explicit management of memory, the capability to dynamically determine
which information should be retained, discarded, or updated as new data arrives [52].

An LSTM cell contains three primary gates, input, forget, and output, that work together to
regulate information ow:

1. The forget gate identi es which past information remains relevant and what should be
discarded, helping the network to lIter out irrelevant or noisy data [52].
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2. Theinput gate decides how much new information will be integrated into the memory
cell, selectively updating the cell's internal state [52].

3. Theoutput gate controls the amount of internal memory released to subsequent layers or
future time steps, determining which parts of the stored memory are used for immediate
prediction [52].

Through these controlled gates, the LSTM architecture ensures e cient and selective memory
management, enabling e ective learning and leveraging of long-term data dependencies [52].
This capacity makes LSTMs exceptionally suitable for tasks involving the analysis of complex
sequential patterns, such as language modeling, speech recognition, and particularly, time-series
forecasting in contexts like the balancing energy market examined in this thesis [52].

By explicitly addressing the need for e ective long-term memory, LSTMs provide a critical
advantage over simpler recurrent architectures, making them particularly suitable for modeling
the intricate temporal dynamics observed in activated mFRR volumes.

3.7 Missing Values

Missing values in datasets represent an important consideration in predictive modeling, as
their presence and treatment can signi cantly in uence model accuracy and reliability. To
handle missing data appropriately, it is important to rst understand the nature and mechanism
by which these data become missing. Broadly, missing data can be categorized into three
main types based on their missingness mechanisms: Missing Completely At Random (MCAR),
Missing At Random (MAR), and Missing Not At Random (MNAR) [53].

1. Missing Completely At Random (MCAR) : This occurs when the probability of
missingness is unrelated to both observed and unobserved values. Essentially, missing
values occur entirely by chance.

2. Missing At Random (MAR) : Under MAR, the missingness of data points is related
only to the observed data but not to the missing data itself.

3. Missing Not At Random (MNAR) : MNAR refers to missing data whose absence
is related to both observed and unobserved data, making it challenging or sometimes
impossible to accurately impute [53].

For the scope of this study, we primarily encounter structurally missing data. Structurally
missing values arise naturally due to the inherent design or constraints within data collection
processes. For instance, certain measurements or observations are not just missing due to er-
ror or oversight but because these values are not logically or structurally applicable in specic
contexts, such as the number of children a man has given birth to, which is a structurally
impossible scenario [48]. In the context of the energy market data analyzed in this thesis,
structurally missing values may occur in scenarios such as periods where market bids or spe-
ci ¢ activations simply did not occur due to market rules, technical constraints, or external
operational conditions [6].

To address structurally missing data within predictive modeling frameworks, one robust solution
is the use of masking techniques. Masking involves creating an indicator (usually binary) that
explicitly signals the model when data is structurally missing rather than simply absent due

to random chance or collection errors. This masking indicator ensures that the model treats
these structurally missing values as non-informative rather than misleadingly imputing them

as zeros or averages, which could distort predictive relationships.
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By integrating a masking strategy, we explicitly represent the absence of certain information
as part of the data's inherent structure rather than an artifact needing arbitrary imputation.
The details of the implementation of masking within our speci ¢ model architecture will be ad-
dressed in the data loading within the model methodology, demonstrating clearly how masking
Is operationalized to preserve the interpretative integrity of our predictive outcomes.

3.8 Theory Synthesis and Model Justi cation

In the preceding sections, various predictive modeling paradigms were systematically evaluated
against theoretical requirements and practical criteria necessary for forecasting mFRR activa-
tion volumes. Key criteria established included the model's ability to handle complex temporal
dependencies, e ectively manage structurally missing data, and ensure interpretability for op-
erational market insights.

Classical Statistical Models (ARIMA/ARIMAX)

Classical statistical models, notably ARIMA and ARIMAX, provide robust theoretical founda-
tions and interpretability through linear modeling frameworks. Their strength lies in modeling
linear relationships and stationary processes e ciently. However, their major drawbacks include
strict assumptions of stationarity and linearity, inability to capture complex, nonlinear tempo-
ral dependencies, and signi cant computational ine ciencies when extensive hyperparameter
tuning is required. Additionally, ARIMAX models heavily depend on future exogenous data
availability, which might not always be guaranteed [43]. These limitations constrain their e ec-
tiveness given the nonlinear, dynamic nature of mFRR activations in uenced by volatile market
conditions and renewable energy variability.

Tree-Based Models (Random Forest, Gradient Boosted Trees)

Tree-based models, such as Random Forests and Gradient Boosted Trees, o er strong pre-
dictive performance, nonlinear interaction modeling, and inherent interpretability via feature
importance metrics. However, their fundamental structure is not inherently sequential; thus,
they are limited to modeling temporal patterns primarily through lagged variables, rather than
directly capturing sequential dependencies [47]. Furthermore, these models interpret missing
values as informative by default, making it challenging to distinguish structurally missing values
from meaningful inputs, thereby complicating e ective data masking and potentially leading

to incorrect inferences.

Support Vector Machines (SVM)

SVM models, while robust and theoretically sound for handling nonlinear relationships, are
inherently static, lacking the capability to naturally model temporal sequences. They require
signi cant feature engineering, such as explicit lagged inputs, limiting their exibility and
scalability in the context of dynamic, high-dimensional time-series problems [48].

Penalized Linear Models (Ridge, LASSO, Elastic Net)

Regularized regression models o er computational e ciency, clear interpretability, and e ective
management of multicollinearity through penalty terms. Nevertheless, their linear framework
severely restricts their capacity to capture complex interactions and temporal nonlinearities
inherent in time-series data. Consequently, despite their theoretical simplicity, these models
inadequately represent the temporal dynamics and complex feature interactions characterizing
the mFRR activation forecasting problem [46].
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Rationale for Choosing LSTM Networks

Given the limitations outlined above, the Long Short-Term Memory (LSTM) network emerges
as a clearly preferable model, explicitly designed for robust sequential data modeling:

1.

Explicit Sequential Modeling  : LSTMs inherently model sequential and temporal de-
pendencies, making them naturally suitable for capturing the autocorrelation structures
and complex temporal patterns present in the mFRR dataset. This feature directly sat-
is es one of the primary theoretical requirements [52].

. Robustness to Long-Range Dependencies : LSTMs employ gating mechanisms specif-

ically designed to mitigate vanishing and exploding gradient problems, allowing e ective
learning of long-range dependencies within time series data. Such capability is important
for accurately predicting mFRR activation volumes, which can be in uenced by factors
over extended historical periods [52].

. E ective Handling of Missing Data : LSTM architectures easily integrate masking

mechanisms, clearly distinguishing between informative and structurally missing values.
This characteristic is essential in accurately interpreting gaps or non-activations in the
balancing market data, thereby preventing misleading imputations or interpretations.

. Compatibility with Feature Attribution Methods : LSTM models are compatible

with advanced interpretability techniques such as Integrated Gradients, SHAP values,
and feature ablation studies. These methods enhance transparency and interpretability
of predictions, aligning closely with regulatory requirements and operational decision-
making processes in the energy market context [54, 55].

. Computational E ciency with Modern Optimization . Leveraging modern opti-

mization algorithms, such as Adam, LSTMs e ciently handle large-scale training sce-
narios, providing a suitable balance between computational complexity and the capacity
for extensive hyperparameter optimization. This ensures superior predictive performance
without prohibitive computational overhead [46].

Thus, LSTM networks provide an optimal combination of temporal modeling capability, inter-
pretability, handling of missing data, and computational e ciency. Given the data complexity,
the nonlinearity in relationships between predictors and target variables, and the necessity for
transparent interpretation of model predictions, the LSTM architecture stands out as the most
appropriate model choice for forecasting mFRR activation volumes.
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4 Data and Methodology

4.1 Data Collection

The data collection process for this study follows a systematic approach to ensure data quality
and methodological rigor. Figure 14 provides an overview of the main steps, which are detailed
in the subsequent sections.

Data Sources Data Or- Dataset Preprocessin

(Section 4.1.1) ganization Construction (Szction 4 22;
ENTSO-E (Section 4.1.2) (Section 4.1.3) Clean & Scale
Platform Category Sorting Format & Filter

Figure 14: Data collection and processing work ow

The work ow begins with systematic data extraction, followed by categorical organization, uni-
ed dataset construction with Swedish market focus, and nally comprehensive preprocessing
for modeling readiness.

4.1.1 Data Sources

The primary data source for this study is the ENTSO-E Transparency Platform [7], which is
widely regarded as the central repository for operational and market data across European
electricity markets [7]. This platform was selected due to its comprehensive coverage of system
operation metrics, market results, and transparency in reporting. By relying solely on ENTSO-
E, the aim was to minimize biases that might arise from the integration of heterogeneous data
sources and to ensure consistency in variable de nitions and reporting intervals [56].

For optimal model performance, the ideal dataset would include several additional data types.
Such as, weather data (temperature, wind speeds, solar irradiance), as these are primary drivers
of forecast errors that lead to need for balancing action. Furthermore, access to detailed bal-
ancing market data, including both accepted and rejected bids with their respective prices and
volumes, would provide more insights into market dynamics and scarcity conditions. Internal
TSO operational data, such as dispatch signals, planned maintenance schedules, and operator
decision logs, would o er additional context for understanding activation patterns.

However, such comprehensive data is either proprietary, operationally sensitive, or not system-
atically reported in a standardized format. The choice to rely on ENTSO-E data re ects both
the need for interpretability and the practical constraint that publicly available data represents
the foundation upon which external researchers and market participants must build their un-
derstanding. While this limitation constrains model performance potential, the insights derived
are based on information accessible to all market participants.

The timeframe of data collection spans from late 2014 to early 2025, aligning with the cover-
age available for all relevant market products and re ecting both historical and contemporary
market conditions. This period was chosen to capture long-term patterns, regulatory changes,
and system reforms that could a ect balancing needs, such as the introduction of new capacity
markets in 2023 [1, 57].

The temporal resolution of the dataset was set to hourly for all variables. This decision was
primarily motivated by the structure of the original data: the vast majority of variables provided
by ENTSO-E were already reported at an hourly resolution, including all the main target
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variables for the study (i.e., mFRR up/down activation volumes). Because accurate forecasting
of these target variables requires a dataset with consistent time steps, it was important to
harmonize all features to match this hourly granularity.

While most variables naturally t this hourly structure, a smaller subset was reported either
at ner (e.g., 15-minute) or coarser (e.g., daily, weekly, or monthly) resolutions. Variables at
ner intervals, were aggregated or averaged to hourly values, using methods appropriate for
each variable type (mean for continuous measures, sum for totals, etc.) [43]. For variables
with coarser resolution, such as weekly or monthly data, the latest value was prolonged forward
until the next update, a standard approach for integrating mixed-frequency data in time-series
analysis [58]. This forward Il approach is commonly used in system analysis to align variables
with di erent reporting frequencies, as it avoids creating arti cial jumps or missing data between
updates [58]. Furthermore, this ensures that every hour in the dataset contains a complete set
of features for modeling.

All time indices were further standardized to Coordinated Universal Time (UTC) for full align-
ment between market products and system operations. The harmonization of time axes across
all variables was important for accurate time-series modeling and to prevent data misalign-
ment or leakage, which is a recognized risk when combining operational datasets from di erent
sources [59].

In summary, the hourly structure re ects both the nature of the majority of the data and
the requirements of the predictive task, supporting reproducibility, interpretability, and the
methodological integrity of the analysis [43].

4.1.2 Data Categories and Scope

Upon downloading, the raw datasets from ENTSO-E were sorted and organized according to
ENTSO-E's own data categories, including [7]:

A

Balancing

A

Congestion Management

A

Generation

~ Load

A

Outages

A

Transmission

This categorization re ects the structure of the platform and supports traceability of data
source for each feature used in modeling. By following this approach, this reduced the risk of
misclassi cation and facilitate future data updates or replication of results.

All relevant les were systematically downloaded using a scripted connection to the ENTSO-E
API, ensuring reproducibility and minimizing manual errors. Downloaded les were in com-
pressed (ZIP) format and were unzipped into folders according to their data category. This
step was motivated by the need for a clear and auditable work ow from raw source to analysis-
ready data. Automating this step allowed for e cient data management and guaranteed that
all updates on the ENTSO-E platform could be easily incorporated.

To prepare the data for modeling, a strict Itering protocol was applied:

" Deprecated data (such as variables or entire les agged by ENTSO-E as obsolete) was
excluded to avoid contamination from outdated de nitions.
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" Data series that ceased updating after October 2023 were also removed, as their lack of
recent entries would otherwise bias the modeling towards historical market designs not
re ective of current or future market dynamics.

This ltering step was motivated by a dual need: rstly, to ensure the temporal continuity and
quality of the dataset, and secondly, to make the modeling process more robust by eliminating
variables that could introduce missing values or break sequential dependencies.

4.1.3 Master Dataset Construction and Filtering

After ltering for obsolete and outdated data, the next step involved transforming all datasets
from a long to a wide format to facilitate machine learning work ows. In the original ENTSO-E

les, many variables were presented in a long format, characterized by multiple rows for each
timestamp, di erentiated by categorical descriptors such as area and direction. This structure,
while suitable for certain analyses, is not optimal for machine learning models involving time-
series, which typically require each feature to be represented as a separate column aligned by
a common time index [60]. An example of this transformation is shown in Table 1.

All resulting columns were renamed according to a standardized naming scheme:

Fa_la&cm _ ﬁctivatedBal?QcingEnergy }— I'SEZ_mFRR_NotSpeci{iZed DownActivatedVoIUfne

Category Dataset Variable Name

This nomenclature makes it easy to identify both the origin and the meaning of each feature,
which is especially useful for interpretability and transparency in later stages.

Table 1: Example of Long to Wide Format Transformation

DateTime Area | Direction | Volume(MW)
2025-05-01 00:00 SE1 | Up 300
2025-05-01 00:00 SE1 | Down 400
to wide
DateTime SE1_Up_Volume(MW) SE1_Down_Volume(MW)
2025-05-01 00:00 300 400

Once the datasets were merged into a uni ed master dataset, additional Iltering was performed
to ensure both the relevance to the Swedish balancing market and the practical utility of the
data for forecasting. First, records were Itered to require that at least one of the Swedish
bidding zones SE1 SE2 SE3 or SE4 was present. For features representing cross-border ows,
the direction of ow could be to or from any of the following regions, but had to at least include

one of the Swedish bidding zones:

" SE1, SE2, SES3, SE4, SE
" DK1, DK2

" NO1, NO3, NO4

" LT, PL, FI, DE
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This approach ensured that the nal dataset contained features directly linked to the Swedish
power system while still re ecting the interconnected nature of the Nordic and Baltic elec-
tricity markets. For a comprehensive overview of the initial ENTSO-E features considered, see
Appendix C. The full list of nal, Itered features used for modeling is provided in Appendix D.

Following this, a nal round of manual feature selection was conducted to restrict the input
data to only those variables that would be realisticallyavailable in real time for forecasting.

In particular, any columns that would only be accessible post-activation, or that represented
realized balancing market outcomes, were excluded. This was important for avoiding data
leakage and for ensuring that the modeling process remained robust and applicable in real
operational settings. For instance, features such as:

A

Balancing_ImbalancePrices_SE3_PositivelmbalancePrice

A

Balancing_ImbalancePrices_ SE3 NegativelmbalancePrice

A

Balancing_AggregatedBalancingEnergyBids_ SE3_mFRR_OfferedUpBidVolume

A

Balancing_AggregatedBalancingEnergyBids_SE3 mFRR_OfferedDownBidVolume

~

Balancing_AggregatedBalancingEnergyBids_SE3_mFRR_ActivatedDownBidVolume

A

Balancing_AggregatedBalancingEnergyBids_ SE3_mFRR_ActivatedUpBidVolume
were removed from the nal set.

The combination of region-based Itering and strict exclusion of non-real-time features ensured
that the nal master dataset not only represents the most relevant information for the forecast-
ing task but also mirrors the conditions of an operational real-time environment. This nalized
dataset served as the foundation for all further modeling and analysis.

4.2 Data Preprocessing Pipeline

After collecting and organizing the data, the next step involved a thorough preprocessing
pipeline designed to ensure the dataset's suitability for predictive modeling.

Given the operational nature of the balancing market, the dataset included both structurally
missing values (where certain variables are not reported in speci c periods) and data gaps due
to reporting errors. Structurally missing values were explicitly marked using binary masking
arrays, as discussed in the theoretical framework in Section 3.7.

To maximize predictive power and interpretability, derived variables and transformations were
created:

" Aggregation of directional ow variables (e.g., FROM/TO SE2) was performed to reduce
redundancy and improve interpretability.

" All data was transformed from long to wide format for consistency.

~ All features were scaled using a robust scaler (median and interquartile range) to mitigate
the in uence of extreme values, as balancing markets can be characterized by price or
volume spikes (Section 4.4.1).

Additionally, an important step in preparing the dataset before modeling was the removal of
features with high pairwise correlation (Jr| > 0.5) with any of the target variables (mMFRR
up/down volumes). Pearson correlation was used for this assessment (see Equation (A.2) on
page 76). Removing such features helps prevent information leakage, reduces the risk of over-
tting, and improves model interpretability by ensuring that only independent predictors are
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retained [61, 62] (see Figure 18 on page 48). Although this threshold is somewhat arbitrary, it
is widely used in the literature to balance model complexity against predictive stability [46].

Finally, before moving to modeling, a simple statistical analyses (mean, median, quantiles,
percentage of zeros) was performed on the target variables (see Table 2 on page 46). This step
was motivated by the need to understand the data distribution, identify any imbalance (e.g.,
prevalence of zero-activation periods), and inform later modeling and interpretation [43].

4.3 Model Selection
4.3.1 LSTM Architecture

As previously stated in the last part of Section 3, the chosen model architecture for forecasting
MFRR activation volumes employs a Long Short-Term Memory (LSTM) network. The ratio-
nale for this choice lies primarily in the LSTM's inherent capability to model complex temporal
dependencies, e ectively handle structurally missing data through masking, and maintain in-
terpretability through compatibility with advanced feature attribution methods.

The nal LSTM architecture selected for this project includes several key components, each
serving a speci ¢ function within the predictive framework.

Input Layer and Masking

The rst step in the model is the handling of input sequences, structured as multivariate time
series data. Given the presence of structurally missing values in the data instances where the
absence of a value itself conveys information, an explicit masking mechanism is implemented.
The masking layer ensures that these missing values do not introduce biases or distort predictive
signals. This approach is consistent with the theoretical discussions in Section 3.7, where
masking was identi ed as important for handling structurally missing data without misleading
imputations.

LSTM Layers

The core predictive capacity of the model resides in the stacked LSTM layers. As discussed in
Section 3.6, LSTM cells use specialized gating mechanisms (input, forget, and output gates)
to e ectively capture and retain temporal dependencies within long sequences. These gates
dynamically determine which aspects of historical data are relevant for predicting future mFRR
activations.

Speci cally, the model utilizes stacked LSTM layers to increase memaorization over the whole
training set.

" First LSTM Layer:  This layer captures the fundamental temporal structures present
in the raw input sequence. Its primary function is to encode short- to medium-term
dependencies, initially Itering relevant historical patterns from noisy inputs.

" Second (and potential subsequent) LSTM Layers: Additional layers further re ne
temporal representations captured by the rst layer. By using multiple layers, the network
e ectively learns hierarchical temporal features simpler patterns identi ed by earlier
layers are combined into more complex temporal patterns recognized in subsequent layers.

The decision to include multiple layers rather than a single, more extensive layer aligns with best
practices in sequential modeling, as multiple layers enhance the model's capacity to generalize
across varying temporal resolutions.
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Dropout Regularization

To mitigate over tting, especially given the complexity and exibility of stacked LSTM archi-
tectures, dropout regularization is applied. Dropout randomly deactivates a fraction of neural
units during training (Appendix A.1), reducing model reliance on particular neurons or paths.
This technique enhances the model's robustness, ensuring stability in predictions across diverse
market conditions.

Fully Connected (Dense) Output Layers

Following the LSTM layers, the output passes through one or more fully connected (dense)
layers. These layers translate the rich, temporally-aware representations learned by the LSTM
into actionable forecasts of mFRR activation volumes.

The dense layers also serve as a point of integration, e ectively combining and weighting tem-

poral features extracted from previous layers to produce accurate forecasts. The use of multiple
dense layers allows the model to capture and represent nonlinear relationships between inter-
mediate LSTM representations and the nal output.

Summary of Model Choices

In summary, the chosen LSTM architecture aligns explicitly with the theoretical criteria laid
out previously (Section 3.1):

" Explicit Sequential Modeling: LSTM layers directly capture temporal dependencies.

Robust Handling of Missing Data: Masking layer explicitly manages structurally
missing values.

Interpretability and Feature Attribution: Compatibility with attribution techniques
such as SHAP and Integrated Gradients.

Robustness and Regularization:  Dropout layers reduce over tting risks.

Forecasting Capability:  Dense layers and robust loss functions provide comprehensive
predictive quanti cation.

4.3.2 Implementation Overview

The predictive LSTM model previously described was implemented using the PyTorch frame-
work (version 2.2), selected for its exibility and strong support for customized neural network
architectures. PyTorch's dynamic computational graph structure facilitates e cient model pro-
totyping, debugging, and execution, which is particularly bene cial when experimenting with
sequential data and complex architectures.

The complete implementation was carried out in Python 3.11.2, managed within a dedicated
virtual environment. Speci c libraries used included NumPy and Pandas for data manipulation,
and PyTorch for structured training routines, logging, and reproducibility management and
Optuna for Hyper Parameter Optimization.

Model Input and Output Shapes

The input data to the model was structured as three-dimensional tensors shaped(&T;F),
where:

" B is the batch size,
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" T denotes the sequence length or the number of time-steps in each sample,
" F represents the number of input features per timestep.

This structure aligns naturally with LSTM input expectations, allowing the model to simulta-
neously learn from multiple time series features across sequential periods. Similarly, the output
tensor's shape depends on the chosen prediction strategy, such as predicting multiple steps
ahead, structured as(B; O), where O indicates the dimensionality of the model output per
sample.

Hardware and Computational Resources

Training and evaluation processes were executed on Google Colab equipped with Google Colabs
own L4 GPU, ensuring e cient computation and signi cantly reducing training times. Using
GPU acceleration allowed the exploration of multiple hyperparameter con gurations and it-
erations within practical time constraints. When GPUs were unavailable or unnecessary, the
model execution seamlessly reverted to CPU computations, demonstrating the robustness and
exibility of the implementation pipeline.

Reproducibility and Environment Management

Reproducibility was prioritized throughout the model's implementation. Random seeds were
explicitly set in Python, NumPy, and PyTorch to guarantee consistent results across experi-
ments.

import torch
import numpy as np
import random

seed = 42
torch.manual_seed(seed)
np.random.seed(seed)
random.seed(seed)

4.4 Model Training
4.4.1 Data Loading

The predictive accuracy of time-series models, particularly those based on neural networks,
heavily depends on the structure and quality of the input data. Therefore, a systematic and
robust data loading process was essential for preparing the dataset for model training and
evaluation. This section outlines the main steps involved in transforming raw data into an
appropriate format for LSTM model ingestion.

Data Segregation

Initially, the raw dataset underwent segregation based on several fundamental criteria, specif-
ically focusing on geographic (price zones) and temporal dimensions (time intervals). This
segregation ensured that each dataset fed into the model was consistent regarding its inherent
characteristics, thus minimizing heterogeneity that could negatively impact model performance.
Additionally, the aim of separating data according to Swedish bidding zones and clearly de ning
the temporal resolution (hourly granularity) is to enhance the interpretability of the model.
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Train-Validation-Test Split

To accurately assess model generalization and avoid over tting, the dataset was partitioned
into three subsets: training, validation, and testing. Given the sequential nature of time series
data, a temporal splitting approach was employed to maintain the integrity of time dependen-
cies. Speci cally, the dataset was chronologically split such that the training data represented
the earliest observations, followed by the validation dataset used for hyperparameter tuning
and intermediate evaluation, and lastly, the test dataset reserved exclusively for nal model
assessment.

Our dataset stretches over multiple years, with systematic changes happening continuously. To
use the previous year (2024) as a validation set was seen as preferable because it includes the
whole year's seasonal changes, and has a system that is as similar in nature as the current
system (2025).

The test set is based on the available data in the current year (2025).

This sequential split ensured a realistic simulation of forecasting scenarios, as future data was
never used during model training or hyperparameter tuning.

Feature Scaling with Robust Scaler

Feature scaling was conducted using a Robust Scaler, implemented usswkit-learn 's
RobustScaler function with a quantile range of 5 to 95 percent. Unlike standard normal-
ization methods, the Robust Scaler mitigates the in uence of outliers by scaling features based
on statistics robust to extreme values namely, the median and interquartile range. This scaling
approach was particularly suited for the volatile nature of balancing market data, which is often
characterized by frequent spikes and anomalies [63].

Feature scaling parameters were calculated solely based on the training dataset to prevent
information leakage into the validation and test datasets.

Mathematically, for each featurex, robust scaling was applied as:

Xecaled = X Qso(X)
>0 Qos(x)  Qs(X)

where Qso(x) denotes the median, andQs(x) and Qgs(x) are the 5th and 95th percentiles,
respectively.

(4.1)

By implementing a robust feature scaling approach alongside the dataset splitting strategy,
the integrity of the model training was maintained, ensuring realistic and unbiased forecasting
foundation.

Creating Forecasting Sequences (Time Series Windows)

Following initial segregation, the data was structured into sequences or windows suitable for
time-series forecasting. Given the recurrent architecture of the LSTM model, the input data
needed to be represented as sequences with clearly de ned historical context. This involved
generating input-output pairs, where the input was a sequence of past observations of features
(including cyclical features created by the date time stamps from the data set), and the output
was the predicted activation volume of mFRR at future time steps.

The sequence creation was parameterized by two primary factors:
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" Input Sequence Length: Determined the historical window size used for predictions.
Selecting an optimal sequence length was important, balancing between capturing relevant
past dependencies and maintaining computational tractability.

" Forecast Horizon: De ned the time steps ahead the model was required to predict.
This setup enabled robust evaluation of the model's predictive performance on short-
term forecasting tasks relevant to balancing market operations.

If real-time predictions are preferred the time horizon can be adjusted to predict multiple time
steps ahead. In this implementation where interpretability of the model is the primary goal, the
horizon is set to 1, so that the model makes a single prediction for each hour. No overlapping
predictions.

Handling Missing Values (Masking)

As described in the theoretical foundations (Section 3.7), structurally missing data required
careful management to avoid misleading the model. Structurally missing values occur naturally
in the balancing market due to operational or market-speci ¢ constraints rather than random
data collection issues.

To address this, a masking approach was implemented, utilizing PyTorch's built-in data loading
functionalities. Speci cally, a binary mask was introduced alongside the input features to ex-
plicitly indicate the presence or absence of structurally missing data points. This mask ensured
that the model explicitly recognized structurally missing values, preventing the misinterpre-
tation of these values as meaningful zeros or arbitrary imputations. By integrating masking
directly into the data pipeline, the LSTM could e ectively learn temporal dependencies without
distortion introduced by missing data patterns.

Final Data Representation

After preprocessing and applying masking, the resulting dataset consisted of three key tensors,
each structured appropriately for batch-wise ingestion by the PyTorch LSTM model:

" Feature Tensor. Shape(B;T;F), containing sequences of historical feature values.

" Mask Tensor: Shape(B;T;F), providing explicit indicators for structurally missing
data points.

" Target Tensor: Shape(B;O), representing the forecast targets.

Where:
" B denotes the batch size, controlling computational e ciency during training,
" T represents the sequence length, capturing temporal dependencies,

F is the number of input features per timestep,

~

O is the forecast horizon length.

4.4.2 Training Sequence

The training of the LSTM model involves iterative learning from historical data, guided by an
optimization strategy aimed at minimizing prediction errors. The training procedure follows a
work ow comprised of four primary steps: forward pass, loss calculation, backward propagation,
and parameter optimization.
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Forward Pass

In the forward pass, batches of sequential input data are processed through the LSTM model.
Each batch consists of sequences of historical observations, structured as input tensors of shape
(B;T;F), as detailed in Section 4.3.2. The LSTM layers process these sequences step-by-step,
generating internal state representations (cell state and hidden state) that capture temporal
dependencies. As described in Section 3.6, these internal states evolve according to the gating
mechanisms within each LSTM cell:

fe= (Wixi+ Urhy 1+ by); (forget gate)
it = (Wix¢+ Uhy 1+ D); (input gate)
& = tanh(Wex¢ + Ughy 1+ Ry); (candidate state) 4.2)
ca=Ff o 1+iy &; (cell state update)
o= (Woxe + Ughy 1+ Iy); (output gate)
hi= o tanh(c); (hidden state output)

The nal hidden states from the LSTM layers are subsequently passed through fully connected
layers, translating learned temporal representations into model predictions, shapég; O),
where O denotes forecast outputs (e.g. predictions made multiple steps forward).

Loss Calculation

Following the forward pass, the model's predictions are compared against the actual historical
values using de ned loss functions. The primary loss function utilized is Mean Squared Error
(MSE), re ecting general predictive accuracy as introduced in Appendix A.1:

L :iw(- ? 4.3
MSE = yi %5 (4.3)

i=1
wherey; are true observationsy; are predicted values, andN is the number of observations.

The choice of loss functions directly informs the training objective, guiding the model to mini-
mize prediction errors and accurately quantify forecast uncertainties.

Backward Propagation

The calculated loss serves as a basis for the backward propagation step. In backward propa-
gation, gradients of the loss function with respect to all model parameters are computed using
automatic di erentiation provided by the PyTorch framework. This gradient calculation is im-
portant, as it quanti es the sensitivity of the prediction errors concerning each parameter in
the network, determining how parameters should be adjusted to minimize the loss:

Q.
Q'

where denotes all trainable parameters within the model.

roL()= (4.4)

42



Parameter Optimization

With computed gradients from the backward pass, model parameters are updated using the op-
timization algorithm (Appendix A.1). Adam, one common optimization algorithm, adaptively
adjusts parameter update steps using running averages of gradient moments, enhancing con-
vergence stability and speed. Parameter updates follow the Adam equations presented earlier
in Equation (A.12) on page 78:

rh
= — ; 4.5
t+1 t va (4.5)
with adaptive moment estimatesn; and v;, learning rate , and stability term . This adaptive
update process allows for e cient training across di erent parameter scales and diverse gradient
landscapes typically encountered in sequential modeling.

Training Sequence Summary

The outlined training sequence forward pass, loss calculation, backward propagation, and op-
timization is iteratively repeated over many training epochs. Through this iterative learning
process, the LSTM gradually re nes its internal parameters, systematically improving forecast
accuracy and robustness. Each epoch involves a full pass over the training data, ensuring the
model progressively adapts and generalizes from the observed historical patterns to e ectively
forecast future mFRR activation volumes.

4.4.3 Hyper Parameter Optimization

Hyperparameter optimization enhances the predictive performance of machine learning models,
including the LSTM architecture selected for forecasting mFRR activation volumes. Optimizing
hyperparameters involves systematically adjusting model parameters that are not learned from
data but are set before training begins. These parameters signi cantly in uence model behavior,
convergence speed, and predictive accuracy.

For this study, the LSTM model's hyperparameters were optimized using automated tuning
methods from the Optuna library that iteratively search the parameter space for the best con-
guration. The techniques that were employed were suppose to imitate Bayesian optimization
due to its ability to e ciently navigate the parameter space by modeling the relationship be-
tween hyperparameters and the model's performance through a probabilistic surrogate model.
Concretely, we employed a tree based sampler that t a Gaussian Mixture Model to the set of
parameter values associated with the best objective values [64], and a hyper band pruner [65].
This mimics a standard BOHB optimization (Bayesian Optimization Hyper Band) which have
proved to be robust and e ciant for training feed-forward neural networks [66].

The hyperparameters optimized in this study encompassed the number of LSTM layers, units
per layer, learning rate, dropout rate, batch size, the size of the dense linearization layer, the
inclusion of cyclical features, input sequence length, and the use of bidirectional processing.
Additionally, the optimization process included selection of the loss function, the optimizer
type, and its initialization parameters.

Each hyperparameter was selected due to its established in uence on the LSTM's capacity to
capture temporal dependencies, reduce the risk of over tting, and ensure stable model conver-
gence. Bayesian optimization was employed to systematically evaluate numerous hyperparam-
eter con gurations against a validation dataset, aiming to maximize predictive accuracy. Typ-
ically, optimization targets the minimization of validation loss; however, given the signi cant
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class imbalance in our dataset, a customized accuracy metric was designed. This specialized

metric segmented predictions into distinct categories based on non-zero quantile thresholds:
ats (values at zero), bumps (values between the 0.25 and 0.75 quantiles), and peaks (val-

ues exceeding the 0.75 quantile), as visualized in Figure 15. These quantile thresholds were

chosen to optimally re ect the dataset's distribution, with classi cations recalibrated annually

to accommodate changes in data patterns.

Figure 15: Quantile thresholds for quantile 0.25, 0.5, 0.75, 0.90 for non zero data for SE2 activated mFRR down
volume 2024

The optimization process was structured in iterations. In each iteration, the surrogate model
was updated based on prior results to predict which hyperparameter combinations could yield
the most signi cant improvement. Through iterative re nement, the process identied an
optimal set of hyperparameters that e ectively balanced model complexity and generalization
ability, important for predicting mFRR volumes accurately.

4.5 Model Interpretation

4.5.1 Interpretability Framework

To provide insight into the predictive capabilities and the decision-making process of the LSTM
forecasting model, an interpretability analysis was conducted using Captum, an interpretability
framework speci cally designed for PyTorch models. Captum facilitates understanding and vi-
sualizing how input features in uence model predictions by attributing output predictions back
to input features. This process aligns with the theoretical foundations of model interpretabil-
ity presented earlier (Section 3.1), emphasizing transparency, trustworthiness, and usability of
predictive models.

Baselines

In practice, attribution analysis using Captum begins with selecting appropriate baseline in-
puts. Baselines represent hypothetical inputs where speci ¢ feature information is absent or
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neutralized, and the choice of baseline signi cantly in uences the interpretability of the results.
Two baselines: zero and median feature values were chosen to comprehensively evaluate and
compare the in uence of input features across di erent reference points. The zero baseline
evaluates how much the output changes when the value of the feature goes from zero to the
actual value. Median baseline sets the input feature to the median of the value of the period
evaluated, gradually guiding it to the actual value while monitoring the output value.

Feature Attributor Algorithms

Within Captum's suite of attribution methods, Integrated Gradients is one of three employed
attributors with a robust theoretical grounding in axiomatic attribution principles. Integrated
Gradients systematically measures feature contributions by accumulating gradients along a
de ned path from a baseline input (representing absence of information or a neutral state) to the
actual input. By integrating these gradients, it quanti es how changes in feature values a ect
the output predictions, as described in detail in the theoretical framework (see Appendix A.2).

Feature Ablation assesses the importance of input features by iteratively removing or neutral-
izing them and observing the resulting impact on model performance. This approach directly
measures how reliant a model's predictions are on speci c features, highlighting those that are
important for accurate predictions.

SHAP (SHapley Additive exPlanations) values, based on cooperative game theory, distribute
the prediction di erence from a baseline across input features. SHAP ensures fair and consistent
attribution by considering all possible feature combinations, delivering theoretically justi ed,
comprehensive explanations of model outputs.

Feature Attribution Scores

To compute feature attribution scores, an interval from the validation dataset was selected, en-
suring the interpretability results re ect the model's generalized decision-making. Speci cally,
a sample of sequential input data points from the validation set was processed through the
trained model. Captum's attributors were then applied, targeting a speci c time interval and
variable of interest. This approach allowed the attribution analysis to precisely highlight the
contributions of input features toward predictions at critical points in the forecasting horizon.

The resulting attribution scores represent how signi cantly each feature in uences model pre-
dictions at the selected timestep, quanti ed as aggregated gradient values across multiple in-
termediate inputs.

Initially, all features were evaluated, identifying those that had the most substantial impacts
according to their attribution scores. However, cyclical features related to temporal attributes
(e.g., sinusoidal transformations of hours, weekdays, months) were later excluded to enhance
clarity and interpretability. The rationale behind excluding cyclical features from the visual-
ization was their inherent predictability and consistent impact, which could overshadow more
insightful feature attributions related to market or system related exogenous factors.
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5 Results and Analysis

5.1 Data Analysis

This section presents an analysis of the main data characteristics underlying the mFRR activa-
tion volumes in the Swedish electricity balancing market, focusing on both descriptive statistics
and the patterns of missing data. Furthermore, linear associations between key variables are
systematically explored to inform subsequent modeling choices. The analysis relies on the data
set described in the methodology section (Section 4), and each nding is contextualized based
on the market structure and theory reviewed earlier (Section 2 and Section 3).

5.1.1 Descriptive Statistics of mFRR Activation Volumes

To begin, Table 2 summarizes the central descriptive statistics for the hourly mFRR Activated
Volume, both up- and down-regulation, across all Swedish price regions (SE1 SE4).

It can be seen that the average and maximum activated volumes are much higher in the northern
price areas, SE1 and SE2, compared to SE3 and SE4. This distribution re ects the geographical
dominance of exible hydro resources in the north, as described in the background section. On
the other hand, SE3 and especially SE4 exhibit much lower mean and maximum volumes,
aligning with their more limited local exibility.

Additionally, the zero-ratio (ZR), i.e, the share of hours with no activated mFRR volume, is
notably high in all regions, especially for up-regulation and in southern zones. For example,
SE4 has a ZR above 96% for both up and down, while SE1 and SE2 have lower, but still
signi cant, zero ratios. This pattern suggests frequent periods where no balancing action is
required, particularly in areas with lower variability or fewer grid constraints.

It is also worth noting that the share of missing data ( NaN ) is relatively low and consistent
across all regions.

Table 2: Descriptive statistics of mFRR Activated Volume (Up/Down) per price region. Std = standard
deviation. All values are in MW. ZR = Zero Ratio is the percentage of instances with zero activated volume.
NaN (%) = percentage of missing (Not a Number) values.

Mean Median Min Max Std  95% ZR (%) NaN (%)

mMFRR Down

SE1 3943 0.00 0.00 1,321.00 92.08 242.00 57.0 1.93
SE2 52.98 0.00 0.00 1,058.70 99.00 268.09 56.3 1.96
SE3 12.63 0.00 0.00 424.00 34.60 78.15 72.9 2.02
SE4 0.69 0.00 0.00 291.00 7.65 0.00 96.3 1.99
mMFRR Up

SE1 19.72 0.00 0.00 1,442.00 67.42 132.00 77.0 1.93
SE2 24.09 0.00 0.00 893.00 63.74 159.00 75.7 1.96
SE3 11.86 0.00 0.00 482.00 35.62 82.00 78.6 2.02
SE4 0.40 0.00 0.00 400.00 5.20 0.00 97.7 1.99

5.1.2 Patterns and Quality of Data

Figure 16 on the following page visualizes the missing data structure for the target variables,
MFRR activation volumes (up/down), in all bidding zones over the full period 2015 2025.
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Figure 16: Missing data pattern for mFRR activation volumes (up/down regulation) across Swedish bidding
areas SE1-SE4 (2015-2025). Dark areas indicate available data; light areas show missing values.

In the earliest years (2015 2016), there are frequent and prolonged periods of missing values,
likely due to delays or gaps in the data reporting system of ENTSO-E and associated operators.
From around 2017 onward, the data becomes substantially more complete, with only sporadic
gaps. This visual con rms the high data completeness across all regions, consistent with the
low NaN rates reported in Table 2 on the previous page.

A complementary perspective is provided in Figure 17, which displays the missing data matrix
for all input features (#1 #37) in the master dataset (see Appendix D for index-feature name
mapping). Notably, some features are persistently absent during certain periods, particularly

in early years and for speci c feature indices, such as #1-#10. This suggests systematic, rather
than random, causes of missingness. As discussed previously, these structurally missing values
are handled using explicit masking in subsequent modeling.

Figure 17: Missing data matrix for input features (#1 #37) from late 2014 to early 2025. Dark areas indicate
data availability while light areas represent missing values (NaNs). See index-feature name mapping in Ap-
pendix D.

5.1.3 Linear Associations Between Features and Targets

Another important part of the data analysis is to understand the linear relationships between
input features and the mFRR target variables. Figure 18 on the next page presents the corre-
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lation matrix for all features with absolute correlation |r| > 0.5 (Equation (A.2) on page 76)
against any mFRR activated volume (up/down) variable.

Figure 18: Correlation matrix (Jr] > 0.5) between all features and any mFRR Activated Volume target variable
(#1 #4-up volume, #5 #8-down volume). Only same-area bid volumes show high correlation with the targets.

Only bid volumes in the same price area and direction exhibit strong linear correlations with the
corresponding activated volumes, with coe cients approaching 0.99-1.00 (Figure 18). Speci -
cally, the correlation matrix shows that variables #9-#16, which represent bid volumes, demon-
strate almost perfect correlations (completely red cells) only with their corresponding activated
volume targets within the same bidding zone and direction. On the contrary, correlations
between di erent areas or between up- and down-regulation are weak or absent, with most
cross-regional correlations falling below 0.5. Moreover, only modest correlations exist between
neighboring areas, such as SE1 SE2.

As mentioned earlier, features with correlations |r| > 0.5 with target variables are removed
from the modeling process to avoid information leakage, where the model would simply learn
the obvious relationship between highly correlated bid and activation volumes rather than
discovering meaningful patterns. Additionally, each model for each bidding zone is trained
exclusively on that price area's features, mainly to improve interpretability by keeping the
models focused and easier to understand (see Section 4.4.1).

5.2 Model Performance

The validity of insights derived from model interpretation relies heavily on the predictive accu-
racy of the underlying model. Interpretation frameworks such as Captum can e ectively reveal
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