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Safe Output Feedback Improvement with Baselines

Ruogi Zhang', Per Mattsson' and Dave Zachariah'

Abstract—In data-driven control design, an important prob-
lem is to deal with uncertainty due to limited and noisy
data. One way to do this is to use a min-max approach,
which aims to minimize some design criteria for the worst-
case scenario. However, a strategy based on this approach
can lead to overly conservative controllers. To overcome this
issue, we apply the idea of baseline regret, and it is seen that
minimizing the baseline regret under model uncertainty can
guarantee safe controller improvement with less conservatism
and variance in the resulting controllers. To exemplify the
use of baseline controllers, we focus on the output feedback
setting and propose a two-step control design method; first,
an uncertainty set is constructed by a data-driven system
identification approach based on finite impulse response models;
then a control design criterion based on model reference control
is used. To solve the baseline regret optimization problem
efficiently, we use a convex approximation of the criterion and
apply the scenario approach in optimization. The numerical
examples show that the inclusion of baseline regret indeed
improves the performance and reduces the variance of the
resulting controller.

[. INTRODUCTION

In recent years, there has been an increased interest in
data-driven control design. A key issue in this setting is to
achieve a controller that is robust to uncertainties due to
limited and noisy data. A classical approach to handle this
is to use a min-max criterion [1], [2], which tries to find the
controller that performs best in the worst-case scenario. In
[3] it is shown how this idea can be used in traditional output
feedback control. Through this stringent and pessimistic
consideration, the min-max approach provides a performance
guarantee, thereby yielding a safe controller. Nevertheless,
the resulting controller may be overly conservative [4], [5],
leading to slow response and inefficient operation.

However, in many real-world scenarios, an operational
controller already exists. These controllers are often simple
in design and implementation, for example, a proportional
controller [6], and are designed by utilizing prior knowledge
about the system from expert knowledge or insights derived
from similar systems. In such cases, it makes sense to use
this existing controller as a baseline, and then aim to find a
controller that improves over the baseline. In this paper we
will see that such a strategy can reduce the conservatism of
a pure min-max approach substantially.

The idea of using a baseline controller like this has been
explored in the reinforcement learning literature. In [7], [8] a
safe policy improvement method is delineated by minimizing
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Fig. 1: Controller gain versus performance criterion. Left:
The black dashed line shows the worst-case cost under model
uncertainty represented by shaded area and the dot indicates
the min-max K, see @ The blue dashed line shows the
baseline K. The red dashed line indicates the optimal K
for the unknown system G,. Right: The black dashed line
shows worst-case baseline regret and the dot indicates the
proposed controller, see (3). With high uncertainty, the min-
max strategy chooses a conservative controller with a low
gain while our method selects the baseline controller.

the negative regret with respect to the baseline policy over
robust Markov Decision Processes [9]. However, these meth-
ods do not directly translate to traditional output feedback
controllers, since they assume full state information. In many
real-world situations, the system is only partially observable
implying that only outputs are accessible with observation
noises. In this work we start from a setting similar to that of
[3], [10], where pure min-max criteria are considered. Such
a criterion is illustrated in the left part of Figure |1} where the
aim is to adjust the gain in a P-controller. In cases where the
uncertainty about the system is high, we can see that we get
a controller gain that is much lower than the optimal gain
(red dashed line), and thus a very conservative controller.
The main contribution of this paper is to introduce a base-
line controller (blue dashed line) into the criterion, resulting
in the right part of Figure [I] By considering robust improve-
ments compared to the baseline instead of the pure min-max
criterion, we can avoid being unnecessarily conservative.
While this principle can be deployed in different settings, we
illustrate it with a focus on output feedback controller design
using a model reference criterion similar to [3], [10]. To
find an uncertainty set in a data-driven manner we consider
FIR systems of high order, to be able to capture general
(stable) linear dynamics. Finally, to get a tractable convex
optimization problem we utilize approximations akin to [3]



in conjunction with the scenario approach [11], [12], [13].
The effect of adding a baseline controller to the standard min-
max criterion is illustrated in numerical examples, showing
that the resulting controllers have less variance and are less
conservative than a pure min-max controller.

The remainder of the paper is organized as follows: In
Section [[] the min-max and baseline regret optimization
problems are defined and discussed. In Section [[II] a system
identification approach is used to find an uncertainty set in a
data-driven manner. In Section[[V|the approximations needed
to get a convex optimization problem are presented, and
in Section [V] the methods are evaluated on two numerical
examples. We conclude the paper in Section

II. BASELINE REGRET

Consider a stable discrete-time linear system
yr = Go(q)ue + v (1)

where u; is the input, y; is the output and v; is noise. G4 (q)
is an unknown transfer operator and ¢~ is the backward
shift operator, g~ 'u; = u;_;. The aim is to design a linear
output feedback controller

Ut = C(Q)(Tt - yt)
such that some performance criterion J is minimized,
Ce inJ(C,G),
e

where C is a set of all feasible controllers, see for ex-
ample [3]. Since G, is unknown, we will use open-loop
experimental data (u;,y:), ¢t = 1,..., N, to estimate an
uncertainty set G that contains the true system with high
probability. Given such a set, a common approach to be
robust to the uncertainty involves the utilization of min-max
optimization

C € arg min max J(C,G). (2)

The main drawback with this approach is that the obtained
controller can be overly conservative if the uncertainty set
G is large. To overcome this problem, we will introduce
a baseline controller. That is, assume we have access to
a controller Cy(q) € C with acceptable, but suboptimal,
behavior. The question then is if we can find a controller
that improves the performance compared to the baseline
controller for every potential system within G. This leads us
to a paradigm centered on minimizing the maximum baseline
regret,

C € arg Iélélgrélgé( J(C,G) — J(Cy, G). (3)

We call this safe controller improvement. This strategy
ensures that, across the entirety of G, the regret relative to
the baseline is non-positive, since the choice C = (C} in
the minimization makes the criterion in () equal to zero. In
particular, this means that if the true, but unknown, G, is in
G, then the controller given by is at least as good as the
baseline controller for the true system.

Proposition 1: If G, € G, and the solution to (@) is Cr,
then J(C*,Go) < J(Cy, Go).

Proof: If the true system G, € G, it can be guaran-
teed that J(C*, Go) — J(Cy,Go) < maxgeg J(C*,G) —
J(Cy, G) < J(Cy,G) — J(Cp,G) = 0. |

Hence, if we can find an uncertainty set G that contains
G, and we can solve @]), then we can guarantee that the
new controller is an improvement over the baseline. While
it may not be possible to satisfy these conditions in practice,
we will in this paper discuss how we can satisfy them with
high probability, and show in numerical examples the benefit
of introducing a baseline controller.

An illustration of the difference between (2)) and (3) using
a simple P-controller C(¢) = K is given in Figure |1} Here
the red dashed line indicates the optimal controller with
respect to the unknown system GG, while the blue dashed line
indicates the gain of the baseline controller Kj. Due to the
uncertainty some systems in G have an optimal gain lower
than the baseline controller, while other systems have an
optimal gain higher than the baseline. The min-max strategy
in (2) then chooses a very conservative controller with a gain
close to zero, but the safe improvement strategy stays at
the baseline since it cannot be certain that any of the other
possible controllers will improve the performance.

In the remainder of this paper, we will discuss and evaluate
how (B) can be adapted to the setting of linear output
feedback control. In Section we propose one way of
designing the sets G and C. Unfortunately, even when the
system is linear, the optimization problem is still hard,
so in Section we use a similar strategy as [3] to find a
convex approximation of this optimization problem. Finally,
in Section [V] we provide some numerical examples.

III. THE MODEL UNCERTAINTY AND CONTROLLER SET

To show how a baseline controller can be incorporated into
existing data-driven output feedback schemes, we consider
the model reference control problem as in [3]. That is, the
control objective is to design a controller such that the
closed-loop system

Go(q)C(q)
14+ Go(q)C(q)’

is close to a desired reference model W (q). Here, we assume
that W(q) is given, but it can be designed by system
identification methods or features of the desired system [14].
To evaluate the closeness of the resulting closed-loop system
to the reference model, a reasonable performance criterion
used by e.g. [3], [10] is

2

. “4)

2

_ Gs(9)Clg)
1+ Go(q)C(q)

To find an uncertainty set, we take a system identification
approach. While different types of model structures can
be considered, we here use Finite Impulse Response (FIR)
models, which have the benefit of giving a simple way
of determining the parameter uncertainties even with finite
samples. By considering FIR models of high orders, we can

1€.62) = |wia)




capture a general class of stable linear dynamic systems,
but high-order models also lead to higher uncertainty in the
estimates. We will see in the numerical examples that in
such a setting the use of a baseline controller can improve
performance while it at the same time reduces the variance
of the controller parameters.

The FIR model is defined as

n—1
Gla)=Y gq”’ ©)
=0

where g = ( gi)?:_()l is the unknown impulse response. For the
theoretical development, we here assume that the true system
G, can be represented as an FIR model with large enough
n. However, in the numerical examples, we will consider
systems with infinite impulse response and approximate them
with FIR models of high. For more compact notation, let

T
Pt = [Ut ut7n+1] )
® = [po <PN—1]T7 (6)
Y = [y yN—l]T

We assume that the input is exciting enough to give a ¢ with
full column rank and that v, ~ N(0,02) is a white noise
process. Then a least squares estimation of g gives

g=(2T9) T,

¥ =o2(eTP)! )

where ¢ denotes the estimation of g and X is the covariance
matrix. Since 012) is unknown, an unbiased estimate can be
used

.2 1

lo—

2
v mH(Y—‘I’g)Hz (8)

Consequently, the estimated covariance is given by Y =
62(®T®)~. An uncertainty set can finally be obtained by

G={9:(9-9)"2"(g-9) < qa} ©)

where ¢, denotes the a-quantile of distribution F'(n, N —n).
Then, the true impulse response g, € G with a probability
no smaller than 1 — o asymptotically [15].

For the controller set C, we simply assume that it is given
as a linear combination of p basis operators ¢;(q), i.e. that

C= {Cp : Cp:Zpi@(‘I)}'

i=1

(10)

An example of basis operators is shown in Section

IV. CONVEX APPROXIMATION

The criterion in (@) is not convex-concave and is in general
hard to solve. The main issues are that

e J(C,G) is not convex in C,

« and the set G is uncountable.
To overcome this we use two approximations, first a convex
approximation of J(C, Q) is presented in Section and
then the scenario approach is used in Section to get a
finite set Gps.

A. Approximation of the criterion
In [3], [16], it is proposed that with a good controller C(q)
we get
G(9)C(gq
Wi ~ _CWCW
14+ G(q)C(q)
and thus
1

1+ G)C)

Then, an approximated performance criterion based on (@)
can be defined as

1-Wi(q)

2

G(q)C(q)
hw®1+G@C@

2
~ [W(q) — (1= W(q)) G(q)C(q)ll3
= J(C, Q)

Replacing J(C, G) with J(C,G) in (@) we approximate the
baseline regret according to

J(C,G) =

(1)

min max J(Cp,G) — J(Cy, G)

(12)
Note that this criterion in combination with linear-in-
parameters controllers (T0) is convex in p. Furthermore, the
optimization problem can be rephrased as [17],

min [

p,B 3 } (13)

s.t. J(Cp, G) — J(Cy, G) < B, VG € G

B. The scenario approach

The optimization problem in (13) still has an uncountable
set of constraints. To approximate it with a finite number of
constraints the scenario approach [11], [13] is considered.
That is, a finite number of M samples are drawn from G to
create a finite set Gp; C G. Here we use a truncated normal
distribution so that we draw each g; from the distribution
N(4,%), see (), but reject the sample if it is not in G.

This finally gives us the convex optimization problem

min S
p.B ) 3 (14)
S.t. J(Cp,GZ) — J(Cb,Gl) < B, VG; € G-
Here the value of M guarantees a certain level of robustness
with desired confidence. It can also be seen as a hyperpa-
rameter to choose the balance between computation and the
desired performance.

By noticing that the optimal solution to always has
B < 0 we can restate [12, Theorem 1] as follows.

Theorem 2: Fix two real number, the level parameter € €
(0,1) and confidence parameter i € (0, 1). If

2 1
MZ(ln—!—p),
€ U]

(recall that p is the number of controller parameters), then
with a probability no smaller than 1 — 7, the resulted
controller C* of solution p* is no worse than the baseline
controller Cp for all G € G but at most e-fraction, i.e.

P (J(cp, Gi) — J(Cy, Gy) £ o) <e

15)



No baseline K, =05

K, =0.25

1 1 1
1 1 ]
2 : i i
1 1 1
1 1 1
1 1 1
1 1
1 1
U : :
O : 1 ] ]
1 1 1 1
1 1 1 1
1 1 1 1
1 1 1 1
1 1 1 1
1 1 1 1
-2 | | —
0.0 0.5 0.0 0.5 0.0 0.5
Kym Kyup Kyvp
(a) N = 200
No baseline K, =05 K, =0.25 K, =0.75
1 1 1
0.2 i i i
1 1 1
1 1 1
1 1 1
0.1 : : :
1 1 1
I?ﬁ : :
0.0 : : :
1 1 1
1 1 1 1
1 1 1 1
01 | | —
0.0 0.5 0.0 0.5 0.0 0.5 0.0 0.5
Kyu Kyup Kyup Ky
(b) N = 1000

Fig. 2: Experiment comparison between the proposed method without and with different baseline controllers. The
optimization problem is solved with M = 1523 sampled scenarios from G represented by the colored quadratic lines.
The black dashed line denotes the worst-case cost over these scenarios and the dot is the solution. The red dashed line
indicates the optimal controller and the blue dashed line indicates the baseline controllers. The results demonstrate that
incorporating a baseline reduces conservatism and results in a controller gain closer to the optimal value, particularly

with limited data.

V. NUMERICAL EXAMPLE

Two numerical examples are studied to evaluate the meth-
ods discussed in this paper. For the experiments o = 0.01
was used to create the uncertainty set in (9), and the number
M of sampled systems in G; was chosen as the lower bound
of (T3) with € = 0.01 and n = 0.05. Specifically, M = 1523
was computed for the 1D P-controller tuning example in
Section V.A and M = 6138 for the high-dimensional case
in Section V.B.

A. Tuning a P-controller

To illustrate the difference between the pure min-max cri-
terion and the safe controller improvement we first consider a
simple example where a proportional controller C(q) = K is
tuned. The true system is a simple second-order Butterworth
filter,

_0.1004¢% 4 0.2008 + 0.1004

Go(q) = ¢ — 1.561¢ + 0.6414 (16)

The reference model is chosen as

KOGO(Q)
=1 k6.0
~0.00994¢ + 0.01989¢ + 0.00994
B q% — 1.526g + 0.645
where K, = 0.5. This means that the criterion (@) is

optimized for K = 0.5.

To construct G in (9)), open-loop data was collected using a
white noise input with a variance 1. The measurements were
corrupted by white Gaussian noise with a variance of 0.5.
An FIR model of order n = 100 was used in the estimation.

The results presented in Figure [2] demonstrate how the
scenario approach selects its optimized controller and the
influence of different baseline controllers. Here K denotes
the gain of the baseline controller, Ky refers to the gain of
the min-max controller that optimizes J (C, @) and Ky is
the controller obtained by (T4).

As shown in Figure [2a] with only 200 input-output pairs,
the estimated system is highly uncertain, as evidenced by the
spread of the different scenarios.



In this case, the optimized P-controller without a baseline
controller Ky has a gain close to zero, suggesting that no
action should be taken. This is not surprising because with
a limited number of samples and with the observation noise,
the parametric uncertainty of the model is high.

This situation also affects the solution Kypg. When the
baseline controller is K = 0.5, i.e. the optimal controller,
the solution is still not optimal. The reason for this is that
even if G contains the true system, the scenario approach
employed here only uses a finite number of constraints.
However, even in this case, we get a less conservative
controller than the pure min-max approach.

When we look at the two more realistic scenarios where
the baseline gain is either higher or lower than the optimal
gain, then we see that (I3) finds a controller gain that is either
the same as, or an improvement over, the baseline gain.

With larger data size, as depicted in Figure 2b] a clear
increase in the density of lines representing sampled scenar-
ios is observed, with the gain of all estimated controllers
converging towards the optimal gain 0.5. That is, as the
uncertainty set G shrinks, Kyn and Ky move closer to
the optimal controller.

B. High-Dimensional Case
We consider the following 4th-order linear system, also
used in [18], [3],

0.28261¢ + 0.50666

where A(q) = ¢* — 1.41833¢3 + 1.58939¢> — 1.31608¢ +
0.88642. For the estimated FIR model, the order is set to
n = 200, and the selected controller class is expressed as

a7

S a0 Prg”"
C = &k=0""-
p(Q) 1—g 1
which combines an integrator with a FIR model of order 5.
The desired closed-loop system is formulated as

_ Cp(9)Gs(9)
Wia) =5 +pCp* (9)Go(q)’

(18)

19)

with

p*z[O.QO —-0.27 0.29 —-0.24 0.16 0.()084]T.
The baseline controller is set to

pbz[0.0G 0.02 -0.03 0.00 0.03 O.OZ]T.

Denote pymp as the controller parameters for the solution
to (]E[) and pyym be that without baseline controller. To
assess the advantage of considering the min-max criterion
when the estimation is uncertain, we will also compare the
performance with

Poom = min J(C,, G) (20)
P
where G is the mean estimated FIR-model found in (7), and
thus does not take uncertainty into account.
Similarly to in Section the data for system identifica-
tion is collected using white inputs with N = 300, 800, 1300
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Fig. 3: Performance comparison under 100 runs w.r.t Fyy
in 2I) and Fo in (22) between ppom in (20), pmmp (min-
max with baseline) and py (min-max without baseline
controller) with the different number of samples to identify
the model parameters. The optimization problem is solved
with M = 6138 sampled scenarios. The blue dash line is
the performance of the baseline controller. The box shows
the quantiles of the runs, while the whiskers extend to the
99.3% coverage and the black dots represent the outliers.

respectively, and outputs are then corrupted by white Gaus-
sian noise with a signal-to-noise-ratio (SNR) of 10.

To evaluate the accuracy of the results, two metrics are
used. The first, Fyy, quantifies the fitting error between the
reference model and the actual closed-loop system,

J(C,,Gs)
Fy=1- "2 (21)
g
The second evaluation metric F¢ relates to (IT)), defined as
J(C,, G,)
Fo=1—-"—>£_-2 (22)
w13

We perform the experiment with a Monte Carlo analysis of
100 tests. For each run, the number of sampled systems in
the scenario approach is set to M = 6138 to guarantee the
robustness and confidence of the optimization result with
e = 0.01 and = 0.05. The results shown in Figure [3|
illustrate the distribution of the 100 runs.



As shown in Figure [3a] and Figure [3b] with a limited
number of data, the estimated controller py without any
baseline does not work well. The mean value of bot fir terms
Fy and F¢ is around 0.4 indicating the resulting closed-loop
system is quite far away from the reference model. As for
the nominal controller ppom, the mean performance is slightly
above that of the baseline controller but the performance
has a large variance. For some extreme runs, the fit from
Pnom 1S around 0.55. On the contrary, when the baseline
is added the resulting design is robust without leading to
a conservative controller. The whiskers in the box plot of
PMMB, representing 99.3% coverage, consistently surpasses
the baseline controller. This indicates that our method can
guarantee the estimated controller pyvp is at least as good
as p, with high probability.

As the number of collected data increases, the uncertainty
of the estimated model diminishes, as illustrated in the
second row of Figure Here, the mean performance of
the pyy is similar to that of pyms, though the variance in
pmm performance is markedly higher. The nominal controller
Pnom Works well in this case but it does not consider the
uncertainty. In real-world applications, it is challenging to
ascertain when sufficient data has been acquired to estimate
a viable controller. When collecting 1300 input-output pairs,
all three controllers outperform the baseline controller p
(blue dashed line).

VI. CONCLUSIONS

This paper addresses safe improvement of a given baseline
controller for an unknown system. This is achieved by aug-
menting a pure min-max strategy with a baseline regret. The
methodology encompasses two stages: uncertainty set deter-
mination and controller optimization. With the uncertainty
associated with the estimated system, the controller is refined
by solving convex optimization problems. In two numerical
examples, it is shown that the addition of a baseline regret
term to the min-max criterion leads to improved performance
and decreased variance for the resulting controller.

Since the scenario approach can not guarantee the per-
formance on the unknown plant G, with a finite number
of constraints, future works include the direct optimization
of or approximate (3). Also, while the current work
focuses on SISO systems and model reference control, using
baseline regret instead of a pure min-max strategy can be
applied more generally. For example, it would be of interest
to extend this idea to MIMO systems, using different system
identification methods and performance criteria.
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