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Abstract

This thesis presents a decentralized inverter-based voltage control strategy for low-voltage (LV)
power grids with high photovoltaic (PV) penetration, using Multi-Agent Deep Reinforcement
Learning (MADRL). Inspired by recent advancements in safe reinforcement learning, the
proposed method integrates a projection layer into a MADRL framework to ensure that smart
inverter actions respect physical and regulatory constraints. A real-world LV grid operated by
E.ON in southern Sweden serves as the case study. The model is implemented in Python using
open-source libraries and trained on real consumption and simulated PV data. Simulation results
show that the method decreases voltage deviations from the reference-voltage, but it increases the
power losses in the grid, and outperforms simpler voltage control methods, even under high R/X-
ratio conditions and varied PV-penetration levels. The study also discusses the technical, legal,
and economic feasibility of deploying such Al-driven control in practice.
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Popular Science Summary

Solar panels on rooftops are becoming increasingly common, but when many households feed
electricity into the grid simultaneously, they can cause voltage fluctuations that degrades elec-
trical components and threaten the grid’s stability. Voltage-control techniques o Lerk solutions
to handle these challenges. This thesis explores whether machine learning — in particular, deep
reinforcement learning — can be used to control so-called smart inverters, which are devices that
connect solar panels to the grid and can adjust how much power they produce or consume.

We developed a model where each inverter learns, from real historic data, to produce power in
a way that regulates the voltage from photovoltaic systems. The model was tested on a real
distribution network owned by E.ON in southern Sweden. The simulation results show that
this inverter-based control technique improves voltage stability, even in scenarios with high
solar production, but simultaneously increases power losses in the lines. The study also touches
on technical requirements and legal regulations that would need to be considered for real-world
implementation.



Executive Summary

This thesis investigates an inverter-based voltage control method for photovoltaic systems in the
low-voltage grid. A decentralized control strategy is proposed using a projection-constrained
multi-agent learning approach, enabling smart inverters to operate within physical and reg-
ulatory limits while responding to local grid conditions. The method is evaluated through
simulations on a real distribution grid in southern Sweden, owned by E.ON, using real con-
sumption data and simulated solar generation profiles.

The simulation results indicate that the control strategy enhances voltage stability and opera-
tional robustness across varying solar penetration levels and under challenging grid conditions,
such as high R/X ratios. However, the simulations also show an increase in overall line losses,
highlighting a trade-o [between voltage regulation and energy e [ciehcy. The projection mech-
anism built into the control system ensures that inverter behavior remains within safe bounds
at all times, including during the learning phase. The study further explores how the method
aligns with relevant European and Swedish grid codes (e.g., RfG 2016/631 and EIFS 2018:2)
and discusses its technical viability and potential economic considerations for real-world de-
ployment.



Abbreviations

Table 1: List of Abbreviations

Abbreviation Explanation

Al Artificial Intelligence

BESS Battery Energy Storage System
DSO Distribution System Operator
DRL Deep Reinforcement Learning
EU European Union

EV Electric Vehicle

LV Low Voltage

MADRL Multi-Agent Deep Reinforcement Learning
MPPT Maximum Power Point Tracking
OLTC On-Load Tap Changer

OPF Optimal Power Flow

P Active Power

Q Reactive Power

PV Photovoltaic

R/X Resistance-to-reactance ratio
RfG Requirements for Generators (EU Regulation 2016/631)
RL Reinforcement Learning

THD Total Harmonic Distortion

\Y/ Voltage magnitude

Vmp Voltage at Maximum Power
p.u. Per Unit (normalized value)
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1 Introduction

The transition towards renewable energy sources is reshaping the operational challenges in elec-
tric grids. Among the increasing trends is the use of photovoltaic (PV) systems in low-voltage
(LV) grids, driven by policies that encourage self-production and distributed generation [1]. In
Sweden alone, more than 1500 MW of PV capacity was installed in 2023 [2]. The expansion of
distributed PV systems, while being environmentally positive, contributes to operational stress
on existing grid infrastructures which were originally designed for unidirectional power ows -
and can lead to over-voltage and reversal ow issues in radial feeders [3, 4].

A central challenge with high levels of PV penetration is voltage instability, which under some
circumstances can cause grid degradation over time [3]. Voltage instabilities have been identi ed
as the main obstacle in hosting capacity for PV systems in LV grids [4, 5], thus enforcing the
need for cost-e ective and exible solutions.

Smart inverters are increasingly more common in PV systems, enabling the use of volt/var
control. Traditional volt/var control, where voltage is controlled using reactive power, shows
promising results of mitigating voltage uctuations [6], but lack coordination during uctuating
production periods. Coordinated attempts on volt/var voltage regulation exists [7] and are
proven e ective, but instead requires communication links between the inverters to function

properly.

A modern approach in utilizing volt/var control lies in leveraging arti cial intelligence for smart
inverter control. Recent studies prove that the use of Multi-Agent Deep Reinforcement Learning
(MADRL) is e ective, robust, and stable [8, 9]. However, due to soft constraints in the reward
structures, it is plausible that voltages violate safety limits. In the study by Zhang et. al [10],
this problem is addressed by applying a constrained projection layer to ensure safe operation,
while still improving system stability.

Our work implements a fully decentralized projection-integrated MADRL control strategy into
one of E.ON's LV distribution grids, inspired by the safe reinforcement learning (RL) framework
presented by Zhang et al. [10]. Our model enforces hard operational constraints such as voltage
limits and inverter capacities, via a projection layer, like in the mentioned study [10], to always
guarantee safe operation. This approach ensures that every control action suggested and taken
by an agent (e.g. an inverter) is physically feasible, even during the training phase.

This thesis investigates the technical and economic incentives for E.ON, one of Swedens largest
distribution system operators (DSO), to implement a control system of this sort. We examine
the MADRL methods compliance and compatibility with regulatory and technical frameworks.
We further evaluate the impact of a projection-integrated MADRL controlling strategy on
voltage stability and line power loss accross di erent PV penetration scenarios and high R/X-
ratios - commonly observed in Swedish LV networks. Lastly, we compare the performance
of this approach with existing conventional control methods, drawing conclusions from both
simulation results and other related projects.

The research questions answered in this thesis are presented on the beginning of the next
subsection.



Research Questions

" What are the technical and practical incentives for adopting a machine learning-based in-
verter control system within E.ON's low-voltage grid, and how does it align with existing
regulatory and infrastructure constraints?

" To what extent can a decentralized control strategy, based on Multi-Agent Deep Reinforce-
ment Learning (MADRL) with an integrated projection layer, be implemented, trained, and
tested on one of E.ON's real low-voltage grid segments?

" How does the proposed MADRL approach compare to other similar voltage control strategies
in terms of voltage stability, active power curtailment, system e ciency, and scalability, with
varying PV-penetration levels in the low-voltage grid?



2 Background

2.1 Incentive Analysis

This section examines the potential incentives for E.ON, as a grid operator, to implement
voltage control techniques in smart inverters within its low-voltage distribution grid. The
primary focus is on E.ON's operations in Sweden, though the ndings are also relevant to its
wider European network.

2.1.1 Growth of Distributed PV and Grid Challenges

The residential PV sector in Sweden and
across Europe has seen rapid growth, par-
ticularly in the distribution network. In
2023 alone, Sweden added approximately
1,500 MW of new distributed rooftop
PV capacity [2]. Across the EU, dis-
tributed PV capacity reached 189 GW,
driven largely by policies promoting self-
consumption, particularly in Germany,
Italy, and Sweden [11].

Looking ahead, the EU is projected to

reach 750 GW in DC (Direct Current) or

600 GW in AC (Alternating Current) of

installed PV capacity by 2030, supported rigyre 1: Distributed grid-connected PV in Sweden, 2005-

by policy initiatives such as REPowerEU, 2023 [2]

which encourages decentralized solar de-

ployment [12]. Although growth slowed in

2024 due to reduced subsidies for solar installations and lower electricity prices, both Sweden
and the EU are expected to see continued expansion in distributed solar generation [12].

Across Europe, the cumulative grid hosting capacity is substantial, with approximately 30 GW
in Sweden and 250 GW in Germany [5]. Regarding hosting capacity, certain parts of Sweden's
low-voltage grid, such as in Varberg, can accommodate up to 90% PV penetration before voltage
stability issues arise [13]. However, voltage constraints remain the primary limiting factor for
further PV integration, a ecting 42% of networks in Sweden, 57% in Germany, and as much
as 85% in the UK [5]. This indicates that voltage limitations in the low-voltage grid are not
unique to Sweden but are a widespread limitation across many European countries.

While PV systems o er the bene ts of clean energy and self-consumption, they also introduce
power quality challenges due to their intermittent nature and inverter characteristics. These
challenges include voltage uctuations, phase imbalances, reverse power ow, and harmonic
distortion [3]. Addressing these e ects often requires grid reinforcements such as transformer
upgrades (e.g., parallel transformers or replacements), line and cable replacements, and feeder
splitting for voltage control [14]. Some estimates of grid reinforcement costs in European coun-
tries, based on simulations and scaling methodologies, suggest signi cant nancial implications.
For example, Austria is expected to incuk, 4.0 9.6 billion in grid reinforcement costs by 2032
due to the integration of PV and electric vehicles. In Italy, the expected cost per unit of energy
generated at medium- and low-voltage levels ranges from 9.6 to 13.MWh, while in the UK,

it is estimated at 14.0¢ /MWh [14]. Although these price estimates depend on national pa-
rameters, they indicate that grid reinforcement costs will be substantial in European countries,



including Sweden.

For E.ON's distribution grid, increasing PV penetration may lead to voltage issues that reduce
network reliability. Without e ective voltage regulation, PV expansion could be restricted by
grid limitations rather than energy production potential. Additionally, regulatory inconsisten-
cies across Europe introduce further uncertainty.

2.1.2 Existing Solutions for Voltage Stability

To address these challenges, E.ON could consider several solutions. Traditional grid reinforce-
ments, such as cable upgrades and transformer expansions, provide long-term stability but are
costly and time-intensive. On-load tap changers (OLTC) can enhance long-term voltage stabil-
ity, however, frequent switching may reduce transformer lifespan and their slow response time
make them less exible [15]. Battery energy storage systems (BESS) can and will support grid
stability [15], but they are expensive and can increase the levelized cost of electricity (LCOE)
and extend system payback time for the customer's system. Moreover, BESS would likely be
implemented on a small scale as a personal investment, since strict regulations usually make it
di cult for grid owners to deploy large-scale energy storage systems.

A more exible and cost-e ective alternative is smart inverter-based voltage control, where the
switching pattern among the semiconductors is manipulated to shift the current wave from
the voltage wave in order to produce or consume a desired amount of reactive power. Smart
inverters utilizing reactive power control (Q(U) control) and active power curtailment (Volt-
Watt control) can stabilize voltage without extensive grid modi cations [15]. A coordinated
strategy integrating existing BESS and OLTC could further enhance stability and mitigate
voltage uctuations [12].

2.1.3 Smart Inverter-Based Voltage Control

To evaluate smart inverter-based voltage control methods, it is necessary to rst outline the dif-
ferent control architectures commonly used in practice. There are four main categories of smart
inverter voltage control: local, decentralized, distributed and centralized [16], and these are all
illustrated in Figure 2 on the following page. Local voltage control relies on real-time voltage
and current measurements at the point of common coupling, but no additional communication
with other controllers. It can use reactive power adjustments, active power curtailment, or
smart EV-charging to regulate voltage levels. The main advantage is its simplicity, since it
does not rely on communication networks, which make it easier to implement and decreases
its dependency on external systems. The major drawback of local voltage control is the risk of
suboptimal voltage regulation and increased power losses due to misalignment with the overall
utility control strategy. On the other hand, decentralized voltage control enhances local reg-
ulation by allowing intelligent decision making (e.g deep reinforcement learning) or low-form
communication system, normally without the need of intervention from the system operator.
This makes the method exible and robust, enabling better local grid operation while minimiz-
ing reliance on centralized control. However, decentralized control may struggle with achieving
optimal capabilities compared to a centralized approach, leading to less e cient voltage regu-
lation across the entire grid [16].

Distributed voltage control eliminates the need for a centralized controller by utilizing local
computations at individual nodes, which results in minimal information being exchanged with
neighboring nodes via communication channels. This makes the control technique more scalable
and adaptable, but the reliance on communication between nodes can introduce delays and
requires reliable data exchange to guarantee e ective voltage regulation. Lastly, centralized
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voltage control (i.e active network management) leverages advanced communication networks
and state estimation to optimize across the grid. This method enables coordinated control of
distributed generators, OLTCs and voltage regulators, ensuring voltage stability with optimized
resource utilization. The main drawback is the need for communication infrastructure, sensors
and a reliable network to ensure smooth data exchange [16].

A comparison of various inverter-based voltage control methods has been conducted, evaluat-
ing their communication burden, operational safety, control performance, and requirements for
additional equipment [10]. The report examines local control approaches such as local Volt/Var
control, centralized methods like optimal power ow (OPF) control, and distributed techniques,
including two-level Volt/Var control and secondary frequency and voltage control. Additionally,
multiple decentralized multi-agent strategies were analyzed, such as voltage deviation mitiga-
tion, soft-constrained DRL (Deep Reinforcement Learning), and projection-embedded DRL
control.

The study concluded that the proposed decentralized projection-embedded DRL method was
the only approach capable of guaranteeing 100% operational safety while achieving high control
performance with minimal communication requirements and no need for additional equipment
at high PV-penetration.

Table 3: Comparison of Voltage Control Methods from the IEEE report by Zhang et al. [10].

Control Communication Control Extra
Method burden Safe | performance | equipment
SvC low yes low yes
Conic OPF high yes high no
Robust OPF high yes high no
Interval OPF high yes high no
ADMM-Based OPF medium yes low no
Droop Control low yes low no
MGMADRL low yes low no
GCMMADRL high no low no
VDMMADRL low yes low no
SCMADRL low no medium no
PE-MADRL low yes high no




2.1.4 EU policy alignment

The EU has set a target for 42.5% of energy consumption in Europe to come from renewable
sources by 2030. Additionally, the EU aims to reduce net greenhouse gas emissions by at least
55% and achieve climate neutrality by 2050 [17]. Since the energy sector accounts for more
than 75% of greenhouse gas emissions in EU countries, transitioning to fossil-free alternatives
is essential. However, this transition will put signi cant strain on the electricity grid, and the

grid will require development and modernization.

To achieve the climate and energy goals, technical implementations that enhance grid sta-
bility and safety are set as key focus points for EU policies. This can be seen by funding
mechanisms, where direct programs likelorizon Europe and the Connecting Europe Facility
(CEF) nancially supports smart grid projects by funding research and large-scale infrastruc-
ture deployment to improve grid stability, energy e ciency, and renewable energy integration
[18]. Financial redistribution programs are also available, lik€€ommon Provisions Regula-
tion (CPR), the Recovery and Resilience Facility (RRF) and REPowerEU, which distribute
resources more broadly to member states and sectors [18].

Even though the proposed voltage control method does not require additional external equip-
ment or technical components, obtaining nancial support could still be bene cial. This is
particularly relevant for covering potential losses in local power production from distributed
PV systems, as the control model prioritizes grid stability over maximum power generation.
Additionally, costs may arise from manual labor required to integrate the control method into
smart inverters on E.ONs grid. Therefore, it may be bene cial to explore how the proposed
voltage control method aligns with existing policies and objectives, and whether E.ON could
leverage this approach to secure EU funding or policy support.

There are strategies emerging from thEU Distribution System Operator (DSO) Entity along-
side theEuropean Network of Transmission System Operators (TSQ)r ENTSO-E for short,
aimed at promoting the adoption of smart grid technologies. A notable example is tRESO/TSO
Technopedia a tool designed to describe grid technologies, their applications, and how they can
be deployed by DSOs and TSOs to support the energy transition [LI)SO/TSO Technopedia
will be in its implementation phase throughout 2025, and could help recognize and facilitate
the deployment of the proposed voltage control method in Sweden and across Europe.

However, there might be a funding gap for decentralized energy infrastructure within the current
EU budget. E.DSO, an industry association representing leading European electricity DSOs
(E.ON included), discusses various components of the EU funding system in an advocacy paper
[20]. They highlight that none of the ve most recent proposed projects for decentralized energy
infrastructure received a PCI status (Project of Common Interest) recommendation from the
European Commission. This leads to the projects lacking direct EU nancial support from their
programs, face longer and more complex approval processes, and the projects may struggle to
attract private investment.

As a response to the alleged funding gap, the paper proposes adjustments and additions to
the funding framework to better support decentralized grid infrastructure. One of the main
suggestions is the establishment of thBecentralized Grid Facility, a complementary program
aimed at supporting decentralized grid infrastructure with a particular focus on strengthening
electricity grids [20]. Recommendations for DSO project deployment has also been suggested
by CurrENT, an industry association representing innovative grid technology companies across
Europe. In their paper [21], they identify challenges that DSOs face in integrating smart grid
technologies and also o ers guidance on managing these issues. Whether these measures will
be implemented is unclear, but clearly, the challenges in securing adequate funding are being



acknowledged.

2.1.5 Market Incentive Trends in Sweden

While EU policy encourages decentralized energy production through regulatory and nancial
mechanisms explained in the previous section, recent developments in Sweden highlight the
potential fragility of market incentives supporting residential PV adoption. In September 2024,
the Swedish government announced that the current tax reduction of 60 Ore per kilowatt-hour
(KwWh) for micro-producers of renewable electricity, including households with solar PV panels,
will be phased out starting in January 2026 [22]. The tax reduction, which applies to electricity
fed into the grid from small-scale solar systems, has been an important nancial incentive for
individuals investing in solar power. According to the Swedish Tax Agency [23], the current
scheme has allowed private individuals to deduct up to SEK 18,000 annually from their income
tax.

Moreover, the government has also announced plans to reduce the subsidies for installation and
material costs associated with grid-connected PV systems [24]. This green energy subsidy is
proposed to be reduced by 25%, and the change is scheduled to take e ect on July 1, 2025.
According to the government, the reduction in subsidies is expected to save approximately SEK
200 million annually in tax expenditures, while the phase-out of the 60 6re tax reduction for
micro-producers is projected to save an additional SEK 680 million per year [22].

The government justi es the change by stating that the solar power market has matured signif-
icantly since the support was introduced, and that future energy production should rely more
on market-based mechanisms [22]. While the policy shift aims to align solar power with broader
market conditions, it may reduce the nancial attractiveness of rooftop solar installations, par-
ticularly for households relying on grid feed-in compensation. This change could slow down
the adoption of residential PV in Sweden unless it is o set by other support mechanisms or
evolving market prices.

Table 4: Number of hours and average price during negative electricity price events in summer (June 1 to
August 31; August 23 for 2024) [25].

Area | Year | Hours | Avg. Price (6re/kWh)
2021 0 -
2022 2 -0.08

SEL 2023 84 -6.37
2024 | 163 -4.70
2021 0 -
2022 2 -0.08

SE2 2023 84 -6.37
2024 | 167 -6.14
2021 0 -
2022 2 -0.08

SE3 2023 84 -6.37
2024 | 167 -6.14
2021 0 -
2022 2 -0.08

SE4 2023 84 -6.45
2024 | 147 -6.85

In addition to changing policy support, recent electricity market trends may also a ect the
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economic viability of residential PV. In particular, the occurrence of negative electricity prices
has increased signi cantly during the summer months in Sweden. This development means that
PV owners may at times be charged for their energy production with little to no compensation
for feeding electricity into the grid, especially during hours of high solar production. Table 4,
based on data from Tibber [25], illustrates the rising number of negative price hours across all
Swedish bidding zones from 2021 to 2024.

2.2 Technical Applicability of the DRL-based Method

In order for E.ON to get a better perspective on the business value of implementing multiple

agents of the proposed DRL-based method, one must rst understand the practical challenges
of doing so. Some recent literature has explored di erent approaches from full digitalization

to embedded compensators locally, particularly in response to high penetrative distributed

generations [26, 27, 28]. Many tend to gravitate towards digitalizing the grid, as it is enabling

a more responsive and exible system.

In these discussions we nd the concept of smart grids, a widely used term in the modernization
of the grid. We refer to smart grids here as electric networks that enable faster response times
and coordination between consumers and producers, optimally done with distributed sensors
and two-way communications. This ecosystem facilitates resilient and e cient approaches to
dynamically change based on demand [27]. In theory, this ecosystem would be optimal, it is
however practically challenging due to the technical implementation burdens induced by the
need for better measurement infrastructure, low-latency communications, etc. [27].

In this context, the proposed DRL-based method could prove a promising approach to optimize
inverter-based controlling methods within grids with high PV penetration [10], speci cally
E.ON's. However, to transition from theoretical models to real-world implementation there are
multiple criteria to recognize. The following sections will explore these aspects in more detail,
outlining the critical aspects of integrating a DRL-based decentralized control strategy into
E.ON's local distribution grid.



2.2.1 Structure of Distribution Grid

Figure 3: Simplistic radial distribution grid example

E.ON's low-voltage grid is mainly built in a radial grid structure, where electricity is fed from

a transformer through di erent branches to the end customer. In Figure 3, see a simplistic
model of a radial distribution grid with di erent loads and distributed generations, su cient

for illustrating downstream voltage impacts. The topology implies that households further down
the node-structure may have an disproportionate e ect on the voltage levels of intermediate
nodes [29]. Due to line impedance, a cumulative voltage drop occurs along the radial structure
as power ows unidirectionally from high to low voltage. For each meter of cable in the studied
distribution grid, the 0.4 kV feeders has roughly 0.002 of series impedance, implying a 0.002
V drop per ampere. Consequentially, a 5 KW load at the far end could drop several volts before
reaching intermediate nodes. In the context of actually regulating the voltage via the inverters
of the domestic PV systems, the impact of the regulation will change as a function of distance
from the transformer due to the line impedance. How the impact will vary in the speci c area,
subject for training and testing the model, remains to be investigated.

2.2.2 Operational and Regulatory Requirements

For E.ON to implement a multi-agent deep reinforcement learning model for smart inverter
control in their low-voltage distribution grid, the method needs to comply with established
regulatory and operational requirements. These regulations exist to ensure grid stability, power
quality and safety in the presence of distributed energy resources. The regulatory framework
consists of EU network codes [30] and Swedish legislation [31, 32], where both of which impose
technical constraints on the proposed data-driven control strategy.

According to the EU regulation RfG 2016/631 [30], Type A-generators ( 1.5MW ) need to
satisfy the technical and operational demands that is given in the regulation for the specic
facility type in order to be connected to the grid. If the applicant does not comply with the
regulation, the grid operator must refuse to provide connection for the applicant. The regulation
states, according to article 14 and 15 that the type A-generator unit must be:
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Disconnected if the voltage exceeds 1.15 p.u within 0.2 seconds.
Disconnected if the voltage fall short of 0.85 p.u within 0.2 seconds.
Automatically disconnected when falls under 47.5 Hz or rises over 51.5 Hz.
Connected and operational during the frequency interval 49.0-51.0 Hz.

Remain connected for at least 30 minutes if operated during the sub-critical frequency
intervals of 47.5-49.0 Hz and 51.0-51.5 Hz.

The RfG 2016/631 regulation implicates that the proposed DRL-based control strategy must
be ready to act on the provided contingency protocol. In relation to RfG 2016/631 regulation,
the Swedish Energy Market Inspectorate (Ei) has further appropriated and speci ed stricter
demands for network connection of generators to Swedish conditions. The EIFS 2018:2 [32],
incorporated by Ei, complements the RfG 2016/631 by giving speci ¢ requirements for grid
connections in Sweden. In essence, these adaptations accounts for di erent technical and opera-
tional conditions of the Swedish power system and impose stricter regulations for inverter-based
generators.

To follow EIFS 2018:2 [32], the inverter (or type A generator) connected to the Swedish distri-
bution grid must comply with the following requirements:

" Grid operator has right to remotely control and shutdown or limit the inverter's active
power output within 5 seconds, if it is required for system stability.

Compliance testing and certi cation of smart inverters is mandatory before connection
to ensure network stability.

Operation during the interval grid frequencies 49.9-50.1 Hz allows for a maximum of 10%
increase in nominal active power output.

Operating during grid frequencies > 50.1 Hz does not allow for any increases in active
power output.

A

Operating during grid frequencies < 49.9 Hz have no limitations on active power output.

These additional requirements put more constraints on the proposed DRL-based method, that
has to allow remote intervention by the grid operator and operational constraints during dif-
ferent frequency intervals. Regarding the compliance testing, this may provide opportunities
for E.ON in a more technical manner which will be clari ed further down in the applicability
section. In summary, failure of complying to any of these regulations provided in RfG 2016/631
or EIFS 2018:2 gives the grid operator (E.ON) the right to deny or suspend the connection to
their grid.

Based on the Swedish electricity act, Ellagen (1997:857) [31], there is more information relevant
to the implementation of the proposed DRL-based method. The act de nes a legal framework
for grid operators and speci cally structures obligations for both the grid operator but also the
electricity producer. Rather than technical speci cations on whether the connection should be
approved, the act contains fundamental aspects of electricity transmissions and rights of both
parts. Relevant sections about the implementation are:

"~ Chapter 4, Y1 Connection Obligation: The net concession holder shall on objective and
non-discriminative grounds provide connection to the grid for the applicant, provided
that the applicant ful lls the reasonable standards required to do so. Given that the
connection concerns the local grid, the connection obligation only applies to facilities
located within the concession area.
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" Chapter 4, Y16 Obligation to Transmit Electricity: The network concessionaire is
obligated to transmit electricity on behalf of someone else based on objective, non-
discriminatory and reasonable standard terms.

Chapter 4, Y18 Power Quality Requirements: The grid owners transmission of electricity
on behalf of someone else must maintain good quality. The grid company is obliged to
remedy what lacks to the extent of costs reasonable for the inconveniences to consumers
that are associated with the aws.

Chapter 4, Y26 Fee's for Transmitting Power: The grid owner must form their fee's for
transmitting power in a way that is compatible with e ective usage of the grid, as well
as e ective power production and use.

Complementary legislation to Ellagen (1997:857), is the EIFS (2023:3) [33], which provides
more granularity regarding the power quality requirements. In EIFS (2023:3) [33], speci cations
regarding the allowed voltage over- and undertones are given under a resolution of milliseconds.
Since the resolution of the training data for the model is hourly, it is not feasible to evaluate
the power quality on the granularity provided in EIFS (2023:3) [33].

2.2.3 Technical Requirements of the Inverter's

For inverters to be e ectively integrated with a DRL-based controlling method in a E.ON's
distribution grid, we derived three categories of hardware speci cations that inverters should
need computational e ciency, I/O latency, and communication protocol support. The techni-
cal requirements ensure that inverters can communicate e ciently with the DRL-based agent,
process dynamic changes in real-time, and maintain compliancy with the grid while optimiz-
ing energy ow. A review of recent DRL-control papers [34, 35, 36, 37, 38] puts emphasis
on algorithmic endeavors, but rarely mentions the computational requirement details needed
for implementation. Thus making it hard to critically evaluate what computational criteria
that needs to be met. Because of limitations within the project and related literature, the
computational e ciency requirements will not be regarded in this study.

For a DRL-based controlling method to interact with an inverter, a low-latency bidirectional
communication link between an integrated processor, capable of internal computations, is
needed to analyze and perform actions. In essence, the inverter must be able to send and
receive real-time voltage and power output data to the DRL-based algorithm. There are
industry-standard communication protocols such as Modbus-TCP and IEC 61850 that enable
interoperability across di erent manufacturers [39]. Additionally, the SunSpec Alliance has
recognized communication protocols such as Modbus-TCP and IEC61850 as standard protocol
for an uniform data exchange, which ensures that all grid-connected inverters can be monitored
and controlled on a communication level [40].

In addition to using standardized communication protocols, smart inverters must include certain
technical components to work properly with the DRL-based control method. First, every
inverter needs a DC-DC converter, which is responsible for managing the power coming from
the PV panels through an algorithm called Maximum Power Point Tracking (MPPT). This
algorithm tracks and applies the voltage over the PV-panels which yields maximum DC-power
(Vmp and Pnay in Figure 4 on the following page). If the DRL-based controller is equipped
with active power control, the inverter must be able to adjust its operating point below the
maximum to limit the active power. This means the MPPT system requires external control
commands from a processor that change the power output, either by adjusting the reference DC
voltage which the MPPT algorithm tries to track, or disabling MPPT during power curtailment
[41]. This may imply modi cations in the inverters software [42].
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Figure 4: I-V curve for a PV-system. |4 is the short-circuit current, V, is the open-circuit voltage, and mp
stands for maximum power.

The inverter must also include a DC-AC converter, which changes the direct current (DC) from
the PV panels into alternating current (AC) for grid use. The DC-AC converter should come
equipped with a harmonic lter, such as a LC- or even a LCL- lter, reducing the Total Harmonic
Distortion (THD) of the output wave to acceptable levels. Here, L and C stands for Inductor
and Capacitor respectively, the electrical components. This part of the system must support fast
and exible control of reactive power, since that is key to helping manage voltage levels locally,
one of the main goals of the DRL-based control system. Normally, this is achieved with IG-
BTs (Insulated Gate Bipolar Transistor), MOSFETs (Metal-Oxide-Semiconductor Field-E ect
Transistor) or similar fast-switching devices controlled with PWM (Pulse Width Modulation)
algorithms, and synchronized to the grid with a PLL (Phased Locked Loop) algorithm. This
results in a controlled output voltage magnitude and voltage angle, i.e reactive power [43].

To carry out the decisions made by the DRL agent, the processor inside the inverter must
be able to receive and process real-time signals reliably. This includes reading control com-
mands, changing internal settings, and reacting quickly to changes in grid conditions. Common
processor types used for these tasks include ARM Cortex-M and Texas Instruments' C2000
series. These are often chosen in embedded systems because they are fast, energy-e cient,
and well-suited for real-time control. They also typically support the communication protocols
mentioned earlier, which allows them to connect smoothly with DRL-based control systems
and grid management tools [44, 45].

The inverter also requires internal sensors that measure voltage and current. These sensors
provide the data the DRL agent uses to understand the inverter's local grid conditions and
choose the best control action. For the DRL system to adjust active or reactive power, it must
also be able to send commands to both the inverter and the MPPT unit. In many systems, this
communication is handled internally through software on the same processor, but it can also be
done using standard communication protocols such as the mentioned Modbus/IEC, especially
if MPPT is managed by a separate unit.

Since there is little available documentation regarding what speci c inverter models dominate
the Swedish or broader European market, we based our analysis on three widely recognized
inverter manufacturers that represent major players in di erent parts of the global market:
Fronius (Austria), GoodWe (China), and SolarEdge (Israel). These inverters are considered
smart, because they can manage both active and reactive power control, are equipped with
MPPT algorithms and required electrical components, and support industry-standard protocols
such as Modbus TCP and SunSpec [46] [47] [48]. This in theory enables external monitoring
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and control by third-party systems, including integration with custom control strategies like
DRL-based methods.
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3 Theory

3.1 Projection-Embedded Multi-Agent Deep Reinforcement Learning

This section provides the theoretical foundation for the control strategy proposed in this work.
The section begins with an overview the main reinforcement learning principles and their inter-
pretation within the context of low-voltage power grids. It then details the role of the projection
layer in ensuring physically safe actions and concludes by explaining the MADDPG algorithm
used to train and coordinate multiple inverter agents in a decentralized manner. Together,
these components form the basis of the proposed control model.

3.1.1 Reinforcement Learning in the LV-grid

The report by Zhang et al. [10] is one of the most relevant works for our project, as it eval-
uates the deep reinforcement learning (DRL) approach that has inspired our methodology.
Speci cally, it introduces a Projection-Embedded Multi-Agent Deep Reinforcement Learning
(MADRL) method for voltage control in distribution grids with smart inverters. Unlike many
other strategies, the authors claims that this method enables decentralized, optimal control
while guaranteeing 100% voltage safety via a projection layer. MADRL, as the name implies, is
based on reinforcement learning, a category of machine learning that will be brie y introduced
in this section.

Figure 5: Basic structure of Reinforcement Learning.

In reinforcement learning, an agent learns to interact with an environment by trial and error to
maximize a long-term cumulative reward [49]. The agent observes a statg, (which partially

or fully describes the modeled system, and responds by taking an acti@) that in uences the
system. Based on the outcome, the agent receives a rewarjlthat re ects how bene cial the
action was [49]. Each agent uses two components to learn: an actor, which selects actiahs (
based on the observed states), and a critic, which evaluates those actions by estimating the
expected return (i.e., the future rewards) [49].

In the context of the proposed method in the report of Zhang et al, each smart inverter acts
as an agent, capable of observing a portion of the electrical system described by the voltage
magnitude (V) and the net active and reactive power injectionsK; Q) at one or more nodes
(buses) in the grid [10]. The action taken by an agent is the reactive power setpoir®;( of its
corresponding inverteri, and the reward is based on how the action impacts the grid, such as
minimizing power losses or maintaining voltage levels within safe bounds.

In DRL, both the actor and critic are implemented as deep neural networks: the actor as a
policy function and the critic as a value function (critic function) Q. This enables the system
to manage high-dimensional, nonlinear control problems e ectively [49].
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The reward function is central to guiding the learning process. In the work of [10], the reward
is de ned as the negative power losses in the electrical grid:

r(s;@) = Ploss (1)

This encourages each agent to reduce the total power losses in the system. In conventional
DRL, penalties are often introduced when voltage levels exceed acceptable limits, resulting in
a modi ed reward formulation:

I’(S; a) = PIoss k g(V) (2)

where g(v) denotes the number of voltage violations ané is a penalty factor. However, this
soft-penalty approach cannot guarantee strict adherence to voltage constraints. To address this
limitation, Zhang et al. [10] proposes the usage of a projection layer that enforces voltage limits
explicitly, as described in Section 3.1.2.

A nal key concept in reinforcement learning is the discount factor (), which determines
how much future rewards a ect current decisions. As explained in Sutton et al. [49], when

= 0, the agent is short-sighted and focuses only on immediate rewards. Asincreases,
the agent becomes more forward-looking. When= 1, future rewards are treated as equally
important as immediate ones. The technical implications of the discount factor are further
discussed in Section 3.1.3 on the following page, and all key reinforcement learning parameters
are summarized in Table 5.

Table 5: Interpretation of key reinforcement learning parameters in the context of the electrical grid.

Parameter Symbol | Interpretation in the Electrical Grid

State S Voltage magnitude V, net active powerP,
and net reactive power injectionQ at one or
multiple buses

Action a Reactive power setpointQ; for inverter i
Reward r Negative line 1oss Pjoss
Discount Factor Constant between 0 and 1
Policy (Actor) (s) Neural network that inputs a state s outputs
an actiona

Value Function (Critic) | Q(s;a) | Neural network that inputs a states and ac-
tion a, and outputs an expected cumulative
reward, i.e a g-valueq

3.1.2 Projection Layer

In conventional reinforcement learning setups, the agent (inverter) will explore di erent actions
and apply rewards or penalties in order to encourage actions that decrease power losses, and
discourage actions that violate constraints. However, as mentioned earlier, these methods
only set soft constraints that can not guarantee safe operation, and power system operations
have strict physical constraints on the bus voltages and apparent power conversion from the
inverters. If an agent selects an action that violates these constraints, it could lead to unsafe
grid operation.

The projection is a function that solves this problem by modifying unsafe actions before they
are applied by the agent, ensuring that all considered actions remain physically stable.
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During training, the DRL agent (inverter) will suggest an actiona corresponding to a reactive
power setpointQ for the inverter. Before applying the action, the projection function checks if
it violates any of the physical constraints mentioned earlier. If the action violates constraints,
the projection function modies it by projecting it onto the nearest feasible point in the
constraint set. Mathematically, the projection operation is de ned as:

—_ . 2
Pc(a) = arg Tz'g ka ak 3)

In Equation (3), Pc(a) is the projection that is closest to the original action but still satis es
all constraints, a is the original action, & is the corrected or projected action, andC is the
set of actions that are physically feasible (i.e, actions that leads the state directly to a stable
state). Equation (3) represents the projection of an action from a single inverter. However, in
practice, the projection layer operates on the action vectok, which includes all actions at a
given time step from the inverters in the system, and projects it onto a feasible action vector

3.1.3 Multi-Agent Deep Deterministic Policy Gradient (MADDPG)

In order to train and control multiple agents or inverters simultaneously, the authors in Zhang
et al. uses a Multi-Agent Deep Deterministic Policy Gradient (MADDPG) algorithm [10]. This
algorithm is a learning process in the model with a so called actor-critic framework. This
framework includes two types of neural network per trained agent: one actor network and
one critic network .

The purpose of the actor networks is to estimate the control policy, i.e, predict an action for

its corresponding agent. The actor network for inverter consists of the network parameters

i including all wights and biases between the neural layers. These parameters will be trained
by using backpropagation in gradient descent. Within the actor network, the projection layer
described in Section 3.1.2 on the preceding page is embedded to ensure physically safe actions
and preventing voltage violations. A policy constrained by the projection layerPc will be
notated as policy , and the actiona is projected asA. The actor is trained to maximize the
long-term reward, which is estimated by the critic network. The critic network evaluate the
quality of the agents selected action, and it does so by mapping the projected actiénand
the agents observed stats to a g-value (not to be confused with reactive power). This critic
function is used as a feedback signal to the actor network, guiding it to promote actions that
are presumed to achieve bigger long-term rewards [49]. Since we aim to maximize the output
of the critic function we can express the loss functioh as the negative g-value, and the cost
function J as the average negative g-value.

L()= Q(s:4) (4)

X
JO= 2" Qlsmitw) ©)

m=1

Here, M is the set of experiences in the mini-batch from the replay bu er. Since the critic
network depends on the action, which itself is the output of the actor network, the gradient of
the actor cost function will result in a product of two gradients due to the chain rule.

r Q(s;&)=r,.Q(s;8) r () (6)
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With the chain rule in mind, we end up with the following gradient expression ([10])

1 X

r J()= M r (sm) 1 aQ(Sm;8m) (7)

=1

Equation (7) will be unique for each agent since the states for each experience depend on the
partitioned area of the agent, and the projected actions for each experience is a unique output
from each agent network.

The critic function Q is trained to satisfy the Bellman equation [49], wher€ should learn to
predict the reward from the given states and actions, and the discounted future reward:

Qs;&)=r+ QY% (sY) (8)

Here, QYs% (sY) indicates the g-value evaluated from the future stata? if the future action
alis applied. s%is the resulting state the system would arrive in if all the agents in the system
would apply the projected actions from their corresponding policy for the time step t.
Each agent will have a unique critic network and state, but this will not be notated to avoid
clustered functions.

Since the Q-function is approximated with a neural network, the loss function will be the square
of the temporal di erence error:

LQ=(Q(s8) r QY (sH)? (9)

Consequently, the crtic cost function which is aimed to be minimized will the average loss for
each experience in the mini-batch.

hd
Q= Qi) Tm QY () (10

m=1

M is the mini-batch of experiences the network is trained on. Taking the gradient of the loss
function with respect to the critic networks parameters, we get the nal gradient expression:

hd
C Q)= 2 (QmiA) Tm QAL () T Q(Smiam) (11)

m=1
where represents the parameters of the critic network.

To stabilize the learning process, the proposed method introduces two target networks: target
actor network T(s) with network parameters T, and target critic network QT (s; a) with pa-
rameters T. The purpose of the target networks is to provide a smooth and secure learning
process by indicating a desirable direction for the actor networks to move during their devel-
opment. T and T are initialized as copies of the original network but are trained over time
with Equation (12) and Equation (13) on the next page.

! +@ ) 7 (12)
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! +@ ) 7 (13)

Here, and are the updated networks for the iteration, and is a scalar between 0 and 1.
Normally, is a small value ensuring stable training of the target network. With other words,
the target network trains its corresponding conventional network according to Equation (7) on
the preceding page and Equation (11) on the previous page, but is simultaneously being trained
by the conventional network with Equation (12) on the preceding page or Equation (13).

3.2 R/X-Ratio

A determining factor in how e ectively voltage can be regulated using active or reactive power
is the R=X-ratio [50, 51]. The R=X-ratio is described as a relationship between the resis-
tive and reactive components of the transmission line. AR=X-ratio less than 1 implies that
the line is dominated by reactance, making the voltage more sensitive to reactive powgr
adjustments. Conversely, aR=X-ratio that is larger than 1 indicates that the line is of resis-
tive dominance, where the voltage is more sensitive to active power adjustments. Control
strategies implemented in distribution networks need to take this into account, since there is
no certain consensus on a generR=X-ratio for all distribution networks. In a distribution
network with a relatively high R=X -ratio, reactive powerQ adjustments may be insu cient for
the cause. In such situations, active poweP curtailment may be necessary to ensure voltage
stability. The voltage di erence induced by changing active or/and reactive power is given by

_ PR+ QX +j(PX QR)_PR+QX .XP RQ

Vv
Vref Vref J Vref

(14)

whereP is the active power,Q is the reactive powerR is the resistance, anX is the reactance
[52]. Only looking at voltage magnitude di erences, the imaginary term can be neglected as
the phase shift is small within short distances. The reality of E.ON's low-voltage distribution
grid is that feeder cables are of relatively high resistance, leading tdReX -ratio much greater
than 1, speci cally about 16. The work by Choudhury et. al [53] shows that standard reactive
power control fails to stabilize the voltage under low-voltage grid conditions if th&=X -ratio

is high. Instead, it is necessary to implement a combination of active power curtailment
with reactive powerQ support to meet voltage stability criteria during critical conditions. This
insight led to the inclusion of the fallback projection layer presented in section Section 3.1.2
on page 15. Additionally, a method for adjusting theR=X -ratio is implemented as part of the
sensitivity analysis.

3.3 Photovoltaic Generation

The load data received from E.ON was the net consumption for every resident in the area and
because of this we had to simulate for the photovoltaic (PV) generation for each household
that had a PV system installed. This is important to calculate the gross load for proper power
ow simulations, but equally important to estimate the rated apparent power output for the
inverters of each system. The apparent power output capacity is important to the DRL agents
as it dictates the range of feasible reactive power outputs in tandem with the active power
outputs.

When calculating for the amount of irradiance available for PV generation, the common nota-
tion of global perpendicular irradiance on a horizontal plane is used,
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It = lpr+ lar + lgr (15)

which is summed up by the beam, di use and ground-re ected radiation described W=m?
[54]. The intensity of the global irradiation beam is dependent of season and time of day because
of the incidence angle between the normal of the surface to the horizontal and vertical incline
of the sun, the relation between the relevant angles is seen in 6.

Figure 6: lllustration of all relevant angles to calculating [55].

The global irradiation can be described in components of the tilted plane irradiance

Il = 11 coq ) (16)

where the global irradiance is rescaled by a factmoq ). To derive what coq ) becomes we
start by de ning the relevant angles. All of the angles needed to algebraically solve fooq )
are presented in Table 6.

Table 6: Angle variables for describing the incident irradiation on a tilted plane with respect to the illustration
in Figure 6.

Solar altitude angle (above horizon)
s Solar azimuth (sun's direction)
D Panel azimuth (panel's direction)
Panel tilt angle (from horizon)
Incidence angle (computed implicitly viacoq ))

The suns position in the sky is a direction vector and not a full orientation, thus it requires
only two degrees of freedom altitude and azimuth. The same will apply to the panels surface
normal, allowing their relationship to be fully described using spherical geometry and vector
dot products, whereas the idea of this representation is commonly found in computer graphics
for calculating ground shading [56]. De ning the local horizontal coordinate system
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2 3

X = east
(x;y;z) = 4y = north® (17)
Z=up

allows us to express both vectors in 3D cartesian coordinates. Since the vertical angle is
expressed from the horizon and not vertically (like usually done in spherical coordinates), the
sun vector becomes

2cos( ) sin( g)
S=4cos() cos(s)® (18)
sin( )

which describes the suns altitude in height over the horizon and its rotation clockwise from
north. In a likewise manner, the panels normal vector becomes

2sin( ) sin( p)
N = 4sin( ) cos(p)2 (19)
cos( )

which represents the upward pointing normal vector of a surface (the PV panel) tilted at an

angle from the horizon and rotated to face ,. Now it is possible to nd the incidence angle
between the vectors by a dot product

cos() =S N (20)

which can be computed and simpli ed to

cos() =sin( )cos( )+cos( )sin( )cos(s p) (21)

giving us an accurate scaling factor for the horizontal beam radiation based on all angles
described in Table 6 on the preceding page. With the rescaled irradiance for a tilted plane, the
active power output from a solar panel

Pevigen(t) = 1¢(t) A (22)

is proportional to the areaA in m? and conversion e ciency constant for the PV unit at a
speci ¢ point of time t. With Equation (22) we generate a data mapping for all inverters in
E.ON's distribution grid over a whole year.

3.4 Power Flow Equations and Newton Raphson Solver

The mathematical foundation of power system analysis is based on the nonlinear AC power ow
equations. These equations express the relation between current injections and bus voltages
through the nodal admittance matrix, also known as the Y-bus matrix. The basic form is:

I = Ypus V (23)
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The Y-bus matrix Y s IS @ complex matrix that characterizes how current injections at one
bus a ect voltages at all other buses. For a system witin buses, the matrix is de ned as:

2 3
Yll Y12 Yln
Y21 Y22 Y2
Ybus: E . : . .n (24)
Ynl Yn2 Ynn
The diagonal and o -diagonal elements are calculated as:
X
Yi = yi + y?"  (diagonal elements) (25)
i6i
Yij = Vi, foriéj (o-diagonal elements) (26)

wherey; is the line admittance between bus and busj, and y*"" is any shunt admittance
at busi. The actual power ow equations at busi are derived from this formulation and are
expressed as [57]:

X
P = ViV, (Gij cos j + Bj sin ij) (27)
j=1
X] .
Qi = V,VJ (Gij sSIn Bij COSs ij) (28)
j=1
In these equations)V; is the voltage magnitude at bus, ; = ; ; is the voltage angle di er-

ence, andG; and B;; (conductance and susceptance) are the real and imaginary components
of the admittance elementy;; .

To solve these nonlinear equations, the Newton Raphson method is typically used [57]. If the
unknown voltage state vector are de ned as:

X“=[ i Vol (29)
Then the Newton Raphson iteration is given by:

p spec PcaIC(Xk)

‘](Xk) X = Qspec QcaIC(Xk)

(30)

X1 = xk+  x (31)

whereJ (x¥) is the Jacobian matrix of partial derivatives, and the right-hand side represents the
mismatch between speci ed and calculated power injections. At startk(= 0), the numerical
solver will initialize the state vector x° with guessed values for each element. The process
described by Equation (30) and Equation (31) is applied and repeated iteratively until the
mismatch falls below a prede ned tolerance, indicating convergence. The full expression of the
Jacobian is expressed down below [57].

21



2 or @rR @R @r

@1 @n @Y @¥

) @R @R @R @R
TEORRY R 1 PO @)

@1 @n @y @Y

@q @Q @@ @q

@1 @n @Y @¥Y

22



4 Method

4.1 Software

4.1.1 Model Environment Python

In order to implement the model, we intend to use the open-source coding environment Python
[58]. Python grants vast access to di erent libraries applicable to the proposed model of this
study. With the help of well established machine learning libraries (e.g. PyTorch etc.), the
implementation of the model will be easier. With the help of an electrical simulation library
(e.g. Pandapower), we can train and evaluate the performance of the networks. Following this
will be an overview section of which open libraries that are included in the project and how
they work within the code.

Power-System Simulation

For the power-system simulation, we are usingandapower[59]. It is used throughout the
Environment class to build and solve steady-state power ows. The library enables construction
of our detailed distribution network, including all the buses, lines, loads, generator, and the
transformer.

Data handling

To manage time-series data, we ug@ndas[60] to load CSVs containing time-series loads (e.g.
active and reactive power consumption), inverter generation and meter-ID mappings. The data
is processed using indexing, grouping and per-time step assignment of the loads and inverter
generations to align with the grid model. For numerical operations, we are usimgmpy to
perform real/imaginary conversions, array math, permutations for the train and test splits, and
vectorized reward computations.

Reinforcement-learning Environment

For the RL environment, gym [61] is used. The action and observation spaces are de ned using
spaces.Box, which re ects the continuous control inputs (e.g. the reactive power), observed
voltage and active power for each agent.

Deep Reinforcement Learning

PyTorch [62] is used to initialize the neural networks for each agents actor and critic network.
Multilayer perceptrons are built using fully connected layers with ReLU and tanh activation
functions (described in Section 4.2.2 on page 25). To optimize the gradient and soft target
updates, Adam optimizers are utilized.

Photovoltaic Simulation
When simulating the photovoltaic generation,sky eld.api [63] is used to gather altitude and
azimuth angles of the suns position in relation to the distribution grid investigated.

General Libraries

For visualization of results,matplotlib.pyplot [64] is used. For le and data parsings and json
are used to read and write nested dictionariesandom is used to provide a consistent sampling
for the replay bu er and episode initialization.
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4.1.2 Network Information System dpPower

Figure 7: Map of E.ONs LV-Network. The black square in the middle of the gure is the substation transformer,
providing electricity to six di erent groups of households, where each group is represented by a color in the
gure.

E.ON have employed their own network information system, dpPower, that grants them the
speci ¢ details and modeling tools needed to analyze the current state and plan for future
upgrades in their grid. The software have been used in this project to export details about the
site we intended to investigate. These details include topology, cable types, equipment ratings
and transformer data.

The low-voltage distribution grid investigated in this project is illustrated in Figure 7 and is
the same area studied in the master's thesis by Bakklund (2024) [65]. It is located in southern
Sweden and comprises over 100 households, including smaller residential buildings. Within this
network, 27 PV-systems are installed (making it relatively PV-concentrated), each equipped
with a inverter which we have modeled as a smart inverter capable of implementing Multi-Agent
Deep Reinforcement Learning control strategies. Additionally, some households are equipped
with small-scale battery energy storage systems (BESS) and/or electric vehicles (EVs). For
the purposes of this study, the contributions of these BESS and EV systems to the net power
ow have been simpli ed and are considered as part of the direct consumption or production
pro les of the households.

In the area we intend to investigate, there are 20 main cable cabinets that structure the distri-
bution grid. These are all extracted as excel sheets and contains information for which cable
cabinet that is connected to which, how long the cables are, the type of cables, and if there are
any facilities connected to the cable cabinet. All of the cable cabinets are referred to as buses.
Furthermore, each house point of common coupling is also referred to as a bus.

4.2 Code implementation
All code used in this project is pushed to a GitHub repository in [66].
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4.2.1 Storing Experiences

As mentioned in Section 3.1.3 on page 16, a mini-batch of experiences is used for gradient
approximation instead of processing all data points simultaneously. This reduces the compu-
tational cost for each gradient step. In the code, this was implemented using a class called
ReplayBu er. This class provided an experience replay bu er for reinforcement learning, allow-
ing past experiences to be sampled randomly in mini-batches. This breaks temporal correlations
and stabilizes training with stochastic gradient descent. Each agent was assigned a unique re-
play bu er, since they encounter di erent parts of the environment and use separate networks.

The experiences stored in the bu er consist of the stats, next state s°, projected action 4,
reward r, and a ag doneindicating episode termination (1 if the episode is done, otherwise
0). Both s and sl include all states from the agent's partitioned area, whil@, r, and done are
always single values. The replay bu er object supports two main functionsadd and sample.
add(experience) adds a new experience to the bu er, whilsample(batch_size) returns a
random sample of experiences of sibatch_size . Each replay bu er has a xed maximum
capacity; if the bu er exceeds this limit, the oldest experience is removed to make room for
new ones.

s;a;s8r;d
Replay Bu er Batch

Figure 8: Replay Bu er function inputs experiences and outputs a randomized batch of experiences for
training.

4.2.2 Neural Networks

st al
¥
Actor Critic Target Actor Target Critic
Network Network Network Network
oy

Figure 9: Overview of the four neural networks in the MADDPG framework. x°indicates the parameterx after
one time-unit.

The proposed method uses neural networks as the main components of the actor, critic, and
their respective target networks in the reinforcement learning setup. To initialize and train
these neural networks, aNetwork class was implemented. The purpose of this class was to
provide a convenient structure in which each inverter can maintain its own personalized set of
neural networks that can be easily instantiated and trained with access to both the electrical
environment and the replay bu er.

The Network class is based on the neural network moduten from PyTorch, and the resulting
network objects are prede ned to include two hidden layers and an output dimension of one.
To instantiate a network object, the input dimension and the number of neurons per hidden
layer must be specied. The network layers were constructed using the.Linear function,
which performs a linear transformation:

y=xWT+b (33)
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where W is the weight matrix and b is the bias both initialized with random values [67].
The weights were then reinitialized using then.init.xavier_uniform_ method, which helps
stabilize training. More speci cally, this type of uniform initialization maintains the scale of
the gradients across layers, which is particularly bene cial when activation functions such as
ReLU or tanh are used [67].

The layers were fully connected into a complete network with ReLU activation functions applied
to the hidden layers and, for the critic networks, a tanh activation function applied at the
output. These activation functions can be described by the following equations:

ReLU(x) = max(0; x) (34)
tanh(x) = % (35)

Lastly, the class has a function calleébrward(obs) which passes the input observation through
the network layers and activation functions and returns an output between -1 and 1.

4.2.3 Deep Reinforcement Learning Environment

To train multiple agents in parallel in a reinforcement learning environment, argent class was
coded. This class can create agent objects that interacts with the electrical environment while
optimizing its neural networks through actor-critic learning. The class was designed speci cally
for agents that can observe and train with information from a partition of the full LV-grid.

The agents were initialized with properties of the corresponding inverter, including its agent
id ('Anslutnings-id’), point of common coupling (PCC), maximum apparent power, and its
partitioned area. With the provided properties, the agent can initialize the observation space
for the critic network, and hence all four neural networks can be initiated. Moreover, the
custom replay bu er is automatically initiated, where the agent can maintain its own unique
experiences, enabling decentralized learning. Lastly, two optimizers are initiated for each agent
which are used for training the actor and critic networks respectively. These are so called Adam
optimizers, which combines the bene t of two prominent optimizers, AdaGrad and RMSProp
[68]. It works by automatically adjusting the learning rate (magnitude of parameter change) for
each parameter during training and keeping track of both the average (mean) and the variability
(variance) of recent gradients. This helps the model learn more quickly while also maintaining
stability, making Adam well-suited for complex reinforcement learning tasks [68].

Agent class also comes equipped with training functions. Theain_actor function uses sam-
pled experiences (described in Section 4.2.1 on the previous page) from the replay bu er to
calculate the gradient with Equation (7) on page 17. However, in contrast to Equation (4) on
page 16 and Equation (5) on page 16, the critic value function is evaluated based on the unpro-
tected actions @ instead of&). This was done because the projection layer is non-di erentiable
and the backpropagation is unable to pass through it. Similarly, thérain_critic function
calculate the gradient according to Equation (11) on page 17, with the(discount factor) set as

an hyperparameter. In this case, the critic value function uses projected actions as input, since
the backpropagation does not need to enter the actor value function. After both gradients have
been calculated, each network performs a gradient step with their own Adam optimizer. Lastly,
the target networks T(s) and Q' (s; a) are updated with Equation (12) and Equation (13) on
page 18, where (soft update coe cient) is a another hyperparameter. All of the network
update functions were put together with one single function calleldarn .
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Batch, q; d Learn ; 1;Q;QT
(eq. 7, 1113)

Figure 10: lllustration of the learn function, which updates the neural networks of each agent according to
Algorithm 2 on page 32.

beyond and , there are other parameters in the multi-agent model that are treated as
adjustable hyper-parameters. That includes the batch siz8 of sampled experiences from the
replay bu er, episodesN,, number of steps per episodé&,, exploration noise when sampling
actions during training, and the number of neurons per hidden laydr.

4.2.4 Electrical Environment

In order to simulate the electrical environment in Python, we used the open-source tool Pan-
dapower. This environment acts as an interface for the o ine-training stage of the reinforce-
ment learning method, but also as a test ground during the validation phase of the model. The
electrical environment consists of a class that initializes a set of di erent components that are
needed to simulate the grid, as well as di erent integrated functions to operate it. When the
class is initialized, aenv variable forms the workspace needed to concatenate every electrical
component.

The Environment class extracts network information- containing bus information, connection
points, connection types and di erent ID's, from the network data con guration script. The
data con guration script receives cable-cabinet cards (excel-sheets with electrical network data)
that are retrieved from the network information system dpPower. By reading the cable-cabinet
cards, the network data con guration script decomposes and restructures the network infor-
mation to a large dictionary with nested dictionaries containing the details needed to correctly
structure the desired grid topology. Using the large dictionary, the network con guration script
initializes all buses, lines, loads, and PV systems and concatenates them into the workspace
variable env.

8, Smax | Apparent Power| a
Limit

Figure 11: Sqnax limitation function. Takes an action a from the actor network (without projection layer) and
outputs an action that comply with the inverters maximum apparent power.

Within the class, multiple methods exist to analyze and operate the simulation. Among
these, the most vital ones arset_net( t), power_flow, apply_action( a), smax_curtailment ,
compute_rewardand projection_iter . set_net( t) retrieves the data point at indext from
the data sheet and irradiance pro le, to append the relevant information to its corresponding
load and PV system for that time step. When the workspace variablenv is updated, the
power_flow method performs a power ow for the current system con guration and returns
the state, a matrix describing active and reactive power injection or absorption and voltage
magnitude for each bus.apply_action( a) handles a set of action®, sampled from the ac-
tor network and applies them to corresponding PV systems in the workspace varialdav.
smax_curtailment evaluates the physical feasibility of the proposed action in relation to the
capacity of the inverter and, if needed, projects it to the closest inverter constraint.
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4.2.5 Internal Reward Objective

In contrast to the reward function presented earlier in Equation (1) on page 15, the environment
class methodcompute _reward( ) is able to switch between two reward objectives with the
binary ag 2f0;1g.

When =1, the reward objective is based on pure loss minimization

X
r= P/ (36)
I

in which we sum all line real-power losses (in KW) across the distribution grid, encouraging all
agents to minimize the total network losses.

When =0, the reward objective is solely based on mitigating voltage uctuations and penal-
izing too large reactive power setpoints

r= [ (v 1%+ Q2+ Qi(vi 1)] (37)

where:
" the voltage term (v; 1)? heavily penalizes the deviation from 1.0 p.u.
the reactive power term Q ? discourages large Q injections or absorptions.

the directional term Q(v; 1) re ects positively on the reward when injecting reac-
tive power during under-voltage situations but penalizes injection during over-voltage
situations. Conversely, the same applies for reactive power absorption but in reverse.

This binary reward objective method allows us to evaluate the results based on two di erent
and nuanced criterion, depending on priorities and performance.

4.2.6 Projection Layer

a |Projection Layer| a
(alg. 1)

Figure 12: Projection Layer function, which takes an actiona and outputs the projected action &. If necessary,
the projection layer will curtail P as explained in algorithm 1.

The projection_iter  function is the projection layer mentioned in Section 3.1.2 on page 16.
According to Equation (3) on page 16, the unsafe action will be projected to the closest safe
action which could be solved by implementing an optimal power ow (OPF) and solving for the
boundary conditions. However, because of liability issues in the convergence of the Pandapower
OPF method, we programmed an iterative L2-projection with iteration constraints to avoid
iterative computational blow-ups.

There are two di erent scenarios that alter the approach for the projection method. The rst
scenario is when the suggested action from an agent network is causing over-voltage within their
partition, this will cause the projection_iter  method to, incrementally, decrease the suggested
action and retry the voltage constraints. If the voltage still is violated, the projection keeps
iterating over smaller actions and eventually crosses over to absorbing reactive power instead of
producing it. The iteration continues until the capacity of the inverter is maxed out, where the
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method proceeds to curtail the active power by one increment, and starts iterating over a new
span of actions. If the method fails to converge (i.e. stabilize the voltage under the constraints)
within a reasonable amount of iterations, that action is skipped. Regarding the other scenario,
when an action is causing under-voltage, the action is projected from absorption to production
instead, meaning that the same principle is applied but in reverse.

Unlike our approach, the projection mechanism described in [10] did not appear to include active
power curtailment as a fallback when reactive power adjustments were insu cient, making our
implementation more exible under strict voltage constraints. Moreover, the decrease in active
power is not part of the agent's action output but is instead modeled as a system change due
to the agents choice of curtailing.

The projection method is described with pseudocode in Algorithm 1.

Algorithm 1 : Iterative Fallback Projection Method

Require: Set of inverters with violations in their partition map Vi,
Ensure: Safe voltage levels if method converges within iteration limit
1: Initialize P as 5% of each inverter®
2: attempt O
3: while attempt < 20do

4 Initialize empty dictionary of Q-ranges

5 for each inverteri in V,,, do

6: Determine direction of correction, compute max feasibl®; from P;; Syax:i
7 Construct 20-point Q;-range

8 end for

9: for k in range(20)do

10: Apply trial Qi  Q;(k)-range

11: Conduct violation test and updateV,,
12: if Viny is empty then

13: Exit projection

14: end if

15: end for

16: for each inverteri in V,,, do

17: Curtail P,  max(P; Pi;0)

18: end for

19: attempt  +1

20: end while

21: Projection failed after maximum attempts

4.2.7 PV Penetration Scaling

The environment class also comes equipped with functions for analyzing and modifying two
important characteristics of the electrical network: PV penetration and the R/X ratio of the
grid. The compute_pv_penetration function calculates the current PV penetration in the
network, de ned as the ratio between the total installed PV capacity and the peak load demand
across the system. First, it sums the rated apparent poweiSga) of all PV inverters to
estimate the total PV capacity in megawatts. Then, it identi es the peak real power demand
from all consumers over the dataset and uses this as the denominator. The resulting ratio in
Equation (38) on the next page provides insight into how much of the load can be theoretically
supported by solar generation.
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Poy -
Bov = _Pvital 40004 (38)
I:)Ioad;peak

To adjust the PV penetration of our LV-grid area to a desired level, we use the function
set_pv_penetration . First, it computes the current penetration usingcompute _pv_penetration .
Then, it calculates a scaling factor based on the ratio between the desired and current pene-
tration levels. This factor is applied both to the PV injection time series and to each inverter's
Smax limit, e ectively increasing or decreasing inverter capacities to simulate higher or lower
levels of solar integration.

4.2.8 RX-ratio Scaling

Next up is the compute_rx_ratio . This function returns the average R/X ratio of the distri-
bution lines in per-unit terms. It converts the network model to the internalppc format used
by Pandapower to extract the branch data. The R/X ratio was computed as the mean of all
line resistances divided by the mean of all line reactances in p.u. To emulate networks with
di erent impedance characteristics, theset _rx_ratio function modi es the line inductances
to a speci ed R/X ratio. It rst computes the current R/X ratio and then calculates a scaling
factor to adjust all line reactances such that the resulting average R/X matches the desired
value. The line data in the model is updated accordingly, and a new power ow is run to
propagate the changes throughout the network state.

4.2.9 Numerical Solver Implementation in Pandapower

In this study, the power_flow function in the environment class was implemented using the
open-source tooPandapower The method internally calls the.runpp() function, which solves
the power ow equations numerically. By default, Pandapower uses the Newton Raphson
method described by Equation (30) on page 21 and Equation (31) on page 21.

The solver utilizes the Y-bus admittance matrix (see Equation (24) Equation (26) on page 21)
and iteratively calculates voltage magnitudes and angles that satisfy the nodal power balance
Equation (27) on page 21 Equation (28) on page 21. During simulation, the system was
initialized with a single slack bus (voltage magnitudé/ =1 p.u., angle = 0), while all other
buses were set as PQ-nodes with known active and reactive injections.

This approach allows the simulation environment to evaluate the system state for each time
step based on control inputs and provides feedback for the reinforcement learning agents.

Pret; Qnet

|

Power Flow
(eq.27 31)

|

r;s; s¢d

Figure 13: Power ow solver: takes net injections (Pnet; Qnet) and returns rewardsr, state vectors s, future
states s° and done agsd.
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4.2.10 Machine Learning Pipeline

This section details the implementation of the machine learning pipeline, connecting the rein-
forcement learning agents to the electrical simulation environment. The pipeline is designed to
train and evaluate the agents by decentralized control in a low-voltage distribution grid that
will regulate the reactive power setpoints of smart inverters.

The pipeline starts with initializing the electrical environment using real-world data to construct
the grid. The environment is also parametrized for PV penetration andR=X -ratio which is
passed at runtime viaenv.set_pv_penetration() and env.set_rx_ratio() . This allows for
sensitivity analysis across di erent operating conditions and testing for the fallback projection
method. After the initialization, we compute the partition map for the whole system, where
each inverter is assigned a subset of buses based on their electrical distance. This allows the
agent to follow the idea of electrical locality, meaning it is able to observe and a ect voltage
levels of buses that are within their physical reach. The inverter-speci c maximum apparent
power rating Syax are extracted from the PV simulation and scaled accordingly to the load-
data. These values are crucial for checking action feasibility and rescaling observations and
actions accordingly.

Next each inverter is initialized with an individual deep reinforcement learning agent imple-
mented by the Agent class. Each agent has its own actor and critic neural network, with
corresponding target actor and critic networks, as well as an independent replay bu er. The
actor network will output a normalized action Q=Syax), While the critic network evaluates the
Q-value of a given state-action pair.

In essence, the agents will observe a 3-dimensional state vector for each bus in their partition:
" Voltage magnitude [p.u.]
" Normalized power injection P=S;a«]
" Normalized reactive power injection/absorption Q=Sax]

However, the actor network only samples an action based on the local state (i.e. the inverter bus
state), while the critic network uses the full partitioned state to estimate the g-value (quality
of the action).

To train the agents, we follow an episodic reinforcement learning loop inspired by MADDPG
algorithm, but with an implemented projection method to always ensure safe actions and
maintain bus voltages within security limits (given the fact that the projection converges).

The training proceeds by iterating over discrete time-steps, where agents observe the state that
they are in, suggests a normalized reactive power setpoint, and apply projection constraints to
ensure inverter limits are not violated. The suggested actions are applied in the environment,
and a power ow determines the resulting voltages and losses in the system. Each agent receives
a reward and stores the experience in their local replay bu er, then mini-batch updates are
performed periodically to optimize actor and critic networks.

The complete semi-centralized training loop is visualized with pseudocode in Algorithm 2 on
the next page, and a simpli ed topology of the training loop is illustrated in Figure 14 on
page 33.
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Algorithm 2 : Projection-Embedded Semi-Centralized Training Loop

Require: Environment E with time-series data,Syax map
Ensure: Trained actor and critic networks for each agent
1: for each agent 2 A do
2: Initialize actor network . and critic network Q .
3 Initialize target networks ' and Q"
4 Initialize replay bu er D;
5. end for
6: for each episodee=1 to N¢, do
7
8
9

for each timestept = random(T) do
Set electrical environment state tat
Simulate power ow at t and extract all statesS;

10: for each agenti do

11: Observe local states; (v, P, Q)

12: Sample actiona} (sh)

13 if (Sha)? (P2 +(Q)? then

14: (Q)? = (Sha)?  (P))?

15: end if

16: Apply actions al to inverter i

17: if any voltage violations occur in budy, (V < 0.95 pu or V> 1.05 pu)then
18: Project action for inverter i if bus by, is in inverter i:s partiton map a. &
19: end if

20: end for

21: Observe resulting stateS;.; and compute rewardr
22: for each agent do

23: Store (si; &l;sl,,;r¢) in buer D;

24: if update stepthen

25: Sample batchB; D ;

26: Update critic via Bellman loss Q |

27: Update actor via policy gradient i

28: Soft update targets  T; Q"

29: end if

30: end for

31 end for

32: end for

After the training is complete, we evaluate the agents performance on a before unseen time-
series of data. In this phase, the actor networks operate deterministically without exploration
noise and the sampled actions are based on local observations. With this setup, we do not
emulate how the controllers would function under real-time deployment, it is rather a test on
how the agents responds to a dynamic environment.

The testing continues in discrete time-steps, where the environment is updated with the load
and generation data for each time-step. The di erence between the training and testing phase
is that the test data is chronological, while the training data is a random permutation. For each
step, the agent observes the local states and predicts a reactive power setpoint. If the predicted
action violates the rated apparent power of that inverter, the action is curtailed according to
individual restraints. If the projection method is enabled, a violation test is conducted for all
buses. If any bus violates the voltage constraints, those buses are mapped to their responsible
inverters according to the partition map, whose actions are projected to alleviate the voltage
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Figure 14: Training loop ow diagram. The diagram illustrates the major functions and information ows
during the training process in a simpli ed manner.

violations. However, if the voltage does not correct within the viable set of actions (with
respect to inverter apparent power ratings), the active power is curtailed with an increment
to try a new set of viable actions. Following this, a power ow simulation is conducted and
resulting quantities as voltages and actions among other things are logged for future plots and
evaluations.

The algorithm for the testing phase is presented with pseudocode in Algorithm 3 and describes
how the trained agents are tested.

Algorithm 3 : Testing Phase with Projection-Embedded Agents
Require: Trained actor networks , and time-series test data

Ensure: Voltage magnitudes and control actions over test horizon
1: for each timestept in test time-series datado

2: Set electrical environment state tat

3: Simulate power ow at t and collect statesS;
4: for each agent do

5: Predict actional = . (S})

6: if (Sha)? (P2 +(Q)? then

I£ (Q)? = (Shax)®  (P1)?

8: end if

9: if projection enabledthen

10: Project actionsa} &l

11: Apply action &} to environment
12: else

13: Apply action a} to environment
14: end if

15: Run power ow simulations

16: Log voltages and actions

17: end for

18: end for
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4.2.11 Partition Map

During the training, each critic network receives input on the voltage magnitudes and real/reactive
power injections of all buses in the inverters partition. The de nition of these partitions is a
split of the full low-voltage grid into zones, where each inverter owns a zone, based on their
electrical distance in that zone.

The partitioning of the grid is computed through a graph-based approach using the Dijkstra
algorithm, used for nding the shortest path between di erent nodes using weights. We begin
by constructing a weighted undirected graph where each bus is represented as a node. Edges,
or paths, are created between the nodes and are based on their existing electrical connections
(lines) and the weight of each edge is based on their physical line length. Each inverters PCC
acts as a source node and the shortest path length to each bus is allocated to their source node.
This e ectively yields a partition map where each inverter controls a subset of the network,
promoting locality in both learning and control.

Figure 15: Low-voltage grid partition map layout. Red nodes are inverters and blue nodes are regular PCC's.

In Figure 15, we see the resulting partition map layout from the Dijkstra algorithm. Each edge
in the gure is proportional to the real length of the electrical connections. Every inverter (red
marked node) has their unique number, and each regular PCC (blue node) show the number
of the inverter they are partitioned to. Some inverters, for example inverter 25, have a large
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partition due to their isolation as an inverter in the zone. This may a ect the resulting networks
in their performance.

4.3 Data Analysis and Treatment

This section outlines the data used for training and evaluating the control model, including its
collection, processing, division, and observed irregularities. The focus is on how net load and
generation data were structured to construct the agents' state inputs, and how the dataset was
prepared to ensure robust and realistic model evaluation.

4.3.1 Data Collection and Processing

The purpose of this subsection is to describe the data used, processed, and structured in this
work. As mentioned in Section 3.1 on page 14, each agent requires a state vestoonsisting of
the voltage magnitude, and the net active and reactive power injections at its point of common
coupling (PCC), in order to determine an appropriate action.

While the voltage magnitude can be computed via the power ow function described in Sec-
tion 4.2.9 on page 30, the net active and reactive power injections are retrieved from Dremio a
cloud-based data platform used by E.ON to store, among other things, metering data from cus-
tomer installations. For this study, data was collected over the period from April 1, 2024, to
April 1, 2025, with an hourly resolution. The dataset contains time series for each customer in
the selected low-voltage grid.

The data retrieved from Dremio was divided into categories labeled as consumption and pro-
duction for both active and reactive power. However, this separation is misleading, since the
metering devices only register the net power ow i.e., they cannot distinguish between how
much was consumed by the household load and how much was produced by a local PV system
through the inverter. Despite the misleading labels, the calculation for net apparent power
remained consistent and was used to structure the data:

Snet = I:)net + JQ net — I:)Ioad Pgen + J (Qload Qgen) (39)

This equation was implemented using Structured query language (SQL) directly within Dremio,
to compute the net power injection per customer and time step. Since the LV-grid is modeled
in terms of buses rather than individual customers, the net values from customers sharing the
same grid connection point were aggregated accordingly.

The nal structured dataset takes the form of a matrix, where each row represents a time step
and each column corresponds to a load bus:

2 3
P14+ JQu1 P12+ Q2 P1p+ JQ1p
Po1+ JQ21 Pa2+ jQ22 P2y + JQ 21
Shet = : : . : (40)
I:)t;l"' th;l I:)t;Z"' th;Z Pt;b+ th;b

Here, t denotes the number of time steps, anth the number of load buses in the modeled
LV-grid. Each matrix element represents the total net complex power injection at a given bus
and time step, used as part of the agents' state input in the control model.

As further explained in Section 3.3 on page 18, we generated an approximation of the active
power production for each PV system based on time of day, day of year, panel e ciency, tilt and
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orientation, as well as the rated power of the associated inverter. The resulting maximum output
power values were structured analogously to the matrix in Equation (40) on the preceding page,
but only for the subset of load buses containing PV systems.

This synthetic generation data enabled us to estimate the gross load (total consumption before
local generation) at each bus. By adding the approximated PV output to the measured net
injection data in the S, matrix, we obtained an approximation of the total load pro le for
each PV-producing household.

4.3.2 Data Division

In this brief subsection, we describe how the dataset was divided for training and testing. Since
the system is modeled as a static control model (implying that the control action at timé
from the agent depends solely on the input parameters evaluated at tinbgthe training data
was randomly shu ed. This approach, much like the technique in Section 4.2.1 on page 25,
breaks any temporal correlation between data points, thereby improving the generalization and
learning e ciency of the model.

In contrast, the testing data consists of a continuous time interval with all data points in
their original chronological order. Speci cally, we selected three consecutive days July 20th
to 22nd, 2024 during the summer when PV production was particularly high. These dates
were chosen because they represent conditions with a higher likelihood of voltage violations,
providing a challenging scenario to evaluate model performance.

This method of test data selection was preferred over a xed percentage-based split (e.g.,
20%) because we were speci cally interested in assessing the model's behavior under stressful
operating conditions.

4.3.3 Data Irregularities

The net-load data is collected at every house PCC, and describes the active and reactive power
ow from and to the house. We could observe that a large, supposedly spurious, amount of
reactive power was recorded as a production source in the smart meters. Reactive power ows
at the household PPC's were expected because of the capacitive nature of the cables, however,
the amount for some meters are out of proportion.
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Figure 16: Plot of raw reactive power net data for all smart meters during 3 summer days.

In Figure 16 we can see the irregular behavior of the reactive power injection previously men-
tioned. There may be natural explanations as to why this happens, such as capacitor bank
switching at the LV side of the transformer [69], but it could also be metering artifacts. Since
the source of the irregularity is unclear, the agents will initially be trained with the original data.
However, since the magnitudes of the reactive power injection are proportionally unmatched to
the apparent power ratings of the inverters, additional simulations will be conducted when the
reactive power injection is clipped to reasonable values.

4.4 Performance Evaluation and Testing

This subsection presents the framework used to evaluate the performance, robustness, and
adaptability of the proposed control model. It includes the core evaluation metrics, describes
the hyperparameter tuning methodology, and outlines robustness tests performed under varying
PV integration scenarios. Together, these components describe our result evaluation method
In section Section 5 on page 40.

441 Result Evaluation Measurements

To evaluate the performance of the proposed control model, we utilized a set of evaluation
metrics derived from simulation outputs. These include voltage magnitude trajectories across
all buses, system-wide line losses over time, and transformer loading throughout the simulation
period. Additionally, inverter-level variables such as reactive power setpoints and active power
generation were recorded, however, not with the purpose of evaluate performance, but rather to
support analysis of agent behavior and its interaction dynamics within the grid environment.

To quantify the control model's e ectiveness, the results were condensed into two primary scalar
metrics: the root mean square (RMS) voltage deviation and the average line loss.

The RMS voltage deviation captures how closely the bus voltages remain around the nominal
value of 1 p.u, averaged across all buses and time steps. It is calculated as:
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Vv

1 X X 5
RMS v = NT (Ve 1) (41)

t=1 i=1

where N is the number of busesT is the total number of time steps, andV;; is the voltage
magnitude at busi and time t in p.u.

The average line losses provide a measure of the overall e ciency of the low-voltage grid under
the given control policy. This is de ned as:

1 X
AVgLoss = ? PlOSSt (42)
t=1

where Pjsst IS the total power loss in the grid at time stept.

These scalar metrics are particularly suitable for direct comparison across di erent simulations.
They were employed extensively throughout hyperparameter tuning, robustness testing, and
performance benchmarking.

In addition to these, we also computed the average transformer loading over the test period.
While not used as a direct performance indicator, this value provides insight into the operational
impact of the proposed model, particularly in comparison to conventional control strategies and
under varying levels of photovoltaic (PV) generation.

4.4.2 Hyperparameter Tuning and Sensitivity Analysis

Some parameters in our DRL model were not systematically optimized with gradient perfor-
mance, like the weights and biases in the neural networks. Instead, these hyperparameters
in uence how the agent learns and how the system behaves. We ne-tuned these hyperparam-
eters to improve how quickly the model learns, how stable the training is, how well it controls
voltage, and how well it avoids line losses. The tested hyperparameters include both learning
settings, such as learning rate, discount factor, and exploration noise, and system settings like
the number of training episodes and the maximum steps per episode.

To better understand how each hyperparameter a ects performance, we designed a structured
sensitivity analysis consisting of three stages: hyperparameter isolation, combination testing,
and scenario-based testing. In the rst stage, hyperparameter isolation, we trained and tested
the model by changing the value of one parameter at a time, while keeping the others xed.
These xed values are referred to as the baseline parameters, chosen based on our experience
with earlier simulations and guidance from previous studies [10]. After testing each variation,
we identi ed the best-performing value for that hyperparameter and saved it for use in the next
stage. This process was repeated for each hyperparameter.

In the second stage, combination testing, we trained and tested the model using the most
prominent hyperparameter values found during the isolation stage. If we noticed interesting
patterns or interactions between parameters, we adjusted one or two values together to explore
possible improvements. Finally, in the third stage, Scenario-based Testing, we tested the most
promising combination of hyperparameters under new grid conditions. These included scenarios
with a lower R/X ratio, higher PV penetration, or a modi ed reward function that combined
both voltage deviation and line losses. This helped us evaluate the model's robustness and
adaptability in more challenging and nuanced environments.
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4.4.3 Robustness Evaluation through PV Integration Variability

In addition to the primary training and hyperparameter tuning, a robustness test was conducted
to assess the model's adaptability to changes in PV system integration. This test evaluates the
system's ability to maintain performance when its inverter population is increased, simulating
a scenario where new PV systems are added to an existing grid.

To conduct the test, two preliminary training runs were performed with one and three PV
systems respectively removed from the electrical network. The MADRL controller was trained
for each of these reduced con gurations, and the resulting policies were stored. Next, the
environment was restored to include all originally planned PV systems, and the model was
trained again with the full inverter population.

The robustness of the MADRL framework was then evaluated by applying the newly trained
policies exclusively to the inverters that were previously omitted during the reduced training
phases. The remaining inverters kept their original control policies. This hybrid policy setup
was compared to a reference case in which all inverters adopt the newly trained policies.

This experiment allows for assessing the performance degradation introduced by inconsistent
policy distributions among agents. It provides insight into how well the control model accom-
modates incremental PV integration without requiring system-wide retraining.
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5 Results

5.1 Hyperparameter Sensitivity Analysis

To evaluate the robustness and adaptability of the proposed model, we did a structured sensi-
tivity analysis on the key hyperparameters in uencing the agent learning and system behavior.

The hyperparameters include both architectural settings and environment conditions, subject

for di erent phases of the sensitivity analysis.

The sensitivity analysis was performed in three di erent stages hyperparameter isolation,
combination testing, and scenario-based testing. Some of the baseline parameters presented in
Table 7 are preliminary values inspired by the report from the authors of this method (Zhang,

et al. [10]). The varied hyperparameters in the rst phase are presented in Table 8.

Table 7: Baseline hyperparameter values used during sensitivity analysis

Parameter Symbol / Name Baseline Value
PV Penetration Pov Original (0.29)
R/X Ratio R=X Original (16.29)
Reward Type 1.0
Seed S 42
Batch Size B 50

Max Steps per Episode Thax 50
Number of Episodes Nep 50
Discount Factor 0.90
Soft Update Coe cient 0.01
Exploration Noise Std 0.01
Learning Rate 0.005

Hidden Layer Size h 64
Projection Enabled (Test) Proj test True
P-Curtailment Enabled (Test) CUrt et False

Table 8: Hyperparameters varied in the sensitivity analysis

Parameter Symbol / Name Tested Values

Steps per Episode Tmax 25, 50, 75, 100
Episodes Nep 10, 30, 50, 100
Batch Size B 32, 50, 64, 128
Discount Factor 0.90, 0.95, 0.99

Soft Update Coe cient 0.005, 0.01, 0.05
Exploration Noise Std 0.01, 0.05, 0.10
Learning Rate 0.001, 0.002, 0.005, 0.01
Hidden Layer Size h 32, 64, 128
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Table 9: Sensitivity-analysis results: average line losses and RMS voltage deviation for each hyperparameter
setting.

Parameter Symbol Value Avg. line losses (kW) RMS voltage dev. (p.u.)
Steps per episode Tep 25 3.74 0.0069
50 3.85 0.0070
75 3.74 0.0069
100 4.03 0.0076
episodes Nep 10 4.45 0.0104
30 3.83 0.0072
50 3.83 0.0079
100 3.85 0.0078
Batch size B 32 3.64 0.0072
50 3.85 0.0070
64 3.8 0.0075
128 3.72 0.0075
Discount factor 0.90 3.85 0.0070
0.95 3.95 0.0078
0.99 3.90 0.0076
Soft-update coe . 0.005 3.62 0.0074
0.01 3.83 0.0079
0.05 3.82 0.0077
Expl. noise std. 0.01 3.85 0.0070
0.05 3.96 0.0073
0.10 3.82 0.0074
Learning rate 0.001 3.89 0.0084
0.002 3.68 0.0080
0.005 3.85 0.0070
0.01 3.87 0.0068
Hidden layer size h 32 3.36 0.0080
64 3.85 0.0070
128 3.85 0.0070

Table 9 shows the average line losses and RMS voltage deviation across di erent hyperparameter
settings. The interpretation of the results depends on the underlying objective. In relation to
the reward function, the best performing hyperparameters are those that have lowest average
line losses. However, in relation to E.ON's incentives, the best performing hyperparameters are
those with lowest RMS voltage deviation.

Several di erent trends can be observed in the results of the hyperparameter isolation. Shorter
step sizes proved to achieve slightly lower average losses compared to longer ones, without
introducing more voltage deviation. The same trend can be observed through the episodes.
Batch sizes in the range of 32 to 64 produced better outcomes than larger values.

Regarding the network architecture, a hidden layer size of 64 provided balanced performance,
and increasing the size to 128 did not show any clear benets. Smaller networks,= 32,
performed well in minimizing the line losses but showed higher voltage deviation.

41



Learning rate was also in uencing the performance non-linearly - too small (= 0:001) or to
large ( = 0:01) values degraded the voltage stability, while intermediate values provides a
better trade-o . Moderate levels of exploration noise ( = 0:05) did not do signi cant harm on
the result.

For the next phase, the combination testing, we used the best performing hyperparameters
proved from the isolation test. However, since some hyperparameters proved to be more in-
uential than other, we compared some of the most in uential hyperparameters performance
metrics versus each other to expose non-linear interactions between the pairs. To balance the
insight depth and computational cost, we limited our combination testing to three targeted se-
tups. We prioritized the most in uential hyperparameters in tandem with combinations known

to interact within reinforcement learning environments. The rst setup targeted the learning
rate versus batch size, known to have a strong mutual in uence on training stability and model
performance. The second setup targeted the learning rate versus soft-update coe cient, which
both govern network update speed. The third combination setup targeted steps per episode
versus number of episodes. While both hyperparameters contribute to total training volume,
they still contribute in di erent ways. More steps per episode allows for longer temporal credit
assignment and more nuanced policy updates, while more episodes emphasizes repeated resets
and fresh exploration.

Table 10 presents the results from target setup 1. It was shown that the learning rate= 0:005
in combination with the batch sizeB = 32;128 yielded the lowest RMS voltage deviation.
However, the average line loss was signi cantly lower for batch siZ® = 128 and thus was
chosen.

Table 10: Combined e ects of learning rate and batch size on RMS voltage deviation and average line losses.
Values in parentheses indicate line losses in KW.

Learning Rate Batch Size 32 Batch Size 64 Batch Size 128

0.001 0.0075 (3.62)  0.0096 (4.02)  0.0082 (3.83)
0.005 0.0069 (3.58)  0.0072 (3.31) 0.0069 (3.23)
0.010 0.0083 (3.87)  0.0093 (3.98)  0.0094 (3.99)

In Table 11, we see the results from the combined e ects of the learning rate and soft-update
coe cient. Out of all the results, we could see a lower RMS voltage deviation result in a higher
learning rate and soft-update coe cient. However, with respect to the results in setup 1, we
can see that a learning rate = 0:005and a soft-update coe cient = 0:05 show a relatively
low RMS voltage deviation but speci cally a lower line loss than with a higher learning rate.
Thus we maintained the learning rate as is and increased the soft-update coe cient to= 0:05.

Table 11: Combined e ects of learning rate and soft-update coe cient on RMS voltage deviation and average
line losses. Values in parentheses indicate line losses in KW.

Learning Rate =0:005 =0:01 =0:05
0.001 0.0080 (3.60) 0.0086 (3.92) 0.0087 (3.96)
0.005 0.0073 (3.68) 0.0076 (3.76)0.0071 (3.43)
0.010 0.0078 (3.85) 0.0071 (3.90) 0.0067 (3.80)

Looking at the results from setup 3 in Table 12 on the next page, we see the performance of
steps per episode versus the number of episodes. We could identify a trend in better RMS
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voltage deviation performance while keeping the steps per episodeligy = 50 and increasing
the number of episodes.

Table 12: Combined e ects of episode length and number of episodes on RMS voltage deviation and average
line losses. Values in parentheses indicate line losses in KW.

Steps per Episode 30 Episodes 50 Episodes 100 Episodes

25 0.0072 (3.72) 0.0097 (4.02)  0.0072 (3.63)
50 0.0088 (4.02) 0.0071 (3.43)0.0064 (3.62)
100 0.0068 (3.65) 0.0070 (3.58)  0.0068 (3.72)

The resulting hyperparameters from the isolation and combination testing is presented in Ta-
ble 13. These hyperparameters were set to the model for the scenario testing phase.

Table 13: Best performing hyperparameters from phase 1 and 2

Parameter Symbol / Name Set Values
Steps per Episode Timax 50

Episodes Nep 100
Batch Size B 128
Discount Factor 0.90
Soft Update Coe cient 0.05
Exploration Noise Std 0.05
Learning Rate 0.005
Hidden Layer Size h 64

Going into the third phase of the sensitivity analysis, we wanted to analyze di erent scenarios to
investigate the robustness of the model. In this phase, we investigated di erent PV penetrations,
R=X-ratios, and seeds. All of the scenarios were tested in isolation.

The original PV-penetration in the area was calculated to be around 29%. During these testing
conditions, critical voltage levels were never violated < 0:95p.u.;V > 1:05p.u.) and thus

no projections happened. To ensure that projections had to be done, we rescaled the PV-
penetration to become 70% instead.

Table 14: System performance comparison at high PV penetrationg,, = 0:70).

Scenario RMS Voltage Deviation (p.u.) Avg. Line Loss (KW)
No Control 0.0152 4.98
With DRL Control 0.0160 9.84

Table 14 show the results from a higher PV penetration scenario. When the DRL control
is active (i.e. when the agents are actively controlling the inverters), we got a higher RMS
voltage deviation and double the line loss versus when it is not active (i.e. when the agents are
not in uencing the inverters decisions). The high PV penetration caused the projection layer
to trigger during training, and when activated during testing, had to curtail active power to
maintain subcritical voltage levels ¥ < 1:.05p.u.).
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The R=X-ratio were divided by half to investigate the e ect. The originalR=X-ratio in the
system was 16.29, and we chose to conduct testing simulations wittRaX -ratio of 8.0. The
results are listed in Table 15. The results of DRL control yielded higher RMS voltage deviation
and average losses compared to the case without control.

Table 15: System performance comparison at loviR=X -ratio (R=X = 8:0).

Scenario RMS Voltage Deviation (p.u.) Avg. Line Loss (KW)
No Control 0.0076 2.54
With DRL Control 0.0080 3.75

Table 16 show the results of the training for di erent seeds. Across ve dierent seeds the

standard deviation was relatively low for the RMS voltage deviation but also the average line
loss.

Table 16: Performance across di erent random seeds using the best tuned hyperparameters. Episodes are cut
to Nep = 50 to save computational resources.

Seed RMS Voltage Deviation (p.u.) Avg. Line Loss (KW)

1 0.0068 4.07

42 0.0067 3.72

1337 0.0068 3.87
4529 0.0067 3.87
7289 0.0067 3.68
Mean = Std 0.0067+ 5e-5 3.84 kwx 0.14 KW
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5.2 Clipping Net Reactive Power Flow

Figure 17: All bus voltages with regular data set with large reactive power injection spikes during the 3 day
test period. The red dotted lines indicates the critical voltage limits (0.95, 1.05 p.u.).

In Figure 17 we see the bus voltages during the test period with no voltage control and the
large reactive power injections mentioned in Section 4.3.3 on page 36. The bus voltages are
unstable with high peaks and periodic switching. The RMS voltage deviation is 0.0067 p.u.

Figure 18: All bus voltages with the clipped data set without the large reactive power injection spikes during
the 3 day test period. The red dotted lines indicates the critical voltage limits (0.95, 1.05 p.u.).

In Figure 18, all bus voltages for the clipped reactive power data set is shown during the test
period with no control. Compared to Figure 17, we see a more stable and less spiky behavior
for the bus voltages in Figure 18 with a RMS voltage deviation of 0.0049 p.u. Following this,
we trained a model on the clipped reactive power data set with the hyperparameter setup from
the previous section. The results are presented in Table 17 on the next page.
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Table 17: Comparison of baseline and DRL-controlled performance on clipped and non-clipped datasets.

Scenario RMS Voltage (p.u.) Line Loss (kW)
Trained on Non -Clipped Data

Baseline (No Control) 0.0067 2.59
DRL-Controlled 0.0064 3.62
Trained on Clipped Data

Baseline (No Control) 0.0049 0.49
DRL-Controlled 0.0044 1.07

Table 17 shows the performance between the clipped and non-clipped dataset trained DRL
agents. The RMS voltage deviation and average line loss for the DRL agents trained on clipped
data is lower than the agents trained on non-clipped data with respect to their baseline.

(a) Actions and power production from agents trained on (b) Actions and power production from agents trained on
clipped data non -clipped data

Figure 19: Comparison between policies during the 3 day test period: (a) agents trained on clipped data, and
(b) agents trained on non -clipped data.

Figure 19 show how a handful of agents acted during the 3 day test period. In Figure 19b, the
Q-setpoints are often maxed out in relation to the inverters apparent power ratings, while in

Figure 19a, the Q-setpoints are more diverse during the whole period. This implies that the
policy in Figure 19a is more nuanced than in Figure 19b.

Supplementary gures from training on the non-clipped data is found in Section A on page 71.
Supplementary gures from training on the clipped data is found in Section B on page 74
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5.3 Comparing Reward Functions

As mentioned in Section 4.2.5 on page 28, we implemented an internal reward switching func-
tion, able to shift the reward from the total active power line losses to the voltage constrained
reward. The following analysis includes a comparison between the agents behavior and target
performance parameters.

Table 18: Comparison between reward function performances.

Scenario RMS Voltage (p.u.) Line Loss (KW)
Trained with =0 (voltage violation reward) 0.0035 0.63
Trained with =1 (line loss reward) 0.0039 1.40

From Table 18 we see that the di erent reward objectives generate di erent performances. The
model trained with =0 showed a lower RMS voltage deviation and a signi cantly lower line
loss, compared to the model trained with = 1.

(a) Actor and critic loss for model trained with =0. (b) Actor and critic loss for model trained with =1.

Figure 20: Comparison between model actor and critic loss after training with di erent reward objectives:
a) agents trained with voltage constrained reward function, and b) agents trained with active power line loss
reward function.

In Figure 20 the actor and critic loss for the di erent reward objectives is illustrated. Figure 20a
show a relative converging behavior in actor loss, and steady convergence rate in critic loss.
Figure 20b show a relatively converged group of actors with one divergence, and a noisy critic
loss. The results from Table 18 and Figure 20 show that the voltage violation reward function
performs better.
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5.4 Resulting Model

With respect to the results presented in the Section 5.2 on page 45 and Section 5.3 on the
preceding page the following training was done on the clipped dataset and the voltage deviation
focused reward function (e.g = 0).

Initially, we intended to run the same hyperparameter setup as seen in Table 13 on page 43
which were derived in the sensitivity design. However, it was discovered that changing the
reward function brought dynamic changes to how the network was trained. The RMS voltage
deviation proved to be slightly higher and the average line loss likewise, though the collected
reward had trouble to converge. Therefore, we chose to evaluate the model performance for
the voltage deviation reward function under the baseline parameters initially set in Table 7 on
page 40.

Figure 21: Accumulative reward during training of the model with the voltage deviation reward function.

In Figure 21 we see the accumulative reward during training over 50 episodes. The reward
Is uctuating during the rst 10 episodes, but after about 20 episodes, the reward stagnates
within an interval.

Figure 22: Resulting bus voltage pro les during the 3 day test period. The red dotted lines indicate critical
voltage levels (0.95, 1.05 p.u.)
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Figure 22 on the preceding page shows all bus voltages during the 3 day test period from the
resulting model trained by a voltage deviation reward function. The RMS voltage deviation
were 0.0035 p.u., which is lower than the base case presented in Figure 18 on page 45 that had
a RMS voltage deviation of 0.0049 p.u.

Figure 23: Training dynamics for all agents. (a) RMS of actor parameter updates, (b) RMS of critic parameter
updates, (c) actor loss, and (d) critic loss. Each curve represents one of the 27 agents in the system.

Figure 23 shows the parameter and loss updates for the actor and critic network respectively.
In Figure 23 a), the actor parameter RMS di erences during training are shown. In the rst 400
gradient iterations, RMS values were erratic, while the latter half showed some convergence with
elements of noise disturbances. Figure 23 b) shows the critic parameters RMS during training.
All agents converge around gradient 160 and stay relatively stable after that. Figure 23 c)
shows the actor loss for all agents in terms of the negative expected Q return. The results are
initially overlapping but gradually they separate, each pursuing a di erent path. In Figure 23
d), the critic loss for all agents are shown in terms of their critic MSE loss. All of the agents
converge relatively fast, after about 240 iterations, and maintains their MSE loss with elements
of noise.
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Figure 24: Training dynamics in target networks for all agents. (a) Target actor parameter RMS updates and
(b) Target critic parameter RMS updates.

Figure 24 shows the training dynam-
ics for the target networks. In Fig-
ure 24 a) the target actor network
shows a steady convergence with di-
minishing returns. For Figure 24
b), the target critic parameter RMS
converges steadily for all agents.

Figure 25 shows the reactive power
setpoints and power production
from each agent during the 3 day
test period. Most agents have nu-
anced and varying policies, reacting
to the bus voltages by producing re-
active power when there is under-
voltage (V < 1.0 p.u.) and absorb-

ing reactive when there is overvolt-
age V > 1.0 p.u.). It can also

be seen that the reactive power set-
point may be limited during high

power production scenarios, due to
the inverter apparent power ratings.

Figure 25: Q-setpoint and power production from all agents during
3 day test period.
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Figure 26: Transformer loading during test period in percent of its loading capacity.

Figure 26 illustrates the transformer loading when the inverters are controlled with the DRL-
method. The average transformer loading was 9.39% during the test period. When no control
is applied, the average transformer loading is 8.37% during the same period, meaning that the
average transformer loading is higher when the DRL-control is applied.

Figure 27: Cumulative line losses for all lines in the distribution grid during test period.

Figure 27 shows the cumulative line losses for all lines in the system during the test period.
The line loss peaks align with the PV production peaks. During the second day, the line losses
are disproportionally lower than the two other days, with respect to the amount of active power
produced during the second day. The average line loss during the test period were 0.63 kKW,
which is higher when compared to the base case without control (0.49 kw).
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Figure 28: All bus voltages during high PV penetration (p,, = 0:7) without projection layer active. The red
dotted lines indicate the critical voltage levels (0.95, 1.05 p.u.).

We tested the model's performance during high PV penetration, the resulting bus voltages
during the test period without the projection layer active can be seen in Figure 28. Without

projections, multiple buses are violating the 1.05 p.u. limit and the reactive power can not
e ectively buck voltages to sub-critical levels.

Figure 29: All bus voltages during 3 day test period under high PV penetration @,, = 0:7) with projection
layer active. The red dotted lines indicate the critical voltage levels (0.95, 1.05 p.u.).

When the model's projection layer were active during the testing phase, all bus voltages were
sub-critical (V < 1:05p.u) as can be seen in Figure 29. However, to achieve sub-critical voltage
levels, some inverters had to curtail active power. The inverters that had to curtail either had
a violating bus in their partition or were only causing the voltage violation in their own bus.
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Figure 30: All bus voltages during 3 day test period under lowR=X-ratio (R=X = 8). The red dotted lines
indicate critical voltage levels (0.95, 1.05 p.u.).

When we simulated the model for a lovR=X -ratio (R=X = 8), the RMS voltage deviation was
0.0039 p.u. and all bus voltages can be seen in Figure 30. The RMS voltage deviation were
lower than for the reference case without control (<0.0049 p.u.), but higher compared to when
the model were trained with the originalR=X -ratio (R=X = 16:28).

Lastly, we compared the test simulation for the voltage control with the modi ed reward func-
tion at baseline hyperparameters with the same system without voltage control. The results
are summarized in Table 19.

Table 19: Comparison of RMS voltage deviation and average line losses with/ without voltage control at di erent
PV penetration levels.

PV Penetration Control Status Vievrvs  [P-U.] | Poss [KW]
- Baseline 0.0049 0.49
o)
29% (Original) |\ \tage Control 0.0035 0.63
Baseline 0.0131 2.93
70%
Voltage Control 0.0112 3.78

5.5 Robustness Test

To evaluate the robustness of the projection-embedded MADRL controller under varying PV
integration scenarios, a simulation test was performed. RMS voltage deviation and average line
losses were recorded for two PV penetration levels: the original level at 29% and an increased
level of 70%. For each penetration level, two con gurations were tested. In the reference case,
all inverters were trained together using the full agent population. In the hybrid policy setup,
one or three inverters were excluded during the initial training phase, and after reintegration
into the network, only these inverters adopted newly trained policies while the remaining agents
retained their original controllers. The results for each con guration and penetration level are
summarized in Table 20 on the next page.
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Table 20: Comparison of RMS voltage deviation and average line losses for di erent con gurations and PV
penetration levels.

ppv Con guration Vdev,RMS [pU] I:>Ioss [k\N]
29% Reference Case 0.0034 0.63
29% Hybrid Policy, 1 Inverter 0.0036 0.63
29% Hybrid Policy, 3 Inverter 0.0038 0.67
70% Reference Case 0.0112 3.78
70% Hybrid Policy, 1 Inverter 0.0110 3.78
70% Hybrid Policy, 3 Inverter 0.0108 3.78

54



6 Discussion

6.1 Result Analysis

Our approach to hyperparameter tuning was relatively coarse, as we tested only 3 4 values for
each tunable parameter. Although we attempted to adjust several hyperparameters together,
the combinatorial complexity combined with extensive computational durations made it infea-
sible to explore a broader range of con gurations. There remains clear room for improvement in
this area. For example, frameworks such as Optuna o er automated hyperparameter optimiza-
tion using state-of-the-art algorithms and allow for parallel searches across multiple threads or
processes [70]. However, by the time we became aware of such tools, our tuning process was
already underway.

In addition, compromises had to be made when evaluating model performance. We condensed
our simulation results into two primary metrics average line losses and RMS voltage devi-
ations which vastly reduced the granularity of our results. Beyond these metrics, we also
considered non-quanti ed aspects such as network convergence and the evolution of episode
rewards over time. To evaluate parameter stability, we attempted to quantify the convergence
of neural network parameters (, ", , and T) and gradient loss functions (Equation (4) and
Equation (10) on page 17) by performing a linear regression on the nal 10% of the curves
in Figures 23 and Figure 24 on page 50. We then counted the proportion of regressions with
slope and intercept magnitudes below a prede ned threshold. However, the resulting conver-
gence ratios often lacked intuitive correspondence with observed behavior, and were therefore
ultimately excluded from the nal analysis.

Moreover, the evaluation of voltage control performance was limited to RMS voltage deviation,
without tracking the number or frequency of voltage violations. This simpli cation was based
on the observation that individual bus voltages showed minimal variation across models and
simulations, resulting in largely unchanged violation counts. Initially, RMS voltage deviation
was used because, during hyperparameter tuning and reward function comparison, we primarily
worked with unmodi ed PV-penetration levels where voltage violations did not occur. Thus,

it made more sense to compare overall deviation from 1 pu, which RMS voltage deviation
captures. However, this measurement was retained even under high PV-penetration scenarios.
Nonetheless, future work could bene t from including explicit measurements of voltage viola-
tions, alongside quanti ed metrics of network and loss function convergence, to support a more
nuanced analysis.

As discussed in Section 5.4 on page 48, the DRL method did not perform optimally when
switching to the voltage deviation reward function using the same hyperparameters previously
identi ed through tuning. This, together with the ndings from Section 5.1 on page 40, where
the combination tests revealed that the e ectiveness of one hyperparameter often depended
on the value of another, suggests that the model exhibits sensitivity to small changes in both
reward structure and hyperparameter con guration. Such sensitivity indicates a system with
multiple local minima in the performance landscape (both for power loss and RMS voltage
deviation) which can be triggered by slight variations in tuning parameters or changes in the
grid con guration, such as R/X ratio or PV penetration level.

The best voltage regulation performance was achieved using the modied reward function
identi ed in Section 5.4 on page 48 combined with the benchmark hyperparameters. At the
original PV penetration level of 29%, this con guration yielded an RMS voltage deviation of
0.0034 p.u. and an average line loss of 0.63 KW (as seen in Table 19 on page 53). At a higher PV
penetration level of 70%, the RMS voltage deviation increased to 0.0112 p.u. and line losses rose
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to 3.78 KW. In comparison, the base case with no voltage control produced RMS deviations of
0.0049 p.u. and 0.0131 p.u. for the 29% and 70% penetration levels respectively, corresponding
to a relative reduction of approximately 31.6% and 14.5% in RMS voltage deviation. However,
this improvement in voltage stability came at the cost of higher line losses, which increased
from 0.49 kW to 0.63 KW (28.6%) at 29% penetration and from 2.93 kW to 3.78 kW (29.0%)
at 70% penetration, suggesting a trade-o between stability and energy e ciency.

Importantly, since the RMS voltage deviation decreases under the voltage control method even
without employing active power curtailment, we believe that the system could accommodate
higher PV penetration levels before voltage violations begin to emerge. This would allow a
greater number of E.ON's customers to install and bene t from PV systems without trigger-
ing grid stability issues or requiring costly reinforcement measures. At penetration levels where
voltage violations do occur, such as at 70%,the projection mechanism should be activated to en-
able active power curtailment during runtime (corresponding to online projection application).
As shown in Figure 29 on page 52, this method is highly e ective at suppressing overvoltages.
The drawback, however, is that some PV-generated active power must be curtailed, potentially
reducing revenue for local producers. Nonetheless, as discussed in Section 6.3 on page 58, cur-
tailment may still be economically favorable during periods of oversupply and negative market
pricing.

For a more thorough analysis, we recommend investigating how much higher the PV penetra-
tion can be increased in the presence of the voltage control without violating grid constraints.
This potential increase should then be evaluated from an economic perspective, assessing the
additional PV hosting capacity and associated bene ts for both consumers and the grid op-
erator. Moreover, this gain should be compared to the corresponding increase in line losses
observed in the system, to determine whether the advantages of improved voltage stability and
expanded PV integration outweigh the associated e ciency costs.

The robustness test summarized in Table 20 on page 54 further supports the stability of the
controller under varying deployment scenarios. When a subset of inverters was excluded from
the training process and reintegrated with new policies (while the rest retained their original
controllers), the change in RMS voltage deviation was small in size, but arguably big in ra-
tio. In the 29% PV scenario, RMS voltage deviation increased from 0.0034 to 0.0036 (a 5.9%
increase) and 0.0038 p.u. (a 11.8% increase) when one and three inverters, respectively, were
retrained. Similarly, at 70% penetration, RMS deviation actually improved slightly under hy-
brid con gurations, and line losses remained unchanged at 3.78 kW. These results suggest that
the learned controller exhibits a high degree of robustness, both in terms of maintaining voltage
stability and preserving system e ciency, even when partial retraining or policy redistribution

IS introduced.

However, the unexpected improvement in RMS deviation under hybrid con gurations indicates
that the model may not have been trained to its full potential. This anomaly suggests that an
iImplementation issue, likely during the training phase of the neural networks, could have limited
the overall performance. This is discussed further in Section 6.2 and as such, we recommend
further re nement and debugging of the training and testing code to uncover the true capability

of the projection-embedded MADRL architecture.

6.2 Result Comparison

Our simulation results prior to modifying the reward function exhibited notable di erences
compared to those presented in Zhang et al.'s IEEE report which we were inspired by [10].
While both approaches share main architectural elements such as a multi-agent actor-critic
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framework and a projection layer to ensure safety, several factors may explain the performance
discrepancies observed.

One potential reason for the performance gap could be the implementation of the actor and
critic network updates in our code. Deep reinforcement learning methods require precise han-
dling of gradient ows and parameter updates for stable and e cient learning. Any errors in
this process can severely degrade the performance of the model. It is worth noting that our
team lacked prior experience with deep reinforcement learning, which may have led to subop-
timal implementation choices. Additionally, our project was implemented using the PyTorch
neural network framework, whereas the IEEE report by Zhang et al. used PaddlePaddle, a
di erent deep learning library developed in China. Variations between frameworks in terms of
default settings, optimization backends, or debugging tools could also introduce performance
di erences.

Another key di erence lies in the architecture of the actor network. While Zhang et al. used a
centralized actor that has access to the partitioned system state, our implementation is based on
a fully decentralized actor architecture that only receives the state from the inverter bus. This
local perspective can hinder the actor's ability to predict actions suitable for the whole parti-
tioned area. However, it should be noted that we implemented a con gurable setting that allows
our codebase to simulate the same semi-centralized method used in the IEEE study. While this
setting has not been tested extensively, preliminary tests showed no signi cant improvement
in voltage control or power loss reduction. This suggests that the limited performance in our
results may be attributed to factors other than just the decentralization of the actor.

Much like the actor network, our implementation of the critic network also di ers from the
one used in the IEEE study by Zhang et al., though this was due to a misunderstanding of
the standard MADDPG algorithm rather than an intentional design. In our case, each agent's
critic and target critic networks are trained using the states of all buses within that agent's
partitioned area, whereas the conventional approach includes the global state of the entire
system. While this limited observation space may lead to suboptimal coordination across the
grid, our critic still observes buses with maximum relevance to the agent's actions, and most
often, the critic parameters converged and critic loss decreased to almost zero as seen in Figure
23 and Figure 24 on page 50.

Furthermore, our initial reward function (used in Section 5.1 and Section 5.2 on page 45)
was based on global power losses across the whole network. In contrast, Zhang et al. applied
localized rewards, calculated from line losses within each agent's partitioned area. We opted
for a global reward due to the convenience of using pandapower's built-in loss function, but this
decision may have introduced ine ciencies in training decentralized agents with more localized
objectives.

Additionally, di erences in how the projection layer is implemented may in uence action feasi-

bility and reward signals. The projection algorithm in our model allows for action suggestions
that depend on active power curtailment. However, in Zhang et al.'s study, actions appear to
be projected strictly within the feasible set without assumptions about external power adjust-
ments, which may ensure more consistent voltage regulation under physical constraints.

It is also important to consider the complexity of the system used. Our test system involves
a higher number of buses, inverters, and potentially more dynamic behavior due to increased
PV penetration and a more intricate grid topology. This added complexity may make it more
challenging for the learning algorithm to converge to stable and e ective policies.

Lastly, the interplay between our projection layer and power ow solver may occasionally result
in feasible but suboptimal actions being reinforced, especially when multiple constraints are
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nearly violated. This issue may be compounded by di erences in training data, hyperparameter
tuning, and system initialization compared to the IEEE benchmark study.

Overall, while our architecture aligns conceptually with the work in [10], the implementation
details and speci c factors of the system likely contribute to the observed performance gap.

A relevant study, closely related to our project, was conducted by one of E.ONs masters thesis
students in 2024 [65]. He investigated the performance on the same low-voltage grid under
Volt-Watt (VWC) and Volt-VAr (VVC) control strategies. His work demonstrated that VWC

was more e ective in regulating overvoltages compared to VVC, which is primarily due to the
high R=X-ratio limiting the e cacy of reactive power compensation. However, VVC required
active power curtailment to keep the voltage levels within regulatory thresholds. Notably,
Bakklund introduced a QDSL (Quasi-Dynamic Simulation Language)-based linear tap-changing
mechanism for the transformer, allowing voltage regulation on the low-voltage side within3
steps, based on assumed high-voltage input levels. Rather than dynamically adjusting the tap
settings in simulation based on real-time voltage or load feedback, the tap logic appears to be a
static mapping to simulate plausible low-voltage scenarios under di erent operating conditions.
Consequentially, while this contributes to a more exible voltage reference on the low-voltage
side, it does not constitute closed-loop voltage regulation. In contrast, the MADRL-based
method presented in this thesis was trained and evaluated under a static upstream voltage
assumption. This created a more constrained control environment where all voltage regulation
stems from local inverter control. However, this means that the system in this thesis is simpli ed
in ways that may make control easier, whereas Bakklunds model incorporates an attempt to
represent upstream voltage variability in a quasi-physical way. Our approach isolate inverter
control by design, but lacks interactions that would exist in a fully realistic model of the system.
Future work is suggested to focus on how learned inverter control would behave with realistic
upstream voltage dynamics.

6.3 Financial Implications

The proposed MADRL-based voltage control method ts well with current EU goals for increas-
ing renewable energy and modernizing the electricity grid. As the EU focuses on improving
exibility, safety, and reliability in the power system, smart and software-based solutions like
this one become more attractive. Since the method does not require extra hardware, it could
be a cost-e ective option for helping E.ON manage higher PV penetration in its low-voltage
grid.

EU programs such as Horizon Europe, the CEF, and REPowerEU mentioned in Section 2.1.4
on page 6 support smart grid development and could o er nancial help for testing or scaling
this method. Even though the MADRL strategy most likely does not need large infrastructure
investments, some costs may still occur, such as software updates for inverters or technical
labor. If the MADRL method leverages active power curtailment during implementation, it
would reduce the power output from PV systems at times of excessive production. while this
occurs, temporary nancial support could also be helpful to maintain fairness and acceptance
among customers.

However, active power curtailment may not only be necessary for voltage stability but could also
align with economic signals in the electricity market. Periods of excessive PV production (when
voltage violations are most likely to occur) often occurs in tandem with low or even negative
electricity prices. In such cases, curtailing active power may lead to minimal economic loss or
even provide savings by avoiding costs associated with feeding electricity into an oversupplied
market. This argument is further supported by the sharp increase in negative electricity prices,
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with the number of hours with negative prices rising from zero in 2021 to between 147-167
hours in the summer of 2024 across the Swedish bidding zones, and an average negative price
of approximately 6 6re/kWh (see Table 4 on page 7). This suggests that curtailment, while
limiting energy output, might actually be a cost-e ective strategy during critical times for both

grid stability and economical incentives.

These trends become even more relevant in light of recent changes to Swedish energy policy,
discussed in Section 2.1.5 on page 7. The phase-out of the 60 6re/kWh tax reduction for micro-
producers, along with cuts to the green technology subsidies, is likely to reduce the nancial
appeal of residential PV systems. However, this shift might increases the relative incentive
for adopting smart voltage regulation strategies. Previously, the 60 6re subsidy could make
it pro table to inject power even during periods of negative prices. Without this support,
there will be more hours when injecting active power is economically unfavorable, especially
in high PV-penetration areas like the studied network in southern Sweden. In such contexts,
active power curtailment becomes not only a technical solution to voltage issues, but also
an economically rational response. This dual benet strengthens the case for exploring the
proposed MADRL-based voltage control method as a viable tool for DSOs under evolving
market conditions.

The ENTSO-E Technopediamay also help raise awareness and support for using more ad-
vanced voltage control methods in Europe. By tracking the latest research developments and
showcasing potentially promising results, it may eventually recommend such control strategies.
This would help DSOs like E.ON gain greater con dence in the feasibility and value of testing
and adopting advanced control methods. However, recent reports show that decentralized grid
projects often miss out on EU funding. This reality could make it harder to expand the method
without new programs like the proposed Decentralized Grid Facility.

To conclude this section, the MADRL-based voltage control strategy aligns well with EU energy
and digitization goals, o ering a potentially cost-e ective tool for managing voltage issues in
increasingly decentralized grids. While recent changes in Sweden's energy policy may slow the
exponential growth of residential PV adoption, and thereby limiting the rapid expansion of
potential users for this method, they may simultaneously increase interest among existing PV
owners in smarter voltage control techniques. As longer periods of economically unfavorable
power production become more common, the value of dynamic curtailment strategies is likely
to rise.

6.4 Technical Requirement Analysis

The technical requirements described in section Section 2.2.3 on page 11 outline the necessary
inverter capabilities for integrating a DRL-based voltage control strategy. These include com-
ponents such as DC-DC and DC-AC converters, voltage and current sensors, and real-time
processors, as well as support for standardized communication protocols like Modbus TCP and
SunSpec. While we cannot state with certainty that the majority of inverters on the Swedish

or European market are equipped with these features, several popular inverter models such
as those from Fronius, GoodWe, and SolarEdge do o er the necessary capabilities to sup-
port decentralized multi-agent DRL (MADRL) approaches for both reactive and active power
control.

However, there is a signi cant di erence between testing the control method in a simulation en-
vironment and implementing it in a real-world inverter. In our implementation, the projection
layer described by Zhang et al. [10], which constrains the agent's output to a feasible action
space, was handled as an external Python function that relies on iterative power ow calcu-
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lations as described in Algorithm 1 on page 29. While e ective in simulation, replicating this
mechanism in real-time hardware would require each inverter to host a full power system model
and perform frequent load ow computations. This would introduce substantial computational
burdens and is not practical for embedded processors, especially under E.ON's preference for
fully decentralized systems without online coordination.

Zhang's approach assumes access to the global state or other agents' actions, which contradicts
the decentralized operation model. Therefore, we do not recommend applying their prede ned
projection layer in a real-world deployment. As an alternative, a more reasonable approach
could involve a lighter plug-in function that estimates a local feasible action set for each inverter
based solely on its own voltage, active power, and reactive power readings. This function
could be implemented as a linear regression model, or even a separate neural network trained
on historical system data, allowing the agent to stay within operational constraints such as
Equation (3) on page 16, Equation 27 and Equation (28) on page 21, while avoiding the need
for central coordination or complex on-device simulations. A projection method like this would
not be capable of knowing the state or actions of other buses or agents in the system, but this
might not be necessary to maintain voltage within acceptable limits when the control method

is adopted by the majority of the inverters.

It should also be noted that we have not included details on the technical control loop topology
regarding how the Projection-Embedded MADRL agent would interact with internal inverter
components such as the MPPT algorithm, the PLL, the current loop controller, or how it would
generate signals to the PWM module for determining switch duty cycles. Mapping out this
control integration in practice, from the agent's decision output to hardware actuation, remains
outside the scope of this study. However, it represents a signi cant area for potential deepening
in future work.

6.5 Methodology Discussion

One key methodological challenge encountered was the supposed misalignment between actor
and critic architectures in agents with large partition maps. In our model, each critic receives
full state observations from its assigned partition (all buses within area of in uence), and each
actor is limited to observing their local state only. This asymmetry might have in uenced the
results in ine cient gradient updates during the training - while the critic evaluates actions
based on a broad view of the system, the actor can not match its output on its limited amount
of information. As a result, the agents that are responsible over a larger partition (e.g agent
22 with 19 PCC's) often failed to learn how and when to output larger reactive power outputs.
In contrast, agents with much smaller partition maps, closer to the actors observation scale,
showed more consistent learning. This might suggest a structural limitation in the current
observation-action mapping, which should be addressed in future work.

In parallel, we replaced the original reward function, which only penalized large global line
losses, with a more voltage focused reward. The new reward is comprised out of three compo-
nents: a squared voltage deviation penalty, a quadratic penalty on the magnitude of reactive
power injection, and a directional penalty that punishes actions that push the voltage in the
wrong direction. This approach puts emphasis purely on safe learning and targets voltage reg-
ulation behavior. The reward switch improved the training convergence and reduced agents
tendency to indecisively maximize the actions.

Additionally, while the projection layer reliably kept voltage levels sub-critical during training
and testing, it often resorted to active power curtailment when the reactive power exibility
had been exhausted. This behavior ensures safety during high PV penetration scenarios but
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fails to remedy the critical voltages with respect to the original idea (e.g remedy by reactive
power compensation only). This was somewhat expected, due to the highX -ratio in the grid
originally, but we preemptively assumed that a loweR=X-ratio would increase the feedback
on reactive power injection/absorption, which was not the case. In fact, the RMS voltage devi-
ation increased with lowerR=X-ratios for reasons currently unknown. It is plausible that the
increased voltage sensitivity introduced an even greater non-linearity than before, which could
make modest reactive power injections/absorptions cause overshoots. Also, the lower resistance
may have ampli ed non-local e ects, causing independent agents to interfere with each others
voltage regulation attempts. It is advised to investigate these e ects more thoroughly in future
work.

Furthermore, we could observe anomalies in the reactive power injection data for many timesteps.
In these instances, regular consumers - even those without a PV system, were injecting abnor-
mal amounts of reactive power. This led to unrealistic training conditions for the model, which
negatively in uenced the agents policy updates and increased training variance. Even if this
falls outside the scope of methodological design, it is highlighting the importance of using robust
data validation in future deployment and development. The reason for the anomalies remains
unknown, even after discussions with our supervisor at E.ON. Speculatively, the anomalies
might stem from metering artifacts or E.ON's newly integrated database API. This is however
unlikely due to the periodic nature of the anomaly, therefore, it needs to be further studied for
better understanding and handling.

In our simulations, we made three simplifying assumptions regarding inverter capabilities. First,
we considered only the maximum apparent power limit of the inverter, and not the maximum
AC voltage output. Based on the technical specications of common inverter brands such
as Fronius, SolarEdge, and GoodWe, this assumption appears reasonable, as their rated AC-
voltage tolerance exceeds the levels encountered in our simulations. Second, we assumed that
the reactive power production or consumption of the inverter is constrained only by the ap-
parent power limit. This implies that the inverter can inject or absorb reactive power even
during night hours or periods without active power generation. This assumption is valid if the
inverter's processor and control circuitry remain powered independently of PV output, since
reactive power injection primarily requires current ow and the activation of internal passive
components. Lastly, we assumed that voltage magnitude at the PCC is measurable and avail-
able by the inverter. While current metering devices installed by E.ON can register active and
reactive power injections, our model also requires voltage magnitude as input. But since knowl-
edge of AC-voltage output is crucial for grid synchronization and other inverter obligations, we
believe that this this is a reasonable assumption.

To obtain the active and reactive power ow data used for training and testing, we initially
intended to implement a direct data pipeline between E.ON's data lake in Dremio and our local
repository. The goal was to automate data retrieval each time the Python script was executed.
However, despite assistance from our supervisor at E.ON, this proved technically challenging.
Additionally, the query performance in Dremio was insu cient for our use case, since retrieving
a single data point for one bus could take up to one minute. Given that our script requires
frequent access to individual data points during both training and testing, this approach was
deemed impractical. Instead, we extracted the necessary data manually via SQL queries in the
Dremio web interface before training and testing even started. This also enabled us to simulate
the system entirely o ine, without relying on GitHub connections or Wi-Fi access, since all
relevant data was downloaded and stored locally.

A nal point for methodological re ection concerns the sampling strategy employed by the ex-
perience replay bu er. In our implementation, each stored experience had an equal probability
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of being sampled during gradient updates. While this uniform sampling approach is standard
in many DRL applications, it may lead to ine cient learning, especially in scenarios where
certain experiences are more informative or in uential than others.

A promising enhancement would be to implement a prioritized experience replay mechanism,
wherein experiences with higher learning value are sampled more frequently. Prioritization
could be based on several criteria, for example, the magnitude of the negative critic value
(indicating poor performance of an action), or the observed change in temporal reward before
and after the projection layer was applied. Such prioritization would allow the model to focus

more heavily on critical learning opportunities, especially those where the projection layer
signi cantly altered the agent's intended action.

6.6 Legal Analysis

There are multiple factors added to the requirements when considering implementing the pro-
posed MADRL-based method in a distribution grid. Regarding the technical and operational
requirements imposed by RfG 2016/631, E.ON must implement strategies with the MADRL-
method to follow given contingency protocol. In this case, inverters are not able to inject active-
or absorb reactive power to exceed voltages over 1.15 p.u. or fall under 0.85 p.u., though an
automatic override for frequency contingencies could be needed for the agents, depending on the
control hierarchy for the inverter. This would need to be further studied before implementation.
Regarding compliance with EIFS 2018:2, frequency contingency is also important, though in
ner detail. The regulation requires type A generators to restrict the increase of active power
generation when operating during grid frequencies greater than 50.1 Hz, which is not included
in the current model. Again, this aspect has to be further studied before an implementation.

Furthermore, E.ON is obligated by Ellagen (1997:857) chapter 4 Y1 to provide connections
based on objective and non-discriminative grounds, given that the applicant ful lls the required
standards. This implies that E.ON cannot impose arbitrary restrictions on inverters that are
not susceptible to a DRL-based control systems, since this is not a standardized control system
required by technical regulation. Also, E.ON is obligated by Ellagen (1997:857) chapter 4
Y18 to transmit power of good quality on someone elses behalf, whilst also being obligated to
remedy the lacks to a reasonable cost. According to our supervisor at E.ON, the calculated
reasonable cost is not enough to remedy the lacks and therefore creates con ict in the regulation.
The proposed DRL-based method could prove cost-e ective by mitigating the reasonable cost
for reinforcing the grid by implementing software instead of hardware, should the DRL-based
control system be technically viable in existing inverters. This also complies with the fee's
provided by E.ON, since it will e ectively lower in the long-term run because of a more cost-

e ective grid reinforcement. Since Ellagen (1997:857) chapter 4 Y26 requires the fee's from
the grid owner to stand in reasonable proportion to an e ective usage on the grid and power
production, this further emphasizes the need of a cost-e ective control solution such as the
proposed DRL-based method.

According to Ellagen (1997:857) chapter 4 Y16, E.ON has an obligation to transmit power on
behalf of someone else based on objective and non-discriminatory basis, meaning that E.ON
must ensure fair access to the grid for all participants. This law causes complication for the
DRL-based controlling method. The controlling scheme may alter the active output power by
regulating the reactive power, speci cally in the case of a projection scenario, where prosumers
will therefore output less active power. Since E.ON does not have a compensation model based
on reactive power production or absorption for type A generators, the implemented DRL-based
method could prove unfair based on the unbalanced controlling and thus be incompliant with
Y16.
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With respect to the granular regulation on voltage over- and undertones provided by EIFS
(2023:3), it is not possible to evaluate this criteria with the state of this model because of the
hourly data resolution. For an eventual implementation, it is important to further investigate if
the voltage over- and undertones are compliant with the regulation provided by EIFS (2023:3).
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7 Conclusion

This thesis explored the feasibility of using and implementing a decentralized Multi-Agent Deep
Reinforcement Learning (MADRL) method with an integrated projection layer for controlling
inverter-based voltage regulation in E.ON's low-voltage distribution grid. Central to the in-
vestigation was three research questions, formed to analyze and critically evaluate a potential
implementation of the MADRL method in to E.ON's distribution grid.

In terms of performance, the MADRL controller showed promising voltage regulation perfor-
mance, but the implementation was limited by coarse hyperparameter tuning and simpli ed
evaluation metrics. The model showed reductions in RMS voltage deviations by 31.6% at 29%
PV penetration compared to the base case without controlling implemented, though at a cost of
higher line losses, revealing a trade-o between stability and e ciency. While robustness tests
showed that the inverters handled redistributed policies well, the unexpected improvements
during the hybrid setups hint at unrealized model potential, which would indicate the need for
deeper debugging and re ned evaluations in future work.

Practically, the proposed MADRL-based voltage control method o ers a cost e ective solution
for handling high PV-penetration scenarios in E.ON's low-voltage grid. By avoiding extensive
hardware upgrades and instead leveraging smart inverter control capabilities, it supports EU
goals for grid exibility and modernization. Although some costs for implementation may arise,
active power curtailment during overproduction scenarios would align well with the increasing
occurrences of negative electricity prices, which would minimize economic losses or even o er
savings, speci cally for prosumers.

Technically, the implementation of the suggested MADRL-based voltage control is feasible in
principle, as a lot of commercial inverters support the hardware features and communication
protocols required. However, the projection layer in this study was reliant on iterative power
ow solving, which would be impractical for real-time deployment. A more deployable solution
would involve lightweight local approximations, such as regression models. Also, the actual
integration of the model into real inverter rmware remains a key challenge for future research.

Legally, E.ON is compliant with most of the regulation required to implement the suggested
MADRL-based voltage control in their distribution grids. However, E.ON would be required to
implement frequency contingency protocols that override the MADRL-based controller if non-
compliant with frequency requirements in EIFS 2018:2. Also, a compensation model for cases
where active power production is curtailed, speci cally during over-voltage scenarios, would be
needed to comply with Ellagen (1997:857) chapter 4 Y16.

While our MADRL model shares core elements and fundamental ideas with Zhang et. al's IEEE
study [10], such as actor-critic agents with projection layers, there are several implementation
di erences that likely contributed to the performance gap. These include di erent grid levels,
our limited DRL experience, and mismatching observation dimensions in the actor and critic
networks. Furthermore, variations in the projection algorithm, system complexity, and static
upstream voltage further di erentiates our setups. Compared to Bakklund's work in 2024 [65],
our model isolated inverter behavior with stricter conditions, but were lacking the interactions
Bakklund modeled with his quasi-dynamic transformer tap logic, thus making the results hard
to compare.
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