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Abstract

This research examines the revolutionary impact of Artificial Intelligence (Al) on software
development. With Al solutions increasingly woven across the Software Development Lifecycle
(SDLC), from writing code to testing, they unlock staggering possibilities for increased
productivity and efficacy. The study analyses these opportunities and best practices using
existing research and an experimental approach based on the use of Al-based tools, such as
GitHub Copilot, for front-end software development tasks. While the study was carried out in
collaboration with Arcledi OU, its findings are framed to provide insights and actionable
guidance applicable across a broader organisational context.

Keywords: Al-Driven Software Development, GitHub Copilot, Productivity, Best Practices, Front-End
Development
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CHAPTER 1

INTRODUCTION

This chapter introduces the thesis by outlining the background and motivation for selecting this
relevant topic. It also provides an overview of the company for which this research is conducted,
explaining its interest in the subject.

In recent years, the landscape of software development has undergone a transformative shift,
largely driven by advancements in artificial intelligence (Al). The integration of Al technologies
into software development processes has not only enhanced productivity and efficiency (Ernst
& Bavota, 2022; Vaithilingam et al., 2023). Still, it has also introduced a plethora of new
challenges and considerations that developers, organisations, and stakeholders must navigate
(Littman et al., 2021; MDPI, 2024). As Al continues to evolve, its implications for software
development become increasingly complex, encompassing a wide range of opportunities and
best practices that must be understood and addressed. This thesis seeks to provide an overview
of the multifaceted relationship between Al and software development, highlighting the critical
areas of focus that will be elaborated upon in subsequent sections.

The use of Artificial Intelligence (Al) in software development is changing traditional practices
and offering opportunities and challenges (Silva et al., 2023). Al-based tools are being used
more throughout the different stages of the Software Development Lifecycle (SDLC), from
requirements gathering and design to coding, testing, and deployment (Ajiga et al., 2024). For
instance, natural language processing algorithms can handle specifications in the natural
language of the users, and machine learning models can predict potential bugs and suggest code
optimisations to shorten the development time and enhance the quality and reliability of
software (Chen et al., 2021; Zhang et al., 2022). However, the application of Al in software
development raises several challenges. The coding activities are automated, and this raises job
displacement and upskilling issues in an increasingly automated world (Khojah et al., 2024).

In addition, reliance on Al systems poses risks in terms of bias, transparency, and accountability
(MDPI, 2024; Barletta et al., 2023). Al models developed from past data will inevitably end up
perpetuating existing biases, and therefore, derived software products may not be equitable or
inclusive. The black box nature of most Al models, particularly deep learning models, is also a
problem in understanding decision-making processes, which complicates debugging and
validation tasks (Brundage et al., 2020; Wu et al., 2020). To optimally utilise the opportunities
provided by Al while avoiding potential harm, organisations must adopt best practices that
balance both technical and ethical imperatives (Kapferer et al., 2024). This involves establishing
sound frameworks of Al governance in order to render Al systems transparent, accountable, and
value-aligned (MDPI, 2024; Barletta et al., 2023). Establishing a culture of continuous learning
and innovation is pivotal to equip software development teams with competencies to work with
Al technologies (Vaithilingam et al., 2022). This necessitates not only technical training but
also emphasis on ethical questions and the social implications of Al (Baqar, 2024). The rapid
evolution of Al technology is likely to outrun regulatory institutions and industry standards
(Littman et al., 2021). Since the technologies being transformed by Al evolve, so must those
policies that govern their deployment. This calls for collaboration between stakeholders like
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policymakers, developers, and ethicists to create a regulatory framework that encourages
innovation while safeguarding against harm (Russo, 2024; MDPI, 2024).

1.1 Motivation

The rapid advancements in artificial intelligence have profoundly transformed various
industries, including software development. Al-driven software development offers both
significant opportunities and potential risks that must be carefully navigated Brundage et al.,
2020). The competition to achieve Al superiority is intensifying at the global level as countries
vie to design superior and safer Al systems. Leading entities like OpenAl, Deep Seek, and Grok
are at the forefront of this competition, and the tempo of this rivalry is increasing as it expands
the boundaries of Al technology. Though these innovations possess immense potential, most Al
models are in the early stages and rely on vast amounts of data to develop. This growing
dependence on data has raised serious concerns about privacy and security worldwide.

In addition to Al advancements, the software industry has undergone significant changes. Al-
powered tools like GitHub Copilot assist developers by generating code suggestions, making
coding more efficient. Traditionally, using these tools required some programming knowledge.
However, new Al technologies claim to help developers even without expertise in a specific
programming language. As a developer, my motivation is to research whether these claims are
valid and assess their impact on software development. This thesis aims to explore the key
considerations surrounding the implementation of Al in software development processes,
highlighting the associated potential benefits and best practices to ensure successful and
responsible Al-driven software development.

1.2. Background

The use of Al in software development has transformed many of the key elements of the
development process, including project management, coding, and testing. This expansion
comes with some of the largest challenges, including ethics, data privacy, and the need for
transparency of Al models. With Al transforming the software development process,
organisations must adopt best practices with maximum returns. By leveraging the strategic use
of Al capabilities and avoiding its limitations, businesses can efficiently navigate this complex
terrain and implement ethical Al-driven innovation.

The integration of Al into software development has been driven by the promise of increased
efficiency, automation, and enhanced decision-making capabilities (Brundage et al., 2020). Al-
powered tools have the potential to streamline various software development tasks, such as code
generation, testing, and project management, leading to increased productivity and faster time-
to-market. (Cabrero-Daniel, 2023) However, adopting Al in this domain also raises concerns
about the ethical implications, safety, and transparency of Al-based systems. (Wu et al., 2020)



Existing research has highlighted the potential risks associated with Al-driven software
development, including biased decision-making, a lack of explainability, and potential system
failures with severe consequences. (Brundage et al., 2020; Velarde, 2019).Additionally, the
governance and oversight of Al systems in software development remain a significant
challenge, as current regulations and industry standards may be insufficient to ensure
responsible Al practices (Brundage et al., 2020).

1.3 Research Question

How can organisations maximise the benefits of Al in software development by adopting
practical good practices

1.4 Collaboration with Arcledi OU

Arcledi OU is a software development company based in Sweden, recognised for its dedication
to creating scalable, secure, and user-centric web and mobile applications. The company
actively embraces emerging technologies, particularly artificial intelligence (Al) as a means to
optimise development workflows, improve code quality, and boost overall team productivity.
In alignment with its innovation-driven strategy, Arcledi OU continues to explore and adopt Al-
assisted tools that promote responsible and efficient software engineering practices.

This thesis was developed in close collaboration with Arcledi OU to investigate how Al-based
development tools, such as GitHub Copilot, can be effectively integrated into day-to-day
software engineering processes. The primary objective of the collaboration was to evaluate the
performance, reliability, and practical value of Al-assisted development within a real-world,
production-oriented context.

To ensure the experiment reflected realistic use cases, the development tasks selected for this
research were drawn directly from one of Arcledi OU’s active products, BISKS, a mobile
banking application. BISKS is designed to help users manage multiple bank accounts in a
centralised and secure platform. The app enables users to link their accounts, monitor real-time
balances, and track financial activity across banks. One of its standout features is an intelligent
notification system that alerts users when their spending surpasses predefined thresholds. By
offering centralised visibility and proactive financial alerts, BISKS empowers users to maintain
control over their finances with greater ease and confidence.

The experimental features evaluated in this thesis, such as login screens, navigation, API
integration, and smart Ul components, are representative of those used in BISKS. This
grounding in a live application ensures that the findings are not only theoretically sound but
also practically applicable to real software development scenarios. The use of BISKS as a
testbed enhances the relevance of the research and provides Arcledi OU with actionable insights
directly applicable to its ongoing development efforts.

Given Arcledi OU’s existing use of GitHub Copilot, the study places particular emphasis on
understanding how this tool compares with traditional development methods. It assesses key
performance indicators such as coding speed, error rates, maintainability, and code quality
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across tasks of varying complexity. By doing so, the thesis provides a data-informed evaluation
of whether, when, and how Al-assisted development can enhance productivity without
compromising software integrity.

Ultimately, this collaboration supports Arcledi OU’s broader strategic goals: to harness Al
responsibly, enhance development efficiency, and build a sustainable framework for integrating
Al technologies across its product teams. The insights generated through this partnership are
expected to guide future investment decisions and inform internal best practices for ethical and
effective Al adoption in software engineering.

1.5 Delimitations of the Thesis

To maintain clarity, relevance, and feasibility, this thesis establishes several deliberate
boundaries that define the scope of the research. These delimitations were essential for
conducting a focused investigation into the role of artificial intelligence in software
development, particularly from a front-end perspective.

First, the study concentrates exclusively on front-end development, encompassing tasks such
as interface design, routing, user authentication, and API integration. This choice reflects the
researcher’s professional experience and ensures that the analysis remains technically
grounded. As a result, back-end development, database management, infrastructure-level
operations, and DevOps practices fall outside the scope of this research.

Additionally, the experimental work was carried out in a single-developer environment. While
this allows for controlled comparisons between Al-assisted and manual approaches, it naturally
limits the applicability of findings to team-based settings. Factors such as peer collaboration,
code review processes, and distributed responsibilities common in larger development teams
are not accounted for in this study.

The thesis also delimits its toolset by focusing on GitHub Copilot as the primary Al-powered
development assistant. Other widely used tools, such as Tabnine, ChatGPT coding integrations,
or Amazon Code Whisperer, were excluded. Similarly, the chosen technology stack centred on
React, HTML, CSS, and JavaScript within the Visual Studio Code environment was selected
for consistency and relevance to current industry standards. However, this specificity means
that findings may not directly extend to other programming languages or platforms.

Moreover, the tasks selected for experimentation were categorised into three levels of
complexity: small, medium, and high. While these tasks reflect common challenges in frontend
development, they do not represent the full spectrum of real-world development activities, such
as large-scale system integration, performance tuning, or legacy code modernisation.

From a methodological standpoint, the research adopts a practical and empirical focus rather
than exploring theoretical modelling or cognitive aspects of human Al collaboration in depth.
While ethical considerations are discussed, the study does not engage in formal ethical audits
or psychological assessments of developer behaviour.

Finally, the research was conducted in collaboration with Arcledi OU, a company that already
integrates GitHub Copilot into its development practices. As such, some insights and
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evaluations are influenced by the organizational context and may be more applicable to similar
innovation-focused software firms rather than broadly generalizable across the entire tech
industry.

Together, these delimitations help frame the research in a way that is both realistic and targeted.
They provide structure and focus while acknowledging areas that lie beyond the current study
many of which present opportunities for future research and broader investigation.



CHAPTER 2

THEORETICAL FRAMEWORK AND RELATED RESEARCH

This is a detailed exploration of the theoretical foundations of software development, with
particular reference to its lifecycle, processes, and future trends. The chapter also explores the
ethical foundations that guide current software development practice, with specific reference
to data privacy law. The chapter is structured into two general sections: the basics of software
development and ethical and legal frameworks underlying the formation and implementation
of software solutions.

2.1 What is Software?

Software is a collection of programs or data for computers that instructs the computer system
to perform something. Software is a set of instructions that instructs the computer hardware to
perform something. System software and application software are the two broad types of
software: System software, which includes operating systems and utilities that manage
hardware devices, and Application software, which enables users to perform specific functions,
such as word processing or data analysis.

Software ranges from simple programs to highly advanced systems, and software development
involves designing, building, testing, and maintaining these computer programs so that they
meet specific users' needs and function effectively.

2.1.1 Software Development Lifecycle (SDLC)

The Software Development Lifecycle (SDLC) refers to a structured process that guides
developers through the planning, creation, testing, and deployment of software systems. It
provides a systematic approach to managing the complexities of software projects, ensuring
that applications are built efficiently, securely, and in alignment with user expectations. By
breaking development into clearly defined phases, SDLC helps teams maintain quality control,
cost-effectiveness, and compliance with privacy and security standards.

The lifecycle typically begins with the planning and requirements phase, where the goals and
scope of the software project are determined. At this stage, both functional and non-functional
requirements are gathered ranging from what the software is expected to do, to performance
targets and privacy considerations. Clear documentation of these requirements lays the
foundation for all subsequent development efforts.

Following this, the design phase shapes the overall architecture and technical structure of the
system. Decisions regarding database schemas, user interface layouts, and security protocols
are finalized during this stage. The aim is to produce detailed blueprints that guide the coding
process while ensuring usability, scalability, and security.



Next comes the implementation phase, where actual coding takes place. Developers translate
the design specifications into functional software by writing code that adheres to industry
standards and best practices. This is often the most time-intensive phase and requires attention
to detail to ensure alignment with both the initial requirements and long-term maintainability.

Once the software has been implemented, it enters the testing phase. Here, the system is
rigorously evaluated to ensure it functions as intended. Developers and testers identify and
resolve bugs, verify security measures, and assess system performance. The goal is to deliver a
stable and reliable application that meets both technical specifications and user expectations.

After successful testing, the software is moved into deployment. This involves releasing the
application into the production environment, making it accessible to end users. Deployment
may include configuring servers, installing necessary infrastructure, and providing training or
documentation to support users and administrators.

The final phase is maintenance, which ensures the software remains functional and relevant
after its release. Maintenance tasks may include fixing newly discovered bugs, optimizing
performance, adapting to new regulatory requirements (such as data privacy laws), or updating
features based on user feedback. This phase is continuous, as software systems often evolve
long after initial deployment.

By following the SDLC framework, software teams can deliver high-quality products that are
not only technically robust but also aligned with user needs and ethical standards.

2.1.2 Software Modules and System Architecture

Modern software systems are commonly built using a modular, layered architecture to enhance
scalability, maintainability, and a clear separation of concerns. At the heart of most web
applications are two primary components: the frontend and the backend. These layers function
in close coordination, communicating through well-defined protocols to deliver dynamic and
responsive user experiences.

The frontend represents the client-side layer, the part of the application with which users directly
interact. It encompasses everything visible on the screen, including layout, navigation, and form
inputs. Built using technologies such as HTML, CSS, and JavaScript frameworks like React,
Vue, or Angular, the frontend is responsible for managing the user interface and experience. It
not only presents data fetched from the backend but also handles tasks such as routing,
component rendering, input validation, and the execution of API requests.

In contrast, the backend operates on the server side, managing the underlying logic and data
flow. This layer handles tasks such as database management, business rules, user authentication,
and secure communication via application programming interfaces (APIs). Common backend
technologies include Node.js, Python (with frameworks like Django or Flask), Java (using
Spring Boot), and Microsoft .NET. The backend processes incoming requests, performs
computations or data retrieval, and sends appropriate responses back to the frontend.



The interaction between these two layers is typically facilitated by RESTful APIs or GraphQL,
which allow the frontend to send HTTP requests such as GET, POST, PUT, or DELETE and
receive structured data responses, often in JSON format. This seamless communication
mechanism enables modern applications to update content dynamically, manage user sessions,
and maintain data synchronisation across the system.

Developing a complete web application requires the collaborative integration of both frontend
and backend layers. The frontend initiates API requests, while the backend validates inputs,
processes the data, and responds accordingly. Design patterns such as Model-View-Controller
(MVC) or component-based architectures help define responsibilities and streamline
integration between layers. Proper API documentation and consistent response formats are
essential for frontend developers to effectively utilise backend services. Moreover, crosscutting
concerns like security, authentication, and authorisation demand synchronised implementation
across both layers to ensure consistency and reliability.

Although this thesis focuses primarily on frontend development, especially in evaluating Al-
based versus traditional coding approaches, the broader system architecture remains relevant,
particularly in tasks such as API integration and authentication, where backend coordination is
crucial. Understanding the interplay between these modules provides context for assessing the
practical effectiveness of Al tools in real-world development environments.

2.1.3 New Trends in Software Development

The landscape of software development is continuously evolving, shaped by rapid technological
advancements and shifting industry demands. Modern development practices increasingly
prioritise speed, user-centric design, robust security, and developmental agility. As
organisations seek to deliver more sophisticated applications at a faster pace, several emerging
trends have taken centre stage, fundamentally redefining how software is designed, developed,
and maintained.

One of the most transformative trends in software development today is the integration of
Artificial Intelligence (Al), particularly the emergence of Large Language Models (LLMs).
LLMs, as a subfield of Al, are reshaping development practices by enabling natural language
interfaces, automated code generation, and intelligent debugging support. Machine Learning
(ML), which is also a field within Al, continues to play a critical role in predictive analytics,
anomaly detection, and optimisation tasks. Together, these technologies automate routine
processes, offer predictive capabilities, and provide actionable insights that enhance both the
efficiency and quality of software development.

Cloud computing is another cornerstone of modern software development. By leveraging cloud-
based infrastructure, organisations can build applications that are highly scalable, resilient, and
accessible from anywhere. Cloud platforms offer on-demand computing power and storage,
enabling developers to deploy, manage, and update software without the limitations of
traditional on-premises environments. This shift has made software deployment more flexible
and cost-effective.



The rise of DevOps practices, coupled with Continuous Integration and Continuous
Deployment (CI/CD) pipelines, has further accelerated software delivery cycles. DevOps
fosters a culture of collaboration between development and operations teams, while CI/CD
automates the integration and release of code, ensuring that updates are tested and deployed
efficiently. Together, these practices reduce development bottlenecks and enhance the reliability
of software releases.

Lastly, the emergence of low-code and no-code platforms is democratizing software
development. These tools allow individuals with minimal or no programming experience to
create functional applications using graphical user interfaces and pre-built components. This
trend not only accelerates development timelines but also empowers a broader range of users,
including business analysts, designers, and domain experts, to participate in the software
creation process.

Collectively, these trends are reshaping the software development paradigm, emphasising
automation, collaboration, accessibility, and scalability. Understanding and embracing these
innovations is crucial for developers and organisations aiming to stay competitive in a rapidly
changing digital environment.

2.2 Al Tools for Software Coding

In recent years, artificial intelligence has influenced software coding immensely, particularly in
automating and making coding easier. Al systems can now generate pieces of code, offer
context-based recommendations, detect bugs, and even recommend best practices. This part
explains the most widely used Al tools and models used in software coding.

2.2.1 GitHub Copilot

GitHub Copilot, developed by GitHub along with OpenAl, is one of the best-used Al coding
assistants. It implements the Codex model (a descendant of GPT-3) to provide real-time code
suggestions in code editors such as Visual Studio Code (a popular IDE). The features of GitHub
Copilot are the autocompletion for functions and entire blocks of code. The context-aware
suggestions are based on natural language comments. It supports multiple programming
languages, with strong support for JavaScript, Python, TypeScript, and React. Finally, it
increases productivity. Copilot's embedment into common IDEs and responsiveness to natural
language commands render it extremely useful in front-end development cycles. However,
there are limitations with regard to code correctness for advanced business logic and security
procedures.

GitHub Copilot is trained on an enormous corpus of public source code, including code within
GitHub repositories. When the developer inserts a comment or incomplete code, Copilot reads
the surroundings and proposes one or more lines of code. Copilot ranks the proposals and
displays them inline in the IDE for easy use or modification.

The software operates via a prompt-completion mechanism: developer input is prompt, and
Copilot generates predictions for probable completion based on the training. This makes it well-

9



suited to typical coding tasks but not as effective for novel or domain-specific logic where
human inspection is critical. Copilot executes continuously in the background, training on the
ever-present code context. Programmers may accept, decline, or modify its recommendations,
creating an ever-changing connection between human purpose and machine forecasting.

Copilot's strength lies in that it is able to accelerate development, especially for seasoned
developers who possess the experience and can drive and correct it when necessary. It still isn't
a replacement for human judgment, especially in dealing with security, algorithmic design, or
even making architecture decisions.

2.3. Existing Research

Artificial intelligence in software development has attracted significant academic and industry
attention. Researchers have examined its potential to transform software engineering by
enhancing productivity, enabling intelligent automation, and facilitating better decision-
making. Despite being a relatively new area, the literature reveals both the promise and the
perils associated with Al adoption in development environments.

One extensively studied theme is the integration of Al-assisted tools in agile software
development. Baqar (2024) highlights how Al-based assistants can improve efficiency and
decision-making within scaled agile frameworks by automating repetitive tasks. However, this
same study identifies challenges such as the opacity of Al decisions, low explainability, and
technical integration hurdles that slow adoption. Baqar’s work is particularly valuable as it
draws on case studies from agile teams experimenting with Al support, thus providing practical
insights into real-world use.

Gadani (2024) adds to this discussion by analysing how Al is reshaping high-tech organisations.
His research shows that Al-generated insights can lead to faster release cycles and better
responsiveness to market changes. However, he also cautions that over-reliance on these
insights without human validation could reduce critical thinking among teams and introduce
hidden errors. Gadani’s work is grounded in empirical data collected from development teams
using Al in production, lending it strong validity.

Ethical and responsible Al adoption is another important area of investigation. A recent MDPI
(2024) special issue compiles studies calling for comprehensive governance frameworks that
embed responsible AI (RAI) principles throughout the software development lifecycle. These
papers collectively stress the importance of transparency, fairness, and human accountability.

Generative Al tools like GitHub Copilot and ChatGPT have gained attention for their potential
to transform software development workflows. Studies reported by EWA Direct (2024)
demonstrate that such tools can reduce entry barriers for novice programmers and increase
productivity by automating coding, documentation, and debugging tasks. Yet, concerns about
copyright infringement, unintended code reuse, and the generation of insecure or faulty code
are prominent. These risks highlight the need for more robust tool vetting and governance
practices.
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The social dynamics of Al-driven development environments have also come under scrutiny.
explores how tools like Al code assistants alter communication and collaboration within
software teams. While Al enhances efficiency, the study emphasizes that human collaboration
is still critical for activities that require contextual understanding, creativity, and problem-
solving. Baqgar (2024) echoes these sentiments, observing that while Al reshapes job roles, it
does not replace the nuanced judgment human developers bring to team-based innovation.

Security vulnerabilities in Al-generated code represent an emerging risk. Gadani (2024) reports
that many Al tools used in security-sensitive coding tasks have unintentionally introduced
exploitable flaws. His findings call for stricter human oversight, the implementation of secure
Al model training, and mandatory validation layers during development.

MDPI (2024) and other contributors emphasize the need for continued research in several
critical areas, including the long-term impact of Al on software engineering roles, the
standardization of governance practices, and empirical testing for Al-generated code reliability.
There is also increasing concern about the environmental cost of training and deploying large
Al models, particularly with the rising demand for computer-intensive solutions.

Collectively, these studies offer a multi-dimensional understanding of AI’s integration into
software development. While they identify significant opportunities and risks, they also suggest
that current research is fragmented—often focused on isolated technical, ethical, or
organisational factors rather than providing an integrated framework.

2.4 Research Gap

Although the existing literature presents a rich tapestry of findings regarding the use of Al in
software development, it remains fragmented across distinct domains such as tool efficiency,
ethical deployment, organisational change, and security. Most studies like those by Baqgar
(2024), Gadani (2024), and MDPI (2024) offer valuable but compartmentalised perspectives.
Bagar’s work provides a deep dive into agile workflows, while Gadani focuses on
organisational agility, and MDPI explores ethical integration. However, none offer a unified
framework that synthesises these perspectives into a cohesive model for responsible Al
adoption.

This fragmentation creates a critical research gap. There is a need for a comprehensive
framework that bridges the technical promise of Al with its organisational and ethical
ramifications. The lack of such integration limits the field's ability to guide practitioners in
implementing Al solutions that are not only effective but also secure, ethical, and sustainable.
This thesis aims to fill that void. Specifically, it proposes an integrated model that draws on the
technical insights provided by tools like Copilot (EWA Direct, 2024), the organisational
challenges outlined by Gadani (2024), and the ethical principles emphasised by MDPI (2024).
The research also responds to calls for more empirical data on issues such as Al-driven job
displacement (Baqgar, 2024), trust in Al systems and governance frameworks for responsible
use.
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Furthermore, the environmental impact of Al tools remains an under-explored yet critical issue.
With increasingly large and power-hungry models being deployed, there is a pressing need for
research on how software development can remain both innovative and sustainable.

In addressing these areas, this thesis not only contributes to filling known research gaps but also
anticipates emerging ones, such as the scalability of ethical Al frameworks and the
sociotechnical implications of human-Al collaboration. Ultimately, the goal is to enable a future
in which Al enhances software development in ways that are ethical, effective, and sustainable.
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CHAPTER 3

METHODOLOGY, METHOD AND SCOPE OF EMPIRICAL DATA

This chapter details the methodological framework used in this study, outlining how data is
collected, analysed, and interpreted to address the research question. The chapter begins by
discussing the research design, including the experimental setup and hypotheses. It then
describes the data collection process, defining the key performance indicators (KPIs) used to
evaluate the impact of Al-driven software development. The scope and limitations of the study
are also discussed to provide a balanced perspective on the research findings. By the end of
this chapter, the reader will have a clear understanding of how the study is structured, what
data is analysed, and the methods used to draw conclusions about the risks, opportunities, and
best practices in Al-assisted software development.

3.1 Research Design

This study employs a quantitative research approach to investigate the opportunities and best
practices with Al-driven software development. The research is structured to address the
following question:

How can organisations maximise the benefits of Al in software development by adopting
practical good practices?

To answer this question, a structured empirical study is conducted, combining controlled
experiments and statistical analysis of key performance indicators (KPIs) in Al-assisted and
traditional software development environments.

3.1.1 Key Performance Indicators (KPIs)

To objectively evaluate and compare Al-assisted and traditional approaches to software
development, this study employs a set of carefully selected Key Performance Indicators (KPIs).
These indicators serve as measurable benchmarks for assessing the efficiency, effectiveness,
and quality of code produced under each methodology. By using a consistent framework of
KPIs across tasks of varying complexity, the research ensures that performance is assessed in a
balanced, analytical, and unbiased manner.

The selection of KPIs was guided by the need to capture both functional and structural aspects
of software quality. In particular, the analysis focuses on three primary indicators: error rate,
code quality, and maintainability. These metrics provide a comprehensive view of the trade-offs
and advantages offered by Al-powered tools like GitHub Copilot when compared to manual,
human-driven coding practices.

The first indicator, error rate, refers to the number and nature of faults encountered during the
execution of a software feature. This includes functional errors, runtime exceptions, security
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vulnerabilities, or failures to meet expected outputs. A lower error rate generally indicates
higher reliability and correctness in the code developed.

The second indicator, code quality, assesses how well the source code adheres to established
principles of software design. High-quality code is characterized by clarity, modularity, and
abstraction, often aligning with industry-recognized best practices such as the DRY (Don't
Repeat Yourself) and SOLID principles. Conversely, the presence of anti-patterns or
disorganized code structures may suggest reduced maintainability and increased technical debt.

Lastly, maintainability evaluates how easily code can be understood, modified, or extended over
time. This dimension is critical for long-term project sustainability and is influenced by factors
such as code organization, reusability of components, readability, and compliance with common
design patterns. Maintainable code reduces the time and cost of future development and
supports collaboration across teams.

By analysing performance across these three KPIs, this study provides not only a snapshot of
how Al tools perform in real-world development scenarios, but also practical insights into
where such tools offer the most value—and where human expertise remains irreplaceable. The
resulting data-driven perspective supports informed decision-making regarding Al adoption in
software engineering workflows.

3.2 Researcher Role, Bias Considerations, and Task Order

In this study, both the Al-assisted and manual coding tasks were conducted by the same
individual researcher who brings professional experience as a senior-level front-end developer.
This dual role provided consistency in implementation quality and ensured that the evaluation
of development approaches was grounded in expert-level knowledge. However, it also
introduced potential risks of bias, particularly related to subjective decision-making and
unintended carryover of insights between the two approaches.

To address these concerns and preserve the integrity and objectivity of the research, a number
of deliberate strategies were employed to mitigate bias throughout the experimental process.

Firstly, an order separation strategy was implemented. All tasks were executed in a fixed,
alternating sequence to prevent favouring either the Al-driven or manual method. For each
feature under investigation, the decision of which approach to perform first Al or manual—was
determined based on a randomized, pre-established schedule. This helped avoid unconscious
preferences and ensured that performance outcomes were not influenced by task order.

Secondly, a blinding technique was adopted wherever feasible. Specifically, when performing
manual implementations, the researcher intentionally avoided reviewing any Al-generated
outputs beforehand. This separation helped ensure that manual coding decisions remained
independent and unaffected by Al suggestions, preserving the authenticity of both methods.

In addition, all outcomes were evaluated through an independent assessment using predefined
Key Performance Indicators (KPIs). Metrics such as error rate, code quality, and maintainability
were measured using objective tools and standards, including linting reports, design pattern
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analysis, and modularity scoring. This provided a uniform benchmark for comparison, reducing
the influence of subjective interpretation.

Crucially, the integrity of the coding process was preserved by maintaining task
independence. When an Al-assisted implementation was completed first, none of its code,
logic, or structure was reused or referenced in the subsequent manual version. Similarly, if a
manual version was completed first, its structure was not used to influence the prompts given
to the Al tools. Each implementation was approached as a standalone task, executed without
cross-contamination of ideas.

3.3 Experiment Structure

In this study, I set out to explore and compare two distinct approaches to front-end software
development: Al-assisted development and traditional manual coding. To ensure a fair and
consistent evaluation, I undertook both implementations myself, drawing on my experience as
a senior-level front-end developer.

For the Al-assisted approach, I leveraged advanced tools like GitHub Copilot. My role involved
providing natural language prompts or minimal code snippets, allowing the Al to generate the
majority of the implementation. I aimed to incorporate the AI’s output directly into the project
with only minimal modifications, focusing on how well these tools could support front-end
tasks and how their results measured up against key performance indicators, namely, error rate,
code quality, and maintainability.

In contrast, the traditional development process was entirely manual. Without the assistance of
any Al tools, I wrote all code from scratch, relying solely on my expertise and familiarity with
industry-standard practices, frameworks, and design patterns. The tasks in both versions,
ranging from layout design to API integration and user authentication were selected to reflect
common challenges in modern front-end development.

By conducting both implementations myself, I ensured a consistent and expert-level perspective
throughout the experiment. The emphasis on front-end functionality was deliberate, aligning
closely with my professional strengths and helping to produce insights that are both relevant
and high-quality. This dual-track approach allowed for a grounded comparison between human-
driven and Al-assisted development methods.

3.4 Experiment Environment

This experiment was conducted under a controlled development setup with optimised front-end
oriented software development settings. The purpose was to experiment with Al-assisted coding
using tools and technologies commonly used by modern frontend developers.

Frontend Feature Selection:

The experiment focused on frontend features, particularly because the researcher is also an
active frontend developer, which is at the same level as a senior developer. This domain
knowledge provided a more intuitive understanding of design patterns, issues with code quality,
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and maintainability issues common to UI/UX and client-side development. With a frontend
focus came the ability for the experiment to apply knowledge gained in the domain to evaluate
how well Al tools perform on tasks varying in complexity, Ul layout, routing, state
management, API integration, etc.

3.5 Tools and Technologies Used

To carry out this experiment effectively, I selected a set of tools and technologies that reflect
standard practices in modern web development. This environment not only enabled realistic
implementation workflows but also provided a solid foundation for evaluating key performance
indicators such as code quality, error rate, and maintainability. At the core of the project was
React, a widely used JavaScript library known for its component-based architecture. React's
modular structure made it particularly well-suited for this study, as it provided a clear lens
through which to examine how Al-generated logic and code structure compared to manually
written components in terms of clarity, reuse, and maintainability.

HTML and CSS were used alongside React to build and style the user interface components.
These foundational web technologies played a critical role, especially in tasks such as designing
static marketing pages and login screens, where visual presentation is tightly linked to
correctness. In these cases, appearance wasn't just aesthetic it directly impacted functional
validation.

Development took place in Visual Studio Code (VS Code), a lightweight yet powerful
integrated development environment (IDE) that is widely favoured for JavaScript and React
projects. Its streamlined interface and robust support for extensions made it an ideal platform
for testing both traditional and Al-assisted workflows. Most importantly, its seamless
integration with GitHub Copilot allowed for a direct and side-by-side comparison of manual
versus Al-supported development.

GitHub Copilot, powered by OpenAl’s Codex model, served as the primary Al tool for the
experiment. It was chosen for its real-time code generation capabilities and its tight coupling
with VS Code. I used Copilot to scaffold features, suggest logic implementations, and refactor
code often by providing simple natural language prompts. Its interactive nature made it an ideal
candidate for assessing how Al can assist in real-world development scenarios.

The overall environment was carefully chosen to mirror modern front-end development
practices. By relying on established, production-ready tools, the study maintained consistency
and relevance, ensuring that the insights gathered could be generalised to current industry
workflows. Using GitHub Copilot grounded the experiment in a widely accepted and actively
used Al tool, making the findings applicable to real-world software projects.

3.6 Feature Breakdown

To evaluate both Al-assisted and traditional development methods, I selected six core features
commonly found in modern web applications. These features span a range of complexity and
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cover key aspects of front-end development, from user interface design to API integration and
authentication. Each was implemented twice, once manually and once using Al support to
ensure a well-rounded comparison. Below is a detailed walkthrough of each feature, including
the expectations for its successful implementation.

Feature 1: Design of the Application Login Page

The first feature focused on designing a clean and functional login interface. This involved
creating a page with input fields for the user's email and password, accompanied by a submit
button. No backend integration or login verification was included at this stage; the goal was
purely visual and structural.

Expected Output: A responsive and visually styled login page, functional in layout across
different screen sizes. Input fields should be properly aligned and spaced, with basic styling to
reflect a polished, production-ready look.

Feature 2: Setup of the Initial Web Application (React)

Before any functional development could begin, a foundational React environment needed to
be established. This involved creating the project directory, installing necessary packages, and
establishing a clean, modular file structure.

Expected Output: A stable, executable React project featuring essential files such as App. js,
index.js, and package.json. The application should launch successfully in a local
development server without configuration errors, forming a solid base for future feature
development.

Feature 3: API Integration

In this feature, the focus was on connecting the application to an external data source through
an API. The goal was to fetch data such as a list of users, posts, or weather information and
display it within the interface.

Expected Output: A functioning data integration feature using tools like fetch to request and
render information from an external API. The implementation should also include error
handling to address scenarios like failed requests or invalid responses, ensuring the app handles
such situations gracefully.

Feature 4: Navigation Bar and Routing

To enable fluid movement between different parts of the app, this feature added a navigation
bar along with internal routing capabilities. Users should be able to move between various pages
without a full page reload, maintaining a single-page application (SPA) experience.

Expected Output: A styled navigation bar with working links (e.g., Home, About, Contact)
that, when clicked, load the corresponding view using React Router. The routing system should
maintain layout consistency and support seamless transitions between components
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Feature 5: Application Marketing Page

Serving as the public-facing entry point to the app, this landing page was designed to promote
the application and highlight its features. It included visual elements like banners, icons,
descriptive sections, and a call-to-action button.

Expected Output: A modern, responsive marketing page that reflects good design principles.
The layout should be multi-sectioned and visually appealing, showcasing the app’s purpose
without relying on dynamic data or backend connections. The goal was to evaluate the visual
and structural output of both Al and manual development approaches.

Feature 6: Application Authentication (AuthQ Integration)

The most technically advanced feature in the set, authentication, was handled using the Auth0
platform. This required not only frontend coding but also external setup, environment
configuration, and an understanding of secure authentication workflows.

Expected Output: A fully functional authentication system where users can log in using AuthO.
Upon successful login, users are redirected back to the app, with the system able to determine
and respond to authentication status. The implementation also includes token management and
basic error handling to ensure a smooth and secure user experience.

To contextualise the technical scope, the six features were categorised based on their relative
complexity:

* Small Complexity: Application login page design, Initial React setup
*  Medium Complexity: API integration, Application marketing page,
* High Complexity: Navigation and routing, Authentication with Auth0

This structured feature set provided a diverse and realistic foundation for comparing traditional
and Al-supported development, with each feature selected to reflect practical challenges
encountered in real-world web projects. The following table shows features used in the
experiment and lists them based on their complexity.

Small Medium High
Application login page API Integration Application marketing page
design

Initial web application setup | Navigation bar and routing | Application authentication
(React)
Table 3.1: List of features used in the experiment

3.4 Data Authenticity and Experiment Validation

To ensure the credibility and originality of the experimental results presented in this thesis, all
development tasks, both Al-assisted and manual, were carried out independently and
systematically by the author. As the sole developer experimenting, careful measures were
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implemented to preserve the integrity of the process and to minimise any bias that might arise
from performing both versions of each task.

Each feature was implemented twice: first using GitHub Copilot to generate Al-assisted code,
and then through manual development from scratch, or vice versa, depending on the task. To
prevent undue influence from one method on the other, the order of execution was alternated
between features. For some tasks, the Al-assisted version was created first, while for others, the
manual implementation was completed before any Al interaction. This approach helped to
reduce the cognitive bias that might occur if a single implementation informed the other.

To further reinforce the independence of each method, separate project workspaces and folder
structures were maintained throughout the experimentation. No part of the Al-generated code
was reused or referenced during the manual coding process, and similarly, the AI was not
provided with information derived from the manually written code. Prompts used in Al-assisted
coding were crafted based on general requirements rather than on the manual implementations,
ensuring a fair and unbiased comparison.

All performance metrics reported in Chapter 5, including development time, error rate, code
quality, and maintainability, were obtained through direct observation and measurement during
actual development. Development time was recorded using manual tracking, with the timing
beginning at the start of the coding task and ending once a functional version was achieved.
Any errors encountered during execution were documented based on console logs and testing
outputs, with screenshots taken to capture the state of the application at critical points in the
process. These visual materials are included in the results chapter to provide direct evidence of
the workflow and outcomes.

Code quality and maintainability were assessed both manually and with the assistance of
integrated static analysis tools such as ESLint. Code was reviewed for structure, readability,
and adherence to common development standards, while maintainability was evaluated by
examining modularity, reuse of components, and the organisation of styling and logic. Each
implementation was also examined for errors and corrected as needed, with error rates
determined by the frequency and type of issues encountered during development and testing.

Where Al was employed, the prompt history and responses were carefully documented. Prompt
refinements were noted, particularly in cases where initial outputs were suboptimal and required
rephrasing to achieve the desired result. This documentation highlights the iterative nature of
prompt engineering and provides transparency into how Al output evolved with developer
input. Likewise, manual implementations were approached without viewing or relying upon the
Al output, allowing both methods to be evaluated as independently as possible.

Although early planning phases involved rough estimations informed by Al suggestions, all
final data presented in this chapter were derived from empirical experimentation conducted by
the author. These estimates were subsequently replaced by measured values collected during
actual task execution. Screenshots of intermediate and final outputs, along with relevant logs,
serve as a record of the original work undertaken.

Because both development approaches were executed by a single individual, additional care
was taken to maintain objectivity throughout the evaluation process. The separation of code
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environments, the structured order of task execution, and the use of measurable data rather than
subjective impressions contributed to reducing bias. The methods used provide a sound basis
for the comparisons made in this study and help ensure that the outcomes reported are both
trustworthy and reproducible
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CHAPTER 4

PRESENTATION AND ANALYSIS OF RESULTS

This chapter presents the empirical results obtained from the experiment, analysing the impact
of Al-assisted tools on software development. It provides a detailed examination of key
performance indicators (KPIs), including code quality, error rate, execution time, security
risks, and maintainability. The chapter compares Al-assisted and traditional software
development approaches, highlighting the differences in efficiency, reliability, and effectiveness
across various software development tasks.

4.1 Data Presentation

The results are structured around the six identified features, segmented into three levels of
difficulty: small, medium, and high. For each feature, performance is compared between Al
assisted and manually written code.

4.1.1 Features in the “Small” Complexity Category

Feature 1: Application Login Page Design

This task involved the design and implementation of a simple login page, a feature classified
under the “small” complexity category due to its limited scope and relatively straightforward
requirements. The experiment was conducted using both Al-assisted and manual development
approaches to evaluate differences in performance, accuracy, and code quality.

In the Al-assisted approach, an initial prompt was issued to GitHub Copilot instructing it to
“create a login page.” The resulting output produced a functional login form with the basic
required elements, such as input fields for username and password and a submit button.
However, the layout lacked appropriate padding and visual styling, resulting in a minimal and
somewhat unrefined interface. To address this, the prompt was revised to “create an attractive
responsive login page with correct padding,” which led to a significantly improved version. The
updated output included enhanced styling, proper spacing, and responsiveness across different
screen sizes. The total time taken to produce the final version, including prompt refinement and
code evaluation, was approximately three minutes. The resulting code exhibited minimal errors
and once improved through prompt iteration, demonstrated high code quality. The
maintainability of the Al-generated code was rated as good, largely due to the use of structured
CSS classes and a modular layout approach.

In contrast, the manual approach required the login page to be constructed from the ground up
using HTML and CSS. This process involved writing the structure, styling, and layout logic
manually, which demanded a greater investment of time. The manual implementation took
approximately twenty minutes to complete, reflecting the additional effort needed for tasks such
as aligning input fields, applying appropriate styling, and ensuring responsiveness. The

resulting code, however, was of high quality and presented no errors. Furthermore, it was highly
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maintainable due to the deliberate use of clean, reusable classes and a separation of concerns in
the layout design.

The comparison between the two methods revealed a clear advantage in development speed
when using the Al-assisted approach. While the initial output from Copilot required refinement,
the tool significantly accelerated the coding process and provided a solid starting point for
further enhancements. The effectiveness of the result was strongly influenced by the clarity and
precision of the prompt, underscoring the importance of prompt engineering in Al-assisted
development. On the other hand, the manual method, though more time-consuming, delivered
consistently clean and reliable code with excellent maintainability. Overall, this feature
demonstrated that Al can greatly boost productivity for simple, well-defined UI tasks, provided
the user has the expertise to guide and adjust the output as needed.
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Feature 2: Initial Web Application Setup (React)

The second task involved the initialisation of a basic React application and was also categorised
under the “small” complexity tier. This feature aimed to compare the efficiency and reliability
of Al-assisted project scaffolding with a traditional manual setup.

In the Al-assisted approach, GitHub Copilot was prompted to generate the foundational
structure for a React application. The tool successfully produced the basic file structure and
suggested commands for initialising the project. However, issues quickly emerged during the
installation of packages. Specifically, several version mismatches and missing dependencies
caused errors that prevented the application from running smoothly on the first attempt. These
problems required manual debugging and correction, extending the total time to complete the
setup. Although the scaffolding itself was completed in approximately seven minutes, an
additional ten minutes were spent resolving dependency issues, bringing the total time to around
seventeen minutes. Due to these interruptions, the error rate in this approach was considered
high. Nevertheless, the final layout of the project was organised and functional, reflecting a
good level of structural quality. In terms of maintainability, the output was rated as moderate,
given that the project lacked version consistency and required manual corrections to ensure
long-term stability.

By contrast, the manual setup was conducted using the standard npx create-react-app command,
followed by a manual reorganisation of the file structure to suit the specific needs of the
experiment. This approach was straightforward and completed within approximately fifteen
minutes. No significant errors were encountered during the setup process, as the official
scaffolding tool handled package installation reliably and with version compatibility. The
resulting project structure was clean, consistent, and aligned with best practices. Code quality
was rated as high, and maintainability was similarly high due to the predictable and well-
documented nature of the manually constructed project.
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The comparison highlighted the clear speed advantage of Al-assisted development in generating
a working scaffold. However, this benefit was diminished by the lack of contextual awareness
regarding external dependencies. While Copilot could suggest commands and structure, it was
unable to validate compatibility with the specific system environment or resolve version-related
issues autonomously. In contrast, the manual approach, though slightly slower, proved to be
more reliable and produced a stable and maintainable base for development. This suggests that
while Al tools are effective in accelerating boilerplate creation, they still require human
oversight to ensure that the setup aligns with the technical constraints of the project
environment.
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Navigate to the project directory:

cd my-react-app

Install dependencies:

npm install

4. Start the application:

npm start

This project is licensed under the MIT License.

> OUTLINE

N

Figure 4.10: Read the me file about to run the Al assess application

] File Edit Selection View Go Run - £ my-react-app

@ EXPLORER READMEmd X
v OPEN EDITORS
X README.md

vMYREACT-APP [ B2 U @
This is a simple React application that includes a login page and a home page with a welcome note. The application
is structured to provide a clean and user-friendly interface.

> public

> sic
{} packagejson
README.md
tsconfigjson **Logi **: A functional component that allows users to log in.
*#*: Displays a welcome message after successful login.
*: Provides links to navigate between the Login Page and Home Page.

my-react-app
|— public
| | index.html # Main HTML file
| L— favicon.ico # Favicon for the application
— src
|— components
| | LoginPage.tsx # Component for the login page
| | HomePage.tsx # Component for the home page
| L— Navbar.tsx # Component for the navigation bar
|— app.tsx # Main application component
}7 index.tsx # Entry point of the application
L— styles
}7 App.css # Styles for the App component
L— Navbar.css # Styles for the Navbar component
F package.json # npm configuration file
|— tsconfig.json # TypeScript configuration file
g OUTLINE L — README.md # Documentation for the project
> TIMELINE

Figure 4.10 Read me file explaining the files and a small description of that file

4.1.2 Features in the “Medium” Complexity Category
Feature 3: API Integration

This task involved the implementation of a basic API integration to retrieve and display data
from an external source. As a “medium” complexity feature, it requires not only proper request
syntax but also appropriate error handling and state management.

Using the Al-assisted approach, the initial prompt instructed GitHub Copilot to create a fetch
request for an external API. The tool quickly generated a block of boilerplate code that included
the fetch () function and a basic structure for handling the response. However, the generated
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code initially lacked proper handling of asynchronous logic. For example, the placement and
chaining of async/await were incorrect in early drafts, resulting in runtime warnings and
unexpected behaviour. A refined prompt helped correct these issues, and the final version
functioned correctly after minor manual adjustments. The total development time for the Al-
assisted version was approximately eight minutes. The error rate was moderate, due primarily
to logical flaws in the initial output that required additional testing and debugging. Code quality
was judged to be moderate, as while the basic functionality was intact, the structure lacked
polish and separation of concerns. Maintainability was rated as medium, reflecting the absence
of reusable components or custom hooks.

In contrast, the manual implementation involved writing the API logic from the ground up using
fetch () within a React functional component. The developer also implemented custom hooks
for data fetching and structured the code to support error handling, loading states, and
asynchronous control in line with best practices. This process took approximately twenty
minutes, but the outcome was robust, well-structured, and reusable. No errors were encountered
during testing. The code was clean and easy to maintain, demonstrating a strong understanding
of React conventions and asynchronous programming.

The experiment revealed that while Al tools can significantly reduce the time required to
scaffold basic API interactions, they do not yet demonstrate full awareness of asynchronous
programming nuances or best practices in React. Prompt refinement can improve the output,
but developer intervention remains necessary to ensure correctness and maintainability. In this
case, the human-written code provided superior structure and long-term value, though at the
cost of a higher initial development time.

Feature 4: Navigation Bar and Routing

This feature required the implementation of a navigation bar with dynamic routing, leveraging
React Router for route management. Given the structural dependencies and styling needs, it
was classified under the medium complexity level.

Using the Al-assisted approach, GitHub Copilot was prompted to generate a navigation system
using React Router. The AI successfully produced functional routing logic with links
corresponding to various pages in the application. It correctly used components such as Browser
Router, Routes, and Link to construct the routing structure. However, the default styling applied
by the Al was minimal and visually unappealing. The navigation bar lacked responsiveness and
did not integrate well with the overall design of the application. The task was completed in
approximately six minutes, and the error rate was low, with only minor adjustments needed to
match the desired layout. While the code quality was considered moderate, the output was
syntactically correct and functionally sound. Maintainability was rated as medium, largely
because the layout was not modularised, and styling was embedded directly in JSX without
reusable components.

The manual implementation, on the other hand, followed a methodical process to configure
react-router-dom and build a fully responsive navigation bar. The developer designed and styled
the navbar using CSS modules and flexbox, ensuring compatibility across different devices and
screen sizes. Each route was mapped to a corresponding component, and care was taken to
organise the file structure for long-term scalability. This approach took approximately eighteen
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minutes but resulted in a high-quality, maintainable solution. The design was more flexible and
better integrated with the overall UI of the application. No errors occurred during testing, and
the structure was easy to understand and extend.

This comparison highlighted the AI’s strength in rapidly setting up foundational routing logic
when guided by a clear and specific prompt. However, the limitations in styling and contextual
integration once again emphasised the need for human oversight. While the Al-generated
version offered a time-saving advantage, the manual approach provided superior visual quality,
better code organisation, and enhanced maintainability. This suggests that for tasks involving
both functional structure and UI design, human development remains the more reliable option,
particularly when design precision and component reusability are important.

4.1.3 Features in the “High” Complexity Category
Feature 5: Application Marketing Page

The fifth task involved developing a marketing or landing page for the application,
incorporating multiple visual sections such as a hero banner, feature highlights, and call-to-
action (CTA) elements. This was categorised as a high-complexity feature due to the design
considerations, layout composition, and reusability requirements associated with building a
complete, user-facing page.

In the Al-assisted approach, GitHub Copilot was prompted to generate a multi-section layout
that included headings, images, and styled buttons. The initial result demonstrated a presentable
structure with key elements arranged vertically and some attention paid to visual hierarchy.
However, the code generated relied heavily on long, monolithic JSX blocks and inline styling,
which made it harder to manage and scale. Although the overall visual appeal was acceptable,
the design lacked cohesion, and there was no application of reusable components or modular
CSS. After approximately twelve minutes of active development time and an additional ten
minutes of manual revision to fix responsiveness and reorganise styling, the page was made
suitable for display. The error rate was moderate, with several layout inconsistencies and
responsiveness issues identified during testing. The final code quality was considered medium,
and maintainability was low due to its monolithic structure and minimal abstraction.

In contrast, the manual implementation involved planning the layout structure and organising
content into reusable sections. CSS modules and Flexbox were used to maintain consistency
and responsiveness across various screen sizes. The developer created separate components for
each section of the landing page, including hero content, feature blocks, and CTA panels. This
approach not only improved readability but also ensured that future changes could be localised
and implemented efficiently. The process took approximately forty minutes, but the resulting
code was clean, scalable, and visually aligned with modern web design standards. Error rate
during testing was low, and the overall maintainability was high due to the modular
organisation.

The comparison between Al-assisted and manual development in this feature revealed the
limitations of Al in handling complex layout design and component abstraction. While Copilot
was effective in quickly generating a draft with the basic visual elements, the lack of
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componentization and reliance on inline styling reduced the long-term maintainability of the
code. The human-written version, while more time-intensive, offered a structured, reusable, and
brand-consistent result, better suited for production-quality interfaces. This suggests that for
design-heavy tasks requiring architectural forethought and scalability, human developers
currently outperform Al tools in both quality and maintainability.

Feature 6: Application Authentication (Auth0)

The final feature evaluated in this experiment involved implementing user authentication using
the AuthO service. This task was considered highly complex, as it required integration with a
third-party authentication platform, correct handling of environment variables, and secure
configuration management.

In the Al-assisted approach, GitHub Copilot was prompted to assist with integrating AuthO into
the React application. It initially generated boilerplate code for importing the Auth0 SDK,
configuring authentication providers, and protecting routes. While the Al provided a
structurally sound starting point, it struggled to correctly interpret and implement the specific
environment configurations required by Auth0. For instance, the generated code mismanaged
the use of environment variables and failed to align with the documentation’s security and
routing guidelines. These misconfigurations led to a number of runtime errors and failed
authentication attempts. Debugging and adjustments were necessary to resolve these issues,
resulting in a total development time of around thirty minutes. The error rate was high, largely
due to incorrect setup and misinterpretation of key AuthO components. While the resulting
application eventually functioned, the code quality was considered medium, and maintainability
was moderate, as the logic was not separated, and documentation was lacking.

The manual implementation followed the official AuthO documentation step-by-step. The
developer configured environment variables securely, imported the SDK properly, and
integrated route protection in line with best practices. The process took approximately fifty
minutes, as additional time was needed to carefully handle API keys, user session management,
and error fallback behaviour. However, this method yielded a secure and fully functional
authentication system, free from the configuration errors observed in the Al-generated version.
The code was clean, well-documented, and structured in a way that made future updates and
debugging more straightforward. Code quality and maintainability were both rated high.

This feature highlighted a key limitation of current Al tools: their inability to reliably handle
complex, third-party integrations that involve nuanced configuration or security-sensitive logic.
While Copilot was able to suggest general structures and syntax, it lacked the contextual
awareness to apply documentation-specific requirements or adapt dynamically to different
project environments. In contrast, the manual approach, though more time-consuming,
produced a more robust and secure result. This reinforces the observation that for tasks
involving external APIs or authentication logic, human expertise remains essential in ensuring
correctness, security, and maintainability.

4.2 Analysis of Findings

The experiment assessed the comparative performance of Al-assisted and manual development
approaches across six commonly encountered frontend development features. These features
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were intentionally grouped into three tiers of increasing complexity: small, medium, and high
to observe how each method performed under varying cognitive and technical demands. For
every feature, the evaluation was based on a consistent set of metrics, including development
time, error rate, code quality, and maintainability.

Across the board, Al-assisted development showed a clear strength in accelerating the initial
generation of code, particularly for tasks that were simple, repetitive, or primarily visual. This
advantage, however, diminished as task complexity increased. It became apparent that the more
demanding the task, the more critical human judgment and experience became in achieving
reliable and maintainable results. Manual development consistently produced better structured,
more context-aware, and cleaner implementations, albeit with longer development times.

In features deemed low in complexity, such as the creation of a login page, the Al approach
performed remarkably well. A basic login interface could be generated in a matter of minutes
using a simple prompt. When this prompt was refined to include stylistic and layout-specific
details, the visual quality of the output improved significantly. The result, though achieved
rapidly, required minimal styling adjustment, highlighting how prompt quality directly
influences the output of Al tools. In contrast, the manual implementation of the same login
feature took considerably more time but offered superior modularity, reusable code structures,
and fine-grained control over layout and responsiveness. This comparison illustrated that Al
tools like Copilot are highly effective for visually straightforward tasks, if developers can
formulate precise prompts and remain involved in output validation.

The setup of a basic React application further emphasised the contrast between speed and
reliability. Copilot was able to scaffold the application structure quickly, but the process was
hampered by version conflicts and unresolved dependencies. These errors significantly reduced
efficiency and required manual debugging. On the other hand, the manual approach, which
involved the use of create-react-app, proceeded without issue. It offered a more predictable and
stable outcome, emphasising that while Al tools can generate structure swiftly, they still lack
sufficient context awareness to manage environment-specific configurations reliably.

As tasks increased in complexity, particularly in the medium category, the AI’s limitations
became more pronounced. In the case of API integration, Copilot produced boilerplate fetch
code with reasonable speed, but the initial output included logical flaws and improper handling
of asynchronous operations. Refining the prompts improved the results, but manual intervention
was necessary to align the code with best practices. Conversely, the manual version was
implemented with a clean structure, custom hooks, and robust error handling, which ensured
reliability and maintainability. The Al approach in this context offered a starting point, but not
a complete solution.

Similarly, when constructing navigation logic and routing using React Router, Copilot could
generate the core routing structure accurately. However, the visual styling of the navigation bar
and its responsiveness were minimal and required significant enhancement. The manually
coded version, by contrast, was better integrated with the overall design of the application and
was structured using responsive layout techniques and modular components. This confirmed
that while Al tools are increasingly capable of generating functional logic, they remain limited
in handling UI integration and design consistency without detailed human guidance.
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Tasks in the high complexity category brought into sharper focus the divide between Al
convenience and human expertise. When developing a multi-section application marketing
page, the Al-generated version was visually functional but relied heavily on inline styles and
long, unstructured blocks of code. It lacked reusable components and was difficult to maintain.
The manual implementation, however, employed CSS modules, reusable layout sections, and
clean design architecture, resulting in a more scalable and professional-quality interface. The
added time spent on manual development translated directly into a more maintainable and
brand-consistent final product.

The final task, implementing user authentication using Auth(, posed the greatest challenge.
Here, the Al-generated code struggled with configuration details, misused environment
variables, and failed to follow the SDK integration flow accurately. These missteps introduced
security vulnerabilities and resulted in repeated runtime errors. The manual approach, although
significantly more time-consuming, was executed by following official documentation
meticulously, resulting in a stable and secure implementation. This task underscored the
limitations of Al when dealing with configuration-sensitive, security-critical features. Human
involvement proved indispensable not only in ensuring the correctness of logic but also in
safeguarding the application from potential vulnerabilities.

Taken together, the results indicate that while Al-assisted development can significantly reduce
initial development time, often by 70 to 80 per cent in simpler cases, the time saved is frequently
offset by the need to test, refactor, and stabilise the output. Error rates were notably higher in
Al-generated code for medium and high complexity tasks, often due to flawed logic, improper
configurations, or insufficient context awareness. Code quality, although sometimes high in
visual appearance, was often compromised by poor modularity, lack of documentation, and
limited reusability.

Despite these limitations, Al tools proved to be valuable assistants. They effectively accelerated
routine coding tasks and provided helpful scaffolding for developers. However, they did not
replace the need for skilled human developers. The human role remains essential in shaping,
reviewing, and, when necessary, rewriting Al-generated code to meet professional standards. In
summary, the combination of Al speed and human expertise yields the most productive
outcomes, especially when task complexity demands both precision and contextual
understanding.

The table below provides a summary of the comparison between Al and human performance.
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Aspect Al-assisted Development Manual Development

- Rapid initial code

generation, especially for

simple or visual tasks-

Effective scaffolding and - Produces well-structured, modular, and

boilerplate creation- Can reusable code- Superior handling of complex

reduce initial development | logic and asynchronous operations- Reliable

time by 70-80% in simple environment setup and configuration- High code

cases- Good for repetitive | quality with better documentation and

coding tasks and quick maintainability- Ensures security best practices
Strengths | prototyping and stable integrations

- Higher error rates in

medium to high

complexity tasks- Limited

context awareness, leading

to logic flaws or

configuration issues- Often

generates unstructured,

hard-to-maintain code

(e.g., inline styles)-

Struggles with security- - Longer development times due to manual

critical, configuration- coding effort- Less suitable for rapid prototyping

sensitive tasks- Requires of simple Ul components- More effort required
Weakness | significant human review for routine or repetitive tasks- Slower initial

and debugging delivery compared to Al scaffolding

- Simple, repetitive Ul

components- Quick

prototyping- Generating - Complex features requiring robust logic and

boilerplate or scaffolding security- Tasks demanding clean architecture and

code- Tasks where human | maintainability- Environment-specific setup and
Best Use | prompt refinement and dependency management- High-stakes, critical
Cases validation are feasible system components requiring precision

Fast but often incomplete

and error-prone; ideal as

an assistant rather than a Thorough and reliable, but slower; essential for
Summary | replacement professional, high-quality software development

Table 4.1 Summary of the experiment: Al vs Human development
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CHAPTER S
DISCUSSION

This chapter synthesises the findings presented in Chapter 4 and reflects on their implications
for Al-assisted software development. It examines how tools like GitHub Copilot perform across
tasks of varying complexity, compares their effectiveness with traditional manual coding, and
evaluates the practical benefits and limitations of Al in real-world development environments.
The discussion also considers the role of developer expertise and prompt design in shaping Al
performance and draws conclusions about where Al delivers the most value in the software
development lifecycle.

5.1 Interpreting the Results

The experiment reveals that Al-assisted development, particularly using GitHub Copilot, offers
clear productivity advantages for front-end tasks that are routine, repetitive, or structurally
simple. For example, features like login page creation and initial project setup were completed
significantly faster with Al support than through manual coding. In these cases, Copilot
provided code that was functional with minimal refinement, enabling developers to reduce time
spent on boilerplate tasks.

However, as task complexity increased, the effectiveness of Al-generated code declined. For
features such as API integration, navigation and routing, and especially authentication, the Al
often required human correction. Errors included incorrect logic, inadequate handling of
asynchronous behaviour, and misconfiguration of external libraries (e.g., AuthO). In such
scenarios, manual development consistently yielded higher-quality, more maintainable, and
more robust implementations, albeit with longer development times.

The data support the conclusion that Al tools are most useful for accelerating early-stage
development and prototyping, while human expertise is indispensable for refining structure,
enforcing best practices, and addressing architectural and integration challenges.

5.2 Task Complexity and AI Performance

The comparative analysis shows that Al excels in low-complexity tasks but struggles to meet
quality expectations as tasks grow in scope and technical intricacy. This aligns with the
experimental results across the six selected features:

* Low-complexity tasks (e.g., login page, React setup): Al was faster and produced
adequate output with minor adjustments.

*  Medium-complexity tasks (e.g., API integration, routing): Al provided a starting point
but required human correction for logic and maintainability.

* High-complexity tasks (e.g., marketing page, AuthO integration): Al-generated code had
significant limitations in structure, modularity, and configuration accuracy.
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These findings indicate that the value of Al varies significantly based on the complexity and
context of the task. Al-generated outputs are not production-ready by default and should be
reviewed thoroughly before deployment.

5.3 The Role of Prompt Design and Developer Expertise

A notable observation from the study is that the quality of Al-generated code is highly
dependent on the quality of the prompts given. In the login page example, refining the prompt
to include styling and responsiveness led to substantially better results compared to a generic
prompt.

This highlights a new skill area for developers: prompt engineering. Effective use of tools like
Copilot requires the ability to describe tasks clearly and concisely in natural language or
structured comments. Developers who can do this well are more likely to generate relevant,
accurate, and usable code snippets from Al assistants.

Additionally, developer expertise remains critical in all stages of Al-assisted development. The
ability to understand, evaluate, and modify Al-generated code determines whether the final
product is maintainable, secure, and fit for purpose. Al can speed up initial development, but
only experienced developers can ensure its correctness and integration quality.

5.4 Practical Implications for Teams and Organisations

The findings of this experiment offer several practical insights for software development teams
and organisations evaluating the integration of Al tools such as GitHub Copilot into their
workflows. One of the most evident advantages observed was the potential for increased
productivity, particularly in front-end development tasks. Al tools proved especially effective
in accelerating routine or repetitive aspects of coding, such as generating layout components or
initialising project scaffolds. This time-saving benefit is most pronounced during the early
stages of development and among developers already familiar with the technology stack being
used.

However, the experiment also reinforces the necessity of ongoing human oversight. While Al-
generated code can offer a quick starting point, it often requires careful review, testing, and
refinement to ensure it meets project standards, especially when it comes to business logic,
third-party integration, or security-sensitive features like user authentication. Al outputs are not
always context-aware, and unchecked reliance on them may lead to subtle bugs or
maintainability issues.

To maximise the value of such tools, organisations should also invest in training developers not
only in programming fundamentals but also in the effective use of Al-assisted development.
This includes understanding how to construct clear prompts, interpret Al-generated code, and
determine when manual intervention is necessary. Proficiency in these skills can significantly
improve the quality and reliability of Al-augmented workflows.

Finally, the study suggests that organisations should approach Al integration selectively. Rather
than attempting to automate every aspect of development, teams can benefit more from
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applying Al tools to specific parts of the process where they deliver clear efficiency gains
without compromising code quality. Examples include prototyping user interfaces, generating
boilerplate components, or drafting initial code structures. With thoughtful implementation, Al
tools can serve as powerful allies in improving development speed and consistency, while still
relying on human expertise to guide and validate the results.

5.5 Limitations of Al in the Experiment

While the experiment highlighted the productivity benefits of Al-assisted development, it also
revealed several notable limitations in the current capabilities of tools like GitHub Copilot. One
key issue was the tool’s limited awareness of the broader application context. Copilot was often
effective at generating isolated code snippets but struggled when tasks required an
understanding of how components fit within the larger architecture. This lack of contextual
comprehension frequently resulted in errors during configuration and integration, particularly
when external libraries or project-specific dependencies were involved.

Another important limitation observed was the inconsistency in adherence to recognised design
patterns. Unlike human developers, Copilot did not reliably apply principles such as component
modularity or separation of concerns. As a result, the Al-generated code sometimes lacked
structure and clarity, making it harder to maintain and scale over time. This weakness in
architectural discipline poses challenges for teams aiming to build clean, reusable, and
sustainable codebases.

Perhaps most critically, the Al tool demonstrated significant difficulty in handling secure or
highly configurable tasks. In the case of implementing user authentication with AuthO, for
example, Copilot failed to correctly apply environment variables and did not follow SDK-
specific integration steps. These shortcomings introduced errors and required substantial
manual correction to achieve a functioning and secure outcome.

Taken together, these findings reinforce the conclusion that Al tools like Copilot are not yet
mature enough to manage complex or high-stakes development tasks independently. Their
value lies in their ability to support and augment human developers, rather than replace them.
For the foreseeable future, the most effective role for Al in software development is a
collaborative one where the Al assists with repetitive or boilerplate code generation, and
experienced developers retain full responsibility for design, integration, and quality assurance.

5.6 Practical Implications for Arcledi OU

Arcledi OU, like many early-stage startups, operates with limited financial resources and a
small development team. One of the most pressing challenges it faces is the difficulty of hiring
and retaining highly experienced software developers, who are often drawn to larger companies
offering higher salaries and job security. This constraint forces Arcledi to look for alternative
ways to remain productive, competitive, and innovative in the software development space.

The findings of this thesis suggest that Al-assisted development tools, particularly GitHub.

Copilot can offer Arcledi a practical and cost-effective solution to these challenges. The
experiments conducted showed that Al tools are especially valuable for handling small and
medium-complexity tasks, such as Ul layout design, basic routing, or setting up a frontend
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framework. These are tasks that, while necessary, often consume considerable development
time and do not always require deep domain expertise.

For Arcledi, this opens up an important opportunity: by leveraging Al tools, even junior or mid-
level developers can complete such tasks more quickly and with reasonable quality. For
instance, with Copilot’s help, a less experienced developer can scaffold a login page or generate
a marketing layout in a fraction of the time it would take to write from scratch. This enables the
company to get more output from the same number of developers, an essential advantage when
every hire must be maximised for efficiency.

Of course, Al tools are not a replacement for skilled developers, especially when it comes to
complex tasks like third-party authentication integration, secure API handling, or advanced
state management. In these areas, the experiments revealed that Al-generated code often lacked
the depth, structure, or correctness required for production-level reliability. However, this
doesn’t diminish the value of Al rather, it points to a hybrid model of development that Arcledi
can adopt.

By assigning simpler or well-structured tasks to Al-assisted workflows and reserving critical or
security-sensitive features for manual development, Arcledi can strike a balance between speed
and quality. This hybrid approach reduces the load on senior developers (if available) or helps
junior developers contribute meaningfully without excessive supervision.

To make the most of Al integration, Arcledi should also consider introducing a few lightweight
internal practices. These may include peer reviews of all Al-generated code, using linters and
static analysis tools like ESLint to catch low-quality output, and encouraging developers to
improve their prompting skills to get better results from tools like Copilot. These steps do not
require significant investment but can significantly reduce the risk of bugs, security flaws, or
unmaintainable code.

Finally, perhaps the most valuable implication for Arcledi is in terms of time-to-market. As a
startup, the ability to build and test products quickly is essential. Al-assisted development can
accelerate feature delivery and make it easier to iterate on user feedback, allowing the company
to validate ideas faster and postpone large-scale hiring until necessary. In this sense, Al tools
are more than a technical advantage they are a strategic lever for sustainable growth.

In conclusion, this thesis highlights how Al tools can play a transformative role in the software
development processes of startups like Arcledi OU. When used thoughtfully, they can extend
the capabilities of a small team, improve delivery speed, and enable high-impact work even in
the face of limited budgets and experience levels.
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CHAPTER 6

CONCLUSION

This thesis sets out to investigate the opportunities, good practices, and limitations of Al-driven
software development, with a specific focus on the use of GitHub Copilot in front-end
development tasks. Through a combination of theoretical research and an empirical experiment,
the study has provided insights into the current capabilities of Al tools, their practical value,
and the extent to which they can assist or accelerate development without compromising
quality.

The findings from the experiment suggest that while Al tools offer considerable benefits,
particularly in terms of speed and initial code scaffolding, they are far from replacing the need
for human expertise. Tasks with lower complexity, such as creating a login page or setting up a
basic React environment, benefited the most from Al assistance, with significant time savings
and relatively low error rates. However, as task complexity increased, the limitations of Copilot
became more apparent. Issues with asynchronous logic, environmental configuration, and
secure third-party integration highlighted the tool’s lack of contextual awareness and
architectural understanding.

A key observation is that the quality of Al output is highly influenced by the specificity and
clarity of the prompt provided. Well-structured prompts often resulted in more accurate and
stylistically appropriate code, emphasising the growing importance of prompt engineering as a
complementary skill for developers. At the same time, human oversight remained essential
across all tasks to validate logic, refine structure, and ensure maintainability, particularly in
features involving routing, API integration, and authentication.

From a practical perspective, Al tools like Copilot can serve as valuable productivity enhancers,
especially when used selectively and in areas where repetitive or boilerplate code is prevalent.
Organisations looking to adopt such tools should focus on integrating them into phases of
development where their strengths can be fully leveraged, while still maintaining robust review
processes to safeguard against errors or inefficiencies in the codebase.

Although this study did not explore ethical risks in depth, it acknowledges that broader
discussions around Al transparency, accountability, and long-term developer roles remain
relevant and are worthy of future investigation.

Ultimately, the conclusion drawn from this research is clear: Al-driven development holds
significant promise but is not a complete solution. The most effective outcomes arise from a
collaborative model in which Al supports, rather than supplants, human developers. With
continued refinement of tools and upskilling of teams, Al can become a reliable partner in the
software development process, one that enhances, rather than replaces, the craft of building
quality software.

While this thesis provides insights into the benefits and challenges of Al-assisted software
development, further research is necessary to better understand the topic. Subsequent studies
could investigate how LLM-based tools work in large-scale collaborative team settings
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compared to single-developer settings. Another promising direction is to explore the long-term
impact of Al adoption on developer skills, knowledge retention, and career progression. Further,
such research might examine the ways in which ethics frameworks and governance structures
change as more advanced Al tools become available, particularly when they are part of security-
critical or security-sensitive systems. These directions would extend the present findings and
provide a more comprehensive picture of AI’s role in shaping the future of software
engineering.
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