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Abstract

Radiometric fingerprinting is a promising passive security measure
for low-power IoT devices, that exploits the hardware imperfections
of their radio signals. In this paper, we focus on extracting radio-
metric fingerprints from Bluetooth Low Energy (BLE) devices. We
depart from previous work in that we facilitate fingerprinting in em-
bedded network scenarios by extracting features from I/Q samples
collected using a widely used BLE System-on-Chip. We introduce a
novel approach that leverages instantaneous frequency analysis of
signal dynamics to reveal hardware imperfections during symbol
transitions in the packet payload. Our objective is to identify the
most significant features contributing to device identification. Our
experimental evaluation demonstrates that augmenting traditional
aggregated FFT-based features with our proposed transition-based
features increases identification accuracy from 56% to 74%.
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1 Introduction

Radiometric fingerprinting leverages unique variations in a wireless
signal to identify devices. Signal variations are caused by imperfec-
tions in the analog components of a device’s transmitter, introduced
during manufacturing. Radiometric fingerprinting is a promising
technique in wireless security, with applications in device authenti-
cation and intrusion detection. For frequency-based modulations
like Gaussian Frequency Shift Keying (GFSK) as used in Bluetooth
Low Energy, traditional approaches often rely on aggregate met-
rics from Fast Fourier Transform (FFT) distributions or statistical
summaries computed over entire packets. While these methods can
be effective, they exhibit a trade-off between frequency and time
resolution and often overlook fine-grained temporal details of sig-
nal behavior, particularly within state transitions and symbol-level
dynamics.
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In this work, we introduce an approach to radiometric finger-
printing that focuses on identifying specific sequences of in-phase
and quadrature (I/Q) samples, capturing transient dynamics associ-
ated with Bluetooth symbol transitions. This method enables us to
leverage fine-grained, state-dependent signal variations, enhanc-
ing the accuracy of Bluetooth device identification. Specifically, we
leverage inter-symbol dependencies introduced by GFSK, where the
frequency shifts within sequences are influenced by both preced-
ing and subsequent symbols, providing a richer set of features. To
analyze frequency shifts and transitions between symbols, we com-
pute the instantaneous frequency from the phase difference of I/Q
samples and identify features from transition segments of varying
lengths, based on the number of consecutive identical symbols.

To evaluate the effectiveness of this approach, we compare sev-
eral classes of features derived from symbol transitions, assessing
their respective abilities to capture device-specific signal attributes.
Our results demonstrate that sequence-level I/Q features offer im-
provements over traditional, aggregate-based methods, suggesting
a pathway toward more robust and secure Bluetooth radiometric
fingerprinting. Although the focus of this paper is not on the imple-
mentation of radiometric fingerprinting on embedded devices, we
do collect the I/Q samples using an embedded platform and envision
a complete pipeline on such systems as part of future work.

We make the following contributions:

e We contribute a novel perspective on utilizing symbol-level
signal dynamics in wireless device identification: We aug-
ment aggregated FFT-based features with the instantaneous
frequency to reveal hardware imperfections in the transition
between symbols.

e We suggest a set of novel features extracted from the transi-
tions by segmenting the sequences according to transitions.
Our experimental results show that these features improve
the classification accuracy by more than 18%.

o The data processing to extract the features from short se-
quences is memory efficient and suitable for implementation
on embedded devices.

Our contributions enable on-device radiometric fingerprinting
and transmitter identification in scenarios where the receivers are
embedded devices, for example, in wireless multi-hop networks.

2 Related Work

Unique variations in the wireless signal manifest in different parts of
a transmission: the power ramp-up exposes the transient response
of electrical components, the preamble’s well-defined structure
enables the estimation of phase, frequency offset, and timing vari-
ations, and the payload reveals modulation inconsistencies and
in-phase/quadrature (I/Q) impairments.

Radiometric fingerprints based on the transient power ramp-
up originate from the feedback control process of the frequency
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synthesizer. Features include characteristic phase and timing of
early instable and later stable stages of the process, as well as the
overshoot of the control system [10]. Transient-based fingerprints
achieve high identification accuracies above 90% [1, 2, 10, 12, 14].

Feature extraction from the payload falls into synchronization-
based and constellation-based categories. Synchronization-based
features, such as variations in frequency, phase, and timing, are
typically derived from signal processing or the receiver pipeline.
Among these, the absolute Carrier Frequency Offset (CFO) is be
highly effective for fingerprinting, but it is sensitive to temperature
changes. More robust alternatives include relative frequency-based
features, such as FSK deviation and frequency differences across
frequency-hopping channels, which exhibit greater resilience to
environmental fluctuations [7].

Constellation-based features analyze deviations in phase and am-
plitude of transmitted symbols and their transitions relative to an
ideal signal by using distances in the I/Q space [3, 4, 8]. An effective
fingerprinting feature is I/Q imbalance. Achieving high accuracy
with this method requires a substantial amount of samples [6].
Nilsson and Yan [13] achieve high identification accuracy by com-
puting a diverse set of synchronisation- and constellation-based
features from individual packets, demonstrating the effectiveness
of multi-feature analysis in fingerprinting approaches.

Machine learning is used to extract relevant features for device
classification. Liu et al. [11] utilize a convolutional neural network
(CNN) to learn feature representations from multiple signal trans-
formations, including Hilbert, short-time Fourier, bi-spectrum, and
ambiguity function transformations. This approach effectively cap-
tures diverse signal characteristics, improving classification per-
formance; however, it requires higher sampling rates than other
methods. Givehchian et al. [6] extract CFO and I/Q imbalance fea-
tures using a generative modeling approach. They iteratively distort
a reconstructed signal to estimate these impairments, beginning
with an initial CFO estimate derived from the preamble - a pro-
cess that is computationally demanding. Chatterjee et al. [5] collect
a high-dimensional feature set for QAM modulations, augment-
ing CFO and I/Q imbalance with channel features learned from
simulation.

The sampling rate is crucial for capturing wireless signals and
extracting meaningful radiometric fingerprinting features. Related
work samples from 8MHz upwards (preferably around 20 MHz) [7,
8, 10, 13], all well above the Nyquist criterion for BLE signals and
rely on high-accuracy software-defined radios (SDRs). Transfor-
mation-based approaches require higher sampling rates to meet
the frequency/time resolution trade-off (e.g., 600 MHz in [11]).

In our approach, we aim to perform radiometric fingerprinting di-
rectly on embedded devices by extracting features from I/Q samples
collected through Bluetooth 5.1 direction finding [15]. State-of-the-
art System-on-Chip (SoC) solutions provide a maximum sampling
rate of 8 MHz, and I/Q sampling begins only after the address field,
restricting feature extraction to the payload during steady state.
Given these constraints, we focus on identifying expressive features
that reveal imperfections in symbol transitions, leveraging instanta-
neous frequency analysis. We then compare these features to those
aggregated over an entire packet, including CFO, to assess their
effectiveness in device identification. Our approach to compute
instantaneous frequency is similar to that of Li et al. [10] as both
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Figure 1: Dynamic trajectory of a BLE signal in the I/Q plane
for the data sequence (1)0011(0). The blue circles represent
symbols, the black dots transition samples. The symbol with
the blue dot is the start of the sequence. Note that the sym-
bols representing 0 have higher amplitude and rotate in the
opposite direction than the symbols representing 1. ¢ is used
to compute the instantaneous frequency, ¢ for the referenced
instantaneous frequency.

methods utilize the angle between I/Q samples. However, while Li
et al. extract the minimum phase during the power ramp-up phase
and estimate the CFO during the preamble, our method focuses on
dynamic symbol transitions within the payload.

3 Preliminaries

Bluetooth Low Energy (BLE) utilizes Gaussian Frequency Shift Key-
ing (GFSK) modulation, where the frequency shift between discrete
symbols is smoothed by a Gaussian filter to reduce bandwidth and
minimize interference with adjacent channels. For the sake of sim-
plicity, we ignore the Gaussian filter in the first part of the section
and show later how it impacts the established intuition.
Frequency Shift Keying and the I/Q plane. Frequency Shift
Keying (FSK) differs from Quadrature Amplitude Modulation (QAM)
in how it represents symbols. While QAM encodes symbols by
varying both the amplitude and phase of the carrier signal, creating
a fixed constellation in the complex I/Q plane, FSK encodes symbols
by shifting the frequency between discrete values f. + Af, where
where f; is the center frequency, and Af is the frequency deviation
in binary FSK. Because FSK relies on frequency changes rather
than amplitude or phase variations, it does not produce a fixed
constellation in the I/Q plane. Instead, the frequency shifts in FSK
cause a continuous phase change over time, resulting in dynamic
trajectories in the I/Q plane rather than fixed points.

Figure 1 illustrates the concept for the binary sequence (0)1100(1),
illustrating how the phase evolves in a sampled frequency-modulated
BLE signal (black dots). The sampling rate is set as eight times the
symbol rate to highlight the phase transitions between symbols
(blue circles). Notably, the BLE signal exhibits higher amplitude
when transmitting at the higher frequency f; — Af (logic 0), high-
lighting a slight amplitude variation associated with the frequency
shift.

Analytically, the relation between frequency shifts and the dy-
namic phase progression in the baseband signal, ¢ (¢) = +Aft, can
be derived by expanding the complex exponential representation
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Figure 2: Instantaneous Frequency calculated using the phase
difference ¢ between consecutive samples for the data se-
quence (1)0011(0). Note that symbols representing the same
data can have different instantaneous frequencies depending
on preceding and subsequent symbols.

of the FSK-modulated signal.

s(t) = ejZn(fciAf)t _ ej27rf;tetj27zAft _ ej27rf;tej27r(p(t)

Frequency estimation. To estimate frequency-related features
from I/Q samples of a received FSK signal, we consider two com-
plementary approaches: spectrum analysis and phase evolution.
Spectrum analysis typically employs the Fast Fourier Transform
(FFT) to provide an aggregated view over the entire packet, gener-
ating a power spectral density function that, among its distribution,
also reveals discrete frequency peaks associated with FSK symbol
states. In contrast, the instantaneous frequency (IF) can be estimated
by analyzing the signal’s phase evolution. By computing the time
derivative of the phase, we obtain the instantaneous frequency
variations throughout the packet:

1
= ——(p(ln] = ¢p[n-1))

where ¢[n] is the phase of the n-th sample and At is the sampling
interval. This approach allows us to capture transient frequency
shifts of symbol transitions, providing finer temporal detail than
spectrum analysis.

In addition to the instantaneous frequency, we also utilize the
referenced instantaneous frequency (RIF) based on phase measure-
ments relative to the initial sample of a symbol sequence. The RIF is
calculated as Af;[n] = m (¢[n] — ¢[nol) , where ¢[no]
is the phase at the initial sample of the sequence. In Figure 1, the
phase difference relative to the initial sample of the sequence is
represented as ¢, illustrating how a RIF sample is calculated. By
referencing the phase to the initial sample, RIF reduces measure-
ment noise, especially benefiting samples further into the sequence.
However, this approach also smooths out rapid changes, reducing
the granularity in capturing instantaneous frequency variations.

Both FFT-based and instantaneous frequency features benefit
from oversampling. In FFT analysis, oversampling enhances fre-
quency resolution, providing higher accuracy in identifying fre-
quency peaks. In instantaneous frequency analysis, oversampling
offers detailed insights into symbol transitions with finer tempo-
ral resolution. Together, these approaches provide complementary
features.

Af(n]
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Impact of the Gaussian filter. The Gaussian filter reduces band-
width and limits interference with adjacent channels, but at the
cost of introducing inter-symbol interference. This occurs because
the filter spreads the symbol in time; transitions between symbols
are influenced by neighboring symbols, meaning that a frequency
shift from 0 — 1 does not reach the same peak frequency as a
transition from 0 — 11. Figure 2 illustrates this effect, showing
how the frequency response varies depending on symbol context.
Additionally, we observe a transient response characterized by
frequency oscillations during sequences of consecutive identical
symbols (bursts).

4 Threat Model

We consider a device fingerprinting system that maintains a fixed
database linking device fingerprints to their respective identifiers.
The system’s goal is to achieve high classification accuracy, en-
suring that devices can be reliably distinguished while making
impersonation and evasion attempts by adversaries more difficult.
We assume that the adversary can measure features and observe
identifiers from devices in operation. However, we assume that
the adversary cannot access the fingerprint database or the classi-
fication model, preventing direct analysis or manipulation of the
system’s decision boundaries. Additionally, we assume that the
adversary does not have access to the fingerprint enrollment.

The primary threats in this model include feature observation
attacks and impersonation attacks by synthesizing a fingerprint
that closely resembles a legitimate one. The system’s resilience
against these attacks relies on its classification accuracy and the
uniqueness of device fingerprints.

5 Methods

In this section we introduce the new features based on symbol tran-
sitions in the payload of data packets and explain their evaluation.

5.1 Symbol Transitions and Segments

We divide the signal into segments that characterize the transi-
tions between different symbols and categorize them based on the
length n of consecutive identical symbols. For example, we group
transitions such as 0 — 1(0), 0 — 11(0), 0 — 111(0), and refer
to them as n-Seq. We use n-Seq(1) and n-Seq(@) to differentiate
sequences of n 1s or 0s, respectively. An n-Seq contains the initial
symbol change and ends before the transition to the first symbol of
the next transition. This categorization allows us to analyze how
the frequency response varies with different transition patterns and
burst lengths. We argue that categories result in a richer feature
set. The occurrence frequency of n-Seq is inherently dependent on
the transmitted data pattern. In a random sequence of k symbols,
the probability of observing a n-Seq is 2~ ("*)k /n, meaning that
longer segments are relatively rare.

5.2 Features

The distortions in the received signal originate from two primary
sources: hardware imperfections in the transmitter (i.e., the device’s
fingerprint) and the characteristics of the wireless channel. To miti-
gate these distortions, the receiver performs channel estimation and
employs synchronization algorithms to compensate for frequency,
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Figure 3: Instantaneous Frequency (IF) features on the tran-
sition sequences 1 — 0.0 and 0 — 1..1. Legend: (large cir-
cles) last sample of {1,2}-sequences (small circles) features
related to the dynamics of the symbol transitions (dots) sam-
ples.

phase, and timing offsets. However, this compensation process can
inadvertently eliminate some crucial fingerprint features. We focus
on frequency-related features because prior studies including those
by Huang et al. [9], Zheng et al. [17], and Yan et al. [16] have shown
they are more robust to channel distortion and compensation.

We consider two main categories of features: (1) aggregated fea-
tures based on the power spectral density over an entire packet,
and (2) transition-sequence-based features related to the evolution
of instantaneous frequency over segments of n-Seq transitions.
We further distinguish transition-sequence features based on how
the frequency is calculated—either using IF, which provides fine-
grained frequency evolution but includes measurement noise, or
using RIF, which offers more stable features but with lower granu-
larity.

Aggregated Packet Features (FFT) In terms of aggregated fea-
tures tailored for the payload part of a BLE packet, we use FFT-based
features such as the central frequency offset, the frequency and
amplitude of each peak, and the difference between the amplitudes.
These features relate to imperfections in the carrier signal and are
valuable for both FSK and QPSK based modulation. The aggregated
methods can miss out on possibly valuable details and require the
processing of an entire packet at a time. Liu et al. [11] showcases
good results by combining different transforms of the same data as
input to a convolutional neural network, however, requiring high
sampling rates to achieve sufficient resolution. Below we introduce
features that can be processed in a streaming manner and better
account for the connection between data and the measured payload
fingerprint.

Instantaneous Frequency (IF). The first set of transition-sequence
features is shown in Figure 3. The figure shows the dynamic behav-
ior for transitions, with characteristic peaks and dips for sequences
longer than one symbol. To characterize the dynamics, we extract
the central frequency offset when the transitions 1 — 0 and
0 — 1 cross, the frequency peaks and dips that appear for se-
quences of 1s, and the convergence (conv) frequency for both 0s
and 1s in long sequences. We also use the last samples of sequences
of length 1 and 2, {1, 2}-seq:end.

Referenced Instantaneous Frequency (RIF). The second type
of transition-sequence feature set uses referenced instantaneous
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Figure 4: Referenced Instantaneous Frequency (RIF) features
on the transition sequences 1 — 0..0 and 0 — 1..1. Legend:
(large circles) last sample of {1,2,3}-sequences (dots) sam-
ples.

frequency derived from ¢ that typically has less measurement noise
(see Section 3). This feature set is simpler and has less transitive
character compared to IF, but still offers more details than the FFT
feature set. Figure 4 illustrates the resulting segments. From the
RIF transitions, we use the referenced instantaneous frequency of
the last sample of sequences, {1,2,3}-seq:end.

5.3 Feature Set Evaluation

To assess the impact of the proposed sequence-based features, we
compare test set prediction accuracy across various combinations
of aggregate (FFT), IF, and RIF feature sets, then evaluate their
performance against aggregate features alone. We also study the
importance of individual features. To examine the robustness and
generalization of these feature sets, we collect data in two environ-
ments with distinct wireless channel characteristics: an anechoic
chamber and an office environment.

Training and Model Selection. Features are extracted per packet,
with IF and RIF features averaged across all occurring sequences
within each packet. The datasets are split into 70% training data
and 30% test data. For each of the feature set combinations, the
model’s hyper-parameters are selected through a grid search with
10-fold cross validation on the training data. The best-performing
model from this search is then selected for evaluation.
Evaluation. For evaluation, we use the test set prediction accuracy
of the models. We evaluated several fundamental classifiers, includ-
ing various ensemble-based forest models, Support Vector Classifier
(SVC), and shallow neural networks. Since SVC models achieved
the highest accuracy, we focus our analysis on their results.
Feature importance. For a qualitative analysis of the individual
features, we assess their importance using the permutation method.

6 Results

In this section, we assess the overall effectiveness of the proposed
intermediate frequency-based features in distinguishing Bluetooth
Low Energy devices and evaluate the significance of individual
features in this process.
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Figure 5: Accuracy results for the anechoic and office datasets.

6.1 Experimental Setup

We collected data from 18 Nordic Semiconductor nRF52840 DK
boards, each transmitting 28-byte random payloads on channel 37.
I/Q Sampling. We use the BLE direction-finding capability to col-
lect raw I/Q samples on a Nordic Semiconductor nRF52833 de-
velopment kit. We select the maximum sampling rate of 8MHz,
which is eight times the symbol rate and above the Nyquist rate.
In direction-finding mode, the I/Q sampling starts after the end of
the destination address. Therefore, we do not have access to the
transient power-ramp up or preamble that are often used for BLE
fingerprinting [6, 7, 10].

6.2 Accuracy

Impact of the Feature Set Figure 5 shows the test set prediction
accuracy for different feature set combinations. The best combina-
tion of all features (FFT+IF+RIF) achieves an accuracy of 74%, an 18%
improvement over aggregated features alone. The combination of
the sequence based features (IF+RIF) is only 1.5% lower, and alone,
their individual contributions (IF, RIF) give a 10% improvement
over aggregated packet features (FFT). The results are consistent
across both environments and indicate that the dynamics of symbol
transitions contain valuable fingerprint information. The reported
accuracy is lower than, for example, Li et al. [10], who leverage the
dynamic characteristics of the transient and preamble segments of
a packet.

Impact of the Wireless Channel The value of instantaneous
frequency-based features holds across different environments. Fig-
ure 5 shows that if trained and tested on data collected in the same
environment, the models show similar performance, with the of-
fice dataset resulting in marginally lower accuracy. However, the
wireless channel has an impact on the fingerprinting performance;
models trained on the data collected in the anechoic chamber and
tested on the data collected in the office environment show signifi-
cant degradation. The degradation is across all feature sets. While
combined feature sets have the biggest drop in accuracy, they re-
main the best performers at around 50%, 10% higher than the FFT
only features.

6.3 Feature Importance

In Figure 6, the importance of individual features is calculated using
the permutation method. The method works by randomly shuffling
the values of one feature and then re-training the model. The loss of
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predictive accuracy is treated as the feature’s importance. We avoid
using the combined sets as some features are highly correlated.
FFT Based Features. The features related to the central frequency
offset have the highest importance. This result is in line with previ-
ous works by Zheng et al. [17], Helluy-Lafont et al. [7] and Nilsson
and Yan [13].

IF Based Features. The most important features 1-Seq(@,1) :end
are those based on shorter sequences which occur more frequently.
Their high occurrence leads to a stable estimate. The next most im-
portant feature,2-Seq (@) : end, is also related to the last sample of a
sequence. Of the features describing the dynamics of the transitions,
dip1 has the highest importance. peak2, which corresponds to the
highest frequency reached in transition sequences longer than 2
symbols, is more important than peak1. The convergence frequency
conv(1,0) is showing a similar level of importance. However, this
feature relies on a sequence of the same symbol that is at least
3 symbols long. This suggests that the later part of the dynamic
transitions contains distinguishing characteristics of devices.

RIF Based Features. The RIF features are derived from a more
robust phase estimate than the IF features and generally have high
importance. However, as a feature set, they do not provide greater
accuracy than the IF feature set (c.f.,, Section 6.2). Similar to the IF
features, the features extracted from the most numerous transition
types 1-Seq(@, 1) : end have the highest importance.

7 Discussion and Limitations

We show that the transient dynamics associated with Bluetooth
symbol transitions captured by fine-grained instantaneous fre-
quency evolutions provide valuable features improving the classifi-
cation accuracy. Some of the important transition-sequence based
features rely on longer n-Seq segments, which are rare. This can be
addressed by adding longer segments into the transmitted payload
or collecting features over multiple packets. CFO and I/Q imbalance,
commonly used in related works, are implicitly captured by our
method, as they influence the angle used to compute instantaneous
frequency.

The wireless channel impacts radiometric fingerprinting, as mul-
tipath propagation, noise, and Doppler effects distort the signal.
While our method does not address this challenge, our results from
the office environment show higher accuracy than aggregated fea-
tures. Promising techniques, such as simulation-based training data
augmentation [5, 16], could enhance its robustness. Temperature is
another parameter challenging fingerprinting accuracy, in partic-
ular because of its impact on the carrier frequency. Related work
estimates the carrier frequency offset during the preamble [10] and
compensates for it in other features. The critical parameter to esti-
mate the instantaneous frequency in our approach is the difference
of the carrier frequency between transmitter and fingerprinting
device rather than the absolute carrier frequency itself. In future
experiments we want to explore if this indeed results in better
robustness. Scalability is difficult to assess with a limited number
of devices. We selected identical device types based on a modern
SoC, making classification more difficult than with varied device
types. We expect that an improved feature set will also enhance
scalability.
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A key advantage of extracting features from relatively short
transition sequences is that it enables memory-efficient, real-time
processing. As I/Q samples are received, features can be extracted
immediately, allowing the system to discard processed transition se-
quences from memory. This approach significantly reduces the data
storage requirements at any given time, in contrast to FFT-based
feature extraction, which necessitates storing the entire packet and
performing more computationally intensive operations. Transition-
based feature extraction is generally more efficient, relying on
straightforward operations such as selecting specific samples or
identifying peak values within a sequence. These properties make
transition-based feature extraction particularly well-suited for im-
plementing a complete fingerprinting pipeline including I/Q sam-
pling, feature extraction, and classification on embedded devices.
This, in turn, enables novel and ubiquitous fingerprinting applica-
tions in resource-constrained IoT systems.

8 Conclusions and Future Work

We introduce a novel approach that leverages instantaneous fre-
quency analysis of symbol-level signal dynamics to reveal hardware
imperfections during transitions between payload symbols. Our
experimental results show that augmenting aggregated FFT-based
features with the proposed transition-based features considerably
enhances identification accuracy. They also suggest that selecting
features from sequences of different length is a valuable approach.

While the results are promising, there is potential for improve-
ment both in terms of feature pre-processing and selection to im-
prove feature quality and avoid correlation. The required level of
identification accuracy ultimately depends on the application sce-
nario. In future work we will study scalability, the robustness of the
proposed features in every-day scenarios, and the implementation
of a fingerprinting pipeline on embedded devices.
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