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Reference without intentions in large language
models
Jessica Pepp*

Department of Philosophy, Uppsala University, Uppsala, Sweden

ABSTRACT
During the 1960s and 1970s, Keith Donnellan ([Donnellan, K. S. 1966. “Reference
and Definite Descriptions.” The Philosophical Review 75 (3): 281–304. https://doi.
org/10.2307/2183143]; Donnellan, K. S. 1970. “Proper Names and Identifying
Descriptions.” Synthese 21 (3–4): 335–358. https://doi.org/10.1007/
BF00484804]; Donnellan, K. S. 1974. “Speaking of Nothing.” Philosophical
Review 83 (1): 3–31. https://doi.org/10.2307/2183871] and Saul Kripke [Kripke,
S. 1972. “Naming and Necessity.” In Semantics of Natural Language, edited by
Donald Davidson and Gilbert Harman, 253–355. D. Reidel] promoted a
‘historical picture’ of reference as an alternative to previously prevailing
description theories. The historical picture has since gained broad
acceptance. Its most recent frontier is the apparent reference of names (and
other words) produced by large language models (LLM). A number of
authors have pointed out that the historical picture might support the view
that this reference is not merely apparent, but is constitutively determined in
the same way as human reference. A sticking point, however, is the role that
linguistic intentions have been thought to play in the historical picture. This
paper urges that in applying the historical picture of reference to LLMs we
need not and should not focus on the plausibility of ascribing linguistic
intentions to LLMs. Instead, the critical issue is whether LLMs can achieve a
kind of basic reference that is prior to and independent of propositional
attitudes such as intentions.
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1. Introduction: large language models on a ‘historical picture’
of reference

During the 1960s and 1970s, Keith Donnellan (1966, 1970, 1974) and Saul
Kripke ([1972] 1980) developed influential critiques of then-prevailing
‘description theories’ of reference. In place of such theories, they sketched
related (but different) pictures of why names and some other words refer
to the particular things they refer to. A common element in these pictures
is the important role they assign to the history of any given token, or utter-
ance, of a name.1 This is in contrast to description theories, according to
which a given utterance of a name refers to a particular thing in virtue of
that thing’s uniquely satisfying thedescriptions speakerswoulduse to ident-
ify the referent. On Kripke’s and Donnellan’s pictures, the speaker need not
have any such ability to identify a referent in order for her utterance of a
name to refer to a particular thing. What does the work, instead, is the fact
that the referent figures in a certain way in the history of the utterance.

What this ‘certain way’ amounts to was not spelled out in much detail
by either Kripke or Donnellan. In subsequent years, other philosophers
have developed historical pictures of reference that hew more or less
closely to Kripke’s or Donnellan’s sketches (e.g. Almog 2014; Bianchi
2015; Devitt 1981, 2015; Sainsbury 2005). As a general outlook on what
constitutively determines the reference of proper names, the historical
picture has gained broad acceptance.

A – perhaps the – key element in Kripke’s and Donnellan’s cases against
description theory is a pair of arguments known as the arguments from
‘ignorance and error’ (Devitt 1981). These arguments proceed from the
observation that speakers often produce tokens of names that refer to par-
ticular things even though (i) they do not know enough to uniquely identify
those things (ignorance) and/or (ii) the descriptions they would use to
identify what the names refer to are false of those things (error). So (to
use one of Kripke’s famous examples), someone’s utterance of ‘Feynman’
may refer to Richard Feynman even though the only descriptive infor-
mation she could give to identify the referent is ‘a famous physicist’. Satis-
fying this description does not differentiate Feynman from Gell-Mann,
Planck, Hawking, and many others. Given this, it is not plausible that

1To avoid potential confusion: my use of ‘token’ in this paper follows the usage of philosophers of
language who mean by it, roughly, a particular sound, inscription, or other object or event that
stands in the token-type relation to a linguistic expression type. I do not use ‘token’ in the sense of
the entities into which LLMs divide input text. That said, these two ways of using ‘token’ are certainly
related.
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reference is constitutively determined by an object’s satisfaction of the
descriptive information the speaker associates with a certain name.

In recent years, a new kind of ‘ignorant’ speaker has come on the scene.
Large language models (LLM) generate text outputs which, among other
things, at least appear to refer to particular objects. For instance, when I
ask ChatGPT to tell me about the 1980 US presidential election, its response
includes several tokens of ‘(Jimmy) Carter’ and ‘(Ronald) Reagan’. These
seem to refer to Carter and Reagan, respectively. ChatGPT is not ‘ignorant’
in the sense that, when I follow up and ask it to whom it refers by these
names, it can only reply ‘a politician’ or the like. To the contrary, it is able
to give me uniquely identifying descriptions. Due to its training process,
it is probably better equipped than most humans to do this for many
names. ChatGPT’s ignorance consists, instead, in what Stevan Harnad
(1990) calls its ‘ungrounded’-ness. It can tell me, ‘By “Jimmy Carter”, I
refer to the 39th President of the United States, who served from 1977
to 1981’. If I ask what it refers to by ‘the United States’, it can do something
similar, and so on for the various elements of the description it gave me.
But this process is never going to bottom out in a description whose
elements ChatGPT can identify, as it were, directly, via its own sensory
experience with the external world. For ChatGPT has no such experience.
Bertrand Russell (1910) might have concluded that ChatGPT is not
‘acquainted’ with anything and so it cannot really say anything.

Although this is a different kind of ignorance from that exhibited by
human speakers, the historical picture of reference seems like it might be
able to rescue ChatGPT from failing to refer. For on this picture, what
makes something be the referent of a name-token is not the speaker’s
knowing what the referent is, either directly or indirectly. Rather, what
makes a certain thingbe the referent is its role in thehistory of theutterance.
Inparticular, onKripke’s versionof thepicture,when speakers acquirenames
from other speakers those names ‘come with’ their referents. As long as a
speaker does not decide to repurpose the name as a name for something
new, she may simply go on to use it with whatever referent it already had.
This is known as ‘reference borrowing’ (Devitt 1981). ChatGPT is trained on
a corpus produced (mostly) by human language users. It is thus reasonable
to think that it, too, can simply borrow the reference of names like ‘Jimmy
Carter’ and produce tokens of that name that refer to Jimmy Carter (For
this general line of thought, see, e.g. Koch (2023), Mandelkern and Linzen
(2024), Grindrod (2024), and Lederman and Mahowald (2024)).

Thepresent paper considers how thehistorical picture of referencemight
best be applied to LLMs. I focus, in particular, on the role of linguistic
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intentions. I urge that we who are interested in applying the historical
picture of reference to LLMs need not and should not focus on the question
of whether or not it is plausible to ascribe linguistic intentions to LLMs. The
paper proceeds as follows. In section 2, I describe some roles that intentions
have been thought to play in reference borrowing. I give reasons to think
they do not play those roles. In section 3, I suggest that an austere inten-
tion-free view of reference borrowing might work well as an account of in
virtue of what ChatGPT’s output of a token of ‘Jimmy Carter’ refers to
Carter (for example). In section 4, I discuss a problem for such a view,
raised by Harvey Lederman and Kyle Mahowald (2024), which they call the
‘Novel Reference Problem’. In section 5, I consider Lederman and Maho-
wald’s preferred solution to the problem, which is to ascribe to LLMs inten-
tions understood in the interpretationist manner of Daniel Dennett (1971;
1989). I give some reasons for thinking that this ascription, even if plausible,
does not provide an easy answer to the Novel Reference Problem. In section
6, I argue that even if the interpretationist approach does provide an answer
to the Novel Reference Problem, the answer it provides is overkill. It is not
necessary to ascribe intentions to LLMs in order to bring them into the his-
torical picture of reference. Instead, the critical issue is whether LLMs can
achieve a kind of basic reference that is prior to and independent of prop-
ositional attitudes such as intentions.

2. The role of intentions in reference borrowing

Kripke suggested that for a given proper name-token to borrow or inherit
its reference from an earlier token, the speaker of the former must

intend when he learns [the name] to use it with the same reference as the man
from whom he heard it. If I hear the name “Napoleon” and decide it would be a
nice name for my pet aardvark, I do not satisfy this condition. (1980, 96)

This raises the question of whether LLMs can have such reference-preser-
ving intentions.

Famously, Gareth Evans’s (1973) ‘Madagascar’ critique of Kripke’s
picture cast doubt on reference-preserving intentions’ being sufficient
to keep the reference the same when a name is passed from speaker to
speaker.2 Even with such intentions in place, reference may change
from earlier uses to later ones. Evans, inspired by Isaac Taylor (1896),

2It should be noted that Kripke himself said that the sufficiency of the conditions he gave was doubtful,
appealing to a different kind of example (1980, 97).
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considers a case in which the name ‘Madagascar’ was transmitted by a
Malay sailor, whose use of the name referred to a part of the African main-
land, to Marco Polo, who took it to refer, instead, to the island we use it to
refer to today. Although Marco Polo intended to use the name in the
same way as the sailors, and others intended to use it in the same way
as Marco Polo, and so on, reference was not preserved.3

Even if a reference-preserving intention is not sufficient to borrow
reference, it is commonly supposed that some such intention is at least
necessary for reference borrowing. Thus, David Kaplan (1989, 602)
writes, ‘Words come to us prepackaged with a semantic value. If we are
to use those words, the words we have received, the words of our linguis-
tic community, then we must defer to their meaning’. Deferring in this
way requires a certain intention, which Kaplan characterises as the inten-
tion ‘to use the word with itsmeaning’ (as opposed to an intention to use
it with the samemeaning as the person fromwhom one acquired it). Simi-
larly, Scott Soames (2003, 370) writes, ‘Standardly, when one uses any
word in the language of one’s community, one does so with the intention
that it should carry whatever meaning and reference it has already
acquired’. Mark Hinchliff (2012) thinks these requirements are too
onerous: one does not have to intend that one’s words have whatever
meaning and reference they have already acquired in order for them to
have that meaning and reference. According to Hinchliff, as long as one
is using the words of one’s community, they simply have the meaning
and reference that the community gives them. Still, he thinks that using
a certain word requires having an intention to do so (243–244).

MatthewMandelkern and Tal Linzen (2024) have similar leanings when it
comes to LLM reference. They emphasise that what enables one speaker to
borrow reference from another is the fact that they share membership in a
speech community. LLMs seem to be part of our speech community, since
their linguistic production and interaction are fluid, responsive, adaptable,
and largely correct, both grammatically and in terms of word usage. Man-
delkern and Linzen worry, however, that really being members of our
speech community in a way that would license reference borrowing
might require LLMs at least to have ‘implicit’ intentions to use words to
refer as they are used to refer in the speech community (2024, 1197).

Mandelkern and Linzen qualify the needed intentions as ‘implicit’
because they appreciate that even for human speakers, it is unrealistic to

3As many in the literature on Evans’ case have noted, the highly compressed story presented by Evans is
not historically accurate. But it serves to make the point anyway.
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claim that all who use names to refer to things do so with explicit intentions
concerning the semantic features of their words. If intending to use a name
with the same reference as others in one’s community requires metalin-
guistic understanding and a concept of reference, the requirement is too
strong. Young children can learn new names from their parents and
others, though they most likely lack such metalinguistic sophistication
(Devitt 2006, 2015). The appeal to implicitness is meant to get around this.

It is unclearwhether suchgambits succeed. Thenotionof implicit, or tacit,
propositional attitudes is a slipperyone.But inany case, referenceborrowing
can occur without any intention of this kind, however implicit. One can
acquire a new name with its reference entirely against one’s will, while stri-
dently intending not to let it into one’s lexicon at all. Imagine a hostagewho
accidentally overhears the hostage-taker’s real name and is terrified that he
will kill her if he knows that she can identify him by name. The hostage may
swear to the hostage-taker that shewill not learn the name. Shemay intend
with all her might not to learn the name, but – as the hostage-taker is well
aware – this is not under her control. Nor, contrary to Kripke’s suggestion
above, will the problem be solved if she (sincerely) states her intention to
use the name only to refer to her pet aardvark. Intentions simply are not
the engine of reference borrowing. Reference borrowing is something our
linguistic systems do automatically, whether we intend them to or not.

3. Austere reference borrowing

In light of the above considerations, one might seek an account of how
LLM outputs may borrow reference from human utterances – and
indeed, of how human utterances may borrow reference from other
human utterances – that is intention free. Andrea Bianchi (2015) argues
that the key to such an account is the notion of repetition. On Bianchi’s
account of reference borrowing, one token borrows the reference of
another if and only if the former is a repetition of the latter. The relevant
notion of repetition is the notion of a causal relation that is ‘a matter of
mechanics’. Importantly, the notion makes no non-eliminable appeal to
any ‘intentional property of mental states’. Bianchi notes that parrots
and machines may repeat, in the sense of ‘repeat’ he is after (102–103).

Bianchi does not say much more about why repeating – in this mech-
anical sense – preserves reference. A natural idea, though, is that repeat-
ing (in this sense) is copying, or reproduction, and copies of linguistic
utterances refer to the same things as the originals. The paper you are
now reading, on a screen or printed out on paper, is a copy of the original
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I produced.4 The tokens of the name ‘Kripke’ that you read in this paper
refer to Saul Kripke because they are copies of originals that refer to Saul
Kripke. If you print out this paper and photocopy it and photocopy that
and so on, the tokens of ‘Kripke’ that show up in each copy will also
refer to Saul Kripke, just as the original did (Pepp 2019, 746). On Bianchi’s
view, the name tokens we ordinarily produce are not so different with
respect to how they refer to what they refer to. According to Bianchi,
when I initially typed ‘Saul Kripke’ at the start of the paper, the token I pro-
duced referred to Kripke in virtue of being a repetition of earlier tokens
that did.

Whether or not Bianchi’s austere approach adequately explains in
virtue of what human uses of names refer as they do,5 it might seem to
work well for LLM-produced tokens. Lederman and Mahowald (2024)
explore a view they call ‘bibliotechnism’ according to which the reference
preservation inherent in copying is what makes LLM outputs of individual
words have meaning and reference. These tokens have meaning and
reference simply because they are copied from tokens in training data
that have meaning and reference. According to bibliotechnism, reference
borrowing reduces to copying, or repetition, just as Bianchi suggests.6

This picture is appealing because it reflects the intuitive idea that LLM
outputs are meaningful and can be about things in the world, while steer-
ing clear of thorny questions about whether LLMs have intentions, beliefs,
and desires.7

4. The problem of name introduction

Reference borrowing is part of a historical picture of reference. It goes
hand in hand with reference initiation. Chains of reference borrowing
must trace back to a token whose reference was not borrowed. Thus,
Bianchi emphasises that an intention-free account of reference would
be arrived at by supplementing his account of reference borrowing

4I ignore some complexities about originals and copies when it comes to word processed tokens.
5Pepp (2019, 746–749) raises some doubts about this.
6Lederman and Mahowald have much more to say about how complex outputs, as opposed to individual
words, derive meaning from the training data, but this is not essential to the present discussion.

7Taking a less austere, but still intention-free, approach to LLM reference, Jumbly Grindrod (2024) makes
the attractive suggestion that LLMs have ‘linguistic intentionality’ even if they lack ‘mental intention-
ality’. Embracing certain assumptions from teleosemantics about what is required for a system to have
mental content, Grindrod argues that today’s LLMs do not meet these requirements. Nonetheless, he
argues, their outputs may be meaningful in virtue of exhibiting various sorts of continuity with a pre-
existing linguistic system. He sketches two different views on which LLM reference is secured by a non-
intentional connection with human language use, but is not directly derived from training data in the
manner of copying, as on bibliotechnism.
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with an intention-free account of how the reference of a name is fixed
initially (such that it can then be borrowed) (100, 103). It might seem as
though this additional demand does not apply in the case of LLM refer-
ence. For one might think that LLMs can only produce tokens of names
whose references are borrowed from tokens in their training data. They
cannot introduce names for things. So, even if introducing names for
things turns out to require intentions, this puts no pressure on us to
ascribe such intentions to LLMs.

However, Lederman and Mahowald present a problem that gives us
reason to resist such complacency. The ‘Novel Reference Problem’
arises because, seemingly, today’s LLMs can output name-tokens that
refer to things, although the references of these names are not borrowed
from tokens in the LLMs’ training data. That is, LLMs seem to be able to
introduce names for things.

One example involves asking ChatGPT to pick a historical figure and tell
you true things about that figure, but to do so by making up a new name
for the figure that is unrelated to their actual name. When ChatGPT
responds, it certainly seems as though the outputs of the made-up
name refer to a particular historical figure.8 Lederman and Mahowald
report having received a

text describing a figure “born in the 18th century”, who “authored a famous
pamphlet that criticized the French monarchy”, “played a critical role in the
French Revolution”, “became increasingly paranoid and was involved in the
Committee of Public Safety, which oversaw the Reign of Terror”, and “was
arrested and executed during the Thermidorian Reaction”.

They report that the name ‘Marion Starlight’ was used for this figure and
they judge that these tokens ‘plausibly refer to the historical figure Robe-
spierre’. Yet, presumably the name ‘Marion Starlight’ did not refer to
Robespierre in any significant portion of ChatGPT’s training data.

One might suspect that reference borrowing is somehow still involved
here: perhaps ChatGPT is borrowing the reference of ‘Robespierre’ and
then swapping out that name for another one. However, Lederman and
Mahowald suggest another example that does not raise this vague suspi-
cion. It seems feasible for an LLM to succeed when ‘tasked to produce an
ASCII picture which it has never seen before, to give elements of the
picture names, and then to describe the picture using those names’.
Here, there can be no reference borrowing, as the elements named do

8When I asked ChatGPT to do this, it produced a text in which ‘Professor Wimbly’ seemed to be used to
refer to Thomas Jefferson.
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not exist prior to the LLM’s creation of them.When I gave ChatGPT this task,
it produced what it claimed was an original ASCII drawing of a ‘fantastical
creature’ and gave its parts names such as ‘Crest Peak’, ‘Vision Sphere’, and
‘Body Shell’. Interestingly, when it used these names to describe the
picture, it used them with determiners, e.g. ‘a striking Crest Peak’, ‘the
Body Shell’. But when I then asked it to give the parts names that are
like the names of people, it chose names like ‘Eddie’ and ‘Lucy’ and used
them in the description without determiners, e.g.: ‘This charming creature
showcases Eddie standing tall at the top, bringing a sense of playfulness.
Below, Lucy captivates with her sparkling gaze, inviting curiosity’.

In these cases, it is hard to deny that ChatGPT is introducing names for
things. No doubt, it is copying these names, considered as signs or strings,
from its training data, or combining copied signs (as with ‘Marion Star-
light’ or ‘Crest Peak’). But the output tokens do not borrow reference
from the copied tokens. How, then, do they manage to refer to things?

One approach to answering this question might be to appeal to genre
conventions. The exercise of having ChatGPT create an ASCII drawing,
parts of which are named, is not unlike having it write an essay that
has a title or contains sections with titles. In titling the essay and the
parts of the essay, ChatGPT introduces names for parts of the text that
it outputs. But this may be explainable in terms of the conventions of
essay-writing that ChatGPT has learned to reproduce from its training
data. For instance, it seems plausible that ChatGPT manages to introduce
‘The Multifaceted Pumpkin: A Symbol of Harvest and Celebration’ as a
name for its essay on pumpkins simply in virtue of how titling works in
essay writing. In producing an ASCII drawing with labels attached,
either directly in the picture or via a descriptive legend below, similar con-
ventional structures might be called upon to explain novel reference.

That said, ChatGPT can also discuss user-provided images, so presum-
ably it could give names to pre-existing things via inputted images of
them – or, at least, it could appear to do so. Apparent uses of demonstra-
tive phrases and definite or indefinite descriptions to refer to objects in
pictures are also to be expected. These, too, would seem to be cases of
unborrowed reference. As Grindrod (2024, 71) notes, there are
approaches to context-sensitive terms such as demonstratives according
to which, even if the reference of a token demonstrative is not borrowed
from other tokens, its reference-determining rule, or set of constraints, is
borrowed from other tokens (e.g. Gauker 2008). Moreover, it is common
to treat referential uses of descriptions, semantically speaking, as expres-
sing quantified claims with no reference to particular individuals involved.

INQUIRY 2953



On such views, it would be natural to treat LLM-generated tokens of
descriptions that appear to refer to particular objects in images as
merely appearing to refer, or to defer the matter to a separate approach
to LLMs’ pragmatic abilities.

In the case of novel reference with proper names, however, it is not
clear what reference-determining rule might be borrowed. Nor does
the reference in such cases appear deferrable to pragmatics. (Unless
one takes an approach like that of Bach (2002) and treats the reference
of proper names in general as a pragmatic matter). As a result, apparent
unborrowed reference via proper name introduction is an especially clear
challenge to the ‘mental intentionality’-free view of LLM reference.

As Lederman and Mahowald point out, it might be a legitimate option
simply to deny that LLMs really introduce names. Perhaps this is one area
where the appearance of referentiality is an illusion.9 But before resorting
to that somewhat ad hoc qualification, it is worth exploring how name
introduction by LLMs might be made sense of.

5. Interpretationist intentions?

Lederman and Mahowald claim that it is easy to make sense of novel
reference by LLMs if we are willing to count LLMs as having intentions.
If we do that, then we can say that ChatGPT’s tokens of ‘Eddie’ (produced
in response to my instructions) referred to the triangular bit at the top of
its drawing not because that is what tokens of ‘Eddie’ in its training data
referred to but because that is what it decided to introduce ‘Eddie’ as a
name for; that is what it intended ‘Eddie’ to refer to. Lederman and Maho-
wald argue that it is reasonable to count ChatGPT as having such inten-
tions according to an interpretationist view, such as that of Dennett
(1971, 1989), of what it is to have intentions and other propositional atti-
tudes. Roughly speaking, interpretationism is the view that what it is for a
system to have propositional attitudes is for it to be possible to predict
and explain its behaviour relatively easily and accurately by appealing
to such attitudes. Lederman and Mahowald make a good case that it is
reasonable to count today’s LLMs as having propositional attitudes,
such as intentions, assuming an interpretationist view of the attitudes.

But, pace Lederman and Mahowald, it is far from clear that ascribing
intentions to ChatGPT in fact solves the Problem of Novel Reference.

9As Bender and Gebru, et al. (2021) argue is the case for all apparent meaning and reference in LLM
outputs.
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One type of concern comes from the idea that whether an utterance or
token is an introduction of a name for something depends on what
happens after that event (so-called ‘temporal externalism’). deRosset
(2020) argues that, because of the social character of language, intending
to introduce a name for a certain thing is not sufficient for doing so. Take
introductions that deRosset terms ‘bad dubbings’. A bad dubbing is a
case in which a speaker introduces a name with the intention that it
should refer to whatever fits a certain description and yet the name
gets introduced for something that does not fit the description. As an
example, deRosset points to the plausible claim that someone – let us
call him ‘Astro’ – introduced the name ‘Morning Star’ for the planet
Venus, with the intention that the name refer to whatever is the brightest
star in the morning sky. We can even imagine that Astro stipulated that
‘Morning Star’ should refer to whatever fits this description uniquely.
Nonetheless, Astro introduced the name for Venus, which is not a star.
DeRosset argues that the name was introduced for Venus in virtue of
Astro’s use of the name having initiated a social practice of using
‘Morning Star’ to refer to Venus. It might not have done so. Astro might
have quickly realised that the thing he took to be the brightest star in
the morning sky, i.e. Venus, was in fact a planet. Had Astro realised this,
it is likely that no practice of using ‘Morning Star’ for Venus would have
arisen. So, what makes it the case that Astro named Venus ‘Morning
Star’ is what happened in the linguistic community after the naming
took place.

It seems possible that an LLM could play a role like that of Astro in this
example. I might tell ChatGPT to make a new ASCII drawing. When it does
so, I might tell it that my favourite part of its drawing is a small triangle
near the bottom. But suppose that, actually, this is not my favourite
part: the drawing is uniformly dull and I favour no part of it over any
other. Suppose I then ask ChatGPT to give names to the different parts
of the picture, naming my favourite part ‘Frieda’, and then to describe
the picture using those names. Suppose it responds by stating that
Frieda is the small triangle and describing the picture accordingly.10

Now suppose that this dull ASCII picture, for whatever reason, becomes
more widely known and ‘Frieda’ continues to be used to refer to the
small triangle. Presumably, ChatGPT then would have introduced
‘Frieda’ as a name for the triangle, rather than having introduced an
empty name (i.e. a name for whatever is my favourite part of the

10This is what actually happened when I tried this with ChatGPT.
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picture). ChatGPT’s initial outputs such as, ‘Frieda nestles within Max’
(where ‘Max’ is the name given to another shape in the drawing) might
be true. And yet, on an interpretationist view, it is plausible that
ChatGPT intended ‘Frieda’ to refer to whatever is my favourite part of
the picture.

Even if one rejects the temporal externalist idea that the reference of a
token might be determined by later events, ascribing intentions to LLMs
does not obviously solve the Novel Reference Problem. Consider just
ChatGPT’s initial tokens of ‘Frieda’. The referent of these tokens does
not seem to be what (an interpretationist might say) ChatGPT intends it
to be. For ChatGPT is reasonably interpreted as intending the reference
to be that which is my favourite part of the picture. And yet, it certainly
seems as though tokens of ‘Frieda’ in ChatGPT’s initial description of
the picture refer to the small triangle. Maybe the right thing to say,
instead, is that ChatGPT intends both that the referent be my favourite
part of the picture and that the referent be the small triangle. But this
does not yield any determinate referent for ‘Frieda’.

To address such cases, one might be tempted to appeal to a kind of
dispositionalism about intentions. Perhaps the right intention to ascribe
to ChatGPT is determined by how ChatGPT is disposed to deploy the
name ‘Frieda’ across a range of different scenarios. For instance, take a
scenario in which ChatGPT is subsequently told that the small triangle
is not my favourite part of the picture. If it is disposed, in such a scenario,
to continue using ‘Frieda’ to refer to the small triangle, then this is what it
intends ‘Frieda’ to refer to, whereas if it is disposed to stop using ‘Frieda’
that way and to affirm that there is no Frieda, then it intends ‘Frieda’ to
refer to my favourite part of the picture, if there is one. For ChatGPT in par-
ticular, its dispositions to react to such information seem to be extremely
complex. Among other things, it is highly susceptible to suggestion on
such matters, especially given its general tendency towards agreeability
with users’ hypotheses. So specifying the kind of neutral prompting
that would determine what intentions should be ascribed to it would
be difficult. And, of course, the interpretationist cannot appeal to what
ChatGPT would believe about the reference of ‘Frieda’ upon receiving
this information unless its disposition to believe this can itself be under-
stood in an interpretationist way.

These considerations do not show that ascribing intentions to LLMs
cannot solve the Novel Reference Problem. However, they do suggest
that ascribing intentions to LLMs does not solve the problem easily.
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6. Unborrowed reference without intentions

I have suggested that ascribing intentions might not solve the Novel
Reference Problem; i.e. LLMs’ having intentions to refer to particular
things by the novel names they introduce might not be sufficient for
these tokens to refer to those things. Now I will argue that such intentions
are also not necessary for these tokens to refer. Even if Lederman and
Mahowald are right that we could make sense of novel reference by
LLMs if we ascribed intentions to them, we do not need to go that far.

Indeed, we do not need to go that far to account for introductions of
proper names by humans. To be sure, introductions of names by human
speakers often involve intentions to refer to a particular thing by the
name. Sometimes this intention is explicitly stated: ‘I intend to call my
son Aubrey’ – or, more colloquially, ‘I’m going to call him Aubrey’. Some-
times no intention is explicitly stated, but it is still there, as when the
parents just start calling their baby ‘Aubrey’, intending to refer by their
uses of ‘Aubrey’ to that particular baby.

However, even limiting our focus to human speakers, it is not clear that
using a name to refer to a particular thing requires intending to refer by
that name to that thing. Young children use names to refer to things, but
it is not obvious that in doing so they can be credited with intentions that
the names they use should name certain things (i.e. have certain things as
their ‘semantic values’). Nor is it obvious that they can be credited with
intentions to refer to a particular thing – i.e. intentions to draw attention
to or communicate about that thing – by their use of names. Arguably,
they lack the metalinguistic sophistication needed to form such inten-
tions (deRosset 2011, 23–26; Speaks 2016, 304–305; Devitt 2021, 58).
Notice that the suggestion is not that young children are unable intention-
ally to refer to things using names. The suggestion is that they are unable
to form an attitude of intending toward a proposition (or, perhaps, an
action type), along the lines of, my use of N refers to x (alternatively:
using N to refer to x), or by uttering N I draw attention to x (alternatively:
drawing attention to x by uttering N). It is this kind of accompanying atti-
tude that might help to constitutively determine that a certain token of N
refers to x. As Devitt points out, we would not get far by saying that
someone refers to x in virtue of intentionally referring to x.

If young children are not able to have such metalinguistic attitudes,
then in using names they refer to particular things in virtue of something
else. Emanuel Viebahn (2020) argues that it is plausible that young chil-
dren at least may have ‘deferential intentions’ – intentions to use words
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in the same way, or with the same meaning (and reference), as others use
them (109–111). Viebahn focuses on context-sensitive expressions such
as demonstratives, gradable adjectives, modals, and quantifiers; he does
not discuss names. deRosset (2011) argues that it is not plausible that
young children are able to form deferential intentions of this kind, at
least with respect to their use of proper names (23–26). But notice that
deferential intentions are only germane to reference borrowing. Like
adults, children can also introduce new names for things. For instance,
children frequently make up names for a favourite teddy bear or
blanket. It is hard to see how deferential intentions would help to deter-
mine the reference of these names.

Furthermore, as I have already pointed out, even conceptually sophis-
ticated adult humans sometimes use names to refer to things without
having intentions to communicate about those things or intentions for
those names to refer to certain things. This is illustrated by the case, dis-
cussed above, of blurting out the hostage-taker’s name very much against
one’s intention to keep mum, and against one’s intention to use the name
only to refer to one’s pet aardvark. Similar cases are possible with name
introductions. A parent of the newborn baby might surprise himself by
declaring, ‘Aubrey!’ upon first seeing the baby. His use of the name
may refer to the baby even though he never intended to use the name
to refer to the baby. Indeed, he may have intended to keep that name
well out of play, suspecting that the rest of the family will like it and
himself not liking it. Nonetheless, the baby looks like an Aubrey, and it
just pops out.

(It might be objected that this, by itself, is not enough for the parent to
have introduced ‘Aubrey’ as a name for the baby. The name has to catch
on. That may be right, but the same would apply if the parent had first
used the name with the explicit intention of referring by it to the
baby.11 Likewise, even if we allow that ChatGPT had the intention of
using (e.g.) ‘Marion Starlight’ to refer to Robespierre, the question of
what else might be required for this to have been introduced as a
name for Robespierre remains).

This case, like the case of blurting out the hostage-taker’s name, is one
in which the use of a name to refer is not only unaccompanied by an atti-
tude of intending to refer to a particular thing, but is altogether uninten-
tional.12 It is also arguable that adults sometimes intentionally refer to

11As the temporal externalist line urges. See, e.g. deRosset (2020), Haukioja (2020), and Michaelson
(2023) on applying this idea to proper names. The basic idea goes back (at least) to Jackman (1999).
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something by a name without this being accompanied or caused by an
attitude of intending to do so. For instance, I might intend to tell you
what happened at the party and in the course of doing so, intentionally
use ‘Fred’ to refer to our mutual friend Fred, who had a few too many,
without additionally having the attitude of intending to use ‘Fred’ to
refer to Fred. This is in the same way that Michael Bratman (1984)
argued that I might intend to run a marathon and, in the process, inten-
tionally wear down my sneakers, without additionally having the attitude
of intending to wear down my sneakers.

If the references of people’s uses of names are not determined by
accompanying referential intentions, then how are they determined?
One suggestion is that a use of a proper name refers to a particular
thing in virtue of the fact that it is an expression, or externalisation, of
the speaker’s thinking of that thing. In another vocabulary, stemming
from Donnellan (1966), we might describe someone’s thinking of a
thing as her ‘having that thing in mind’.13 That what a speaker refers to
is determined by what she has in mind is especially plausible when speak-
ers are not borrowing reference from other uses, as in cases of name intro-
duction. For instance, a young child might refer to a certain stuffed toy
frog in an unborrowed use of ‘Greenie’ in virtue of the fact that her utter-
ance of the name expresses her thinking of that toy frog. Whatever
accompanying intentions she may or may not have concerning this do
not play a role in determining what she refers to. Likewise, the parent’s
unborrowed use of ‘Aubrey’ refers to a certain baby in virtue of the fact
that the utterance of the name expresses his thinking of that baby.

This suggestion might not seem to help much in addressing the Novel
Reference Problem. For suppose it is true that what is needed to introduce
names for things is not intentions concerning those things but speakers’
thinking of them or having them in mind. In that case, it still seems that
we need to ascribe mental states to LLMs in order to make sense of their
ability to make novel reference. Moving from intentions to having-in-
mind is not going to save, e.g. Grindrod’s nice picture of LLMs as
having linguistic intentionality but not mental intentionality.

This is certainly true, but it is worth noting that we have now set a
different sort of bar for the kind of mentalistic features we would need

12So, I do not agree with Devitt, in the passages cited in the text, that referring must be an intentional
act.

13For developments of this, see Pepp (2019), Devitt (1981, 2015), Capuano (2020), and Almog (2014).
There is disagreement among these authors as to whether tokens of names semantically refer, or
merely speaker refer to that thing that they express thinking of, but this is not important for
present purposes.
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to ascribe to LLMs in order to allow for novel reference by them. Rather
than ascribing a full-fledged psychology of propositional attitudes, we
would only need to ascribe a kind of non-linguistic reference to particular
things. Such reference is arguably more basic than propositional attitudes
and might be present in a system without them. The key question, then, is
what is required for basic reference. Just to name a few possible starting
points: Tyler Burge (2010) is a sophisticated exploration of how reference
gets going in perceptual systems. Proponents of ‘mental files’ approaches
to thought about particulars offer a different starting point; see, for
example, John Perry (1980) and François Recanati (2012). Julie Wulfe-
meyer (2017) and Antonio Capuano (2015) offer yet other starting
points, which aim to eschew the notion of representation in accounting
for basic reference. In evaluating these different approaches, LLMs’ appar-
ent capacity for novel reference may count in favour of views on which
basic reference can be attributed to LLMs. This is for the same sort of
reason that Lederman and Mahowald take novel reference as a motiv-
ation for interpretationism: it is a point in favour of a view if it can accom-
modate the apparent ability of LLMs both to borrow and to initiate
reference.

The suggestion that LLMs may be capable of basic reference connects
back to the idea that LLMs are ‘ungrounded’: that they lack the direct
acquaintance with worldly entities that Russell thought was required to
think and know things about the world. What I am suggesting is that
they may have such a connection to particular objects after all, even if
that connection does not amount to acquaintance in anything like Rus-
sell’s sense. LLMs do not have sensory perception, but they may detect
objects through their interactions with us (and potentially with other
LLMs). By processing our inputs as well as their own responses to these
inputs, they may come into contact with the objects that shape our
inputs (as in the case of uploading a photograph to ChatGPT) or are
created by their responses (as in the case of making and describing
ASCII art). It might be feasible to see this as analogous to how we
humans come into contact with objects by processing sensory
stimulation.

This is only the barest indication of how a ‘basic reference approach’
to LLMs would go. In this paper, I have not advocated any particular view
of basic reference or assessed how different views might be applied to
LLMs. My point here is only this: If we are pushed by the Novel Reference
Problem, or by LLM uses of demonstratives or referential descriptions, to
ascribe mentalistic features to LLMs, we should focus first on basic
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reference, rather than on propositional attitudes such as intentions. In
considering how various views of basic reference apply to LLMs, we
may engage in what Herman Cappelen and Josh Dever (2021) call
‘anthropocentric abstraction’. That is, we may abstract away from
aspects of views that only apply to human thinking, so as to arrive at
a more general account of basic reference that applies to different
kinds of systems (Eklund ms.). Such generalised views may reveal that
ChatGPT can instantiate non-linguistic reference to Robespierre, to
parts of pictures it produces, or to things in pictures we provide as
inputs, even if it is not able to have intentions, beliefs, or other attitudes
about these entities.
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