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 a b s t r a c t

We present a Python package together with a practical guide for the implementation of a lightweight diversity-
enhanced genetic algorithm (GA) approach for the exploration of multi-dimensional parameter spaces. Searching 
a parameter space for regions with desirable properties, e.g. compatibility with experimental data, poses a type 
of optimization problem wherein the focus lies on pinpointing all “good enough” solutions, rather than a single 
“best solution”. Our approach dramatically outperforms random scans and other GA-based implementations in 
this aspect. We validate the effectiveness of our approach by applying it to a particle physics problem, showcasing 
its ability to identify promising parameter points in isolated, viable regions meeting experimental constraints. 
The companion Python package is applicable to optimization problems beyond those considered in this work, 
including scanning over discrete parameters (categories). A detailed guide for its usage is provided.

1.  Introduction

Scientific progress is often made through the interplay between the-
ory and experiment. On the theory side, mathematical models are used 
to describe observed phenomena, and these models usually contain free 
parameters that must be specified before predictions can be made. For 
complex models, finding suitable parameter values quickly becomes a 
non-trivial optimisation problem. Parameter space scans are therefore 
widely used across scientific disciplines, as they help identify input val-
ues that lead to predictions consistent with experimental data.

For example, in the field of high-energy physics, the Standard Model 
(SM) of particle physics has been a remarkably successful theory, pre-
dicting a wide range of phenomena with high precision. However, the 
SM does not explain observed phenomena such as dark matter, dark en-
ergy or the fact that neutrinos are not massless. To address these short-
comings, physicists construct models that extend it. Such models, so-
called beyond the SM (BSM), generally postulate the existence of new 
quantum fields (describing particles). Besides the same parameters as 
the SM, each new field adds new mass and interaction parameters. All 
parameters need to be carefully chosen to not conflict with experimen-
tal results [1]. In other words, for a new model to be viable, it needs 
to have regions in its parameter space that make correct predictions for 
all the observables that have been measured so far, while also offering 
answers to the open questions the SM leaves behind.
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Locating a single workable set of parameters (a parameter point) is 
often of little use, and the goal is typically to find all the regions within 
the model’s parameter space that harbour viable parameter points. Find-
ing diverse sets of such points may be challenging when dealing with pa-
rameter spaces of high dimensionality and when testing a single parame-
ter point (calculating all of its predictions) implies performing computa-
tionally demanding calculations of many observables. A simple “random 
scan”, wherein uncorrelated random parameter values are first gener-
ated from pre-defined probability distributions and then tested, is at-
tractive for its ease of implementation but is severely constrained by 
the assumptions in the chosen probability distributions. Furthermore, 
it performs poorly when applied to parameter spaces with small viable 
regions that are difficult to find. Alternatively, there are various sophis-
ticated tools (see e.g. [2,3]) that use advanced statistical methods for 
BSM parameter space scans. These powerful tools work well and are 
ideal for large-scale statistical fits, though their complexity, in terms of 
e.g underlying methods, algorithms, and programming languages used, 
can be a barrier for their use. In more exploratory scans or smaller scale 
studies, where a simple and efficient algorithm is often more suitable, 
users often resort to implementing potentially ill-fitted methods instead, 
such as random scans.

A promising approach to this challenge is the use of genetic algo-
rithms (GAs). GAs are are population-based optimization algorithms 
functioning through principles inspired by biological evolution [4–6]. 
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In close analogy to biological evolution, each parameter point is an 
individual, and each of its parameters a gene. In GA parameter space 
searches, a population of parameter points co-evolve through offspring 
generation and selection towards parameter space regions exhibiting 
high “fitness”, i.e. regions compatible with the imposed constraints. The 
ease-of-implementation make GAs an attractive alternative, while dra-
matically outperforming random scans and in some cases matching more 
sophisticated methods.

The power of GAs has been acknowledged in multiple disciplines, 
such as electronic engineering [7], climate modelling [8], computa-
tional quantum mechanics [9], large-language models [10], protein 
folding [11,12], protein phase-separation [13], and high-energy physics 
[14–22].

We have previously designed and implemented a GA to scan the pa-
rameter space of a Two-Higgs Doublet Model (2HDM), a simple exten-
sion of the SM with an extra Higgs doublet field, as a viability test of 
the method. This initial application served as a test case, allowing us to 
fine-tune our GA and assess its performance. The GA followed a standard 
GA set-up but crucially relied on a novel diversity-enhanced selection 
procedure, which is presented in full detail in the present work. This se-
lection procedure prevented the algorithm from getting trapped at local 
fitness peaks and produced rich sets of viable yet different parameter 
points. Encouraged by these results, we next applied the same GA to a 
Three-Higgs Doublet Model (3HDM) to find combinations of parameters 
that would lead to visible beyond Standard Model physics signals at the 
Large Hadron Collider. The results of this application, though crucially 
not the code of our GA, were published in [19].

Recently, one of us applied a similar GA to study a space of amino-
acid sequences, representing intrinsically disordered proteins, with re-
spect to commonly used parameters that quantify the pattern of elec-
tric charge along the protein chain backbones [23]. The charge-pattern 
is important for biological function as it impacts both the single-
chain conformational ensemble [24,25] and the protein’s tendency to 
scaffold phase-separated droplets known as membrane-less organelles 
[26–32]. This GA application presented yet another example in which 
the diversity-enhanced selection provided a substantial increase in per-
formance.

Motivated by this and by a general renewed interest in GAs within 
particle physics phenomenology, we decided to revisit our original 
implementation. In this paper, we (i) present the first detailed de-
scription of the diversity-enhanced selection algorithm, (ii) demon-
strate its application to a typical particle-physics problem as well as 
several toy examples, and (iii) provide a Python framework for ap-
plying it to generic optimisation problems. The accompanying code 
is packaged as a Python module installable via pip and is sup-
plied with detailed documentation. The code and documentation can 
be found in github.com/JoseEliel/lightweight_genetic_algorithm and 
lightweight-genetic-algorithm.readthedocs.io respectively.

Particular efforts have been made to make our GA accessible, versa-
tile and user-friendly. Several impressive open-source Python libraries 
already exist for GA optimization, such as pymoo [33] and PyGAD [34], 
and we encourage the reader to turn to those for a comprehensive imple-
mentation of GAs. With our code, we instead want to provide a minimal 
and transparent GA using the diversity-enhanced selection which nev-
ertheless can be applied to generic optimisation problems beyond those 
considered in this work.

This article is structured as follows. In Section 2, we overview GAs 
as applied to parameter space scans and describe key ingredients such 
as the fitness function, mutations, crossover methods and our novel 
diversity-enhanced survivor selection procedure. In Section 3, we ap-
ply our GA to find experimentally viable points in a type-I 2HDM pa-
rameter space. Here, we demonstrate how the algorithm’s performance 
depend on population size and crossover method, and how it performs 
compared to the random scan approach. We also compare our GA with a 
Differential Evolution algorithm by applying both to a two-dimensional 
fitness landscape featuring many degenerate optima. Conclusions, in-

Fig. 1. Flowchart of the main algorithm. Beginning with a randomly generated 
population, the GA proceeds through iterative offspring generation and survivor 
selection until a satisfactory population of individuals has been reached. 

cluding suggested guidelines for GA parameter scans, are given in Sec-
tion 4. In Appendix A, we provide documentation for our Python module
lightweight_genetic_algorithm, covering installation, usage exam-
ples and a list of features included in the package.

2.  GAs for parameter space scans

2.1.  Algorithm overview

In this section, we review the key steps in a standard GA. Our new 
diversity-enhanced selection method is described in Section 2.5. The ba-
sic structure we will use in this work for GAs is shown in Fig. 1. The goal 
of the algorithm is to produce a population 𝑃  of 𝑛 individuals {𝐼𝑗}𝑛𝑗=1
(parameter points), where each individual 𝐼𝑗 is a multi-component ob-
ject with components (𝐼𝑗 )𝑘 (genes) representing the coordinates (param-
eters) of a point in parameter space. Here, the index 𝑘 = 1,… , 𝑁 runs 
over the components of 𝐼𝑗 and 𝑁 is the dimensionality of the parameter 
space. In this work, we refer to the genes as numerical when the genes 
(𝐼𝑗 )𝑘 are real-valued numbers. We also consider the case of categorical
genes, which instead refers to when (𝐼𝑗 )𝑘 are non-numeric, discrete el-
ements of a category. An example of the latter is when an individual 
represents an amino-acid sequence of a protein, and each gene (𝐼𝑗 )𝑘 is 
one out of 20 amino-acids. The GA is deemed successful if 𝑃  contains 
individuals that are both sufficiently spread out and have a high fitness, 
measured with the fitness function 𝑓 (𝐼𝑗 ).

As shown in Fig. 1, the GA begins by randomly generating a pop-
ulation of 𝑛 individuals. Next, the individuals undergo reproduction to 
generate a new set of offspring individuals based on the parent individ-
uals’ parameters. A subset of 𝑛 survivor individuals are selected out of 
the combined set of parent and offspring individuals to form the next 
generation. The process repeats until a satisfactory population is found 
or a predetermined number of generations have been completed.

The fitness function, the offspring creation method and the survivor 
selection procedure defines the specific GA implementation. In the fol-
lowing, we describe the details of our light-weight implementation.

In this work, we use established GA components for the generation 
of the initial population and offspring reproduction (crossover and mu-
tation). The primary novelty of our approach lies in the survivor selec-
tion stage (described in Section 2.5). There, we introduce a diversity-
enhanced selection procedure coupled with a dynamically weighted
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distance measure (Eq. 5), specifically designed to maintain population 
diversity in high-dimensional parameter spaces with parameters having 
different units and magnitudes.

2.2.  Initial population

The initial population consists of 𝑛 individuals. We generate the ini-
tial population using a uniform random distribution for each parameter 
within a specified range. This input range can be determined by theoret-
ical consistency checks on the model, or it may simply define a preferred 
area of study.

2.3.  Fitness function

The fitness function is a key component of the genetic algorithm 
(GA), as it evaluates and compares the performance of individuals and 
helps determine their survival. It is a mapping 𝑓 ∶ 𝐼𝑗 → ℝ, where 𝐼𝑗
represents an individual. If 𝐼𝑗 provides a better solution to the problem 
at hand than 𝐼𝑘, then 𝑓 (𝐼𝑗 ) > 𝑓 (𝐼𝑘).

The fitness function for BSM theory parameter space scans quantifies 
to what degree a parameter point satisfies experimental and theoretical 
constrains. It is very useful to categorize these into two groups: hard 
constraints (HCs) and soft constraints (SCs). HCs are conditions that an 
individual must satisfy to be considered a valid solution. If an individual 
𝐼𝑗 violates any HC, it is immediately deemed irrelevant and is attributed 
a very small fitness. If the individual 𝐼𝑗 satisfies all HCs, the algorithm 
proceeds to evaluate the SCs. SCs are conditions that quantify, for ex-
ample, the statistical likelihood that a theoretically predicted value for 
a physical observable 𝑂(𝐼𝑗 ) is compatible with a measured value of 𝑂, 
taking into account the experimental uncertainties and their confidence 
limits.

In many cases, evaluating SCs is more computationally demanding 
than evaluating HCs. Therefore, the efficiency of the GA is enhanced by 
this two-step fitness construction, as the SCs are evaluated only for the 
subset of individuals 𝐼𝑗 in the population that satisfy all HCs.

We emphasize that both the HCs and the SCs must be respected for 
a parameter point to be physically viable, and that weighting the HCs 
with larger fitness penalties should not be interpreted as implying that 
the HCs are more important than the SCs. The relative weights never-
theless have an effect in that they typically determine the order in which 
the GA focuses on optimizing the associated constraints. Earlier gener-
ations tend to focus on the HCs, while the SCs are optimized mainly 
during later generations. To reduce the number of generations focusing 
on HCs, it is crucial that their associated fitness contributions can guide 
the population towards regions in parameter space where the HCs are 
satisfied.

2.4.  Reproduction: Crossover and mutation

Reproduction in GAs involves two main processes: crossover and mu-
tation. Crossover describes how new individuals (offspring) are gener-
ated by combining the properties of two parent individuals. Mutation, 
on the other hand, introduces random changes in the offspring, which ul-
timately drives the exploration of parameter space regions beyond those 
of the initial population.

There are in principle many ways to implement crossover, both when 
it comes to the method with which new parameters are generated but 
also in deciding how to pair the parents. In this work we have se-
lected a number of representative options that we will benchmark in the
Section 3.

2.4.1.  Crossover methods
Crossover is defined as a function 𝑀 ∶ 𝐼𝑖 × 𝐼𝑗 → 𝐼𝑘, where 𝐼𝑖 and 𝐼𝑗

are parents and 𝐼𝑘 are the offspring. Here, we discuss the four methods 
implemented in our algorithm: midpoint crossover, either/or crossover, 
between crossover, and no crossover.

• Midpoint Crossover: This method generates offspring by taking 
the arithmetic average of the parent individuals’ parameters, i.e., 
(𝑀[𝐼𝑖, 𝐼𝑗 ])𝑘 = [(𝐼𝑖)𝑘 + (𝐼𝑗 )𝑘]∕2.

• Either/Or Crossover: In this method, each parameter of the off-
spring is randomly selected from one of the parents. Formally, 
(𝑀[𝐼𝑖, 𝐼𝑗 ])𝑘 = (𝐼𝑗 )𝑘 if 𝑅𝑘 < 1∕2, or (𝐼𝑖)𝑘 if 𝑅𝑘 > 1∕2, where 𝑅𝑘 is a 
uniform random number in the interval [0, 1].

• Between Crossover: This method generates offspring’s genes (pa-
rameters) at random points along the line segment between the par-
ents’ genes. Formally, (𝑀[𝐼𝑖, 𝐼𝑗 ])𝑘 = 𝑅𝑘, where 𝑅𝑘 is a uniform num-
ber in the interval [min((𝐼𝑖)𝑘, (𝐼𝑗 )𝑘),max((𝐼𝑖)𝑘, (𝐼𝑗 )𝑘)].

• No Crossover: In this method, offspring are generated as mutations 
of single parents, without any crossover.

These methods are implemented in our Python package, documented 
in Appendix A.

2.4.2.  Pairing methods
Aside from the crossover method, one also needs to decide which in-

dividuals get to participate in crossover. We consider the two following 
extremal scenarios:

• (𝑛2): This method performs crossover for every pair of individuals 
in the population, resulting in 𝑛(𝑛 − 1)∕2 offspring per generation.

• (𝑛): This method selects 𝑛 random pairs for crossover, yielding 𝑛
offspring per generation.

2.4.3.  Mutation
Mutation introduces random changes in the offspring’s parameters 

which is important for the GA to not be constrained to the parame-
ter space region populated by the initial population. Once an offspring 
individual 𝐼𝑖 has been produced through one of the above described 
crossover methods, each of it’s genes (𝐼𝑖)𝑘 has a probability 𝑝mutation
of being mutated. For numerical genes, we consider additive and mul-
tiplicative mutations, which imply (𝐼𝑖)𝑘 → 𝑅 + (𝐼𝑖)𝑘 and (𝐼𝑖)𝑘 → 𝑅 ⋅ (𝐼𝑖)𝑘, 
respectively, where 𝑅 is a random number. For additive mutations, 𝑅 is 
drawn from a normal distribution with zero mean and standard devia-
tion 𝜎 =

(

𝑔(max)
𝑘 − 𝑔(min)

𝑘

)

∕10 where [𝑔(min)
𝑘 , 𝑔(max)

𝑘 ] is the initial range for 
gene 𝑘 used to generate the initial population. For multiplicative muta-
tions, 𝑅 is a normally distributed with mean 1 and standard deviation 
0.5. Given that a numerical gene has been selected for mutation, the 
mutation mode is selected at random with equal probability (50%) for 
each mode. Categorical genes are instead mutated by replacing (𝐼𝑖)𝑘 by 
a new gene value selected at random (with uniform probability) from 
the given allowed categories. By default we choose 𝑝mutation = 0.1.

2.5.  Diversity-enhanced survivor selection

In genetic algorithms, the process of survivor selection needs to en-
sure the preservation of the best individuals across generations while 
simultaneously encouraging the algorithm to explore new parameter 
space regions. In this work, we use a common strategy, known as 
“elitism”, wherein the survivors are selected out of the combined set 
of parents and offspring individuals. This helps ensure that the most fit 
individuals are kept and that the quality of solutions does not degrade 
over time.

However, while elitism helps to maintain the quality of solutions, 
it may lead to a lack of diversity in the population over time, i.e. af-
ter sufficiently many generations all individuals in the population will 
be effectively clones of each other. To counteract this, we introduce a 
method that combines fitness with a penalty for similarity among indi-
viduals, thereby promoting diversity in the population.

In this method, the survivors are iteratively selected according to 
best fitness. However, after each survivor is selected, a penalty 𝐷(𝐼𝑘, 𝐼𝑠)
is subtracted from the fitness of all remaining individuals 𝐼𝑘, i.e.
𝑓 (𝐼𝑘) → 𝑓 (𝐼𝑘) −𝐷(𝐼𝑘, 𝐼𝑠). (1)
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This penalty is substantial if 𝐼𝑘 and 𝐼𝑠 are similar, thereby discouraging 
the survival of similar individuals and promoting diversity.

The penalty function 𝐷(𝐼𝑗 , 𝐼𝑘) is defined as

𝐷(𝐼𝑗 , 𝐼𝑘) = 𝐷0 e
−𝑟2(𝐼𝑗 ,𝐼𝑘)∕𝑟20 , (2)

where the function 𝑟(𝐼𝑗 , 𝐼𝑘) represents the “distance” between individ-
uals 𝑗 and 𝑘, and 𝐷0 is the penalty for exactly overlapping individuals, 
𝐷(𝐼𝑗 , 𝐼𝑗 ) = 𝐷0. The parameter 𝑟0 defines the characteristic distance be-
low which individuals are considered similar and consequently get non-
negligible penalties during selection. The diversity penalties are reset 
between generations such that each generation’s selection is initiated 
with un-penalized fitnesses.

The most appropriate choice of distance function generally depends 
on the specifics of the application. A traditional Euclidean distance mea-
sure,

𝑟2(𝐼𝑗 , 𝐼𝑘) =
𝑁
∑

𝑖=1

[

(𝐼𝑗 )𝑖 − (𝐼𝑘)𝑖
]2 (Euclidean) (3)

is a natural starting point but runs the risk of being dominated by one or 
a few parameters that take on large numerical values in comparison to 
the other parameters. In such situations, small relative differences in the 
“large” parameters can completely overshadow large relative variations 
among the “small” parameters leading to only the large parameters con-
trolling the diversity punishments 𝐷(𝐼𝑗 , 𝐼𝑘). When this is the case, and 
if the “typical” value 𝑤𝑖 for parameter 𝑖 is known a priori, the Euclidean 
distance measure may be weighted as

𝑟2(𝐼𝑗 , 𝐼𝑘) =
𝑁
∑

𝑖=1

1
𝑤𝑖

2

[

(𝐼𝑗 )𝑖 − (𝐼𝑘)𝑖
]2 (Weighted) (4)

such that different parameters are put on a more equal footing. This is 
equivalent to using an Euclidean distance measure with redefined indi-
viduals (𝐼 ′𝑗 )𝑖 = (𝐼𝑗 )𝑖∕𝑤𝑖.

However, suitable values of the weights 𝑤𝑖 are in general not known 
before the parameter scan is performed. Therefore, we propose the fol-
lowing alternative distance metric,

𝑟2(𝐼𝑗 , 𝐼𝑘) =
𝑁
∑

𝑖=1

[

(𝐼𝑗 )𝑖 − (𝐼𝑘)𝑖
]2

(

|(𝐼𝑗 )𝑖| + |(𝐼𝑘)𝑖| + 𝜖
)2

(Dynamic) (5)

which can be viewed as a dynamically weighted Euclidean metric as 
the contribution from each parameter is weighted by the squared sum 
of the magnitudes of the current parameter values. Note that this dis-
tance measure does not introduce additional meta-parameters such as 
𝑤𝑖. Here, 𝜖 is a small regulator introduced to avoid zeros in the denom-
inators. We have found that this metric promotes comparable relative 
diversity among parameters taking on widely different numerical val-
ues, such as in the parameter scan of [19]. In our Python package, doc-
umented in Appendix A, it is possible to choose either the Euclidean 
distance or the dynamic measure defined above. It is also possible for 
the user to implement their own distance measure.

By default in our Python implementation, we set 𝐷0 = 1 and set 𝑟0
based on the initial population. Specifically, we compute the average 
squared distance between all distinct pairs of individuals in the initial 
population:

⟨𝑟2⟩ = 1
𝑁 ′

∑

𝑖≠𝑗
𝑟2(𝐼𝑖, 𝐼𝑗 ), (6)

where 𝑁 ′ is the number of unique pairs (𝑖, 𝑗) with 𝑖 ≠ 𝑗. Then, we define:

𝑟0 =

√

⟨𝑟2⟩
10

. (7)

In other words, we set the characteristic distance 𝑟0 to be one tenth of 
the typical separation between individuals in the initial population.

This choice provides a reasonable default, but the optimal 𝑟0 is 
problem-dependent and can be increased or decreased by the user to 

favour, respectively, more diversity or faster clustering (as shown in Ap-
pendix A, our Python module allows the user to manually set the values 
of 𝑟0 and 𝐷0.). In particular, taking 𝑟0 larger makes the penalty act on 
more distant individuals, while taking 𝑟0 smaller makes it almost local. 
In the limits, 𝑟0 → ∞ gives effectively no diversity control, and 𝑟0 → 0
penalizes only identical points.

2.6.  Adaptations for categorical genes

While the standard genetic algorithm set-up specifies methods for 
numerical genes, it is straightforward to adapt these methods for cate-
gorical genes as well. Categorical genes represent discrete, non-numeric 
options, such as categories or labels (e.g. the labels defining a protein’s 
amino-acid sequence).

To adapt the genetic algorithm for categorical genes, minor changes 
are required in how crossover and mutation operations are performed:

• Crossover: An effective method for categorical genes is the “Either 
Or” method. This method maintains the integrity of discrete cate-
gories and avoids the complications of averaging or interpolating 
non-numeric values.

• Mutation: For mutation, let 𝑔𝑖 represent a categorical gene chosen 
from a set 𝐶. The simplest option is that each gene 𝑔𝑖 is randomly 
swapped with a new category 𝑔𝑗 ∈ 𝐶 from its possible set, rather 
than modifying a numeric value.

• Distance Measure: The diversity enhancement works here much in 
the same way, though with a corresponding categorical measure. 
A good measure to use is the Hamming distance, which calculates 
the proportion of differing elements between two categorical strings. 
Formally, for two categorical lists 𝑥 and 𝑦 of length 𝑁 , the Hamming 
distance 𝑟2H is defined as:

𝑟2H(𝑥, 𝑦) =
1
𝑁

𝑁
∑

𝑖=1
(1 − 𝛿𝑥𝑖𝑦𝑖 ) (8)

where 𝛿𝑎𝑏 is 1 if 𝑎 = 𝑏 and 0 otherwise. This measure effectively en-
sures proper diversity without misconstruing categorical disparities 
as numerical distances. By default we set both 𝐷0 and 𝑟0 to 1 for 
categorical genes.

3.  Assessing the performance

In this section, we assess the performance of the algorithm outlined 
in the previous section and provide guidelines for the implementation 
of GAs in parameter space scans.

To assess the GA, we performed a series of benchmarking studies 
based on scanning the parameter space of a type-I 2HDM [35]. The 
2HDM extends the Standard Model by postulating the existence of an 
additional Higgs doublet field. This results in a physical spectrum con-
taining five Higgs bosons: two neutral CP-even scalars (ℎ and 𝐻), one 
neutral CP-odd pseudoscalar (𝐴), and a pair of charged scalars (𝐻±). A 
pseudoscalar is a Lorentz scalar that is odd under parity (its field picks 
up a minus sign under a mirror reflection) whereas an ordinary scalar is 
even, leading to different properties and interactions. In a type-I model, 
all fermions (quarks and leptons) exclusively couple to and gain mass 
from just one of the two Higgs doublets. The model’s phenomenology is 
governed by seven free parameters:

• 𝑚ℎ, 𝑚𝐻 , 𝑚𝐴, 𝑚𝐻± : The masses of the five Higgs bosons.
• tan 𝛽: The ratio of the vacuum expectation values (the background 
values the Higgs fields have throughout space) of the two Higgs dou-
blets.

• sin(𝛽 − 𝛼): A parameter that controls the mixing between the two 
neutral CP-even states (ℎ,𝐻).

• 𝑚2
12: A parameter that softly breaks a discrete ℤ2 symmetry in the 

Higgs potential.
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Given values for these parameters, the predictions for observables can 
be calculated with the help of established open-source tools and their 
output can be used to build the fitness function.

The purpose of the parameter scan is to identify the regions in the 
2HDM parameter space that evade tight experimental bounds on BSM 
physics. The fitness function used to evaluate the performance of the 
GA is constructed using a combination of established phenomenology 
tools, each serving a specific purpose. We used HiggsBounds 4.3.1 [36] 
to cross-check the Higgs sector bounds against the experimental cross-
section limits from the Tevatron, LEP, and LHC. We used 2HDMC 1.7.0 
[37] to evaluate the properties of the potential, determine Higgs masses 
and couplings using tree-level relations, and calculate decay widths at 
the leading order. Finally, we used HiggsSignals 1.4.0 [38] as it performs 
a statistical test of the Higgs sector predictions for a given model, in this 
case the 2HDM.1

The initial population was chosen randomly within predefined
intervals: 

10 ≤ 𝑚ℎ ≤ 125GeV

126 ≤ 𝑚𝐻 ≤ 500GeV

10 ≤ 𝑚𝐴 ≤ 500GeV

90 ≤ 𝑚𝐻± ≤ 500GeV

−1 ≤ sin(𝛽 − 𝛼) ≤ 1

0 ≤ 𝑚2
12 ≤ 1000GeV2

2 ≤ tan 𝛽 ≤ 25

It is important to note that while the initial population is generated 
within specific parameter ranges, the mutation operations can produce 
offspring with parameters outside these bounds. The fitness function 
must also penalize such points if necessary. The penalties associated 
with low masses, listed below as hard constraints, are physically moti-
vated by robust experimental results. For instance, the lower limits on 
the charged Higgs mass (𝑚𝐻± ) and constraints on the 𝑍 boson’s decay 
width (which constrains combinations like 𝑚𝐴 + 𝑚ℎ) are derived from 
decades of collider data. Penalizing these regions prevents the algorithm 
from wasting computational resources on parameter space regions that 
are already experimentally excluded.

The fitness function is constructed as follows:

Hard Constraints (HCs)
• 2HDMC checks for the stability of the potential and the tree-level 
unitarity of the scattering matrix. If the potential is unstable or the 
scattering matrix is non-unitary, the fitness is set to −100.

• If the point violates the perturbativity of the quartic couplings, the 
fitness is set to −100.

• If a 2HDMC fails to calculate 𝑆′ and 𝑇 ′ parameters, a fitness of −100
is added as punishment.2

• If 𝑚𝐴 + 𝑚ℎ < 𝑚𝑍 , a fitness value of −100 − 𝑚𝑍 + 𝑚𝐴 + 𝑚ℎ is assigned 
guaranteeing the consistency with 𝑍-width measurements.

• When 𝑚𝐻± < 80GeV, the point gets the fitness of −100 − (80 − 𝑚𝐻± ).
• Any scalar mass 𝑚 smaller than 10GeV results in assignment of 

−100 − (10 − 𝑚) as fitness to that point.

The requirements of potential stability, unitarity, and pertur-
bativity are fundamental theoretical consistency checks. Stability
ensures the model’s vacuum state is not prone to decay. Unitarity is 
a quantum mechanical rule requiring that the probabilities of particle 
interactions do not exceed 100% and perturbativity demands that the 
model’s interaction strengths are small enough for our calculations to 
be reliable. The term tree-level refers to performing these calculations 

1 We note here that our benchmarking studies were performed back in 2016, 
and as such use the latest versions of the codes available at the time. However, 
HiggsBounds and HiggsSignals are no longer maintained in standalone versions 
but have instead been upgraded to HiggsTools [39].
2 In our exploratory scans, such failures occurred only incidentally and did 

not constitute a meaningful fraction of tested points. We nevertheless include 
this penalty as a fail-safe to discard such points if they occur.

at the leading-order approximation. The 𝑆′ and 𝑇 ′ parameters3, along 
with the 𝑍-width, are high-precision electroweak measurements that 
stringently constrain any new physics contributions.

Soft Constraints (SCs)
• If the 𝑆′ and 𝑇 ′ parameters, calculated by 2HDMC, fall outside the 
90% confidence level (CL) region, which is represented by an el-
lipse, a penalty is applied. The penalty is calculated as −10 − 𝐸(𝑆, 𝑇 ), 
where 𝐸 represents the fitted ellipse equation. This penalty is larger 
for points that are further from the ellipse, with the value of 10 cho-
sen to ensure the penalty is of the same order of magnitude as other 
contributions.

• For each channel that HiggsBounds flag as excluding the parameter 
point, a penalty of −10 contributes to the fitness.

• The fitness also includes the 𝑝-value calculated from HiggsSignals, 
which is added as log10 𝑝. The 𝑝-value from HiggsSignals, derived 
from a 𝜒2 statistic, represents the probability that the observed (or 
larger) prediction-observation discrepancy would occur if the tested 
parameter point accurately described nature. A high 𝑝-value indi-
cates compatibility with data, while a very low 𝑝-value disfavors it. 
We adopt log10 𝑝 in the fitness function, which conveniently rewards 
good fit points (as log10 𝑝 → 0) and strongly penalizes poor ones (as 
log10 𝑝 → −∞).

We assess the performance of the algorithm by monitoring the arith-
metic average fitness 𝑓s, given by

𝑓𝑠 =
1
𝑛

𝑛
∑

𝑗=1
𝑓 (𝐼s,𝑗 ) , (9)

among the survivors {𝐼s,𝑗}𝑛𝑗=1 (i.e. the individuals passing the sur-
vivor selection step) during the course of the parameter scan. A well-
performing GA reaches a high 𝑓s in a short amount of time produc-
ing a final population with a diverse set of physically viable parameter 
points. In the following, we use the number of fitness evaluations as 
a measure of runtime. In the cases we explore, the algorithm spends 
the overwhelming majority of the runtime evaluating the fitness. Thus, 
the number of fitness evaluations is directly proportional to the wall 
clock runtime but has the advantage of being independent of the spe-
cific hardware or software environment. This allows for comparing runs 
with different population sizes and number of survivors, independent of 
factors such as specific hardware or software environment.

Our fitness function is constructed such that if an individual 𝐼𝑗 (i) 
satisfies all HCs, (ii) results in 𝑆′ and 𝑇 ′ within the 90% confidence 
level region, and (iii) receives no flags from HiggsBounds, it has a fit-
ness 𝑓 (𝐼𝑗 ) > −1 that coincides with log10 𝑝 where 𝑝 is the 𝑝-value from 
HiggsSignals. Is it therefore instructive to consider 𝑝̃ = 10𝑓s , rather than 
𝑓s, to showcase the quality of the parameter points in the population. 
During the later stages of the algorithm, where all selected survivors sat-
isfy (i)–(iii), 𝑝̃ corresponds to the geometric average of the HiggsSignals 
𝑝-values of the surviving individuals, since

𝑝̃ = 10
(

∑

𝑗 log10 𝑝𝑗
)

∕𝑛 =

(

∏

𝑗
𝑝𝑗

)1∕𝑛

. (10)

All 2HDM GA parameter scans use diversity-enhanced selection with 
the dynamic distance measure in Eq. (5), setting 𝜖 = 10−15, with fixed 
𝐷0 = 1 and 𝑟0 = 1.

In addition to the average survivor fitness 𝑓s, we calculate a diversity 
score of the survivors in the final generation as quantified by a weighted 

3 We use the extended oblique parameters 𝑆′ and 𝑇 ′, instead of 𝑆 and 𝑇 , as the 
former do not assume new physics to be well above the electroweak scale [40]. 
The oblique parameter 𝑈 is also constrained by electroweak data. However, in 
the 2HDM, contributions to 𝑈 are generally suppressed compared to those for 
𝑆′ and 𝑇 ′, and have been shown to be numerically small across the parameter 
space [41]. We therefore set 𝑈 = 0.
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sum of variances,

𝜎2 =
∑

𝑖

𝜎2𝑖
 2

𝑖

, (11)

where 𝑖 = 𝑚ℎ, 𝑚𝐻 , 𝑚𝐴, 𝑚𝐻± , sin(𝛽 − 𝛼), 𝑚2
12, tan 𝛽. Since mutation can 

take the GA outside the initial scan intervals, we choose the normal-
ization constants 𝑖 as the differences between the largest and smallest 
values reached by the saved final populations across all benchmark runs, 
i.e.

𝑚ℎ
= 125.21GeV

𝑚𝐻
= 665.42GeV

𝑚𝐴
= 874.71GeV

𝑚𝐻± = 779.94GeV

sin(𝛽−𝛼) = 2.00

𝑚2
12

= 1.9831 ⋅ 105 GeV2

tan 𝛽 = 54.11

(12)

This ensures that variations in parameters that take on widely different 
ranges of numerical values in their specified units are counted compa-
rably.

3.1.  Population size

To assess the impact of population size, we performed two separate 
runs with distinct implementations of a GA. Both runs began with an 
initial population of 350 individuals (parameter points), employing the 
“Between” crossover method and selecting 𝑛 = 350 survivors per gener-
ation. The “(𝑛2) offspring” run performed crossover for every survivor 
pair, resulting in 𝑛(𝑛 − 1)∕2 = 61075 offspring for 𝑛 = 350. The “(𝑛) off-
spring” run, in contrast, selected 𝑛 random pairs for crossover, yielding 
only 𝑛 = 350 offspring per generation.

The evolution of 𝑝̃ for both runs is shown in Fig. 2a. We want to note 
that because we use number of fitness evaluations as the measure of run-
time and not number of generations, the “(𝑛) offspring” run has many 
more generations than the “(𝑛2) offspring” run. The figure suggests 
a similar performance between the two approaches despite the large 
difference in number of offspring per generation. However, the “(𝑛)
offspring” run seem to perform slightly better towards the later stages 
of the run. While this specific observation is tied to the problem land-

Fig. 2. Algorithm performance assessment. (a–b) Fitness evaluations vs. average 𝑝̃-value for all benchmark runs. The 𝑝̃-value is defined as 10𝑓s  where 𝑓s is the 
average fitness among selected survivors. For the later stages of the run it is the same as the 𝑝-value reported by HiggsSignals. The number of selected survivors 
per generation is 𝑛 = 350 in all runs. (a) “(𝑛2) offspring” and “(𝑛) offspring”. The shown range of 6.35 ⋅ 106 fitness evaluations corresponds to 104 and 18,142 
generations, respectively. (b) All crossover methods. Each curve shows 𝑝̃ averaged over 3 independent runs. The shown range of 5 ⋅ 106 fitness evaluations covers 
1.43 ⋅ 104 generations for the “No crossover” run, and 82 generations respectively for the “Either/Or”, “Between” and “Midpoint” runs. The diversity scores, as 
defined in Eq. (11), of the final generations are 𝜎2 = 0.55 ± 0.04 (No crossover), 0.52 ± 0.01 (Either/Or), 0.24 ± 0.01 (Between) and 0.24 ± 0.03 (Midpoint) where the 
error (indicated by the ±) refers to the standard deviations among the three independent runs for each method. (c) Distributions of scalar masses in the subsets of 
the combined final populations with 𝑝 > 0.05 of the Either/Or- and the Midpoint runs, respectively. The scalar states are indicated in the top right corners in each 
panel. The red dashed vertical line in the ℎ and 𝐻 panels indicates 𝑚𝑖 = 125GeV. (d) Scatter projection of the same filtered final populations in the (𝑚𝐴, 𝑚𝐻± ) plane. 
In this projection, Either/Or leaves separated islands of points, while Midpoint more readily populates continuous connections between them. (For interpretation of 
the references to colour in this figure legend, the reader is referred to the web version of this article.)
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scape and GA configuration tested, it suggests that for similar complex 
parameter spaces, extreme numbers of offspring per generation might 
not be the most critical factor for overall success, especially when an ef-
fective diversity mechanism is in place. However, the optimal strategy 
may vary for different types of fitness landscapes.

3.2.  Crossover method

Next, we investigate the impact on performance from the crossover 
and pairing methods outlined in Section 2.4. We performed three in-
dependent runs for each crossover method, all using random initial 
populations of size 𝑛 = 350. For the Midpoint-, Either/or- and Between 
crossover functions, we produce one offspring per pair of surviving in-
dividuals in each generation, as in the “(𝑛2) offspring” run of Fig. 2a. 
In the runs without crossover (No crossover), we generate one offspring 
per individual in the parent generation which results in 𝑛 = 350 offspring 
per generation. The evolution of 𝑝̃, averaged over the three runs for 
each crossover method, is shown in Fig. 2b. The average diversity score 
𝜎2 of the final generation is 𝜎2 = 0.55 ± 0.04 (No crossover), 0.52 ± 0.01
(Either/Or), 0.24 ± 0.01 (Between) and 0.24 ± 0.03 (Midpoint) for the re-
spective crossover method. The error indicated by the ± refers to the 
standard deviation among the three independent runs.

While the main purpose of this test is to evaluate performance in 
terms of average fitness, we further show in Fig. 2c and d the distribu-
tions and scatter plots, respectively, of the final populations for the two 
crossover methods yielding the highest and lowest diversity (Either/Or 
and Midpoint, respectively). Here, the final populations have been re-
stricted to the subsets with 𝑝 > 0.05 of the combined final populations 
such that only “good” points are compared. In the upper two panels in 
Fig. 2c, which show the masses of the two neutral scalar particles, the 
vertical dashed red line marks the 125GeV mass of the SM Higgs par-
ticle. From Fig. 2c, we see that the Midpoint runs only find points with 
a light exotic neutral scalar state, 𝑚ℎ < 𝑚𝐻 ∼ 125 GeV, with the exotic 
pseudo-scalar 𝐴 and the charged scalar 𝐻± taking mass values across the 
entire range shown. In contrast, the Either/Or final populations contain 
points for which the exotic neutral scalar is both lighter and heavier than 
the SM Higgs at 125GeV, while the 𝐴 and 𝐻± masses lie preferentially 
at the extremes of the shown mass ranges but not near the middle. Taken 
together, Fig. 2c-d show that these different population structures follow 
directly from the crossover definitions: Either/Or tends to preserve sepa-
rated viable branches, producing island-like clusters, whereas Midpoint 
interpolates between good parent points and more readily fills contin-
uous projected connections. These differences should therefore be un-
derstood as reflecting distinct search strategies rather than one scheme 
generically missing allowed regions or outperforming the other.

Fig. 2b reveals that the choice of crossover method greatly impacts 
the efficiency of the GA to find diverse populations of parameter points 
with high fitness. The Either/Or crossover method performs significantly 
better than both the Between- and Midpoint methods, the latter per-
forming the worst out of all approaches considered. The runs without 
crossover perform slightly worse than the Either/or runs, but better than 
the runs with Between- and Midpoint crossover. We note that two out of 
the three independent scans without crossover performed just as good 
as the Either/or runs, while the third run “lagged behind” thus decreas-
ing the average 𝑝̃ shown in Fig. 2b. It follows that, while a well-chosen 
crossover method has a positive impact on performance, a poorly chosen 
crossover method does more damage than good in comparison to the ap-
proach without crossover. We expect that the optimal crossover method 
can depend on the problem at hand. In contrast, the approach without 
crossover is both simple to implement and offers good performance, and 
is therefore an appealing method to test first.

3.3.  Comparison with uniform sampling

Having demonstrated the impact of the population size and crossover 
method on the GA’s performance, we next compare the GA to a random 

Fig. 3. Average survivor fitness vs. number of fitness evaluations for the 
best performing (no crossover, green curve) and worst performing (midpoint 
crossover, purple curve) GA setups compared with the same for a random scan 
(black curve). The GA implementations dramatically outperform the random 
scan in terms of quickly finding high-fitness parameter points (either consid-
ering the population average or the best individuals in the population). (For 
interpretation of the references to colour in this figure legend, the reader is re-
ferred to the web version of this article.)

scan, i.e. a parameter scan performed by generating uncorrelated pa-
rameter points according to a pre-defined probability distribution over 
the parameter space. To facilitate a comparison with our GA scans of 
the type-I 2HDM parameter space, we perform the random scan by gen-
erating parameter points from uniform distributions in the same input 
ranges as the GAs and compare the average survivor fitness 𝑓s of the 
GA with the average fitness of the 𝑛 = 350 best randomly generated pa-
rameter points. In Fig. 3, we show the evolution of the average fitness 
of the random scan compared to the best and the worst performing GA 
scans of Fig. 2b. The worst performing GA scan is one of the Midpoint 
crossover runs and the best performing scan is one of the GA scans with-
out crossover (performing near-identical to all three Either/or runs). 
Fig. 3 shows that even the worst-performing GA parameter scan dra-
matically outperforms the simple random scan. We note that the ran-
dom scan approach may be improved upon through the usage of more 
sophisticated sampling strategies (e.g., Latin Hypercube, quasi-random 
sequences), but we do not expect this to yield an improvement to such 
a large degree that it would put the random scan approach on par with 
our GA.

3.4.  Comparison with SciPy’s differential evolution

To evaluate the exploration capabilities of our diversity-enhanced 
GA, we compared it against SciPy’s Differential Evolution (DE). DE 
is an evolutionary algorithm similar to Genetic Algorithms, employ-
ing population-based search with operations like mutation, crossover, 
and selection [42]. Since DE is widely used today, particularly through 
SciPy’s implementation, it provides a relevant benchmark for compari-
son with our GA. Both algorithms were set with equivalent parameters: 
a population size of 200, running for 100 generations, and the same two-
dimensional search space (with coordinates 𝑥1, 𝑥2). All other parameters 
where set as their default values. Our fitness function for comparison 
was:

𝑓 (𝑥1, 𝑥2) =

{

−1000 if |𝑥1,2| > 1.5
10 cos(20𝑥1𝑥2) otherwise.

(13)

This fitness function is designed to contain multiple global maxima, 
providing a test of the algorithm’s capability to find diverse solutions. 
We enforced the hard constraint |𝑥𝑖| ≤ 1.5 (𝑖 = 1, 2) to focus on a specific 

Computer Physics Communications 325 (2026) 110201 

7 



J. Wessén and E. Camargo-Molina

Fig. 4. Comparison between using (a) the GA and (b) SciPy’s DE for locating 
maxima in a two-dimensional fitness function. The final populations are shown 
as scatter points and the fitness 𝑓 , defined in Eq. (13), is shown as a heatmap. 
DE’s final population is more concentrated around (0,0), while the GA explored 
the parameter space more effectively, finding a wider variety of good solutions. 

range of parameters. The factor 10 was chosen to ensure the fitness 
values and the penalty function (Eq. 2) are roughly of the same order of 
magnitude with default values.

In Fig. 4, we show the final population of one GA run (Fig. 4a) 
and one DE run (Fig. 4b). Our GA explored the entire function land-
scape more effectively, uncovering a wider array of global maxima 
with equally high fitness. DE, while significantly faster, centred around 
𝑥1 = 𝑥2 = 0 and found some of the function’s maxima along many non-
optimal solutions. Both algorithms’ results demonstrate their respective 
efficiencies. However, the GA showed a superior exploratory perfor-
mance with multiple high-fitness solutions spread across the parameter 
space.

Over 10 runs, the GA achieved an average fitness of 9.91 ± 0.02 with 
an average spread of 1.53 ± 0.02, while DE reached an average fitness of 
9.97 ± 0.01 with an average spread of 0.5 ± 0.2. Here, the spread refers 
to the average pairwise Euclidean distance between individuals in the 
final population, providing a measure of the diversity of solutions found 
by each algorithm.

4.  Conclusions

In this paper, we have introduced a genetic algorithm for efficiently 
scanning high-dimensional parameter spaces for regions compatible 
with imposed constraints, as encapsulated by a fitness function. A key 
component of our algorithm is a selection procedure that promotes di-
versity through iterative fitness punishments of individuals similar to 
selected survivors. This causes the algorithm to broadly explore the pa-
rameter space for viable solutions, rather than converging on a single 
most optimal region.

We have demonstrated the effectiveness of our genetic algorithm 
through a detailed benchmarking analysis focused on a parameter-scan 
task in particle physics, namely a scan of the seven-dimensional space of 
the free parameters in the type-I 2HDM.4 This analysis revealed that the 
efficiency is robust against the number of offspring per generation and 
that the choice of crossover method has a significant impact. In compar-
ison to a mutation-only approach, a carefully chosen crossover method 
can yield small improvement in efficiency. However, a bad choice of 
crossover method can lead to a significant decrease in efficiency and 
we therefore expect that the mutation-only approach will be the most 
reliable choice for most applications. A comparison with a random scan 
revealed a dramatic improvement in efficiency, with the GA being able 

4 The maximal number of free numerical parameters that the GA has been 
tested against to date is nine, corresponding to the parameter space of a variant 
3HDM [19].

to reach average fitness values orders of magnitude better than the ran-
dom scan, irrespective of the choice of crossover method. The successful 
application of our GA to the 2HDM parameter space indicates that exist-
ing large-scale scanning tools, such as Gambit [2] or ScannerS [43], that 
can employ evolutionary algorithms for parameter scans could benefit 
from the implementation of the diversity-enhanced selection method.

Next, we compared our GA to the SciPy’s differential evolution (DE) 
algorithm, which is a popular choice for parameter space scans. While 
the DE is faster than our GA, the GA is superior in terms of diversity 
showcasing the algorithms’ respective strengths. We expect that the di-
versity aspect of our GA will be particularly important when exploring 
high-dimensional parameter spaces with multiple isolated regions har-
boring viable solutions.

The best strategy for a given optimisation problem is generally 
problem-dependent. For example, some Markov-Chain (MC) based 
methods produce a population of points with a probabilistically mean-
ingful density, which a GA lacks. In contrast, our GA provides a clear 
benefit over MC methods that rely on repeated, independent runs to 
build up a population of points (e.g. simulated annealing), with co-
evolution and diversity proving crucial to the observed efficiency.

Finally, we have packaged our GA into a Python module
lightweight-genetic-algorithm, which is available on GitHub and 
installable via pip. Installation instructions, features overview, user 
guide and examples are provided in Appendix A. The module is versatile 
and thoroughly documented, and we believe that it will be a valuable 
tool for researchers working on a wide range of problems that require 
the exploration of high-dimensional parameter spaces.
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Appendix A.  Lightweight genetic algorithm package

A.1.  Installation

The GA presented in this work is implemented in the lightweight-
genetic-algorithm Python module which is installable via pip as 

pip install lightweight -genetic - algorithm

The source code and documentation are available at github.com/JoseEl-
iel/lightweight_genetic_algorithm and lightweight-genetic-
algorithm.readthedocs.io respectively.
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A.2.  Features

The lightweight-genetic-algorithm Python module contains sev-
eral features that allows the user to easily set up a GA for a wide range 
types of optimization problems. These features include

• Support for Numerical and Categorical Genes: The package 
can handle optimisation problems formulated either in terms of 
numerical- or categorical genes.

• Multiple Crossover Methods: The package provides four different 
crossover methods: Between, Midpoint, Either Or and None. These 
methods are described in Section 2.4.

• Multiple Mutation Modes: The package includes three mutation 
modes for numerical genes: additive, multiplicative, random, described 
in Section 2.4. For categorical genes, the algorithm assumes the cat-
egorical mutation mode described in Section 2.6.

• Diversity-Enhanced Selection: The package uses the diversity-
enhanced selection algorithm, described in Section 2.5, through 
which the algorithm can simultaneously explore widely different re-
gions in parameter space.

• Customizable Distance Measure: The user can specify the distance 
function (used during selection) to be either Euclidean or Dynamic, 
defined respectively in Eqs. (3) and (5), for numeric genes. For cate-
gorical genes, the Hamming distance in Eq. (8) is assumed. It is also 
possible for the user to supply their own distance function.

• Multiprocessing: The package supports multiprocessing for paral-
lel fitness evaluations. This feature can dramatically speed up the 
genetic algorithm for problems where the fitness function is compu-
tationally expensive.

A.3.  User guide

The primary class in this package is GeneticAlgorithm. A
GeneticAlgorithm instance is created with the required input argu-
ments:

• fitness_function: A function computing the fitness score of an in-
dividual. This function should receive an array of genes as its first in-
put argument and return a single number. Additional arguments can 
be passed to the fitness function using the fitness_function_args
argument, described below.

• gene_ranges: A list of tuples representing the range of each numeric 
gene. Each tuple should contain two numbers, with the first number 
being the lower bound and the second the upper bound. For categor-
ical genes, gene_ranges should instead be a one-dimensional list of 
possible categories.

• number_of_genes (only needed for categorical genes): The num-
ber of genes defining an individual. For numeric genes, the
number_of_genes is inferred from the length of gene_ranges.

Furthermore, the following optional arguments can be provided to 
the GeneticAlgorithm constructor:

• fitness_function_args (optional): Additional arguments to pass 
to the fitness function. This should be a tuple of arguments.

• crossover_method (optional): The method used for crossover. Avail-
able options are Between, Midpoint, Either Or and None. Default is
Between for numeric genes. For categorical genes, only Either Or
or None is possible.

• mutation_mode (optional): The mode used for mutation. Options 
available are additive, multiplicative, random and categorical. 
Default is additive for numeric genes and categorical for categor-
ical genes.

• mutation_rate (optional): The rate of mutation. The default is 
1.0/number_of_genes. During crossover, each gene is mutated with 
probability mutation_rate.

• measure (optional): Specifies the distance function between two 
points in the gene space. This argument can be a string variable 
(Euclidean, Dynamic or Hamming) corresponding to the three dis-
tance measures discussed in this work. The measure argument can 
also be a user-defined distance function. The default is Euclidean 
distance for numeric genes and Hamming distance for categorical 
genes.

• r0 (optional): The characteristic distance beyond which there is no 
diversity penalty. Default is 1/10 of the average spread of initial 
population. Only used for diversity enhanced selection.

• D0 (optional): The maximum diversity penalty for identical individ-
uals. Default is 1.0. Only used for diversity enhanced selection.

• use_multiprocessing (optional): Whether to use multiprocessing 
for parallel fitness evaluations. Default is False.

• ncpus (optional): The number of CPUs to use for multiprocessing. 
Default is the number of CPUs on the system minus one. This argu-
ment is used only when use_multiprocessing is True.

• selection_method (optional): The method used for survivor 
selection. Available options are Diversity Enhanced and
Fitness Proportionate. Default is Diversity Enhanced. Fitness 
Proportionate simply selects the best individuals based on their fit-
ness scores, while Diversity Enhanced uses the diversity-enhanced 
survivor selection method described above.

• output_directory (optional): The directory where the output files 
are saved. Default is None. If specified, the algorithm saves the 
genes of the selected survivors in each generation to a file <date-
time>_survivors.npy in the output directory, where <date-time>
is a timestamp indicating when the algorithm started. The aver-
age fitness and best fitness at each generation are saved to <date-
time>_fitness.txt. A log file is saved to log.txt containing 
the output of the algorithm printed to the console. The <date-
time>_survivors.npy file can be loaded using numpy.load(file, 
allow_pickle=True) to access the gene values of the individuals 
in each generation. The loaded array has shape (𝚗_𝚐𝚎𝚗𝚎𝚛𝚊𝚝𝚒𝚘𝚗𝚜 +
1, 𝚙𝚘𝚙𝚞𝚕𝚊𝚝𝚒𝚘𝚗_𝚜𝚒𝚣𝚎, 𝚗𝚞𝚖𝚋𝚎𝚛_𝚘𝚏_𝚐𝚎𝚗𝚎𝚜) where the “+1” comes from 
the fact that the initial population is also saved.

Once an instance of the GeneticAlgorithm class has been created, 
the genetic algorithm is executed using the run or run_light methods. 
These methods take the following arguments:

• n_generations: The number of generations to run the genetic algo-
rithm for.

• population_size: The number of individuals in the population.
• fitness_threshold (optional): The fitness threshold at which the 
genetic algorithm should stop. If this is set, the genetic algorithm 
will stop when the fitness of the best individual in the population is 
greater than or equal to the fitness threshold. Default is None.

• init_genes (optional): An initial set of gene values for creating the 
initial population. Default is None.

• verbosity (optional): The verbosity level for printing out messages. 
The options are 0 (silent), 1 (normal output) and 2 (detailed output). 
Default is 1.

The run method returns the full list of Individual instances across 
all generations, where each Individual object has attributes such as 
fitness and gene values.

The run_light method is similar to run but returns only the gene 
values of all individuals across all generations, which is useful for large 
populations and generations.

A.4.  Examples

Example 1: Numerical genes
Fig. A5 contains the Python code for a simple example of how to 

use the package. In this example, an individual represents a point in the 
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Fig. A5. Complete Python code for the simple example for numeric genes. In this example, an individual represents coordinates of a point in the 𝑥𝑦-plane. The fitness 
function has an extended maximum on a circle with radius 5.0. The genetic algorithm is run for 20 generations with a population size of 100 using the Between
crossover method. 

Fig. A6. Initial and final populations for the numerical genes example. In just 20 generations, all the individuals are evenly distributed along the circle. 

𝑥𝑦-plane, and the fitness function takes the form

𝑓 (𝑥, 𝑦) = −𝐴
(
√

𝑥2 + 𝑦2 − 𝑅
)2

, (A.1)

which has an extended maximum on the circle centered at the origin 
with radius 𝑅. The overall factor 𝐴 can be chosen to balance the diversity 
punishment as scaling the over-all fitness by a factor 𝜉 is equivalent as 
scaling the diversity punishment parameter 𝐷0 by 𝜉−1, i.e.
𝐴 → 𝜉𝐴 ⇔ 𝐷0 → 𝜉−1𝐷0. (A.2)

The resulting population after 20 generations is depicted in Fig. A6. In 
20 generations, the individuals are evenly distributed along the circle.

Example 2: Categorical genes
Next, we turn to a slightly more complex example involving cate-

gorical genes. In this example, we seek to construct an array of Lysine 
(K) and Glutamic acid (E) representing the amino-acid sequence of a 
model intrinsically disordered protein. The goal is to find a diverse set 
of sequences with a sequence charge decoration (SCD) parameter near 
a given target value.

The net charge of a sequence is the sum of the electric charges of the 
amino acids with Lysine (K) having a charge of +1 and Glutamic Acid 
(E) having a charge of -1. The SCD parameter is defined in [25], and 
is a single number that can be calculated given a sequence of charges. 
The SCD parameter is a measure of the “charge blockiness” (i.e., an 

alternating sequence ‘EKEKEK …EK’ has SCD ≈ 0 while a di-block se-
quence ‘EEEE …EEEKKKK …KKK’ gives a large, negative SCD) and 
correlates well with both the radius-of-gyration of isolated chains and 
with the upper-critical temperature for phase separation in multi-chain
systems.

The complete Python code for this example is shown in Fig. A7. In 
this example, an individual corresponds to a list of E’s and K’s repre-
senting the amino-acid sequence. This code showcases two additional 
important features of the lightweight-genetic-algorithm module: 
multiprocessing and the usage of additional arguments to the fitness 
function.

The multiprocessing is set up by providing the argument
use_multiprocessing = True to the GeneticAlgorithm constructor. 
Note that the main code is placed inside a main() function, which is 
run when the script is executed directly (i.e., not imported as a mod-
ule). This is a requirement for the multiprocessing to work. The fitness 
function takes the sequence and the target SCD value target_SCD as 
arguments, where target_SCD is passed to the GeneticAlgorithm con-
structor as the fitness_function_args argument.

The net charges and SCD values for the initial and final populations 
are shown in Fig. A8. Note that the SCD values are close to the target 
value of -10 while there is a wide range of net charges in the final popu-
lation. This demonstrates the effect of the diversity-enhanced selection 
method.
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Fig. A7. Complete Python code for the categorical genes example, showcasing the usage of multiprocessing and additional fitness function arguments. The GA is 
run for 50 generations with a population size of 100. The final population of sequences is contained in all_populations[-1] which is a list of length 100 where 
each entry is a list of E’s and K’s representing the amino-acid sequence. 

Fig. A8. SCD values and net charges for initial and final populations of the 
categorical genes example. 
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