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Abstract
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Speed of sound (SoS) is the longitudinal propagation speed of ultrasound waves in a medium,
and it plays a central role in ultrasound imaging in several ways: Beamforming, which is
the conversion of received time-domain echo signals into spatially resolved images, requires
an assumed SoS. An inaccurate beamforming SoS leads to aberration artifacts, degrading
the quality of conventional brightness-mode (B-mode) images and impairing other ultrasound
modalities that rely on accurately beamformed data. SoS is also an emerging quantitative
ultrasound biomarker that can inform about tissue composition and pathological state.

This thesis focuses on pulse-echo SoS estimation using conventional handheld ultrasound
transducers. In particular, the thesis investigates displacement-based SoS estimation, where
apparent shifts between images acquired with different transmit sequences are used to infer
the underlying SoS. While displacement-based approaches are promising, their performance
depends on several factors, including the accuracy of utilized imaging model, the choice of
regularization, the quality of measurements, and the robustness of the reconstruction method.

This thesis addresses several of these challenges, developing accurate and robust pulse-echo
SoS estimation methods and evaluating their utility in clinically relevant applications. The key
methodological contributions include: an analytical global (single-value) SoS estimator based
on transmission geometry; its extension to windowed SoS estimation in a region of interest;
formulating plane-wave SoS imaging as a convolution problem for effectively learning an
improved imaging model from data; and a model-based deep learning framework that combines
plug-and-play reconstruction with a measurement-refinement module that simultaneously
denoises measurements, inpaints missing ones, and compensates for simplifications in assumed
imaging models. The proposed methods are successfully evaluated in breast ultrasound
applications through breast density classification with our global SoS estimation and through
breast lesion characterization with local SoS imaging. Overall, this thesis contributes to the
development of robust pulse-echo SoS imaging methods and supports the continued translation
of SoS toward a practical quantitative biomarker in clinical ultrasound. 
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Contents

Acknowledgments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . ix

1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15
1.1 Thesis Objectives . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18
1.2 Ethical Considerations and Use of Generative AI . . . . . . . . . . . . . . . . . . . . . . . 19
1.3 Thesis Outline . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

2 Ultrasound Imaging . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21
2.1 Medical Ultrasound Imaging . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21
2.2 Ultrasound–Tissue Interaction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23
2.3 Ultrasound Generation and System Hardware . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25
2.4 Image Formation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26

2.4.1 Transmit Sequences . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27
2.4.2 Beamforming . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30

2.5 Ultrasound Imaging Modalities . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33
2.5.1 B-mode Imaging . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33
2.5.2 Tissue Harmonic Imaging . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34
2.5.3 Doppler Imaging . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35
2.5.4 Elastography . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35
2.5.5 Quantitative Ultrasound . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

3 Speed-of-Sound . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39
3.1 Transmission-based SoS Estimation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40
3.2 Reflector-based SoS Estimation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41
3.3 Pulse-echo SoS Estimation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43

3.3.1 Objective function alternatives . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44
3.3.2 Solution Approaches . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 48

4 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53
4.1 Global Speed-of-Sound Estimation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53
4.2 Breast Density Assessment . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 56
4.3 Windowed SoS Estimation by Extending Global Estimators . . . . . 58
4.4 Learning the Imaging Model of SoS Reconstruction . . . . . . . . . . . . . . . . . . 59
4.5 Model-Based Deep Learning for SoS Imaging . . . . . . . . . . . . . . . . . . . . . . . . . . . . 62
4.6 SoS as a Potential Biomarker for Breast Cancer . . . . . . . . . . . . . . . . . . . . . . . . . . 65

5 Summary and Perspectives . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67
5.1 Summary of Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67



5.2 Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 68

Sammanfattning på svenska . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71

References . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73



1. Introduction

Medical imaging aims to visualize anatomical structures and physiological
processes within the body. This is achieved by reconstructing underlying tis-
sue properties from measurements of physical signals that probe the body.
Such reconstructions support diagnosis and clinical decision-making. Various
medical imaging modalities have been developed for this purpose, including
X-ray imaging, magnetic resonance imaging, and ultrasound imaging.

In X-ray imaging, electromagnetic radiation is transmitted through the body
and attenuated according to the tissue properties along its propagation path.
Images are then reconstructed from the measured radiation intensity. While
conventional radiography uses a projection in a single transmission direction,
computed tomography (CT) acquires measurements of projections from mul-
tiple angles to reconstruct high-resolution cross-sectional images. Despite
its diagnostic value, X-ray imaging relies on ionizing radiation, which lim-
its how frequently it can be performed and may restrict its use in certain pa-
tient groups. For example, mammographic screening is generally avoided in
younger individuals.

Magnetic resonance imaging (MRI) exploits the response of atomic nu-
clei, primarily hydrogen protons, to strong magnetic fields and radiofrequency
excitations. By measuring relaxation-related signals, MRI can generate im-
ages with good soft-tissue contrast and can provide different tissue contrasts
through dedicated pulse sequences. However, it is expensive, not widely avail-
able, and may be unsuitable for patients with certain implants or medical de-
vices, such as pacemakers. In addition, the procedure requires patients to
remain inside a confined and noisy scanner for several minutes, which may
cause discomfort for some individuals.

Ultrasound (US) imaging uses high-frequency sound waves and their in-
teractions with tissue to generate images. It is non-ionizing, portable, real-
time, and relatively affordable, making it highly accessible in many clinical
settings. Recent ultra-portable point-of-care (PoC) ultrasound devices can be
connected to tablets or computers and are compact enough to be easily trans-
ported for bedside or field examinations. Consequently, improvements in ul-
trasound imaging have significant potential to benefit a broad patient popula-
tion. In conventional hand-held ultrasound systems, sound waves are emitted
by a transducer and propagate through tissue. When these waves encounter
an acoustic impedance mismatch, part of the wave is reflected or scattered
back and received by the same transducer. The recorded time-domain sig-
nals contain rich information about the underlying tissue, from which various
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tissue-related properties can be inferred using different US imaging modal-
ities. The most well-known US imaging modality is brightness-mode (B-
mode) imaging, which visualizes tissue reflectivity from ultrasonic echo mag-
nitudes. As B-mode provides qualitative information and only one aspect of
tissue content, their ability to characterize tissue composition and pathology
can be limited. For instance in breast examinations, US is widely used to
evaluate suspicious lesions; nevertheless, conventional B-mode imaging alone
may be insufficient for confidently characterizing lesions, hence requiring ad-
ditional imaging, such as MRI, or tissue sampling by needle biopsy. With
advances in processing power and signal analysis techniques, several quan-
titative ultrasound-based tissue characterization biomarkers have emerged as
complementary imaging approaches, including shear-wave speed, attenuation
coefficient, and speed of sound.

Among these biomarkers, speed of sound (SoS) is of particular interest
in this thesis. SoS corresponds to the longitudinal propagation speed of US
waves in the imaged medium. It plays a key role in US imaging. Many US
imaging modalities, such as B-mode imaging and elastography, require the
conversion of time-domain signals into spatial-domain signals. This conver-
sion relies on an assumed SoS in tissue. Consequently, errors in this assump-
tion result in spatial distortions and reduced image quality.

Beyond its role in image formation, SoS is also emerging as a quantitative
ultrasound biomarker to assess tissue composition and pathology, providing
information complementary to that obtained from established US modalities.
The value of SoS for tissue characterization has been studied in applications
that include liver disease [8, 23, 40], breast cancer [30, 36, 67, 77], breast
density [12, 71], and muscle assessment [72]. Early SoS imaging approaches
relied mainly on transmission-based measurements [30, 34, 35, 36], which
require acoustic access from multiple sides of the anatomy. Such approaches
typically necessitate specialized, costly, and bulky systems and are applicable
to anatomies that can be surrounded or immersed, limiting their widespread
clinical adoption. Reflector-based setups have also been proposed to enable
SoS imaging with conventional transducers by using an acoustic reflector as
a hardware add-on. However, these approaches still require access to the tis-
sue from two sides and restrict flexible probe placement and manipulation.
Therefore, clinically practical SoS imaging requires methods that work with
conventional US systems in a pulse-echo setting, in which the same transducer
is used for transmission and reception without additional hardware.

To this end, several pulse–echo SoS estimation methods have been pro-
posed. These methods aim to estimate either a single (global) SoS value, a
layer-wise (axially resolved) SoS profile, or a spatially resolved (local) SoS
map. Among local SoS imaging methods, spatial-domain reconstruction from
relative apparent shifts between images acquired with different transmit–receive
configurations is a promising approach. These shifts arise when the SoS as-
sumed during beamforming differs from the actual tissue SoS, and they are
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related to the underlying SoS distribution through an imaging model. SoS
map is then recovered by solving the associated inverse imaging problem.

Although promising, such methods have some limitations. The correspond-
ing inverse problem is ill-posed and therefore typically requires regularization.
Existing approaches often rely on hand-crafted regularization terms with man-
ually tuned regularization parameters. This limits reconstruction performance
and robustness across different geometries and acquisition settings, while also
requiring extensive parameter tuning.

Speckle shift-based approaches also typically require involved data acquisi-
tion and processing steps with low-level data access to obtain robust measure-
ments. Moreover, they commonly rely on imaging models based on straight-
ray propagation assumptions. Such models neglect several physical and nu-
merical effects, including refraction, beam widening, and discretization arti-
facts, thereby leading to suboptimal reconstruction quality.

Global SoS estimation methods aim to estimate a single SoS value. These
methods have lower computational and memory demands than methods that
reconstruct local SoS distribution. They are also be more robust to noise and
motion, particularly when multiple acquisitions are available. While many
clinical applications require local SoS estimation, as biological tissues are in-
herently heterogeneous, global SoS estimation remains attractive due to these
advantages and its clinical relevance for applications involving acoustically
homogeneous tissues.

Many global SoS estimation methods rely on trial-and-error strategies, where
a set of candidate SoS values is evaluated according to a quality criterion,
and the final estimate is obtained by optimizing it. This can impose prac-
tical limitations, including the need for repeated image formation, increased
data storage or computational requirements, and dependence of the estima-
tion accuracy on the sampling step of the candidate SoS values. Although
displacement-based formulations have also been investigated for global SoS
estimation under different acquisition settings, a formulation based on an ex-
plicit model with a closed-form analytical solution, suitable for efficient and
potentially real-time implementation in pulse–echo setups, remains lacking.

Motivated by the strong performance of deep learning (DL) in many computer-
vision and medical-imaging tasks, DL-based methods have also been investi-
gated for SoS imaging. Many of these methods follow a black-box approach,
where a neural network is trained to estimate the SoS distribution directly from
the input data. However, such approaches generally require large and anno-
tated training datasets and generalize poorly under domain shifts, for example
when transferring from simulations to real acquisitions or when acquisition
conditions differ from those represented in the training data. Given the scarcity
of representative training data in ultrasound imaging, and particularly in SoS
imaging, their applicability to in vivo measurements remains limited.

Alternatively, model-based DL methods have been proposed, in which the
physical imaging model of SoS reconstruction is retained while neural net-
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works are used to learn prior information or regularization. This enables
learned priors instead of relying solely on hand-crafted ones. These approaches
have demonstrated state-of-the-art performance in many medical imaging prob-
lems, including SoS imaging. Existing such methods are commonly based on
unrolling an iterative reconstruction algorithm into the layers of a neural net-
work. However, this fixes the imaging model during both training and infer-
ence, which reduces flexibility when the imaging model changes at inference
time, e.g., due to missing measurements. Effective approaches of incorporat-
ing model-based physics information into deep learning frameworks are lack-
ing, especially in the setting of pulse-echo SoS where the measurements can
be very noisy.

Pulse–echo SoS estimation methods, together with their relative advantages
and limitations, are discussed in more detail in Chapter 3.

1.1 Thesis Objectives
These requirements, together with the limitations outlined above, motivate
our investigations into accurate, robust, and practical pulse–echo SoS imag-
ing methods compatible with conventional handheld transducers in this thesis.
Targeted for different technical and clinical applications, we study both very
robust, single-value global SoS estimation as well as the more challenging
but also the more informative setting of spatially resolved SoS mapping. The
specific thesis objectives are then:

• to study and develop apparent speckle-shift-based approaches for robust,
feasible, and fast global SoS estimation;

• to extend global SoS estimation toward locality (window-based), by re-
solving confounding cumulative SoS effects while retaining the above
relative advantages of global estimation;

• to enhance the imaging model of speckle-shift based SoS by incorporat-
ing some often-neglected effects in a data-driven learning-based frame-
work;

• to develop and test model-based deep learning approaches to incorporate
physics-based information from known imaging models;

• to validate the proposed approaches in clinically relevant applications;

• to facilitate the translation of our learning experiences in the due course
of the thesis by producing a literature review of ultrasound SoS esti-
mation methods, identifying current challenges and outlining major re-
search directions.

These objectives were addressed through the developments presented in Pa-
pers I–VI. In Paper I [13], we developed a global SoS estimation method based
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on transmission geometry with an analytical closed-form solution, which re-
quires only a few diverging-wave transmissions. Preliminary results of this
work were published in R9 [11]. In Paper II [12], this global SoS estimation
approach is validated in a clinical study, where it enabled accurate breast den-
sity classification in a cohort of 92 patients. In Paper III [15], we proposed
a framework for extending beamforming-based global SoS estimators to win-
dowed estimators by suppressing the confounding influence of superficial lay-
ers with acoustically different properties. In Paper IV [17], we proposed an
efficient method for learning the imaging model of local SoS reconstruction
by replacing simplified straight-ray assumptions with learned convolutional
kernels that account for effective wave-propagation and discretization effects.
In Paper V [16], we proposed a model-based deep-learning framework using
diffusion models and measurement refinement that enables high quality image
reconstruction in the presence of noisy observations and inaccurate imaging
models. During the above works, the state of the art in US SoS and many
techniques in related literature were reviewed and studied, which are presented
in Paper VI, as a literature review of pulse-echo SoS imaging, describing the
underlying principles and categorizing existing methods.

This thesis also includes several related developments. In clinical studies,
I contributed to the validation of local SoS imaging for breast cancer assess-
ment (R1) [77], and to uncertainty estimation for reliable acquisition selec-
tion (R2) [50]. I also contributed to methodological developments, including
robust transmit sequences for SoS imaging (R3) [78], as well as a feasible
and resource-efficient SoS reconstruction approach suitable for implementa-
tion with an on-the-fly beamformer (R4) [76]. In addition, I explored pruning,
i.e., model compression, in model-based SoS imaging (R5) [14] and in neural
networks for image classification (R6) [93]. In addition, I worked on SoS es-
timation in simple PoC US systems using only steered focused transmissions
(R7) [18], as well as in laser-diode-based photoacoustic imaging (R8) [19].

1.2 Ethical Considerations and Use of Generative AI
Some of the papers presented in this thesis involve data from a clinical study
acquired by collaborators with ethics-permission and informed patient con-
sent. The details of the study setup and permissions are described in the related
papers, and extensively in the Study design section of Paper II.

A generative AI tool, specifically ChatGPT (GPT-5.5), was used to provide
suggestions on language, grammar, and phrasing. I critically evaluated all AI-
assisted suggestions and selectively incorporated them. All text in this thesis
is written by me, and I take full responsibility for its academic rigour and
scientific correctness.
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1.3 Thesis Outline
Chapter 2 introduces ultrasound imaging fundamentals, including hardware
components, image formation steps, transmission strategies, and various imag-
ing modalities. Chapter 3 discusses SoS imaging and reviews existing SoS
estimation techniques. Chapter 4 summarizes the main methodological and
application-oriented contributions of this thesis. Finally, Chapter 5 provides
perspectives and discusses future research directions.
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2. Ultrasound Imaging

Understanding waves and their interactions with matter has been an integral
part of many scientific and technological advances. Waves can broadly be clas-
sified as electromagnetic or mechanical waves, depending on their propagation
mechanism. Electromagnetic waves do not require a medium to propagate and
travel at the speed of light in vacuum. They are used in various applications
ranging from radio communication to medical imaging with X-rays.

Mechanical waves, in contrast, require a medium for propagation. Their
propagation speed is typically orders of magnitude lower than that of elec-
tromagnetic waves and is determined by the mechanical properties of the
medium. Mechanical waves transfer energy through local oscillatory mo-
tion of the medium. They are commonly classified as longitudinal or trans-
verse, depending on the orientation of the particle motion relative to the wave
propagation direction. In longitudinal waves, the particle motion is parallel to
the propagation direction. In transverse waves, such as waves on a stretched
string, the particle motion is perpendicular to the propagation direction. These
two propagation modes are illustrated in Fig. 2.1.

Ultrasound (US) refers to acoustic waves with frequencies above the upper
limit of human hearing, i.e., approximately 20 kHz. In soft tissues and fluids,
ultrasound primarily propagates as a longitudinal pressure wave. Ultrasound
has a wide range of applications, including range measurement, nondestruc-
tive testing, and medical imaging. Ultrasonic ranging is used in automobiles,
unmanned aerial vehicles, and robots [62]. In nondestructive testing, it can be
used for thickness estimation and flaw localization [47]. Medical ultrasound
imaging, which is central to this thesis, is a vital component of modern clinical
practice. The remainder of this chapter introduces the fundamental principles
and key components of ultrasound, including ultrasound–tissue interactions,
ultrasound system hardware, image formation, and various ultrasound imag-
ing modalities.

2.1 Medical Ultrasound Imaging
The history of medical ultrasonics dates back to 1942, when Dr. Karl Theodore
Dussik published a study on the use of transmission ultrasound to investigate
the brain by placing ultrasound transducers on opposite sides of the head [31].
In 1947, George D. Ludwig carried out one of the earliest medical applica-
tions of pulse-echo ultrasound by investigating the acoustic properties of fat,
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(a)

(b)

Figure 2.1. Illustration of (a) longitudinal and (b) transverse waves. Reproduced from
Tyler, Solomon, and Anstis, Scientific Reports 16, 11392 (2026) [86], Fig. 1, licensed
under CC BY 4.0. Panel labels relabelled from uppercase to lowercase.

muscle, and various types of gallstones [44, 54]. Since then, ultrasound has
become an important component of modern clinical practice. It is used in a
wide range of applications, including visualization of internal anatomy, moni-
toring of fetal development during pregnancy, assessment of diseases such as
breast and prostate cancer, guidance during needle insertion and biopsy proce-
dures, and therapeutic applications such as high-intensity focused ultrasound
(HIFU) and ultrasound-mediated targeted drug delivery. The scope and clini-
cal impact of ultrasound continue to expand with advances in hardware, signal
processing, and computational methods.

Ultrasound is a non-invasive and non-ionizing medical imaging modality.
As a non-ionizing imaging modality, US is safe not only for patients but also
for the administering sonographers, even for repeated or long-duration appli-
cations. Another important advantage of ultrasound is its portability. While
cart-based systems are already movable, the development of point-of-care
(PoC) and handheld systems has enabled ultrasound imaging outside radiol-
ogy departments, including bedside and resource-limited settings. Compared
with many other medical imaging modalities, ultrasound is also relatively af-
fordable. Furthermore, ultrasound is one of the few medical imaging modali-
ties capable of providing real-time images. Owing to these advantages, ultra-
sound is a versatile imaging modality with broad clinical utility.
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Figure 2.2. Illustration of (a) scattering and (b) refraction, respectively.

2.2 Ultrasound–Tissue Interaction
Ultrasound waves interact with biological tissue through several physical mech-
anisms. A careful understanding of these interactions is essential for forming
high-quality and informative ultrasound images. They can be broadly catego-
rized into reflection, refraction, scattering, and attenuation.

Reflection
Acoustic impedance, denoted by Z, is tissue-dependent and describes the re-
sistance of a medium to acoustic wave propagation. It is a function of bulk
modulus (compressibility) K and density (mass) ρ (kg/m3) of the medium, as:

Z =
√

Kρ, (2.1)

When an ultrasound wave encounters an interface between two tissues with
different acoustic impedances, part of the wave is reflected back. For in-
terfaces that are relatively smooth and large compared with the ultrasound
wavelength, the reflection is predominantly specular, meaning that the wave is
redirected in a well-defined direction. Reflections from impedance discontinu-
ities provide information about tissue and organ boundaries and are therefore
a useful source of contrast in conventional B-mode imaging.

Scattering
When ultrasound waves encounter small tissue structures or inhomogeneities
whose acoustic properties differ from those of their surroundings, part of the
incident wave energy is redirected over a range of directions. In contrast
to specular reflection from large and relatively smooth interfaces, scattering
typically arises from acoustic inhomogeneities whose characteristic dimen-
sions or surface irregularities are comparable to or smaller than the acoustic
wavelength. This phenomenon is known as scattering and is illustrated in
Fig. 2.2(a). The interference of echoes from many scatterers produces the
characteristic speckle pattern, which contributes to tissue echotexture and can
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aid tissue characterization. In addition, scatterers can act as internal acoustic
markers. Their spatial distribution and temporal displacement can be exploited
in several ultrasound imaging modalities, e.g., tracking speckle motion over
the cardiac cycle enables estimation of myocardial deformation in speckle-
tracking echocardiography. Similarly, speckle tracking is used for displace-
ment and strain estimation in elastography and can also provide useful infor-
mation for the speed-of-sound imaging methods discussed later in this thesis.

In medical ultrasound, scattering is often modeled using Rayleigh scatter-
ing, since many tissue microstructures are much smaller than the used ultra-
sound wavelength. In many ultrasound imaging models, weak scattering is
also assumed. Under this assumption, the Born approximation is often used,
in which the total field inside the scattering region is approximated by the in-
cident field alone by neglecting multiple scattering. This approximation sim-
plifies the scattering model and is useful in many image formation settings.

Refraction
When an ultrasound wave crosses an interface between media with different
SoS at an oblique angle, its propagation direction changes. This change is
governed by Snell’s law:

sinθi

c1
=

sinθt

c2
, (2.2)

where θi and θt are the incident and transmitted angles, respectively, and c1
and c2 denote the SoS in the first and second media. A typical refraction sce-
nario is illustrated in Fig. 2.2(b). Accounting for refraction during ultrasound
imaging is challenging because the internal tissue composition, and hence the
existence of any refraction, is not known prior to or at the time of imaging.
Consequently, conventional ultrasound image generation methods often rely
on the simplifying assumption of straight-ray propagation, thereby neglecting
any refractions that can happen along the acoustic paths. When the refrac-
tions and hence path deviations are very minor, straight rays are a faithful
approximation. However, for acoustic impedance and SoS changes causing
large refractions, the straight-ray assumption can lead to phase aberration, i.e.,
spatially varying phase or arrival-time errors across the aperture, causing ge-
ometric distortions, defocusing, and reconstruction artifacts. If the SoS is es-
timated during the examination, it can be used to compensate for refractions
and thereby improve image quality.

Attenuation
Ultrasound waves are attenuated as they propagate through tissue due to ab-
sorption, scattering, mode conversion, and other loss mechanisms. A common
phenomenological model describes the attenuation coefficient α as [83]

α = α0 f n, (2.3)
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Figure 2.3. Illustration of (a) pitch, width, and kerf in a linear-array transducer, (b) a
typical ultrasound pulse with a 5 MHz center frequency, and (c) its frequency spec-
trum. The ultrasound pulse was simulated using the MUST toolbox [61].

where f is the frequency, α0 is a tissue-dependent coefficient, and n is the
power-law exponent, which typically ranges around 1 in soft tissues. This
relation shows that attenuation increases with frequency, thereby limiting the
achievable imaging depth. Consequently, the choice of imaging frequency in-
volves a trade-off: lower frequencies allow deeper penetration due to reduced
attenuation, while higher frequencies provide improved spatial resolution due
to their shorter wavelengths (λ = c/ f ).

2.3 Ultrasound Generation and System Hardware
A fundamental component of any ultrasound application is the generation and
transmission of acoustic waves, followed by the reception of returning echo
signals. Ultrasound waves are generated using piezoelectric materials. The
piezoelectric effect describes the coupling between electrical and mechanical
energy in such materials. When piezoelectric material is subjected to mechan-
ical stress, it generates an electrical signal. This effect is reversible: an applied
electric field induces mechanical deformation, causing the material to expand
and contract. These mechanical vibrations generate pressure waves in the sur-
rounding medium, i.e., ultrasound waves. This electromechanical coupling
makes piezoelectric materials suitable for both transmission and reception.

An ultrasound transducer, often referred to as a probe, contains multiple
piezoelectric elements arranged in a specific geometry. In medical ultrasound
systems, transducer arrays commonly consist of 128, 192, or 256 elements.
Various transducer types can be realized by arranging these elements in differ-
ent geometries, e.g., linear, convex, and phased arrays, each of which provides
specific advantages depending on the imaging application. A typical linear-
array transducer is illustrated in Fig. 2.3(a).

Several geometrical parameters are used to describe transducer arrays. The
element width denotes the lateral width of each piezoelectric element, the
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Figure 2.4. Typical ultrasound imaging pipeline from transmission to image display.
Red arrows indicate the available data representations at different stages.

kerf denotes the spacing between adjacent elements, and the pitch denotes
the center-to-center distance between neighboring elements. For a uniformly
spaced array, the pitch is equal to the sum of the element width and the kerf.
These parameters influence the acoustic field generated by the transducer, in-
cluding element directivity, beam steering capability, and the occurrence of
grating lobes, i.e., secondary off-axis beam maxima caused by the discrete
spatial sampling of the transducer aperture, where waves transmitted or re-
ceived by different array elements constructively interfere in directions other
than the intended beam direction.

During transmission, electrical excitation of the piezoelectric elements gen-
erates an ultrasound pulse. An example pulse generated by a transducer with
a 5 MHz center frequency is shown in Fig. 2.3(b). Because this pulse is mod-
ulated and time-limited, its frequency content is distributed over a finite range
rather than concentrated at a single frequency, as shown by the correspond-
ing spectrum in Fig. 2.3(c). This frequency range characterizes the trans-
ducer bandwidth, commonly specified using an amplitude criterion such as
the −6 dB bandwidth around the peak magnitude.

During reception, returning echoes are converted into electrical signals.
These analog signals are subsequently digitized using an analog-to-digital con-
verter, and processed for image formation or other ultrasound imaging tasks.

2.4 Image Formation
A generic pipeline for ultrasound imaging is shown in Fig. 2.4. Ultrasound
imaging begins with the transmission (Tx) of acoustic waves by the transducer
to insonify the tissue. These waves interact with the tissue, and the resulting
echoes are received (Rx) by the same transducer array. The received signals
are amplified using time-gain compensation to account for depth-dependent
signal attenuation and digitized using analog-to-digital converter for storage
and further processing. The corresponding data are then processed to form an
image or to extract information relevant to a specific clinical task. The exact
processing chain depends on the imaging modality, hardware implementation,
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and target application. For conventional B-mode imaging, this processing typ-
ically includes beamforming, envelope detection, and logarithmic compres-
sion to reduce the large dynamic range of the echo signals. Beamforming is a
signal-processing technique for reconstructing a spatial image from received
time-domain signals and is central to many ultrasound modalities. It is de-
scribed in detail in Section 2.4.2.

Figure 2.4 also illustrates the main data representations available at dif-
ferent stages of the imaging pipeline. Raw channel data correspond to the
received time-domain signals recorded separately by each transducer element
and contain the most complete measurement information. Beamformed data
are obtained by delaying the received signals according to their expected prop-
agation times and combining them, commonly through coherent summation.
B-mode images are the standard grayscale output of most clinical ultrasound
systems and are readily available in real time. The relative advantages and
limitations of these data representations, together with their use for speed-of-
sound estimation, are discussed further in Chapter 3.

2.4.1 Transmit Sequences
In pulse-echo ultrasound, the active transmit aperture, element positions, and
transmit delays can be selected in different ways. The choice of these param-
eters determines the transmitted wave field and is therefore closely linked to
the imaging application. In practice, the flexibility of these choices is often
constrained by the ultrasound system, for example by the number of available
transmit channels, delay-control capabilities, independent access to individual
transducer elements, and data-transfer limitations. Several commonly used
transmit sequences are described below.

Focused transmission
Focused transmission is the conventional and most widely used transmit strat-
egy in clinical ultrasound imaging. A subset of neighboring transducer el-
ements is activated with appropriate transmit delays so that the transmitted
wave field forms a narrow beam focused along a particular scan line, as illus-
trated in Fig. 2.5(a). By concentrating the transmitted energy around the focal
region, this approach provides a high signal-to-noise ratio (SNR) and good lat-
eral resolution near the focus. The received signals are typically beamformed
on-the-fly for the corresponding scan line, after which the active aperture and
focal region are shifted laterally to cover the full field of view. This line-by-
line scanning enables efficient implementation on relatively simple hardware,
as it allows the reuse of precomputed delay profiles and requires access only
to a sub-aperture rather than the full aperture. However, the repeated Tx–Rx
cycles needed to form a complete image line-by-line (e.g., from 128 to 384 or
more) limit the achievable frame rate.
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(a) (b)

(c) (d)

Figure 2.5. Illustration of different ultrasound transmission types. Active transducer
elements are shown in red, arrows indicate the insonified regions, and green arcs rep-
resent wave propagation. (a) Focused transmission. (b) Plane-wave transmission.
(c) Single-element transmission. (d) Virtual-source transmission. For the single-
element and virtual-source transmissions, directivity is illustrated by blue lines. The
virtual focus point behind the transducer is marked by an orange dot.

Plane-wave transmission
In this approach, a planar wavefront insonifies the entire field of view, as illus-
trated in Fig. 2.5(b). Since a single Tx–Rx cycle can provide echo data from
the full image region, plane-wave transmission enables substantially higher
frame rates than focused line-by-line imaging. The frame rate is then lim-
ited by the acoustic travel time, which for a speed of 1540 m/s and an imag-
ing depth of 5 cm is (2 · 0.05/1540) ≈ 65 µs per frame, yielding over 10,000
frames per second [84]. However, compared with focused transmission, a
single plane-wave acquisition typically has lower SNR, contrast, and lateral
resolution because the transmitted energy is distributed over a larger region
rather than traveling as concentrated along a line. Compounding of beam-
formed data from multiple plane-wave transmissions at different steering an-
gles can mitigate these limitations [56]. Coherent compounding refers to the
accumulation of data/images obtained with different settings to increase the
signal power and/or reduce the relative effect of noise. Although compound-
ing reduces the effective frame rate, it can still provide substantially higher
frame rates than conventional focused imaging. This capability is particularly
valuable in ultrafast ultrasound applications, such as shear-wave elastography,
where shear-wave propagation is tracked over time [56].

Plane-wave imaging imposes specific hardware and data-acquisition re-
quirements. It typically requires synchronized excitation of all transducer
elements during transmission, with element-specific delays when steering the
plane wave, which is not supported by most clinical ultrasound systems. More-
over, because receive beamforming is performed over the entire image region,
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access to raw channel data is often required for flexible external processing.
Such data access is usually not available on commercial systems, and the trans-
fer, storage, and processing of raw channel data can be demanding due to
the high data throughput associated with ultrafast acquisitions. Consequently,
plane-wave imaging is often used on research platforms or specialized ultra-
sound systems, where it has enabled a range of advanced imaging modalities.

Plane-wave transmissions at multiple steering angles have been proposed
for SoS imaging [41, 73]. However, when transmit delays are computed un-
der the assumption of a homogeneous SoS, spatial SoS variations can distort
the intended planar wavefront, leading to aberration artifacts, particularly be-
low the edges of lesions with SoS contrast [63]. Diverging-wave transmit
sequences have therefore been proposed for SoS imaging, as they are less sen-
sitive to such wavefront aberrations [63, 78] and can be generated by exciting
only a subaperture.

Single-element transmission
During each transmit event, a single element is activated, generating a di-
verging (approximately circular) wavefront, as illustrated in Fig. 2.5(c). The
blue lines indicate the effective insonified region, which is limited by the ele-
ment directivity due to the finite element width. Outside this angular region,
destructive interference caused by the finite element width leads to a rapid
decrease in acoustic pressure.

In this transmission scheme, the resulting echoes are commonly recorded
by all receive elements. By repeating this procedure over different transmit el-
ements, data for all Tx–Rx element combinations can be acquired. This acqui-
sition scheme is often referred to as multistatic acquisition, synthetic aperture
imaging, or full-matrix capture. The availability of data for each Tx–Rx pair
provides considerable flexibility, since any transmit and receive focusing strat-
egy can be applied retrospectively by selecting appropriate delays and combin-
ing the recorded channel data. Single-element transmission has been exploited
in applications such as vector flow imaging [42] and SoS imaging [63].

A main limitation of single-element transmission is the reduced penetration
depth and SNR due to the low transmitted energy. This limitation can be ad-
dressed by activating multiple elements during transmission while preserving
an unfocused diverging wavefront.

Virtual source transmission
In this approach, multiple transmit elements, e.g., Nt , are activated with de-
lays corresponding to a virtual focal point located behind the transducer sur-
face, as illustrated in Fig. 2.5(d). The emitted wavefront therefore appears to
originate from this virtual focal point and diverges into the imaging region.
Compared with single-element transmission, the use of such an Nt-element
transmit subaperture increases the emitted energy and can improve the SNR
by approximately

√
Nt [45]. Moreover, virtual-source transmission can reduce
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the number of Tx–Rx cycles required to cover the full field of view, because
its diverging wavefront can insonify a larger area. In R3 [78], we showed that
virtual-source transmission increases robustness to motion and yields higher-
quality reconstructions for in vivo SoS imaging compared with single-element
and Walsh–Hadamard coded transmit schemes.

2.4.2 Beamforming
Following acoustic transmission and interaction with tissue, the receive ele-
ments of a transducer array record the returning echoes. These data, com-
monly referred to as raw channel data or radiofrequency (RF) data, consist of
modulated time-domain echo signals. In this form, they encode echo arrival
times and amplitudes, but do not directly provide spatial information. A fun-
damental step in many ultrasound imaging modalities is therefore to transform
these channel-wise time signals into spatial-domain signals. This temporal-to-
spatial mapping is called beamforming.

The most widely used conventional approach is delay-and-sum (DAS) beam-
forming [61]. DAS typically involves three main steps: (1) the imaging field
is discretized into a set of spatial points, e.g., on a Cartesian or polar grid;
(2) for each point, the total time-of-flight (ToF) from the transmit element to
that point and back to each receive element is computed; and (3) the received
channel signals are delayed according to the computed ToFs, weighted using
aperture apodization, and summed across the receive elements.

Multiple receive elements are needed due to the ambiguity of a single-
channel measurement. For a receive element, a sample at a given time does not
correspond to echoes from a unique spatial point, but contains contributions
from multiple points that share the same propagation time to that element. In
a pulse-echo configuration, this equal-ToF set forms an arc in two dimensions,
or a curved surface in three dimensions.

For a given image location, the corresponding echo arrives the receive ele-
ments at different times because the propagation distance to each element dif-
fers. Therefore, the channel signals are delayed based on the expected ToFs.
After this delay correction, echoes originating from the selected location add
coherently across the aperture, whereas noise and echoes from other locations
adds incoherently. This process is repeated for all image locations.

For a mathematical formulation, consider a two-dimensional x–z imaging
plane, where the transducer surface is parallel to the x-axis and located at z= 0,
while the z-axis corresponds to the axial direction perpendicular to the array.
Let P = (x,z) be a candidate image location, and let Pi = (xi,0) be the position
of the i-th receive element on the transducer array. The receive distance from
location P to element i is then given by

d(Pi,P) =
√

(xi − x)2 + z2. (2.4)
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This receive distance depends only on the array geometry and is independent
of the transmit scheme.

The transmit distance, and therefore the corresponding transmit delay, de-
pends on the employed acquisition sequence. Let PT = (xT ,zT ) denote the
origin of the transmitted wave on the transducer surface for the imaging loca-
tion P. For a single-element transmission, PT corresponds to the transmitting
element, with zT = 0. The transmit distance is then given by

d(PT ,P) =
√
(xT − x)2 +(zT − z)2. (2.5)

Assuming a homogeneous beamforming SoS cbf, the expected ToF for an echo
returned from location P and recorded by the i-th receiving element is there-
fore

τi(P) =
d(PT ,P)+d(Pi,P)

cbf
. (2.6)

For plane-wave transmission, PT depends on the imaging location P and the
steering angle, and can be determined from the corresponding plane-wave ge-
ometry [56]. For virtual-source transmission, PT is obtained as the intersection
of the transducer surface with the line connecting the virtual-source point to
the imaging location P.

For each candidate point P, a location-dependent subset of receive elements
is selected. Let A(P) denote this active receive aperture. This aperture is de-
termined by beamforming parameters such as the f-number, which is defined
as the ratio of the depth of the imaging point to the active receive-aperture
width. The DAS beamformed RF signal at location P can then be written as

b(P) = ∑
i∈A(P)

αi(P)si
[
τi(P)

]
, (2.7)

where si[·] denotes the received digital RF signal in the i-th channel, interpo-
lated at the delayed time τi(P), and αi(P) denotes the corresponding apodiza-
tion weight. Common apodization choices include Hann, Hamming, Gaus-
sian, and Blackman windows, which are used to suppress sidelobes. These
sidelobes refer to undesired off-axis beam components caused by diffraction
from the finite transducer aperture that may introduce echoes from outside the
intended beam direction. An illustration of the beamforming process is shown
in Fig. 2.6.

As is evident from Eq. (2.6), the assumed beamforming SoS cbf directly
affects the computed ToFs and therefore plays a crucial role in beamforming.
A correct choice of cbf aligns the delayed channel signals, resulting in a well-
focused and high-SNR beamformed signal (see Fig. 2.6(a)). In contrast, an
incorrect choice causes residual misalignment after delay correction, thereby
degrading the beamformed signal (see Fig. 2.6(b) and Fig. 2.6(c)). For a ho-
mogeneous medium with true SoS cgt, choosing cbf > cgt underestimates the
ToFs, so the RF channel signals are sampled too early. Conversely, choosing
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Figure 2.6. DAS beamforming and the effect of the assumed SoS on receive focusing
and B-mode image quality. (a–c) Illustration of DAS beamforming for a point scat-
terer using (a) the correct SoS, (b) an overestimated SoS, and (c) an underestimated
SoS. The computed delays are a function of the assumed beamforming SoS. (d–f) B-
mode images of a tissue-mimicking phantom beamformed using (d) the manufacturer-
reported background SoS of 1540 m/s, (e) an overestimated SoS, and (f) an underesti-
mated SoS. B-mode images displayed with the same dynamic range of 50 dB.
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cbf < cgt overestimates the ToFs, causing the RF channel signals to be sam-
pled too late. In both cases, the resulting misalignment reduces summation
coherence and introduces artifacts in the beamformed data. These errors can
also affect downstream imaging modalities that rely on beamformed data, e.g.,
B-mode imaging, local SoS imaging [13], and shear-wave elastography [24].

The effects of incorrect beamforming SoS on B-mode images are illus-
trated in Fig. 2.6(d–f). For this experiment, data were acquired from a multi-
purpose, multi-tissue ultrasound phantom (CIRS Model 040GSE). The data
were beamformed using the manufacturer-reported homogeneous background
SoS of 1540 m/s, as well as two perturbed values, 1440 m/s and 1640 m/s,
corresponding to ±100 m/s deviations from the reported value. We imaged a
region containing several point targets and lesions to evaluate the impact of
the SoS assumption on resolution and contrast. As can be observed, a mis-
matched beamforming SoS introduces visible artifacts in the B-mode images,
including reduced resolution, loss of contrast, and localization errors caused
by inaccurate ToF estimates.

2.5 Ultrasound Imaging Modalities
Ultrasound echo signals are rich time-domain measurements that contain in-
formation on the underlying tissue properties. Ultrasound imaging modalities
process these received data in different ways to extract structural, mechanical,
or functional information from tissue. This section discusses several promi-
nent ultrasound imaging modalities.

2.5.1 B-mode Imaging
Brightness-mode (B-mode) imaging is the most widely used and foundational
ultrasound modality and is available in nearly all clinical ultrasound systems.
It generates image contrast from the amplitudes of the received echoes.

In a typical processing pipeline, the received RF channel data are first
beamformed. The envelope of the beamformed signal is then detected to ex-
tract echo amplitudes, and the resulting high-dynamic-range amplitudes are
logarithmically compressed and mapped to grayscale values for display. B-
mode images represent tissue echogenicity, which is influenced by acoustic
impedance variations at tissue interfaces and by scattering from small-scale
tissue inhomogeneities. B-mode imaging is therefore well suited for visual-
izing anatomical structures, assessing organ and tissue morphology, delineat-
ing tissue boundaries, and monitoring fetal development during pregnancy. It
can also provide information about tissue characteristics, for example, through
echotexture analysis.

However, B-mode imaging is primarily qualitative and therfore its interpre-
tation can be subjective, e.g., operator- and observer-dependent. Moreover,
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Figure 2.7. Different ultrasound imaging modalities. (a) Conventional B-mode ultra-
sound image of a septated breast cyst. (b) Corresponding pulse-inversion harmonic
image. Panels (a) and (b) were adapted from Seo et al. [79], licensed under CC BY-
NC 3.0. (c) Color Doppler echocardiography image illustrating mitral regurgitation.
Adapted from Altes et al. [2], licensed under CC BY 4.0. (d) Two-dimensional shear
wave elastography (2D-SWE) image of a patient with chronic hepatitis B and decom-
pensated cirrhosis with ascites. Adapted from Jeong et al. [43], licensed under CC
BY-NC 4.0. The original multipanel figures were cropped and relabeled.

B-mode ultrasound may not provide sufficient specificity for confident lesion
characterization in applications such as breast cancer imaging, where changes
in echogenicity alone may be subtle or non-specific. An example of B-mode
breast imaging is shown in Fig. 2.7(a).

2.5.2 Tissue Harmonic Imaging
Tissue harmonic imaging (THI) is commonly used as an extension of con-
ventional B-mode imaging. As an ultrasound wave propagates through tissue,
nonlinear propagation causes the high-pressure peaks of the wave to travel
slightly faster than the low-pressure troughs. This progressive waveform dis-
tortion generates harmonic frequency components at integer multiples of the
transmitted fundamental frequency. Instead of forming an image from echoes
at the transmitted fundamental frequency, THI selectively uses received har-
monic components, most commonly the second harmonic. These harmonic
signals are then beamformed and displayed as grayscale images.

THI can improve image quality in several ways. Because the harmonic
component is generated progressively during propagation, it is weak in the
superficial near field, where reverberation and clutter artifacts often arise.
THI can therefore reduce near-field reverberation, sidelobe artifacts, and im-
age haze compared with conventional B-mode imaging. Here, reverberation
refers to artifacts caused by multiple reflections, and clutter denotes undesired
echoes that obscure the signal from the intended imaging region. In addi-
tion, the higher effective imaging frequency can improve spatial resolution.
These properties make THI useful in technically difficult examinations, e.g.,
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in patients with high BMI. However, because harmonic components are more
strongly attenuated due to their higher frequencies, THI may also reduce pen-
etration depth. An example of pulse-inversion harmonic imaging, an advanced
THI technique that combines phase-inverted transmit pulses to enhance har-
monic signals, is shown for breast imaging in Fig. 2.7(b).

2.5.3 Doppler Imaging
Doppler imaging quantifies motion within the tissue using the Doppler effect.
When ultrasound waves are backscattered from moving scatterers, such as
red blood cells, the frequency of the received signal is shifted relative to the
transmitted frequency. Motion toward the probe produces a positive frequency
shift, whereas motion away from the probe produces a negative frequency
shift. The Doppler shift therefore provides information about the direction of
motion and the velocity component along the ultrasound beam.

Several Doppler-based imaging modalities are used in clinical practice, in-
cluding spectral Doppler, color Doppler, and power Doppler. In color Doppler
imaging, the tissue is insonified repeatedly over a short ensemble of transmis-
sions, and the Doppler shift is estimated from the temporal variation of the
received echoes, commonly using autocorrelation-based methods. The esti-
mated flow information is typically displayed as a color overlay on a B-mode
image. Doppler imaging is widely used for assessing blood flow, particularly
in vascular and cardiac applications. A sample Doppler echocardiogram is
shown in Fig. 2.7(c).

2.5.4 Elastography
Pathological processes often alter tissue stiffness. This makes tissue biome-
chanical properties useful biomarkers for disease assessment. Elastography
aims to estimate tissue stiffness, either as a bulk biomechanical measure or as
a spatially resolved map, and relate these estimates to underlying tissue proper-
ties and pathology. Spatially resolved elastography images can therefore com-
plement conventional B-mode images. Ultrasound elastography techniques
are commonly divided into strain imaging and shear-wave imaging.

In strain imaging, tissue deformation is usually induced by manual com-
pression, and the strain is estimated from the resulting axial displacements.
However, strain itself is not an absolute material property: it depends not only
on tissue stiffness but also on the applied stress, boundary conditions, and
surrounding tissue structure. Therefore, strain imaging is generally consid-
ered qualitative or semi-quantitative rather than a direct quantitative measure
of stiffness. To provide more controlled mechanical excitation, acoustic ra-
diation force (ARF) can be used to locally displace tissue using short, high-
intensity focused ultrasound pulses [85]. Acoustic radiation force impulse
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(ARFI) imaging was subsequently proposed for generating localized tissue
displacement and elasticity images [58].

In shear-wave elastography (SWE), ARF is used to generate shear waves.
By tracking these waves over time using ultrafast imaging, SWE enables rapid
two-dimensional mapping of shear-wave speed (SWS), which is related to tis-
sue stiffness. Supersonic Shear Imaging (SSI) [9] is one such SWE approach
in which multiple ARF pushes are focused at successive depths to generate a
quasi-planar shear wavefront. A sample 2D-SWE image and the correspond-
ing B-mode image are shown in Fig. 2.7(d).

For bulk stiffness estimation, a commercial implementation is the FibroScan®

by Echosens (Paris, France). FibroScan is based on transient elastography [75],
a one-dimensional technique in which mechanical vibration is applied to the
body surface, typically through an intercostal space, to generate shear waves
in the liver. Ultrasound pulse-echo tracking is then used to estimate the shear-
wave speed along the measurement axis and, consequently, to infer the shear
modulus. This technique is particularly useful for assessing liver fibrosis.

2.5.5 Quantitative Ultrasound
Quantitative ultrasound (QUS) aims to extract numerical biomarkers from ul-
trasound data to enable an objective assessment of tissue properties. With
advances in ultrasound hardware and computational processing, QUS meth-
ods have become increasingly attractive. Common QUS biomarkers include
the attenuation coefficient (AC), the backscatter coefficient (BSC), the speed
of sound (SoS), and the shear-wave speed (SWS).

AC quantifies the rate of acoustic energy loss during propagation due to
absorption and scattering. It can provide information about tissue composi-
tion; for example, fatty tissue exhibits increased attenuation. Because attenu-
ation depends on both propagation distance and frequency, AC is commonly
expressed in units of dB cm-1 MHz-1. AC estimation is available in several
commercial systems [33], either as a single estimate over a selected region of
interest (ROI) or as a spatially resolved map. However, the accuracy of AC
estimation can be affected by several factors, such as reverberation and clutter
artifacts in patients with thick subcutaneous fat [49].

BSC quantifies the strength of the acoustic energy backscattered toward the
transducer as a function of frequency. It is commonly estimated using the
reference phantom method [91], in which tissue measurements are calibrated
using measurements of a phantom with known BSC acquired in matched sys-
tem settings. BSC estimation is particularly useful in liver imaging, where
it enables a more objective assessment of tissue echogenicity without requir-
ing a reference tissue, such as the kidney. Accurate BSC estimation requires
correction for intervening tissue attenuation.
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SoS is another emerging QUS biomarker with strong potential for tissue
characterization. In contrast to AC and BSC, SoS exhibits a very weak fre-
quency dependence on typical diagnostic ultrasound frequencies. This re-
duced frequency dependence is an important advantage, as it makes SoS less
sensitive to the choice of transducer frequency. SoS also plays an important
role in several ultrasound imaging modalities, as discussed previously. The
development of robust SoS estimation algorithms and their clinical validation
is a central focus of this thesis. Therefore, the following chapter discusses the
speed of sound and related estimation approaches in detail.
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3. Speed-of-Sound

Speed of sound (SoS) is the longitudinal propagation speed of ultrasound
waves in the imaged medium. Beyond its importance for beamforming, SoS is
tissue dependent and can therefore provide quantitative information about tis-
sue composition. In an isotropic linear elastic medium, the SoS cSoS is related
to the bulk modulus K by

K = ρ(c2
SoS −

4
3

c2
SWS), (3.1)

where ρ and cSWS denote tissue density and shear-wave speed, respectively.
When shear rigidity is negligible, as in fluids, this expression simplifies to the
Newton–Laplace equation [26]:

cSoS =

√
K
ρ
. (3.2)

Temperature affects SoS as it influences both the bulk modulus and the density.
However, under normal physiological conditions, human tissues maintain a
relatively constant temperature close to 37 ◦C. Therefore, temperature-induced
SoS variations in soft tissues are commonly neglected in ultrasound imaging.

Notably, SoS can provide information complementary to that obtained from
established ultrasound modalities. A relevant example is shear-wave elastog-
raphy, which estimates the shear modulus G from shear-wave speed through
G = ρc2

SWS [80]. Under simplifying assumptions of linear elasticity, com-
bined SoS and SWS measurements can be used to estimate the bulk and shear
moduli, and consequently other elastic parameters. Therefore, this joint char-
acterization may improve tissue differentiation compared to the use of SWS
alone. This complementarity has motivated the use of SoS either alone or in
combination with other quantitative ultrasound parameters, for tissue differen-
tiation and disease assessment.

Representative SoS values for various biological fluids, tissues, and organs
are shown in Fig. 3.1. In addition to inter-tissue differences, considerable
intra-tissue and intra-organ variability also occurs. The diagnostic potential
of SoS has been recognized for several decades in the ultrasound community.
Early ex vivo measurements of excised mammalian tissues [7, 8] demonstrated
the temperature dependence of SoS and reported lower SoS values in liver tu-
mor specimens, with reductions of approximately 1.5%. These early findings,
together with other initial SoS estimation studies, are reviewed in [38].
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Figure 3.1. Speed-of-sound ranges reported for biological fluids, soft tissues, and
organs. Adapted from Figure 5.3 in [38].

Breast tissue provides a relevant example of SoS variability. Literature has
identified breast imaging as a promising clinical target for SoS-based meth-
ods [5, 30]. In our work R1 [77], we evaluated the pulse-echo SoS imaging
method developed in R3 [78] in a clinical study of 100 patients and showed
that SoS can support breast lesion characterization. In Paper II [12], we further
showed that SoS can reflect physiological variability related to breast density.

SoS estimation methods typically aim to estimate either a single (global)
SoS value, a layer-wise (axially resolved) SoS profile, or a spatially resolved
(local) SoS map. In vivo SoS estimation methods can be broadly categorized
into transmission-based, reflector-based, and pulse-echo approaches. A de-
tailed review of these methods, including their underlying principles, method-
ological categorization, current challenges, and future outlook, is provided in
Paper VI, with particular emphasis on pulse-echo approaches. The following
sections present a condensed overview.

3.1 Transmission-based SoS Estimation
Early in vivo SoS estimation methods were primarily based on through trans-
mission measurements, in which recorded time-of-flight (ToF) values were
related to the underlying SoS using the known acquisition geometry. In these
approaches, the tissue is either placed in a water bath between opposing Tx–
Rx elements, or the Tx–Rx elements are positioned at known distances on
opposite sides of the tissue of interest. Although these methods were initially
proposed for estimating a global SoS value [46], they were quickly extended
to tomographic reconstruction of spatially resolved SoS maps by acquiring
multiple ToF projections from different directions, analogous to X-ray com-
puted tomography [21, 35, 36]. Transmission-based approaches for spatially
resolved SoS and attenuation reconstruction are commonly referred to as ul-
trasound computed tomography (USCT).
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(a) (b) (c)

Figure 3.2. Illustration of ultrasound computed tomography (USCT). (a) Ring-array
transducer configuration allowing double-sided breast access. (b) Images obtained
with the CURE prototype: subpanels (a)–(d) therein show, respectively, the reflection
image, speed-of-sound (SoS) image, attenuation image, and reflection image superim-
posed on the SoS image for a breast tumour. Reproduced from Duric et al. [30], Medi-
cal Physics, © 2007 American Association of Physicists in Medicine, with permission
from John Wiley and Sons. (c) Three-dimensional USCT system. Reprinted from Nu-
clear Instruments and Methods in Physics Research Section A, Vol. 580, Gemmeke
and Ruiter, “3D ultrasound computer tomography for medical imaging,” pp. 1057–
1065 [34], © 2007 Elsevier B.V., with permission from Elsevier.

With advances in computational power and memory, the accuracy and spa-
tial resolution achievable with USCT gradually improved. Duric et al. [30]
developed a clinical USCT prototype for breast cancer detection using a ring-
array Tx–Rx configuration, illustrated in Fig. 3.2(a)–(b). This system enabled
simultaneous reconstruction of SoS and attenuation maps, together with reflec-
tion images. However, such configurations mainly acquire in-plane transmis-
sion data. Their sensitivity to elevational, or out-of-plane, propagation is there-
fore limited by the one-dimensional array geometry. Around the same time,
Gemmeke and Ruiter [34] developed a 3D USCT prototype aimed at volumet-
ric imaging and the acquisition of out-of-plane data, as shown in Fig. 3.2(c).

Subsequent USCT developments further improved the reconstruction model,
for example by using bent-rays rather than straight-ray propagation to account
for refraction [51], or by using full-wave inversion to exploit the full detected
ultrasound waveform instead of only ToF information [89].

USCT methods require acoustic access from multiple sides of the anatomy.
This requirement typically leads to bulky, costly, and dedicated systems that
are more complex to operate than conventional handheld ultrasound and are
mainly applicable to anatomies that can be surrounded or immersed. These
constraints have limited their broad clinical adoption, despite the favorable
accuracy and spatial resolution achievable.

3.2 Reflector-based SoS Estimation
To reduce hardware complexity and facilitate implementation, reflector-based
setups have been proposed [37, 70, 74]. In these approaches, an acoustic re-
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Figure 3.3. Reflector-based speed-of-sound (SoS) imaging. (a) Reflector-based SoS
estimation setup with a water bath, passive reflector, and rotational scanning. (b) Im-
ages obtained with this system for a patient with breast carcinoma. The three subim-
ages in panel (b) share the same lateral extent and show, respectively, a B-mode image
compounded from 36 viewing angles, a compounded B-mode image with SoS cor-
rection, and the reconstructed SoS image. Incorporating SoS information into the
compounding process improves the B-mode image quality. Panels (a) and (b) were
adapted from Hansen et al. [37], © 2008 IEEE. (c) Hand-held reflector-based SoS
imaging setup with annotated time-of-flight (ToF) paths. (d) SoS reconstructions of
a breast-mimicking phantom, showing contrast between a stiff and a cystic inclusion.
(e) SoS reconstruction for a patient with biopsy-confirmed invasive lobular carcinoma.
Panels (c)–(e) were adapted from Sanabria et al. [72], © 2018 IEEE. The original fig-
ures were cropped and rearranged without modification of the image content.

flector is used as a hardware add-on to enable transmission-like measurements
in a pulse-echo configuration. Similarly to USCT, SoS is estimated from ToF
measurements acquired from different directions. The main difference is that
the ToFs are obtained from echoes reflected by a passive reflector and recorded
by the same transducer, rather than from signals transmitted through the tis-
sue and received by a separate opposing element. Although transmission and
reception occur on the same side of the tissue, the reflector acts as an acoustic
mirror, allowing the reflected echoes to be modeled as if they originated from
a virtual transmitter located behind the tissue.

One approach is to place the object or tissue of interest in a water bath be-
tween the transducer and the acoustic reflector, as shown in Fig. 3.3(a). In this
configuration, the transducer and reflector are used to acquire round-trip ToF
measurements from each transducer element back to itself, yielding ToF traces
similar to those obtained with a ring-array transducer using a single transmit-
ting element. By repeating the acquisition from multiple directions through
probe rotation, the underlying SoS distribution can be reconstructed, as illus-

42



trated in Fig. 3.3(b). However, this approach still requires water immersion,
as in USCT, to be able to revolve the probe around the imaged object.

Alternatively, the tissue can be positioned between the transducer and an
adjustable passive reflector, allowing controlled compression while maintain-
ing a known reflector distance, as shown in Fig. 3.3(c). In this setting, multiple
crossing ToF paths are obtained by measuring propagation times for waves that
travel, for example, from the transmit element i to the reflector and back to the
receive element j. Repeating this for many transmit–receive element combina-
tions provides angular coverage without requiring probe rotation. Compared
with rotating reflector-based configurations, such setups provide more limited
angular coverage but can still enable informative SoS reconstruction, as illus-
trated in Fig. 3.3(d)–(e).

Reflector-based methods have shown promising applications, including breast
cancer detection [22], breast-density classification [69, 71], and muscle assess-
ment [68, 72]. Deep learning-based reconstruction methods have also been
proposed to accelerate and improve reconstructions [87, 88]. Additionally,
reflector-based setups can enable attenuation estimation, either separately or
jointly with SoS [25, 64, 65].

Although reflector-based methods simplify the hardware compared to trans-
mission-based tomography, they still need acoustic access from both sides of
the tissue. Handheld reflector-based SoS methods enable imaging with con-
ventional transducers but require additional hardware attached to the probe.
These constraints reduce flexibility in probe placement and manipulation, which
complicates routine clinical use.

3.3 Pulse-echo SoS Estimation
Pulse-echo methods address important limitations of transmission- and reflector-
based approaches by enabling SoS estimation with conventional ultrasound
probes, without requiring additional hardware or acoustic access from mul-
tiple sides of the tissue. Various pulse-echo methods have been proposed,
operating on channel data [3, 61, 92], beamformed data [17, 73, 78, 82], or
B-mode images [18, 48, 57]. These methods exploit intrinsic tissue features,
such as reflections and scattering, to infer the SoS.

In a general optimization framework, SoS estimation can be expressed as

ĉ = argmin
c

L(c), (3.3)

where c denotes the unknown SoS distribution or value, with the SoS sub-
script omitted for notational simplicity, and L denotes an objective function.
If a method is originally formulated as a maximization problem, it can equiv-
alently be written in minimization form by changing the sign of the objective.
Equation (3.3) is intended as a unifying abstraction rather than as a statement
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that all pulse-echo methods explicitly solve a formal inverse problem. The
objective L can be defined using different properties of ultrasound data.

3.3.1 Objective function alternatives
Several properties of ultrasound data can be exploited to infer the SoS distribu-
tion. In the following, we discuss representative objective functions, also re-
ferred to as metrics, and their use in pulse-echo SoS estimation. While several
of these metrics are introduced using a point-scatterer model for simplicity,
the underlying principles generally extend to media with diffuse scattering.

Reflection patterns in temporal data
The echo received from a point scatterer forms a hyperbolic signature in the
raw channel data, as shown in Fig. 2.6. The shape of this signature depends on
the underlying SoS and can therefore be used for SoS estimation. For example,
the SoS can be estimated by fitting a second-order polynomial to geometric
receive-delay profiles and relating the fitted curvature to the SoS [3]. Alter-
natively, one can minimize the difference between the geometrically expected
arrival-time profile and the measured receive arrival-time profile [60].

Alignment of time-delayed channel data
A common strategy for SoS estimation is to analyze the alignment of channel
data after applying receive delays computed with an assumed SoS. When the
assumed SoS matches the true SoS of the medium, the delayed channel signals
are well aligned. In contrast, when the assumed SoS is incorrect, residual
misalignment remains, as shown in Fig. 2.6(a)–(c).

Alignment can be quantified in several ways. One approach is to assess
the amplitude and phase consistency across the receive elements. For exam-
ple, SoS estimation can be performed by minimizing phase variance [61, 92]
or amplitude differences [59] across receive channels. Phase and amplitude
consistency can also be evaluated using autocorrelation-based measures [27].

Another group of metrics is based on coherence. Spatial coherence (SC)
measures the similarity between signals received by different array elements
and can be quantified using the average cross-correlation between delayed
channel signals, following the van Cittert–Zernike framework [55]. SC max-
imization for SoS estimation was proposed in [40]. Alternatively, delayed
signal alignment can be evaluated using the coherence factor (CF), which is
defined as the ratio between coherent and incoherent energy [39]. CF-based
metrics have been used for SoS estimation in [1].

Quality of beamformed image
The effects of channel-data alignment also carry over to beamformed data and
B-mode images. In DAS beamforming, well-aligned delayed channel signals
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Figure 3.4. (a) Illustration of insonifying the same point from two different transmit
directions. (b) Discretization of the signed relative path lengths on a spatial grid and
their encoding in the imaging matrix L.

add coherently during summation, improving acoustic focusing and image
quality. When the assumed SoS is inaccurate, residual timing and phase errors
remain after delay compensation and can degrade the beamformed frames and
the corresponding B-mode image. Therefore, beamformed data and B-mode
image quality can provide useful cues for SoS estimation.

A primary quality indicator is the degree of focusing achieved after beam-
forming, as illustrated in Fig. 2.6(d)–(f). Focusing can be assessed in different
ways, e.g., by analyzing lateral spatial frequency content [57], by assessing
sharpness [28], or via autocorrelation after deconvolution of the image with
an SoS-dependent point-spread function [81]. Although such cues are often
more pronounced in the presence of bright or highly reflective targets, they
can also be applied to diffuse scattering media, where their reliability may be
affected by speckle statistics, noise, and image artifacts.

Similarity of multiple beamformed images
An SoS mismatch can also affect beamformed data in a transmit-dependent
manner, as the difference between the actual ToF and the ToF computed for
beamforming depends on the propagation path. Therefore, comparing beam-
formed frames or B-mode images acquired with different Tx configurations
can provide another basis for SoS estimation.

To formalize this idea, consider two transmit events with paths r1 and r2 that
insonify the same tissue region from different directions and share a common
receive path r′, as illustrated in Fig. 3.4. When the assumed slowness is not
equal to the true tissue slowness, the ToF mismatches associated with the two
transmit events are different:∫

r1∪r′
(σ(x,z)− σ̃(x,z)) dl ̸=

∫
r2∪r′

(σ(x,z)− σ̃(x,z)) dl, (3.4)

where σ(x,z) denotes the true spatially varying tissue slowness, and σ̃(x,z) =
1/c̃(x,z) denotes the assumed slowness, which may correspond to a single
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global value or to a spatially varying map. Because these ToF mismatches
differ between transmit events, the same tissue structure appears at shifted
locations in the corresponding beamformed frames. Conversely, when the as-
sumed SoS is consistent with the true SoS distribution, structures are expected
to be spatially aligned across frames. This transmit-dependent image align-
ment can therefore be exploited for SoS estimation.

In practice, multiple beamformed frames or B-mode images are obtained
with different Tx configurations, e.g., varying steering angles in plane-wave
imaging or different transmit-center locations in diverging-wave imaging. Their
similarity can then be evaluated using metrics such as the structural similarity
index measure (SSIM), the mean squared error (MSE), the peak signal-to-
noise ratio (PSNR), mutual information (MI), or the correlation coefficient
(CC), as proposed in [28]. In R7 [18], we used pairs of oppositely steered
B-mode images and estimated SoS on a point-of-care ultrasound device by
maximizing either the correlation coefficient or normalized mutual informa-
tion between the images.

Related approaches have also used image variation or registration-based
criteria. In [90], multiple steered transmit events were used, and SoS was
estimated by minimizing the coefficient of variation across the beamformed
frames. In [48], a SoS-dependent transformation was used to register a steered
image to a non-steered reference image, and the SoS was selected by maxi-
mizing the correlation between the two images.

Apparent displacements between multiple beamformed images
Instead of assessing only the overall similarity between beamformed images,
inconsistencies that depend on the transmit direction can also be exploited
explicitly. As noted previously, when the beamforming SoS differs from the
actual tissue SoS, tissue structures such as speckles appear shifted in the cor-
responding beamformed images. These shifts do not represent actual tissue
motion, but rather arise from an incorrect beamforming SoS assumption. Mea-
suring these apparent shifts and relating them to the underlying SoS provides
a valuable approach to SoS reconstruction. In the following, we use the terms
apparent speckle shifts and apparent displacements interchangeably. When
the context is clear, the word apparent is omitted for readability.

For a mathematical description, consider a spatial location P and a transmit
path r2, as shown in Fig. 3.4(a). The difference between the actual ToF and
the ToF computed for beamforming can be written as

∆τP,r2 =
∫

r2

(σ(x,z)− σ̃(x,z)) dl +
∫

r′
(σ(x,z)− σ̃(x,z)) dl. (3.5)

Discretizing this equation on a spatial grid yields

∆τP,r2 =
NzNx

∑
i=1

LP,i,r2 (σi − σ̃i) , (3.6)
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where σi and σ̃i denote the true and assumed slowness values at the i-th pixel,
respectively, and LP,i,r2 encodes the combined length of transmit path r2 and
receive path r′ through the i-th pixel for the measurement at P.

Assuming a spatially constant beamforming SoS, such that σ̃i = σ̃ for all
i, and linearizing the pulse-echo space–time conversion around the assumed
beamforming SoS via x = ct/2, Eq. (3.6) can be expressed as

∆xP,r2 =
NzNx

∑
i=1

LP,i,r2

2

(
σi

σ̃
−1

)
, (3.7)

where ∆xP,r2 denotes the apparent speckle shift at location P for Tx path r2, i.e.,
the displacement of the apparent speckle position relative to the true position.

In practice, ∆xP,r2 cannot be measured directly because the true scatterer
locations are unknown. However, apparent shifts can be measured in a relative
formulation by comparing beamformed images acquired with two different
transmit paths. For a pair of transmit events with transmit paths r1 and r2, the
relative apparent speckle shift at P, denoted by ∆xP, is given by

∆xP = ∆xP,r2 −∆xP,r1 =
NzNx

∑
i=1

LP,i

2

(
σi

σ̃
−1

)
, (3.8)

where LP,i = LP,i,r2 −LP,i,r1 is the signed relative path-length contribution of the
i-th pixel, as illustrated in Fig. 3.4(b). The receive-path contribution cancels
because it is the same for both transmit events. Collecting measurements from
multiple spatial locations and transmit pairs yields

∆x =
L
2

(
σ

σ̃
−1

)
, (3.9)

where σ = [σ1, . . . ,σNzNx ]
⊤ ∈RNzNx denotes the vectorized true slowness map,

σ̃ denotes the assumed constant beamforming slowness, and 1 is a vector of
ones. The vector ∆x ∈ RMN′

zN′
x contains relative apparent displacements from

M transmit pairs on an N′
z ×N′

x measurement grid, and L ∈ RMN′
zN′

x×NzNx de-
notes the corresponding imaging model. In practice, apparent displacements
are commonly measured from beamformed images using phase-based [53] or
cross-correlation-based [4] speckle-tracking algorithms.

Note that Eq. (3.9) is typically written and solved in the literature in time
domain, by multiplying both sides by the fixed constant 2σ̃ , leading to

2σ̃∆x = ∆τ = L(σ − σ̃) , (3.10)

although the spatial formulation in Eq. (3.9) could also be used equivalently.
Robinson et al. [66] proposed one of the earliest pulse-echo-based methods,

in which the same region was imaged from different directions using contact
scanning, and the resulting misalignments were used to estimate SoS via ray
tracing. An adaptation for conventional real-time linear-array imaging was
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proposed by Bamber and Abbott [6], where an acoustic biprism was placed
between the transducer and tissue to generate two misregistered images.

Later methods estimated displacements from pairs of electronically steered
images. A tomographic SoS reconstruction method was proposed in [41],
where the SoS distribution was reconstructed in the Fourier domain. A spatial-
domain reconstruction approach was proposed in [73]. This approach showed
improved performance compared with frequency-domain reconstruction and
later became a common framework for tomographic SoS reconstruction. Re-
lated methods have extended this idea to different transmit sequences, includ-
ing single-element transmission [63] and virtual-source transmission [78].

3.3.2 Solution Approaches
Having introduced the relevant data sources and objective functions, we now
categorize existing methods according to their underlying solution strategies.
Many methods share similar principles and can be broadly grouped into gradient-
free, gradient-based, analytical model-based, and deep learning approaches.

Gradient-free approaches
Grid-search
Grid-search approaches estimate SoS by evaluating a chosen objective, L, for
multiple preset candidate SoS values and selecting the value that gives the
optimal metric response. This is often implemented as an exhaustive search
over a discrete set of candidate values. The precision of discrete searches can
be improved by interpolation.

Black-box optimization
These methods are also gradient-free, but instead of evaluating the metric
blindly for a predetermined set of SoS values, these methods perform the
search adaptively by building an implicit model of the metric space based on
previous metric evaluations. Hence, the next SoS value is determined solely
based on metric values without any explicit gradient information. One such
approach is proposed in [61], where MATLAB’s fminbnd function is used,
and the next SoS value to try is determined via golden-section search and
parabolic interpolation.

The main advantage of gradient-free methods is their conceptual simplic-
ity. Their accuracy and computational cost, however, depend strongly on the
searched SoS range and the spacing between candidate values. Finer search
steps can improve estimation precision, but at the cost of increased computa-
tion. In addition, many such methods require repeated beamforming or image
formation with different assumed SoS values, which typically necessitates ac-
cess to stored raw channel data. Although the beamforming SoS could, in
principle, be adjusted directly on the ultrasound system, evaluating multiple
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SoS hypotheses in this way would require repeated acquisitions. This makes
real-time implementation challenging and increases sensitivity to motion.

Gradient-free methods are mainly used for global SoS estimation, although
some methods relate the resulting global estimates to layer-wise SoS values.

Gradient-based approaches
These employ some form of a forward operator or a model that yields local
gradients of the metric with respect to SoS distribution.

One such paradigm in SoS estimation is iterative optimization based on
automatic differentiation. Similar to grid-search and black-box approaches,
these methods are driven by a chosen metric or loss function, L, that assesses
the suitability of an assumed SoS. Their distinguishing feature is that they for-
mulate the estimation pipeline in a differentiable manner, so that the sensitivity
of L with respect to the SoS, i.e., its gradient, can be used for optimization.

A central aspect of this paradigm is the choice of an SoS-dependent, physi-
cally meaningful, and differentiable loss function. Gradients of this loss func-
tion with respect to the SoS, or equivalently slowness, are obtained using
automatic-differentiation tools available in modern deep-learning frameworks.
These gradients are then used to update the corresponding parameter maps.

A main advantage of such methods is their ability to incorporate com-
plex wave-propagation or image-formation models into the estimation process.
However, differentiable optimization typically requires access to raw data,
as well as repeated image formation, loss evaluation, gradient computation,
and parameter updating. Consequently, these methods can impose substantial
computational and memory demands, particularly for spatially resolved SoS
estimation and complex wave-propagation models. Their computational fea-
sibility, robustness under experimental conditions, and clinical performance
therefore remain important topics for further investigation.

Analytical model-based approaches
Analytical model-based approaches relate measured data to the underlying
SoS distribution through a physical model of ultrasound propagation.

Point-wise strong reflection model
In these methods, SoS is estimated from parameters of a model fitted to the
measured data. One such approach was proposed in [3], where a second-order
polynomial was fitted to geometric receive-delay profiles obtained from pulse-
echo data, from which global SoS was estimated.

Transmit-dependent diffuse speckle shift model
A major class of model-based pulse-echo methods is based on apparent dis-
placements observed between frames acquired with different transmit config-
urations such that the integrals in Eq. (3.4) traverse different paths through the
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imaged tissue. In these methods, directional diversity for measurement ac-
quisition can be achieved electronically, either by applying different transmit
delay profiles or by activating different transmit sub-apertures. The SoS distri-
bution can then be estimated using the imaging-model relation in Eq. (3.10).
Estimating SoS from relative displacement measurements is an ill-posed in-
verse problem, mainly due to the limited angular coverage of transmit–receive
configurations and the finite aperture of ultrasound transducers. Therefore,
prior assumptions about the medium, such as layered, smooth, or piecewise
smooth structure, are typically introduced through regularization.

The regularized spatial-domain SoS reconstruction problem corresponding
to Eq. (3.10) can be formulated as

σ̂ = argmin
σ

∥L(σ − σ̃)−∆τ∥q
q +λΦ(σ), (3.11)

where Φ denotes the regularization term and λ controls its weight. For a
matrix-based regularization operator Γ, this formulation can be written as

σ̂ = argmin
σ

∥L(σ − σ̃)−∆τ∥q
q +λ∥Γσ∥n

n. (3.12)

As shown in Eq. (3.12), reconstruction quality depends on several factors,
including the accuracy of the relative displacement measurements, the fidelity
of the forward model, the suitability of the regularization prior, and the solu-
tion strategy used for optimization.

Deep learning approaches
Deep learning (DL) has demonstrated impressive performance in various com-
puter-vision tasks and medical-imaging tasks, which has motivated its inves-
tigation for SoS imaging. Purely data-driven, or black-box, DL methods aim
to estimate the SoS directly from input data using a neural network, e.g., by
mapping raw channel data [32] to SoS maps. These methods are conceptually
straightforward to implement and can enable real-time inference. However,
they generally require large and representative training datasets and may gen-
eralize poorly under domain shifts, for example when transferring from sim-
ulations to real acquisitions or when acquisition conditions differ from those
represented in the training data. Their effectiveness on annotated or biopsy-
confirmed in vivo datasets remains to be further investigated.

In contrast to learning a complete black-box mapping, model-based DL
methods incorporate ultrasound physics into the learning process. Specifically,
priors or regularization are learned using neural networks while retaining the
physical imaging model of SoS reconstruction. Therefore, such architectures
improve robustness to domain shifts, acquisition- or motion-related noise, and
missing measurements, which commonly occur in ultrasound imaging.

In [10], a variational network was proposed for displacement-based SoS
reconstruction, in which iterations of a gradient-descent algorithm were un-
rolled into network layers. In R2 [50], we extended this architecture with
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uncertainty-estimation modules and used the resulting uncertainty estimates
to select optimal ultrasound acquisitions, achieving promising in vivo results
in a breast cancer study. In R5 [14], we introduced a gradual pruning strategy
to reduce the number of parameters, e.g., learned filters and potential func-
tions, in variational networks while maintaining reconstruction performance.

In Paper V [16], we proposed DenOiS, a model-guided diffusion-based
framework for SoS reconstruction from relative displacements that remains
robust to noisy and missing measurements. The method showed improved per-
formance compared with analytical reconstruction methods and displacement-
based black-box learning, with promising initial in vivo results.
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4. Contributions

This chapter summarizes the main methodological and application-oriented
contributions of this thesis. Detailed descriptions, experimental evaluations,
and extended discussions are provided in the respective papers. The overall
aim of the thesis is to develop accurate and robust SoS estimation methods
using pulse-echo ultrasound and to evaluate their utility in clinically relevant
applications. While several approaches were developed, the thesis focuses pri-
marily on displacement-based SoS estimation. The following sections present
contributions ranging from global and local SoS estimation methods to model-
based learning strategies and clinical breast applications.

4.1 Global Speed-of-Sound Estimation
Global SoS methods aim to estimate a single representative SoS value for
the imaged medium. While human tissue is often acoustically heterogeneous,
global SoS estimates can be useful in anatomies or regions that may be ap-
proximated as acoustically homogeneous, such as muscle, lesion-free breast
tissue, or liver. Compared with local SoS reconstruction, global SoS estima-
tion is more tractable because only one parameter is estimated. It therefore re-
quires lower computational and memory resources and can be more robust to
noise and motion, particularly when multiple acquisitions are available. More-
over, even in heterogeneous tissues, a data-driven SoS estimate may be more
effective than a fixed or blindly assumed value, e.g., for beamforming.

In Paper I [13], we develop an analytical method for global SoS estimation
and demonstrate its utility for aberration correction in B-mode imaging, as
well as for improving the accuracy and robustness of tomographic local SoS
reconstruction. An overview of the method is shown in Fig. 4.1. First, receive
channel data from two different transmit sequences are beamformed using an
arbitrary initial SoS assumption. If this assumed value differs from the actual
tissue SoS, the different transmit geometries lead to spatially varying shifts
between the resulting beamformed frames. Using known transducer geometry,
we computed a spatial map of expected shifts as a model for estimating any
SoS mismatch. The apparent shifts between the beamformed frames are then
fitted to this precomputed model to obtain a correction factor to update the
assumed SoS.

For the analytical model, consider two single-element transmit events, Tx1
and Tx2, with distances d1 and d2 to a fixed tissue point P, as shown in
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Figure 4.1. Overview of our proposed method for speed-of-sound estimation. Repro-
duced from Bezek and Goksel [13].
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Figure 4.2. Illustration of (a) physical scene, (b) beamformed image from Tx1, and
(c) beamformed image from Tx2. Adapted from Bezek and Goksel [13].

Fig. 4.2(a). Due to the different propagation distances, an incorrect beam-
forming SoS causes the point to appear at different spatial locations in the two
beamformed images. The resulting displacement ∆xP between the apparent
positions P1 and P2 can be expressed as

∆xP =

(
d2 −d1

2

)(
c̃
c
− c

c̃

)
, (4.1)

where c is the actual tissue SoS and c̃ is the assumed beamforming SoS. Ag-
gregating Eq. (4.1) over all image points yields the linear system

∆x = Dγ with γ =

(
c̃
c
− c

c̃

)
, (4.2)

where ∆x contains the measured displacements, D contains the corresponding
differential-distance terms, and γ relates the assumed and actual SoS values.
The correction factor γ is estimated by solving the least-squares problem

γ̂ = argmin
γ

∥Dγ −∆x∥2
2 . (4.3)
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(b)(a)

Figure 4.3. Experimental evaluation of the proposed SoS correction method in a
tissue-mimicking phantom. (a) Iterative estimation of SoS starting from different ini-
tial SoS assumptions. (b) Improvement in B-mode image quality after SoS correction,
shown for two sample experimental settings with assumed beamforming SoS values
of 1490 m/s (left) and 1590 m/s (right). Adapted from Bezek and Goksel [13].

Equation (4.3) has the closed-form solution

γ̂ = D+
∆x, (4.4)

where D+ denotes the Moore–Penrose pseudoinverse of D. Finally, the cor-
rected SoS estimate ĉ is obtained from γ̂ as

ĉ =
c̃
(√

γ̂2 +4− γ̂

)
2

. (4.5)

We extensively evaluated the proposed method using both numerical simu-
lations and a tissue-mimicking phantom. For physical validation, we acquired
data from a multi-purpose, multi-tissue ultrasound phantom (CIRS Model
040GSE). As shown in Fig. 4.3(a), regardless of the initial SoS assumption,
the estimated value converged after a few iterations to the same value of
1546.2 m/s. Using this estimated value for beamforming improved image
contrast, spatial resolution, and point localization compared with fixed as-
sumed SoS values, as shown in Fig. 4.3(b). The converged value is close
to the manufacturer-reported value of 1540 m/s. The minor difference may
be attributed to the experimental temperature and/or changes in the physical
properties of the phantom over time, e.g., due to storage conditions or drying.

The local tomographic SoS reconstruction relies on relative displacement
measurements between beamformed frames, as described previously. Its accu-
racy therefore also depends on the quality of beamforming and, consequently,
on the assumed global beamforming SoS. To illustrate the utility of the pro-
posed global SoS estimator for local SoS reconstruction, we used the recon-
struction method proposed in [63] with single-element transmission. For this
evaluation, we designed a numerical sample containing a circular lesion, re-
ferred to as sample I, and generated two additional variants by offset of all
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Figure 4.4. Example SoS reconstructions for a numerical phantom sample with
±50 m/s offsets applied to the background and inclusion SoS values. Reconstruc-
tions are obtained using different beamforming SoS assumptions and our corrected
values. Adapted from Bezek and Goksel [13].

pixel-wise SoS values by ±50 m/s. We then reconstructed local SoS maps
using assumed beamforming SoS values of 1450, 1500, and 1550 m/s, as
well as the SoS estimated by the proposed method. The results are shown
in Fig. 4.4. The fixed assumed beamforming SoS values produced accurate
reconstructions only when they matched the unknown true background SoS.
This demonstrates that SoS-based tissue characterization may be unreliable
when the beamforming SoS is incorrectly assumed. In contrast, using our
estimated beamforming SoS enabled successful local SoS reconstructions, re-
gardless of the background SoS.

4.2 Breast Density Assessment
Breast density refers to the amount of glandular tissue in the breast and is
commonly assessed from mammography images using the ACR BI-RADS
breast-density categories [29]. This system categorizes breast density into four
classes: A (almost entirely fatty), B (scattered areas of fibroglandular density),
C (heterogeneously dense), and D (extremely dense) [29]. One of the leading
causes of cancer-related mortality in women is breast cancer. Breast density
is a strong predictor of breast cancer risk, with reported odds of developing
breast cancer being 2.9 to 6.0 times higher for the densest breasts compared
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Figure 4.5. (a) Distribution of global SoS (g-SoS) measurements across mammo-
graphic ACR breast-density categories. Statistical significance between breast density
groups was assessed using two-sample t-tests, with ∗ ∗ ∗ indicating p ≤ 0.001, ∗∗
indicating 0.001 < p ≤ 0.01, and ns indicating no statistical significance (p > 0.01).
Receiver operating characteristic (ROC) analysis using g-SoS for classifying (b) dense
breasts (ACR C&D) and (c) extremely dense breasts (ACR D). Reproduced from
Bezek et al. [12].

with the least dense breasts [20]. Furthermore, mammography sensitivity is
reduced in dense breasts. Therefore, patients with high breast density may
require supplemental imaging, such as ultrasound or MRI.

In Paper II [12], we investigated whether global SoS, estimated using the
method introduced in the previous section, can provide a quantitative ultrasound-
based marker for breast density. For this purpose, we conducted a clinical
study including 100 female patients at Kantonsspital Baden, Switzerland. For
each patient, repeated acquisitions were obtained at the same breast loca-
tions using perpendicular probe orientations, with two successive acquisitions
recorded for each orientation to assess repeatability. Ultrasound data were
acquired with a customized Fukuda Denshi UF-760AG system using virtual-
source transmissions. Therefore, global SoS estimation was adapted from the
single-element formulation used in Paper I to the virtual-source acquisition
setting. Of the 100 patients, 92 underwent mammography. For these patients,
global SoS (g-SoS) estimates were compared with mammography-based ACR
density categories (m-ACR), determined by radiologist consensus.

The estimated g-SoS values showed high repeatability across consecutive
acquisitions, with mean difference ± standard deviation values of 0.20±5.33 m/s
and 0.43±4.52 m/s at the two locations, respectively. The intraclass correla-
tion coefficient was 0.99 at each location. For the 92 patients with available
mammography, g-SoS showed a strong correlation with m-ACR density cat-
egories (r = 0.773), whereas B-mode-based assessment showed only weak
correlation (r = 0.133). The distribution of g-SoS values across m-ACR cate-
gories is shown in Fig. 4.5(a). ROC analysis further demonstrated that g-SoS
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could classify dense breasts with an AUC of 0.931 and extremely dense breasts
with an AUC of 0.906, as shown in Fig. 4.5(b) and Fig. 4.5(c), respectively.

These results demonstrate that the proposed global SoS estimation method
is repeatable in clinical breast ultrasound and provides a quantitative marker
related to mammographic breast density. Therefore, g-SoS may support pa-
tient stratification for supplemental imaging modalities and contribute to per-
sonalized breast cancer risk assessment.

4.3 Windowed SoS Estimation by Extending Global
Estimators

Although global SoS estimators are typically proposed to use data from the
entire image frame, they can also be applied to data from a selected image
subregion, e.g., a region located deeper inside the body. However, acoustic
waves reaching such a region still propagate through superficial tissues, such
as fat and muscle. Therefore, a naive application of a global SoS estimator to
a deeper subregion would not isolate the SoS of that region because the esti-
mated value would still reflect the cumulative propagation effect of overlying
tissues. To employ robust global estimators for local SoS prediction, meth-
ods for disambiguating the confounding SoS effects of superficial tissues are
therefore needed.

In Paper III [15], we propose a meta-framework that extends global SoS
estimation to windowed estimation within a selected, homogeneous region
of interest (ROI). The proposed framework is illustrated in Fig. 4.6. Let the
cumulative time delay t through different tissues reach t ′ at the ROI starting
depth d′, as shown by the orange dotted curve. Estimating the slowness sepa-
rately in two subwindows yields σ1 and σ2, which are obtained by fitting the
data while assuming that the SoS is constant from the transducer to each sub-
window. These fitted estimates, shown by the green lines, intersect the actual
time-delay curve at the centers of the corresponding subwindows. The ROI
SoS, cw = 1/σw, can then be deduced from the slope connecting the subwin-
dow midpoints d1 and d2 using the cumulative time delays ti = di/ci:

cw =
d2 −d1

t2 − t1
=

d2 −d1

(d2/c2)− (d1/c1)
. (4.6)

Using this meta-framework together with the global SoS estimator pro-
posed in Paper I to estimate the SoS in each window, we showed an accu-
rate ROI SoS estimation under varying superficial-layer conditions. Although
smaller windows can provide more localized information, reducing the win-
dow size also decreases the amount of data available for robust SoS estimation
within each subwindow. Therefore, there is a trade-off between robustness and
achievable locality, which motivates local SoS estimators for fully spatially re-
solved SoS maps. This approach is particularly relevant when the target region
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Figure 4.6. Windowed SoS estimation framework. (a) One-dimensional illustration
of cumulative time delay. (b) Two-dimensional example showing an ROI divided into
two subwindows with center depths d1 and d2, together with the corresponding SoS
estimates c1 and c2 overlaid on a sample B-mode image. Adapted from Bezek and
Goksel [15] ©2025 IEEE.

is relatively homogeneous but located beneath acoustically different superfi-
cial layers, e.g., fat and muscle layers in liver imaging.

4.4 Learning the Imaging Model of SoS Reconstruction
While global SoS estimation is useful in several applications, many scenarios
require spatially resolved local SoS maps to characterize acoustically hetero-
geneous tissue. As discussed previously, displacement-based local SoS recon-
struction can be formulated as a regularized inverse problem:

ŝ = argmin
s

∥Ls−∆τ∥q
q +λΦ(s), (4.7)

where s = σ − σ̃ denotes the relative slowness. As seen in Eq. (4.7), recon-
struction accuracy depends directly on the fidelity of L.

Conventional pulse-echo SoS reconstruction methods often construct L us-
ing infinitesimally thin straight propagation paths. However, this approxima-
tion neglects several effects, including finite beam width, aperture-dependent
sensitivity, refraction, and discretization effects. Although more elaborate an-
alytical models can be designed, accurately accounting for all such effects is
challenging. A direct data-driven estimation of the full imaging matrix, i.e.,
solving argminL ∥Ls−∆τ∥2

2, is also infeasible in practice because L contains
a very large number of unknowns.

In Paper IV [17], we proposed a convolutional formulation of the SoS imag-
ing model that reduces the learning problem from estimating the full imaging
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Figure 4.7. (a) Illustration of the proposed convolutional model. (b) Example of
a fixed kernel sliding over a zero-padded (gray-shaded area) relative slowness map.
Adapted from Bezek et al. [17], © 2024 IEEE.

matrix to estimating compact convolutional kernels. Based on this formula-
tion, we developed different kernel-learning strategies to improve model fi-
delity and reconstruction quality. For a fixed pair of plane-wave steering an-
gles, the rows of the imaging matrix can be interpreted as translated versions
of a common differential path operator. Therefore, for a transmit pair p, the
forward imaging model can be expressed as the convolution of a kernel kp
with a zero-padded relative slowness map s̃, as illustrated in Fig. 4.7(a):

kp ∗ s̃ = ∆τ p, (4.8)

where ∆τ p contains the relative displacement measurements for pair p. This
convolutional operation, in which the kernel slides over the padded slowness
map, is illustrated in Fig. 4.7(b). Instead of learning the full matrix L, one can
therefore learn the convolutional kernel:

k̂p = argmin
kp

∥∥kp ∗ s̃−∆τ p
∥∥2

2 . (4.9)

This approach, referred to as learned unconstrained, substantially reduces the
number of learnable parameters compared with direct estimation of L. How-
ever, unconstrained learning can admit arbitrary propagation patterns, some of
which may be physically implausible, especially when the learning dataset is
small or noisy.

To address this limitation, we introduce a constrained formulation in which
the kernel is expressed as a laterally widened version of a straight-ray path:

kp = fp ∗̃gp, (4.10)

where gp denotes a straight-ray path-based kernel, fp is a learnable lateral
widening profile, and ∗̃ denotes lateral convolution. This formulation allows
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Figure 4.8. Kernels learned from simulated data using the proposed unconstrained and
constrained methods, together with the hand-crafted line- and window-based models,
shown for various steering angles. Adapted from Bezek et al. [17], © 2024 IEEE.

the widening profile to capture finite-width propagation, refraction, and dis-
cretization effects while preserving a physically plausible path structure. The
corresponding constrained learning problem is given by

f̂p = argmin
fp

∥∥( fp ∗̃gp)∗ s̃−∆τ p
∥∥2

2 . (4.11)

This learned constrained formulation further reduces the number of learnable
parameters while preserving a physically motivated path structure.

Using 32 simulated training samples, we learned convolutional kernels with
the constrained and unconstrained approaches and compared them with straight
line-based kernels and manually designed window-based kernels. We fur-
ther demonstrated constrained learning from a single sample, highlighting
its efficiency and the advantage of reducing the number of learned parame-
ters. Sample kernels for different methods and steering-angle pairs are shown
in Fig. 4.8. The unconstrained approach yields noisy kernels with physi-
cally unrealistic nonzero values, whereas the proposed constrained approach
produces smooth kernels that are consistent with physical expectations, even
when learned from a single sample.
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Figure 4.9. SoS reconstructions for four phantom inclusions, shown in separate rows.
Columns show the B-mode images and the SoS reconstructions obtained with hand-
crafted and learned models. Adapted from Bezek et al. [17], © 2024 IEEE.

We then evaluated kernel learning and the corresponding SoS reconstruc-
tion on a tissue-mimicking phantom. For this purpose, we used a custom
speed-of-sound phantom with spherical inclusions (CIRS, Norfolk, VA, USA).
The reconstructed SoS maps are shown in Fig. 4.9. Here, we report the abso-
lute contrast error, defined as the difference between the reconstructed and
ground-truth SoS contrasts, as SoS contrast is a relevant metric for lesion
characterization, e.g., in breast imaging. The results show that an imaging
model learned from simulations can generalize to real phantom acquisitions.
Learning the kernel from a single real-data acquisition further improved re-
construction performance, showing that one acquisition can be used to adapt
the imaging model for subsequent reconstructions.

4.5 Model-Based Deep Learning for SoS Imaging
In addition to the imaging model, the choice of regularization, the data-fidelity
term and the solution strategy play a key role in SoS reconstruction. In Papers I
and IV, we used a total-variation (TV)-based formulation:

ŝ = argmin
s

∥Ls−∆τ∥1 +λ∥Γs∥1, (4.12)

where Γ is a regularization matrix. However, analytical approaches require
hand-crafted regularization terms and tuned regularization parameters. Model-
based deep learning (DL) learns regularization while retaining the forward
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model in the reconstruction process, which improves robustness and general-
ization compared to purely black-box DL approaches. For SoS reconstruction,
such an approach was proposed in [10], where iterations of a gradient-descent
algorithm were unrolled into network layers. In R5 [14], we introduced a
pruning strategy to reduce the number of learned parameters in this frame-
work while maintaining reconstruction performance.

Such unrolled methods embed the imaging model in the trained network,
which can reduce flexibility when measurements are missing or acquisition
settings change. In contrast, plug-and-play (PnP) methods alternate between
an explicit data-consistency step and a learned denoising step. This provides
inference-time flexibility, as the imaging model can be modified to account for
different acquisition settings and missing measurements.

In Paper V [16], we develop a diffusion model-based PnP framework for
SoS reconstruction. To solve the SoS imaging problem, we use a half-quadratic
splitting formulation that decouples data consistency and regularization by in-
troducing an auxiliary variable z:

zi = argmin
z

λΦ(z)+νi∥si−1 − z∥2
2, (4.13a)

si = argmin
s

∥Ls−∆τ∥q
q +νi∥s− zi∥2

2 . (4.13b)

The data-consistency subproblem in Eq. (4.13b) is solved using the conjugate
gradient method for q = 2. The subproblem in Eq. (4.13a) corresponds to
Gaussian denoising and is solved using a conditional diffusion model.

In addition to solution-domain denoising, we introduce a measurement re-
finement module for noisy, missing, and model-inconsistent measurements.
This is particularly important in pulse-echo SoS reconstruction, where sim-
plified imaging models, e.g., straight-ray models, do not fully capture wave-
propagation effects, such as refraction. Rather than directly learning a more
complex imaging model, we learn to refine the measurements by projecting
discrepancies between the actual imaging process and the simplified forward
model into the measurement domain. The refined measurements ∆τ⋆ can then
be used with the simplified model for high-quality SoS reconstruction:

∆τ
⋆ =M(∆τ,Lŝ,P) , (4.14)

where M denotes the measurement-refinement network, ŝ is an initial recon-
struction, and P contains auxiliary information about data acquisition or pre-
processing, such as measurement masks. We first obtain an initial estimate ŝ
from the acquired data using the diffusion-based PnP reconstructor. This esti-
mate is used to compute refined measurements that are then fed back into the
PnP reconstruction framework. This refinement–reconstruction process can
be repeated iteratively. In this way, the framework combines solution-domain
prior learning with measurement-domain refinement. The general framework
and the SoS-specific implementation are illustrated in Fig. 4.10.
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Figure 4.10. (a) Our proposed iterative dual-domain denoising framework, alternating
between observation and solution domain refinement. (b) Illustration of the framework
for speed-of-sound imaging.

<latexit sha1_base64="cG2DIVUnyLllG88BAyuQ7zccShQ=">AAAB9XicbVBNS8NAEN3Ur1q/qh69LBbBiyUpUj0WvXjwUKFf0May2W7apZtN2J2oJfR/ePGgiFf/izf/jZs2B219MPB4b4aZeV4kuAbb/rZyK6tr6xv5zcLW9s7uXnH/oKXDWFHWpKEIVccjmgkuWRM4CNaJFCOBJ1jbG1+nfvuBKc1D2YBJxNyADCX3OSVgpPvbfqUH7AmSs0ZrWugXS3bZngEvEycjJZSh3i9+9QYhjQMmgQqiddexI3ATooBTwaaFXqxZROiYDFnXUEkCpt1kdvUUnxhlgP1QmZKAZ+rviYQEWk8Cz3QGBEZ60UvF/7xuDP6lm3AZxcAknS/yY4EhxGkEeMAVoyAmhhCquLkV0xFRhIIJKg3BWXx5mbQqZadart6dl2pXWRx5dISO0Sly0AWqoRtUR01EkULP6BW9WY/Wi/Vufcxbc1Y2c4j+wPr8AYsIkeg=</latexit>

L2-TV

<latexit sha1_base64="UAs7wDjTAR+KOJctsLw/zYtYY2k=">AAAB9XicbVBNS8NAEJ34WetX1aOXYBG8WBKR6rHoxYOHCv2CNpbNdtMu3WzC7kQtof/DiwdFvPpfvPlv3LQ9aOuDgcd7M8zM82PBNTrOt7W0vLK6tp7byG9ube/sFvb2GzpKFGV1GolItXyimeCS1ZGjYK1YMRL6gjX94XXmNx+Y0jySNRzFzAtJX/KAU4JGur/tuh1kT5ie1hrjfLdQdErOBPYicWekCDNUu4WvTi+iScgkUkG0brtOjF5KFHIq2DjfSTSLCR2SPmsbKknItJdOrh7bx0bp2UGkTEm0J+rviZSEWo9C33SGBAd63svE/7x2gsGll3IZJ8gknS4KEmFjZGcR2D2uGEUxMoRQxc2tNh0QRSiaoLIQ3PmXF0njrOSWS+W782LlahZHDg7hCE7AhQuowA1UoQ4UFDzDK7xZj9aL9W59TFuXrNnMAfyB9fkDiXmR5w==</latexit>

L1-TV

Baselines

B-Mode

2.73 / 0.43

1.89 / 0.55

120

0

-120

[ns]

0

-30

-60

[dB]

-0.05/ 0.21

1.15 / 0.28

25.22/ 0.80

27.13 / 0.81
<latexit sha1_base64="Wo7JaqMbeSDfTDXmjhyaX4kPozg=">AAACIXicbVDLSsNAFJ34rPUVdekmWIS6KYlI7bKoCzdCFfuAJoTJdNoOnTyYuRFLyK+48VfcuFCkO/FnnLRBtPXAMIdz7uXee7yIMwmm+aktLa+srq0XNoqbW9s7u/refkuGsSC0SUIeio6HJeUsoE1gwGknEhT7Hqdtb3SZ+e0HKiQLg3sYR9Tx8SBgfUYwKMnVa7aPYUgwT+5S1wb6CMlVOvvL6Y93M++dpK5eMivmFMYisXJSQjkarj6xeyGJfRoA4VjKrmVG4CRYACOcpkU7ljTCZIQHtKtogH0qnWR6YWocK6Vn9EOhXgDGVP3dkWBfyrHvqcpsZznvZeJ/XjeGfs1JWBDFQAMyG9SPuQGhkcVl9JigBPhYEUwEU7saZIgFJqBCLaoQrPmTF0nrtGJVK9Xbs1L9Io+jgA7RESojC52jOrpGDdREBD2hF/SG3rVn7VX70Caz0iUt7zlAf6B9fQPvP6Xc</latexit>RD(MD)

Ours(a)

O
bs

er
va

tio
n 

1
O

bs
er

va
tio

n 
2

Acquired Corrected
<latexit sha1_base64="5+xYhvp1JSWXw2GSdkw6UfbEgKI=">AAACIXicbVDLSsNAFJ3UV62vqEs3wSLUTUlEapdFXbgRqpi20JQymU7boZMHMzdiCfkVN/6KGxeKdCf+jJM2irYeGOZwzr3ce48bcibBND+03NLyyupafr2wsbm1vaPv7jVkEAlCbRLwQLRcLClnPrWBAaetUFDsuZw23dFF6jfvqZAs8O9gHNKOhwc+6zOCQUldvep4GIYE8/g26TpAHyC+TGZ/Kfnxrr89O/OOk65eNMvmFMYisTJSRBnqXX3i9AISedQHwrGUbcsMoRNjAYxwmhScSNIQkxEe0LaiPvao7MTTCxPjSCk9ox8I9Xwwpurvjhh7Uo49V1WmO8t5LxX/89oR9KudmPlhBNQns0H9iBsQGGlcRo8JSoCPFcFEMLWrQYZYYAIq1IIKwZo/eZE0TspWpVy5OS3WzrM48ugAHaISstAZqqErVEc2IugRPaNX9KY9aS/auzaZlea0rGcf/YH2+QUJq6Xt</latexit>RD(MU)

<latexit sha1_base64="xgRC5cSGTKCIxYOpdD+uBWwJWKA=">AAAB83icbVBNS8NAEN3Ur1q/qh69BIvgqSQi1WPRi8cKpi00oWy203bpZhN2J2IJ/RtePCji1T/jzX/jps1BWx8MPN6bYWZemAiu0XG+rdLa+sbmVnm7srO7t39QPTxq6zhVDDwWi1h1Q6pBcAkechTQTRTQKBTQCSe3ud95BKV5LB9wmkAQ0ZHkQ84oGsn3EZ4w8yTgrNKv1py6M4e9StyC1EiBVr/65Q9ilkYgkQmqdc91EgwyqpAzAbOKn2pIKJvQEfQMlTQCHWTzm2f2mVEG9jBWpiTac/X3REYjradRaDojimO97OXif14vxeF1kHGZpAiSLRYNU2FjbOcB2AOugKGYGkKZ4uZWm42pogxNTHkI7vLLq6R9UXcb9cb9Za15U8RRJifklJwTl1yRJrkjLeIRRhLyTF7Jm5VaL9a79bFoLVnFzDH5A+vzBxf0kbw=</latexit>

Unet

<latexit sha1_base64="qjslDqTBUHEhSVu8Supnp4YOpuk=">AAAB9HicbVDLSgMxFM3UV62vqks3wSK4KjMi1WVRFy4r2Ae0Q8mkmTY0k4zJnWIZ+h1uXCji1o9x59+YaWeh1QMXDufcm9x7glhwA6775RRWVtfWN4qbpa3tnd298v5By6hEU9akSijdCYhhgkvWBA6CdWLNSBQI1g7G15nfnjBtuJL3MI2ZH5Gh5CGnBKzk94A9QnqjBGWzUr9ccavuHPgv8XJSQTka/fJnb6BoEjEJVBBjup4bg58SDZwK+2AvMSwmdEyGrGupJBEzfjpfeoZPrDLAodK2JOC5+nMiJZEx0yiwnRGBkVn2MvE/r5tAeOmnXMYJMEkXH4WJwKBwlgAecM0oiKklhGpud8V0RDShYHPKQvCWT/5LWmdVr1at3Z1X6ld5HEV0hI7RKfLQBaqjW9RATUTRA3pCL+jVmTjPzpvzvmgtOPnMIfoF5+MbsySSEQ==</latexit>

Dolce

1480

1445

-1410

[m/s]
(b)

Figure 4.11. (a) An in-vivo breast cancer example, with reported SoS contrast / gen-
eralized contrast-to-noise ratio. The subscript of M denotes the architecture of the
measurement-refinement network: D denotes a diffusion model and U indicates a
U-Net model. (b) Corrections of two acquired observations with diffusion-based mea-
surement refinement.

For evaluation, we compared the proposed method with analytical TV-
regularized baselines using ℓ1 and ℓ2 data-fidelity terms in Eq. (4.12), as well
as two DL-based methods: Unet, which maps displacement measurements di-
rectly to an SoS reconstruction, and Dolce, a diffusion-based PnP method with
different conditioning, initialization, and inference strategies [52]. For an in
vivo breast case from a patient with biopsy-confirmed ductal carcinoma, the
proposed method reconstructs an SoS inclusion consistent with the clinical an-
notation, while the baseline methods fail to produce reliable reconstructions,
as shown in Fig. 4.11(a). The measurement-refinement module also denoises
and completes partially missing measurements, thus facilitating the final re-
construction, as shown in Fig. 4.11(b). The proposed framework is trained
only on simulated data and generalizes well to real acquisitions.
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4.6 SoS as a Potential Biomarker for Breast Cancer
In addition to the above works, which are detailed in included papers, I also
contributed to collaborative studies that investigate the potential of pulse-echo
SoS imaging for breast cancer assessment. These studies evaluated whether
reconstructed SoS contrast can support differentiation between benign and ma-
lignant breast lesions.

Within the same clinical study as the breast density assessment, in R1 [77]
ultrasound data were acquired from breast lesions in 100 patients. Half of the
patients were scheduled for ultrasound-guided core needle biopsy, while the
remaining patients did not undergo biopsy. The biopsy results were used as the
reference standard when available. Otherwise, lesion classification was based
on the consensus of radiology experts. For each lesion, multiple acquisitions
were collected with virtual-source transmissions, and SoS was reconstructed
for each acquisition using the pulse-echo method proposed in R3 [78].

Using the median SoS contrast between the lesion and the surrounding
background across acquisitions, malignant and benign lesions were differen-
tiated with an accuracy of 76.14% and an AUC of 69.70%. In dense breasts,
accuracy and AUC increased to 82.22% and 77.40%, respectively.

Strikingly, for lesions categorized as BI-RADS 4, which represent suspi-
cious lesions associated with a broad malignancy risk and remain diagnosti-
cally inconclusive based on clinical information and other imaging findings,
an accuracy of 71.43% and an AUC of 65.38% were achieved. Example SoS
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Figure 4.12. Examples of reconstructed speed-of-sound (SoS) images for malignant
(left) and benign (right) lesions. The corresponding B-mode images from the refer-
ence breast ultrasound system and annotated B-mode images from the SoS acquisition
system are shown alongside. Note that these images may show different lesion cross-
sections or flipped views. Reproduced from Schweizer et al. [77].
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reconstructions of benign and malignant lesions are shown in Fig. 4.12. Fo-
cusing further on BI-RADS 4 lesions, in R2 [50], we developed a method to
estimate uncertainty in SoS reconstructions. The estimated uncertainty was
used to attribute trust to individual acquisitions and to select acquisitions with
the lowest uncertainty for subsequent lesion analysis. This uncertainty-guided
selection increased the AUC to 75.96%.
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5. Summary and Perspectives

Speed of sound is fundamental to ultrasound beamforming and is a promis-
ing quantitative biomarker for tissue characterization. Although transmission-
and reflector-based methods have demonstrated the diagnostic value of SoS,
their need for dedicated hardware or constrained acquisition geometries limits
routine clinical use.

In the mid-to-late 2010s, pulse-echo SoS methods gained particular mo-
mentum with tomographic reconstruction approaches that exploited intrinsic
tissue features, e.g., scatterers, as internal reflectors, rather than relying on
acoustic access from multiple sides and additional hardware. Since then, re-
search interest has grown substantially. However, current pulse-echo SoS esti-
mation methods face several practical and clinical challenges that hinder their
translation into routine clinical practice.

By developing accurate, feasible, and robust pulse-echo SoS estimation
methods and evaluating them in clinically relevant applications, this thesis
advances in vivo SoS imaging and supports its continued clinical translation.

5.1 Summary of Contributions
In Paper I, we proposed a global SoS estimation method based on the trans-
mission geometry. The method requires only a few diverging wave transmis-
sions and achieved accurate SoS estimation in both numerical simulations and
tissue-mimicking phantom experiments. In Paper II, we applied this approach
in a clinical study on breast density classification, where breast density is a
well-recognized risk factor for breast cancer. The results demonstrated re-
peatable SoS estimation, distinct SoS values across breast density categories,
and accurate SoS-based classification of breast density. These findings sug-
gest new opportunities for ultrasound in breast imaging, e.g., for stratifying
patients for additional imaging modalities, selecting an appropriate day for
mammography, and integrating SoS into personalized risk assessment.

To enable window-based SoS estimation within a region of interest, in
Paper III, we proposed a meta-framework that extends beamforming-based
global SoS estimators to windowed estimators by suppressing the confounding
influence of superficial layers. Numerical and physical experiments showed
that the proposed method improved SoS estimation accuracy compared with
naively applying a global SoS estimator to a region of interest. This method

67



is particularly relevant in clinical applications involving superficial tissue lay-
ers with different acoustic properties, e.g., fat and muscle layers in abdominal
liver imaging.

Papers I–III focused on developing global and window-based SoS estima-
tion methods and evaluating them in clinically relevant applications. Such
methods are clinically useful and have lower computational and memory de-
mands than reconstructing a full spatially varying SoS distribution. They can
also be more robust to noise and motion, particularly when multiple acquisi-
tions are available. Nevertheless, many clinical applications require spatially
varying (local) SoS maps, as biological tissues are inherently heterogeneous
and often require localized characterization.

Focusing on local SoS reconstruction, in Paper IV, we proposed an efficient
method for learning the SoS imaging model. Our approach enables the use of
imaging models that account for wave propagation effects, such as refraction
and beam widening, as well as discretization-related artifacts, rather than re-
lying solely on straight-ray models, which are commonly used in the literature
but neglect these phenomena. Instead of explicitly learning a large imaging-
model matrix, we formulated SoS reconstruction in a convolutional form and
learned convolution kernels to represent the imaging model. Numerical, phan-
tom, and in vivo results demonstrated improved performance compared with
conventional imaging models and indicated the feasibility of learning such
models even from a single image acquisition.

In Paper V, we proposed a model-based deep learning method with diffusion
models for SoS imaging. The method builds on a plug-and-play reconstruc-
tion framework. Instead of hand-crafting and tuning regularization for SoS
imaging, we learned the regularization from data while preserving the ultra-
sound physics in the reconstruction process. We further proposed a measure-
ment refinement module. This module improves the quality of measurements
obtained from a feasible acquisition and processing pipeline. Moreover, it
projects imaging-model-related discrepancies onto the measurement domain,
thereby enabling high-quality reconstructions even under simplified forward-
model assumptions. Numerical, phantom, and in vivo results showed superior
performance compared with both analytical and deep learning methods.

Finally, in Paper VI, we presented a systematic literature review of pulse-
echo SoS estimation, describing the underlying principles and categorizing
existing methods with detailed insights and discussions.

5.2 Future Work
The findings presented in this thesis also highlight several limitations of cur-
rent pulse-echo SoS imaging methods that prevent practical in vivo deploy-
ment and motivate several future research directions.
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Many pulse-echo SoS methods rely on specialized acquisition settings, such
as single-element, plane-wave, Walsh–Hadamard coded, or virtual-source trans-
mit sequences. These acquisition modes often require direct control over
transmit delays and are mainly available in research-grade or high-end ul-
trasound systems. In contrast, many clinical scanners primarily use focused
transmissions. Therefore, SoS estimation methods that are compatible with
focused transmissions, while remaining robust to associated challenges such
as motion between scan lines, may be particularly important for a broader
clinical translation.

Another important aspect is data accessibility. The majority of pulse-echo
SoS methods require raw channel data, either because they operate directly on
channel signals or because they rely on customized beamforming before SoS
estimation. For example, methods based on common-mid-angle beamform-
ing or iterative optimization may evaluate metrics on beamformed frames, but
still require raw data to generate those frames with independently selected sub-
apertures. Since most clinical scanners do not provide flexible raw-data access
or arbitrary offline beamforming, such requirements can substantially restrict
practical deployment. Therefore, SoS estimation methods that can operate
directly on scanner-generated beamformed data are needed.

The computational cost is another important consideration. Ultrasound is
inherently a real-time imaging modality, and therefore additional quantitative
imaging features are expected to operate in real-time or near real-time. How-
ever, many SoS methods require repeated beamforming, iterative reconstruc-
tion, or other computationally intensive processing steps. Claims of real-time
performance should, therefore, consider the complete imaging pipeline, from
data acquisition and preprocessing to SoS reconstruction and display, rather
than only the final reconstruction step. Developing efficient implementations
for spatially resolved SoS imaging that can produce multiple frames per sec-
ond is therefore important for practical deployment.

In R4 [76], we proposed a resource-efficient reconstruction method that is,
in principle, compatible with on-the-fly beamformers in ultrasound systems
for real-time SoS imaging, thereby addressing both data-access and computational-
cost limitations. Implementations of this and other real-time imaging pipelines
require ultrasound systems with programmable sequencers and internal pro-
cessing capability or data transfer capability.

Finally, broader clinical validation is essential. While this thesis and related
studies demonstrate promising clinical applications of pulse-echo SoS estima-
tion, larger multi-center studies are needed to evaluate performance across
operators, patient populations, and anatomies. Such studies are also needed
to establish evidence for specific clinical use cases. Furthermore, many stud-
ies are based on retrospective processing of acquired data. The validation of
pulse-echo SoS would therefore benefit from prospective studies in which SoS
estimates are obtained during the examination.
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Sammanfattning på svenska

Ljudhastighet definieras som den longitudinella utbredningshastigheten för
ultraljudsvågor i det avbildade mediet. Ljudhastighet spelar en central roll in-
om ultraljudsavbildning på flera sätt. Strålformning, det vill säga omvandling-
en av mottagna ekosignaler i tidsdomänen till rumsligt upplösta bilder, kräver
att det finns ett antaget värde på ljudhastigheten för strålformningen. En fel-
aktigt antagen ljudhastighet leder till så kallade aberrationsartefakter, vilket
försämrar kvaliteten hos de konventionella gråskalebilderna som ultrajud ger,
det vill säga brightness-mode-bilder eller B-mode-bilder. Även andra ultra-
ljudsmetoder försämras som bygger på korrekt strålformade data.

Denna avhandling fokuserar på puls-eko-baserad skattning av ljudhastighet
med konventionella handhållna ultraljudsprober. Särskilt undersöks förskjut-
ningsbaserad ljudhastighetsskattning, där skenbara förskjutningar mellan bil-
der insamlade med olika sändnings- och mottagningskonfigurationer används
för att uppskatta den underliggande ljudhastigheten. Även om förskjutnings-
baserade metoder är lovande beror deras prestanda på flera faktorer, såsom
avbildningsmodellens noggrannhet, valet av regularisering, mätningarnas kva-
litet och rekonstruktionsmetodens robusthet.

Arbetet som presenteras i denna avhandling utvecklar noggranna och ro-
busta metoder för puls-eko-baserad ljudhastighetsskattning, hanterar flera av
dessa utmaningar och utvärderar metodernas användbarhet i kliniskt relevanta
tillämpningar. De huvudsakliga metodologiska bidragen är följande:

• En analytisk skattare för global ljudhastighet, det vill säga ett enda re-
presentativt värde utvecklas baserat på sändningsgeometrin. Metoden ut-
vidgas även till fönsterbaserad ljudhastighetsskattning i utvalda intresse-
områden.

• En effektiv metod för att lära in avbildningsmodellen för ljudhastig-
het utvecklas genom att formulera rekonstruktion av lokal, det vill säga
rumsligt varierande, ljudhastighet som ett konvolutionellt avbildnings-
problem. I denna formulering beskrivs sambandet mellan lokal ljud-
hastighet och de uppmätta förskjutningarna med kompakta konvolutions-
kärnor. Genom att lära in dessa kärnor kan avbildningsmodellen skattas
på ett kompakt och beräkningseffektivt sätt. Därmed kan effekter av våg-
utbredning och diskretisering införlivas i avbildningsmodellen.

• Ett modellbaserat ramverk för djupinlärning utvecklas, där så kallad
plug-and-play-rekonstruktion kombineras med en modul för förfining
av mätdata. Denna modul brusreducerar mätningarna, fyller i saknade
mätningar och kompenserar för förenklade avbildningsmodeller.
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De föreslagna metoderna utvärderas inom bröstavbildning genom tillämp-
ning av global ljudhastighetsskattning för brösttäthetsklassificering och lokal
ljudhastighetsavbildning för karaktärisering av bröstlesioner i områden med
onormal bröstvävnad. Sammantaget bidrar denna avhandling till utvecklingen
av robusta metoder för puls-eko-baserad ljudhastighetsavbildning och stödjer
den fortsatta etableringen av ljudhastighet som en praktiskt användbar kvanti-
tativ biomarkör inom kliniskt ultraljud.
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