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Abstract 

Breathing is more than a rhythmic mechanical process. It is also connected to brain processes 

that regulate cognitive and emotional states. Previous studies have shown that respiratory 

rhythm can influence neural activity, attention, memory, and emotional processing. This means 

that breathing patterns may reflect both physiological processes and a person’s internal state. 

This raises the question of whether breathing signals could contain useful information for 

identifying individuals and predicting physiological traits. This thesis explores the use of 

machine learning to predict sex and age, and to identify participants through physiological 

fingerprinting, using resting-state respiratory and cardiovascular signals. The experiments 

validate the feasibility of these tasks on a new dataset combining nasal and oral breathing with 

cardiovascular signals, which has not been done before. Recordings include ECG, fingerpulse, 

nasal airflow measured with a cannula, and oral airflow measured with a thermopod, collected 

from 112 healthy  participants. A one-dimensional convolutional neural network was used for 

sex and age prediction, formulated as both classification and regression tasks, while contrastive 

learning was used for fingerprinting. The results show that physiological signals contain useful 

information for sex prediction and participant identification, while age prediction did not improve 

over the mean baseline. The cannula signal was the most informative individual signal for sex 

classification, achieving ROC-AUC values of up to 0.74–0.75, while ECG dominated the 

fingerprinting task, with rank-1 identification accuracy reaching approximately 97% for nasal 

breathing when ECG was combined with cannula, and approximately 95% for oral breathing 

using ECG alone or combined with fingerpulse. This study concludes that breathing contains 

unique information that can contribute to participant identification, although cardiac signals are 

still the most relevant for predictions. Since respiration is closely connected to cognitive and 

emotional processes, these findings may have broader implications for non-invasive 

physiological monitoring. They may also help in understanding how individual differences in 

physiology and internal state can appear in breathing patterns. 
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1 Introduction
Breathing is a fundamental physiological process. With every inhale, oxygen from the
air enters the respiratory system and is transported to the lungs, where it diffuses into
the bloodstream and supports the cellular metabolism [1]. During exhalation, carbon
dioxide is released from the body. This is a continuous exchange of gases that enables
the body to maintain energy production and physiological balance. Although breathing
occurs without conscious effort, it is regulated by the nervous system. Each inhale and
exhale is shaped by a complex interaction between the respiratory system and the brain
[2]. Each breath’s timing and structure are influenced by the individual’s neural activity,
such as emotions and general physiological state, as well as characteristics such as sex and
age [3]. Since the influencing factors vary from person to person, this raises the question
of whether respiratory signals contain an individual-specific signature. This opens up
the possibility of physiological fingerprinting, where respiratory signals could be used to
distinguish one individual from another.

In recent years, the concept of using physiological signals as a form of biometric identifica-
tion has gained increasing attention. Unlike traditional biometrics such as fingerprints or
facial recognition, physiological signals reflect the body’s internal processes, making them
much more difficult to replicate or manipulate. Research has shown that signals such as
electrocardiograms (ECGs) can serve as reliable biometric traits due to their uniqueness
and inherent connection to individual physiological characteristics [4, 5]. More recently,
researchers have begun investigating whether respiration may also contain individual-
specific patterns. Recent work has shown that long-term patterns of nasal airflow can be
used to identify individuals with high accuracy, introducing the concept of nasal respira-
tory fingerprints [2]. These findings suggest that respiratory dynamics can remain stable
and individual over time and may also relate to physiological and cognitive traits [2].

Physiological signals such as ECG and respiration are typically represented as contin-
uous time-series data, reflecting the functioning of biological systems and providing valu-
able information about an individual’s physiological state [6]. Traditionally, physiological
signal analysis relied on manual feature extraction and signal processing techniques [7].
However, it can be difficult to detect and identify complex patterns in large datasets man-
ually. Machine learning methods, on the other hand, have the ability to automatically
learn and uncover hidden patterns from large datasets. Integration of machine learning
and signal processing allows data analysis with high speed and accuracy, and allows early
detection and identification of risk factors and diseases [7, 8]. Therefore, machine learning
techniques are now widely used in physiological signal analysis.

While previous research has shown that physiological signals contain individual-specific
information, many studies have focused on single modalities such as ECG or respiration.
It raises the question of whether combining multiple physiological signals can improve the
ability to identify individual characteristics. Therefore, this thesis investigates whether
respiratory signals, together with physiological signals, can be used to predict sex and age,
and examines whether these signals contain sufficient information to distinguish between
participants. This is done by comparing nasal and oral breathing conditions and evaluat-
ing different signal combinations to understand whether they provide useful information
for demographic prediction and fingerprinting.
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2 Background

2.1 Physiological signals and process

Physiological signals reflect different processes in the body that are connected to breath-
ing, heart activity, and brain function. To understand these processes, it is important
to first understand how these different signals are generated, in particular, respiration,
cardiovascular activity, autonomic regulation, and pupil dynamics. The following sections
introduce these systems and explain how they relate to the signals used in this study.

2.1.1 Respiratory system and cannula

The respiratory system involves both organs and structures, including the lungs, nose,
mouth, and airway, that allows the body to breathe. Its primary function is to take in
oxygen from the air and release carbon dioxide from the body [9]. There are several
physiological signals that can be used to study the respiratory dynamic. One commonly
used measurement is the nasal cannula signal. A nasal cannula has tubes that are placed
in the nostrils to detect changes in airflow or pressure during inhalation and exhalation
[10]. These changes are then converted into a continuous time-series signal representing
nasal airflow over time. An important feature in such signals is the respiratory transition,
which corresponds to the points in the signals where the breathing cycle changes from
inhalation to exhalation. These transitions capture the structure and rhythm of breathing
and are important for analyzing respiratory dynamics.

2.1.2 Autonomic regulation system

Autonomic regulation is part of the body’s nervous system that controls involuntary
bodily functions. These involuntary physiologic processes include heart rate, blood pres-
sure, breathing, and digestion and happen automatically without conscious thought [11].
The autonomic nervous system works automatically in the background to keep the body
balanced. It regulates bodily functions by increasing alertness and energy when action
is required, and by encouraging relaxation, recovery, and energy conservation when the
body is safe and at rest [11].

2.1.3 Cardiovascular physiology

The cardiovascular system has the responsibility of transporting oxygen and nutrients
to the tissues and removing waste materials. The cardiovascular system’s components
all work together to achieve a common objective. At the centre of it all is the heart, a
muscular pumping organ that creates a pumping action by muscular contractions, which
are controlled by electrical impulses to coordinate the beating of the heart. This process
can be monitored and viewed through ECG [12]. The nature of ECG signals, their shape,
and their timing, provide information about cardiac electrophysiology, which constantly
changes in response to autonomic nervous system control [12]. An important feature in
ECG signals is the R-peak, shown in Figure 1, which represents the electrical activation
of the ventricles. It appears as the highest peak in the ECG waveform and is often used
for identifying the individual heartbeats and to analyze heart rhythm [13]. The R-peak
is part of the QRS complex, a characteristic pattern in the ECG signal that reflects the
rapid electrical activation of the ventricles. The exact timing of R-peaks is an important
factor since many analyses rely on accurate detection of these events.
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Figure 1: Illustration of the ECG waveform showing the QRS complex and R-peak.
Reproduced from paper by Zalabarria et al. [14].

Beside the electrical monitoring, cardiovascular health can be tracked through peripheral
blood flow called (PPG), which is a non-intrusive optical technique used for measurement
of volume changes in blood vessels during heartbeats which can be used to measure heart
rate and oxygen saturation [15, 16]. Another representation of PPG is the finger pulse
signal, which is measured at the finger and reflects blood flow variations caused by each
heartbeat. It provides information related to cardiac activity and can also be used to
estimate oxygen saturation. [17].

2.2 Machine learning for physiological signals

Physiological signals such as ECG, respiratory airflow, and pupil dynamics are often
recorded as continuous time-series data. These signals reflect the activity of biological
systems and contain temporary patterns that may change over time. Traditionally, the
analysis of these signals relied on manual feature extraction and signal processing tech-
niques to capture different characteristics such as frequency components, peak intervals,
or amplitude variations [7, 8]. On the other hand, machine learning methods provide an
alternative approach by allowing the model to learn the pattern directly from the data.
This approach make analysing larger dataset with high accuracy less challenging which
has led to increased use of machine learning techniques in biomedical signal processing
and physiological data analysis [8].

2.2.1 Supervised learning

Supervised learning is a machine learning category where the models are trained using
labeled data, meaning each input to the model is paired with a corresponding correct
output. This allows the model to learn the relationship between the input variables
(features) and the target output (label). The model, during training, analyses many
input-output pairs and learns the patterns to be able to correctly predict the output from
the unseen data [18]. Supervised learning methods are commonly applied to two types of
tasks, classification and regression. Classification is used to predict a discrete category,
and regression is used to predict a continuous value.

2.2.2 Feature engineering vs. end-to-end prediction

Traditional machine learning approaches often rely on feature engineering, which is a pro-
cess of transforming raw data into predictive model features [19]. In physiological signal
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analysis, features such as heart rate variability and respiratory rate are computed from
the raw data, which will be used as inputs for machine learning algorithms.

In contrast to feature engineering, end-to-end engineering is a deep learning approach
in which the model is trained directly on raw data. This means that the model does not
rely on the designed features, instead it automatically learns hierarchical representations
that capture relevant patterns for the prediction task [20]. This approach allows the deep
learning models to discover complex data structures that may be difficult to define man-
ually [21]. End-to-end approaches have become the dominant paradigm in the analysis of
physiological signals and biomedical time-series data.

2.2.3 Convolutional neural network (1d)

Convolutional neural networks (CNN) are a subset of deep learning models that are mainly
used for image recognition, object detection, and classification tasks. A 1D CNN only
works with one-dimensional data, such as time series and text, where the data is linear
and sequential. In a typical 1D CNN, there are multiple convolutional layers where, for
each layer, there are convolutional filters that are applied along the temporal axis to learn
the local patterns and dependencies within the signal [22]. After each convolution, there
is a non-linear activation function, such as the Rectified Linear Unit (ReLU), to introduce
non-linearity into the model [23]. Pooling layers are often also used between the layers in
order to reduce the dimensionality of the feature maps while saving most of the relevant
information [24].

2.2.4 Contrastive learning

Contrastive learning is a machine learning approach that is used in tasks where similarity
between samples is more important than explicit classification. The model learns the
similarities and differences between data samples and brings similar samples closer to-
gether in an embedding space while pushing dissimilar samples further apart, rather than
directly predicting labels [25]. The comparison analysis is done using loss functions such
as triplet loss or InfoNCE [25], which compare pairs or groups of samples for similarity. In
Figure 2 this principle is illustrated. An anchor sample, a positive sample similar to the
anchor, and a negative sample dissimilar to it are passed through a shared encoder and
projection head into an embedding space. Within this space, the anchor and the positive
sample are pulled closer together, while the anchor and the negative sample are pushed
further apart.

Figure 2: Illustration of the contrastive learning principle.
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3 Related work

3.1 Age and sex prediction

Earlier research on physiological signal analysis has shown that deep learning can be ap-
plied to several types of physiological signals, including Electroencephalography (EEG),
which measures electrical activity in the brain, Electromyography (EMG), which measures
electrical activity produced by muscles, ECG, and other one-dimensional physiological
time-series signals. For example, Rim et al. [6] explored deep learning methods for physi-
ological signal data and showed that much of the earlier work focused on individual signal
modalities and task-specific applications. This shows that physiological signals contain
rich temporal patterns that can be learned directly from raw or minimally processed data.
However, many of the studies have not focused on predicting demographic information,
such as age or gender, but rather focused on medical diagnosis.

Another important study where physiological signals have been explored for predicting
demographic characteristics, such as age, is the study by Lima et al. [26]. In their study,
a deep neural network was trained to predict chronological age from 12-lead ECG record-
ings. They also introduced the concept of ECG-estimated age, where they explored the
difference between the model-predicted ECG age and the chronological age, and the fact
that it could reflect on patient cardiovascular health. This suggests that ECG signals
contain age-related physiological information. Another study that also shows that ECG
signals can contain information related to gender is a study by Park et al. [27]. They have
developed and validated an AI-based ECG sex prediction model using large 12-lead ECG
datasets. Their results suggest that ECG can contain sex-related information even though
their work was based on clinical ECG data and focused on ECG-based sex information in
relation to heart disease outcomes.

Age and gender prediction were also explored by Gu et al. [28], who introduced a cardiac
sensing foundation model trained on large-scale multimodal physiological data, including
ECG, PPG, and text-based clinical information. Their study evaluated demographic in-
formation recognition, including age regression and gender classification, using both ECG
and PPG signals. Their results showed that their pretrained model can extract useful
information from the physiological signal for demographic prediction.

3.2 Fingerprinting

Previous work by Bianco and Napoletano [29] shows that physiological signals can be used
to explore biometric recognition rather than traditional external traits. A combination of
physiological signals, including heart rate (HR), breathing rate (BR), palm Electrodermal
Activity (P-EDA), and perinasal perspiration (PER-EDA), with a 1D CNN has shown
strong recognition accuracy. However, this study only investigates the topic of multimodal
biometric classification rather than identifying physiological fingerprints.

In a systematic review done by Pereira et al. [30], ECG is described as one of the most
common physiological signals used for biometric systems and the fact that ECG can con-
tain information that differs between individuals and can be used for identity recognition.
Recent work by Soroka et al. [2] has shown that respiration may contain information
that can be used to distinguish between individuals. They used long-term nasal airflow
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recordings alone and identified participants with a high accuracy of 96.8%. In addition,
they also found associations between breathing patterns and physiological or cognitive
variables, such as arousal, body mass index, anxiety, and depression.

4 Data
The data used in this thesis come from two previously collected experimental studies
involving respiration and related physiological signals [31]. No new data collection was
performed as part of this project. Both studies were approved by the Swedish Ethical
Review Authority (Dnr. 2020-00972). The available data consist of two separate studies.
One study includes recordings of both nasal and oral breathing, while the other includes
nasal breathing only. In both studies, respiration was recorded together with additional
physiological signals, including ECG and pupil dynamics, under both resting and task-
based conditions. In this thesis, only the larger study, which includes both breathing
conditions, was explored.

4.1 Data collection and overview

This study consists of 112 physiological recordings from healthy adult participants aged
19–42 years, with available subject variables including sex and age. The signals were
recorded during two experimental conditions: a resting state and a task condition. Dur-
ing the resting state, participants watched a screen, while during the task condition they
performed different cognitive or behavioural tasks. The resulting dataset includes record-
ings both nasal breathing and oral breathing signals. In addition, four raw physiological
signals were recorded for each participant: Thermopod, Cannula, Fingerpulse, and ECG.
The respiration and ECG-related signals were provided in raw (non-preprocessed) form,
whereas the available pupil data had already undergone preprocessing prior to analysis.
However, not all originally recorded participants were included in the dataset version
available for this thesis.

4.2 Exclusion criteria

All available recordings were initially provided in a single dataset containing both nasal
and oral breathing conditions from 112 participants. As a first step, the data were sepa-
rated into two distinct datasets, one for each breathing condition.
Inspection of the datasets showed that not all physiological signal files were available for
every participant. Some recordings were missing from the provided physiological signal
files, which resulted in a reduced number of usable participants. To ensure consistency
between the physiological recordings and the available subject metadata, participants
with missing signal recordings were removed from the analysis. After filtering, the final
datasets consisted of 102 participants for the nasal breathing recordings and 103 par-
ticipants for the oral breathing recordings, see Figure 3. No additional exclusions were
performed, as the goal of this study was to retain as much of the available data as possible
for the subsequent experiments.
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Figure 3: Flow diagram of participant exclusion. Participants with missing physiological
signal recordings were removed, resulting in 102 nasal and 103 oral breathing recordings.

4.3 Dataset description

For the nasal breathing recordings, the dataset contained 65 female participants and 37
male participants, while the oral breathing recordings contained 65 female participants
and 38 male participants, as shown in Figure 4. This indicates imbalance in gender
representation where the female participants form the majority in both datasets. The age
of the participants ranged from 18 to 42 years. However, the distribution across ages are
not uniform. As shown in Figure 5, most participants are concentrated in the mid-twenties
to early thirties and only a small number of participants were present in the youngest and
oldest age ranges. The unevenness of the data distribution is an important factor to
consider when training with machine learnings models. Since imbalances in gender and
age groups may impact the model performance.

Figure 4: Gender distribution of partici-
pants included in Study 1

Figure 5: Age distribution of participants in-
cluded in Study 1

7



4.4 Preprocessing

Resting-state recordings consisted of four simultaneously acquired physiological signals:
ECG, fingerpulse short for PPG , nasal airflow (cannula), and oral airflow (thermopod).
All preprocessing steps were applied uniformly to every recording to ensure consistency
across participants and breathing conditions.

4.4.1 Signal extraction

The raw signals for each participant were loaded from MATLAB files containing a struc-
tured resting_state object, and the ECG, PPG, cannula, and thermopod signals were
extracted as one-dimensional time series.

4.4.2 Filtering

Physiological recordings often contain low-frequency baseline drift caused by movement,
electrode shifts, and slow respiratory trends. To remove this drift while preserving relevant
cardiac and respiratory dynamics, a zero-phase high-pass elliptic filter was applied to all
signals. The ECG signals were preprocessed using an open-source implementation1, with
a cutoff frequency of 0.8 Hz, a stopband edge of 0.2 Hz, 0.5 dB passband ripple, and
40 dB stopband attenuation. Additional forward-backward filtering was used to achieve
zero-phase distortion, ensuring that temporal features such as R-peaks and respiratory
transitions were not time-shifted.

4.4.3 Resampling and signal scaling

To reduce computational complexity, all signals were downsampled from 1000 Hz to 60
Hz. This sampling rate was selected because additional pupil-dynamic signals in the orig-
inal experimental design were recorded at 60 Hz, although those signals were not included
in the final experiments due to time constraints. Using a common sampling rate was a
design choice that ensured a consistent preprocessing pipeline across modalities and en-
abled future integration of the physiological and pupil-dynamic signals.

The original recordings contained approximately 310,058 samples per signal, correspond-
ing to approximately 310 seconds 5 minutes of data. After downsampling to 60 Hz, each
signal contained approximately 18,603 samples. ECG signals were converted from volts to
millivolts. Finger pulse and cannula signals were multiplied by 10 to improve numerical
resolution, while thermopod signals were left unchanged.

4.4.4 Window segmentation

Each resampled signal was segmented into non-overlapping windows of 2048 samples. At
a sampling rate of 60 Hz, this corresponds to approximately 34.1 seconds per window.
Recordings hold nine full windows per participant. Any remaining samples at the end of
the signal were discarded to maintain a consistent window size.

1ECG preprocessing code on GitHub
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5 Method

5.1 Prediction tasks

The overall objective of this project is to investigate whether physiological signals related
to respiration and cardiovascular activity contain patterns or information that could in-
form the potential for physiological fingerprinting.

As the initial step in this process, two prediction tasks using recorded physiological signals
were considered to evaluate whether the signals contain meaningful information that can
be learned by machine learning models. These prediction tasks are age prediction and
gender prediction. The gender prediction is formulated as a binary classification problem,
meaning the model simply predicts whether the participant is male or female based on the
physiological signals. On the other hand, the age prediction was explored in two different
ways. The first approach is formulated as a classification problem, where participants
were grouped into several age bins. In the second approach, the task was treated as a
regression problem in which the model predicts the participant’s continuous age.

5.2 Data representation

Each participant’s data recording was handled independently of the raw MATLAB files.
After the preprocessing steps, including baseline correction, resampling from 1000 Hz to
60 Hz, and signal scaling, the recordings were segmented into fixed-length windows of 2048
samples, which corresponds to approximately 34 seconds of physiological data per window.
The stride was set equal to the window length, resulting in nine non-overlapping windows
for each participant. Each window contains multiple simultaneously recorded physiologi-
cal signals, including ECG, fingerpluse, nasal airflow cannula, and oral airflow thermopod.

The recordings from each participant were then represented as three-dimensional ten-
sors (W,C,L), where W represents the number of windows per participant, C represents
the number of physiological signal channels, and L represents the number of time samples
within each window, which is equal to 2048. To create a full set of all data, the par-
ticipant tensors were stacked across participants, resulting in a four-dimensional tensor
representation of shape (P,W,C, L) where P represents the number of available partici-
pants. After filtering missing recordings, this corresponded to 102 participants for nasal
breathing recordings and 103 participants for oral breathing recordings.

The window segmentation is a design choice that serves multiple purposes. It allows long
physiological recordings to be divided into smaller segments, which makes the training
process more efficient. In addition, it increases the number of available training samples
by generating multiple windows from each participant’s recording. During model training,
each window (C,L) was treated as one training example, while windows from the same
participant were kept grouped to enable participant-level splitting.
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Figure 6: Example of a single segmented window (Window 0) from one participant after
preprocessing. Each row corresponds to one physiological signal, and all signals are time-
aligned over approximately 34 seconds (2048 samples at 60 Hz). The four channels shown
are ECG, cannula, fingerpulse, and thermopod. This window represents one of nine non-
overlapping segments extracted from the full recording of each participant and serves as
one input sample to the model.

5.3 Convolutional Neural Network

5.3.1 CNN architecture for classification

For the gender classification task, a CNN of two convolutional blocks was implemented,
shown in Figure 7. Each block contains a one-dimensional convolutional layer, followed by
batch normalization and a ReLU activation function. The first convolutional layer maps
the input signal channels to 16 feature maps using a kernel size of 7 and a stride of 2. The
second convolutional layer increases the number of feature maps to 32 channels, again
using a kernel size of 7 and a stride of 2. Additionally, an adaptive average pooling layer
was implemented to reduce dimensionality, so that each feature channel is summarized
into a single value. The resulting features are flattened and passed through a dropout
layer to reduce overfitting. Finally, a fully connected layer produces the final prediction,
which represents logits used for binary classification.

5.3.2 CNN architecture for regression

For the age prediction using regression, a slightly deeper convolutional architecture was
used. The model consists of three convolutional layers with an increasing number of
feature channels, from 32 to 64 and finally 128, shown in Figure 8. The first convolutional
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layer uses a kernel size of 7 with padding 3, the second uses a kernel size of 5 with padding
2, and the third uses a kernel size of 3 with padding 1. Each convolutional layer is followed
by a ReLU activation function, and max-pooling layers. After the final convolutional layer,
an adaptive average pooling layer sets features into a fixed-length feature vector. This is
then is passed through a fully connected linear layer that produces a single continuous
output of the predicted age of the participant.

5.3.3 CNN architecture for contrastive learning

For the fingerprinting task, a one-dimensional CNN was used as an encoder with the
purpose of mapping each input signal segment into a low-dimensional embedding space.
The signals are compared such that signals from the same participant are close to each
other, while signals from different participants are far apart.

The encoder consists of three convolutional blocks. Each block contains a convolutional
layer followed by batch normalization and a ReLU activation function. The first convo-
lution maps the input channels to 16 feature maps using a kernel size of 7 and a stride of
2. The second convolution increases the number of channels from 16 to 32, also using a
kernel size of 7 and a stride of 2. The third convolution maps 32 channels to 64 feature
maps using a kernel size of 5 and a stride of 2. Finally, an adaptive average pooling layer
reduces the temporal dimension to a single value per feature map, and a fully connected
layer projects the result into a 128-dimensional embedding space.

5.4 Training procedure

5.4.1 Dataset splitting

The dataset was split at the participant level to prevent information leakage between
training and evaluation sets. Participants were divided into 60% training, 20% validation,
and 20% test subsets using a fixed random seed, resulting in 64 training, 17 validation,
and 21 test participants. This way, all windows belonging to the same participant were
kept within the same split.

5.4.2 Normalization

Channel-wise z-score normalization was applied to the physiological signals using statistics
computed only from the training set. This approach prevents information leakage from
the validation or test sets. For each signal channel, the mean and standard deviation
were calculated from the training data. The signals were then normalized according to
Equation (1), where µ and σ denote the training set mean and standard deviation for
each channel, and ϵ is a small constant added for numerical stability.

z =
x− µ

σ + ϵ
(1)

After normalization, the participant-level tensors were reshaped into window-level training
samples. Each participant contributes W windows of shape (C,L), and therefore the
participant tensor (P,W,C, L) was reshaped into individual window samples of shape
(C,L).
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5.4.3 Optimization

To optimize the performance, the neural networks were trained using the AdamW opti-
mizer with a learning rate of 0.001. The model was trained for up to 50 epochs using
a batch size of 64. Early stopping was applied based on the validation loss to prevent
overfitting. The weights that achieved the minimum validation loss were saved, and the
training would terminate if the validation loss did not improve for 7 continuous epochs.

5.4.4 Gender classification training setup

For the gender classification task, the CNN outputs a single logit for each input window.
The model was trained using binary cross-entropy loss with logits. However, the dataset
is imbalanced, with approximately two-thirds of the participants being female and one-
third male. To address this, a positive class weight was computed based on the ratio
between the majority (negative) class and the minority (positive) class in the training set.
This weighting increases the penalty for misclassifying samples belonging to the minority
class, meaning the model will pay more attention to under-represented examples during
training.

5.4.5 Age classification training setup

For the age prediction classification task, the continuous age variable was divided into a
set of age groups. This means the problem is to predict a categorical label corresponding
to an age interval rather than an exact numerical value.

The model was trained using similer a similar CNN architecture as in the gender clas-
sification setup, with the only difference being that the model output the predicted age
instead of the logit, as it does for the age prediction. For each input window, the convolu-
tional neural network outputs one logit for each age group. These logits are then passed
to a cross-entropy loss function during training, which compares the predicted class scores
with the true age-group label. The predicted age group is selected as the class with the
highest logit value. Since the number of samples in each labeled group is imbalanced,
inverse sampling was introduced during training. The number of training samples in each
age group was first counted. Then, each sample was given a weight based on how com-
mon its group was. Samples from smaller age groups were given higher weights, so they
were more likely to be selected during training. A weighted random sampler was used to
create the training batches based on these weights to reduce the bias toward the larger
age groups.

5.4.6 Age regression training setup

In the age prediction regression problem, the CNN outputs a single continuous value for
each input window, corresponding to the predicted age. For training the model, mean
absolute error (MAE) was used as the loss function, which calculated the absolute dif-
ference between the actual age and the predicted age. During training, the MAE was
computed for both the training and validation sets at each epoch to follow model perfor-
mance. Early stopping was applied in the same manner based on the validation loss to
prevent overfitting and maintain the best validation performance.

Unlike the classification task, where the model learns to separate discrete categories, the
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regression model predicts a continuous numerical value, learning from the data. Therefore,
the model becomes sensitive to noise and variation in the data.

5.4.7 Contrastive learning for fingerprinting setup

The step-up for the contrastive learning is inspired by the original SimCLR framework2

where a ResNet encoder is used to extract feature representations from image data. How-
ever, in this study, the implemented encoder is replaced with a 1D CNN due to the fact
that the input consists of physiological time-series signals rather than images, as in the
original framework. The purpose of the encoder is to transform each signal window into
a compact latent representation that captures participant-specific information.

Inspired by the SimCLR idea, a projection head is added on top of the encoder dur-
ing training. The projection head consists of a small multilayer perceptron with two fully
connected layers and a ReLU activation in between. It maps the encoder output h to a
projected representation z used for the contrastive loss. However, only the encoder output
h is kept as the final embedding for the fingerprinting step.

The model is then trained using a triplet loss function, where for each training exam-
ple, three samples are selected: an anchor window, a positive window from the same
participant, and a negative window from another participant. These samples are passed
through the encoder to obtain their corresponding embeddings. The model is trained
using the triplet loss, defined as:

L = max
(
0, sim(za, zn)− sim(za, zp) + α

)
, (2)

where za, zp, and zn represent the embeddings of the anchor, positive, and negative sam-
ples, respectively, and where α and sim(·, ·) denote the margin and the cosine similarity.

This loss encourages the distance between the anchor and positive samples to be smaller
than the distance between the anchor and negative samples by at least the margin α. As a
result, embeddings of the same participant are pushed closer together, while embeddings
of different participants are pulled farther apart. This means that the encoder learns a
representation space where windows from the same participant are grouped, while win-
dows from different participants are separated.

For the fingerprinting evaluation step, the encoder output is used directly, while the pro-
jection head is discarded. The trained encoder is used to extract an embedding for each
test window. A gallery embedding is created for each participant by averaging the embed-
dings of multiple windows from that participant, excluding the selected query window to
avoid comparing the query with itself. The averaged embeddings are then normalized, and
during participant identification, the embedding of a query window is compared with all
the other gallery embeddings using cosine similarity. As a result, the participant with the
highest similarity score is selected as the predicted participant identity. If the predicted
identity matches the true participant of the query window, the prediction is counted as
correct. Repeating this over the test queries gives the final Rank-1 accuracy.

2SimCLR- A Simple Framework for Contrastive Learning of Visual Representations
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5.4.8 Evaluation and analysis

Threshold independent metrics. The Receiver Operating Characteristic, Area Un-
der the Curve (ROC-AU), is a standard metric for binary classification. It was used to
evaluate how well the model separates between the positive and negative classes across
different decision thresholds [32]. A higher ROC–AUC indicates better separation be-
tween classes, while a lower value closer to 0.5 indicates that the model performs close to
random guessing. Average precision (AP) was used to provide an overview of the model’s
performance because it summarizes the trade-off between precision and recall across dif-
ferent thresholds. AP is especially useful when there is an imbalanced class distribution
in the data. A higher AP value explains that the model can identify the positive samples
with high precision.

Threshold dependent metrics. Accuracy was used to measure the proportion of
correctly classified samples among all predictions. Since the dataset was imbalanced,
balanced accuracy was also calculated. This metric calculates the average recall of each
class, making it a better estimate given the class distribution imbalance. Precision was
used to measure how many of the samples predicted as positive were actually positive.
Recall was another evaluation metric that measures how many true positive cases the
model classified accurately. Another metric that was used is the F1-score, since it combines
both recall and precision into one evaluation metric. In addition, confusion matrices were
used to show the distribution of correct and incorrect predictions across the classes.

MAE and RMSE. MAE was used to evaluate the average absolute difference between
the predicted value and the true value in the regression experiment. The MAE is defined
as:

MAE =
1

P

P∑
i=1

|yi − ŷi|, (3)

where P is the number of participants, yi is the true age, and ŷi is the predicted age.
Lower MAE values suggest that the predicted value, age in the regression experiment,
is closer to the actual true value. Root mean squared error, (RMSE), was also used to
evaluate the prediction since it is especially useful to identify when the model makes
bigger mistakes. It gives more weight to the error since the difference between the true
and predicted values is squared before averaging [33, 34]. The RMSE is defined as:

RMSE =

√√√√ 1

P

P∑
i=1

(yi − ŷi)2, (4)

where P is the number of participants, yi is the true age, and ŷi is the predicted age.
As with MAE, a lower RMSE indicates better prediction. Additionally, the coefficient of
determination R² was used to understand how well the predicted age values explained the
variation in the true age values. A higher R² value, close to 1, indicates a better agreement
between predictions and true values. A value closer to zero indicates the model performs
similarly to a simple baseline, while a negative value indicates that the model performs
worse than this baseline.
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Bootstrapping. Bootstrapping is a resampling method used in regression tasks to es-
timate uncertainty in the model’s performance. This method repeatedly samples partici-
pants from the test set with replacement and then recalculates the evaluation metric for
each resampled dataset, creating a distribution of metric values. This was then used to
calculate confidence intervals, giving an estimate of how stable the results were across
different samples of the test set.

Statistical tests. McNemar’s test is a statistical test used here to determine if there is a
statistically significant difference between the outcomes of the two breathing conditions for
the age prediction task. The test was applied at the participant level, not at the window
level, meaning each participant contributed a single final prediction after aggregation.
The McNemar test statistic is computed as:

χ2 =
(b− c)2

b+ c
· (5)

Here, b and c represent the cases where the two breathing conditions gave different results.
The value b counts participants correctly predicted in one condition but incorrectly pre-
dicted in the other, while c counts the opposite case. The results were then summarized
using a significance threshold of p < 0.05.

Channel ablation. To better understand the contribution of each physiological signal
in the multi-signal fingerprinting model, a channel ablation study was done. Channel
ablation is a technique used to evaluate the importance of specific input channels by
systematically removing them and observing the effect on model performance [35]. The
approach is to leave-one-signal-out, where each signal was individually removed by mask-
ing its corresponding channel in the trained combination model.

6 Results

6.1 Gender prediction

The gender classification experiments were performed to study whether the physiologi-
cal signals contain information that can be used to distinguish between male and female
participants. The experiments were performed separately for the nasal and oral breath-
ing datasets. The gender classification was evaluated through two different modeling
approaches. Each experiment was repeated using five different random seeds, and the
values reported in the tables correspond to the median performance across these five
runs. In the first approach, the input model, the selected signals were used directly as
input to the model. For example, when the ECG and the Cannula were selected, both
signals were given to the same model. In the second approach, mean probability fusion
was used. In this approach, one model was trained separately for each signal, and the
predicted probabilities from the individual models were averaged to obtain the final pre-
diction.

The main metric used for comparison was ROC-AUC, since it measures how well the
model separates the two gender classes across different decision thresholds. Other met-
rics, such as accuracy, F1-score, and balanced accuracy, were also reported to give a more
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complete view of the classification performance. The gender distribution in the dataset
is imbalanced, with more female than male participants. To reduce the effect of this im-
balance during training, class weighting was applied to the minority class. However, even
with class weighting, the imbalance in the dataset can still influence the final predictions
and make accuracy alone less reliable.

6.1.1 Single input model approach

The input-model ROC-AUC results for both nasal and oral breathing are shown in Table
1. The results show that the classification performance varies depending on both the
breathing condition and selected signal combinations. For the nasal breathing dataset,
Cannula achieved the highest single-signal performance, with a median ROC-AUC of
0.74. ECG and thermopod also performed better than random guessing, with ROC-AUC
values of 0.63 and 0.62, respectively. However, fingerpulse alone gave the weakest result,
with a ROC-AUC of 0.50. Among the multi-signal models, the combination of ECG and
Cannula also reached a ROC-AUC of 0.74, while the full four-signal combination reached
0.70. This suggests that Cannula contains the most useful information for gender classi-
fication in the nasal breathing dataset. However, the results also show that adding more
signals does not always improve performance.

For the mouth breathing dataset, the best performance was achieved with the combi-
nation of ECG, fingerpulse, and Cannula, which reached a median ROC-AUC of 0.80.
The full signal combination also performed well, with a ROC-AUC value of 0.74. Among
the individual signals, Cannula again gave a strong performance, with a ROC-AUC of
0.73. Fingerpulse also performed relatively better here with a ROC-AUC of 0.68. Ther-
mopod gave the lowest single-signal performance for the oral breathing dataset, with a
median ROC-AUC of 0.55.

The AUC boxplots shown in Figure 10 further support the results in Table 1 by show-
ing how the validation AUC varied across the five random seeds. For the nasal breathing
data, shown in Figure 10a, the strongest performance is seen for Cannula alone and for the
combination of ECG and Cannula. These results show relatively high AUC values with
a more concentrated spread compared with several other signals, which means that their
performance was more stable across the five runs. For the oral breathing data, shown in
Figure 10b, the highest-performing combination is ECG, fingerpulse, and cannula, which
also shows high AUC values with a relatively concentrated spread. In comparison with
the nasal breathing boxplot, the oral breathing results appear to have fewer signal com-
binations with very wide spreads. Wider boxplots indicate that the performance is more
sensitive to changes across random seeds.

To further compare the nasal and oral breathing results, McNemar’s test was applied to
the predictions from the input models. The purpose of this test was to examine whether
the two breathing conditions led to significantly different classification outcomes for the
same signal combinations. Since each experiment was repeated using five different random
seeds, the reported p-values represent the median p-value across the five runs. The re-
sulting values show that most signal combinations did not produce statistically significant
differences between the nasal and oral breathing datasets. Since for most combinations,
the median p-values were above 0.05, meaning that there is not enough evidence which
would suggest that the nose and mouth models behave differently in terms of their final
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Table 1: Gender classification performance for different signal combinations. Median
ROC-AUC values are reported for the nose and mouth datasets across five random seeds.
The median McNemar p-value compares nose and mouth predictions across the five seeds,
and the last column shows how many seeds were significant at p < 0.05.

Signals AUC McNemar Test

Nose Mouth Median p-value Significant Seeds

ECG 0.63 0.60 0.06 1/5
Cannula 0.74 0.73 0.56 1/5
Thermopod 0.62 0.55 0.26 0/5
Fingerpulse 0.50 0.68 0.56 1/5
ECG, Cannula 0.74 0.63 0.32 2/5
ECG, Thermopod 0.59 0.58 0.06 2/5
ECG, Fingerpulse 0.65 0.73 0.16 2/5
Cannula, Thermopod 0.64 0.57 0.56 0/5
Fingerpulse, Cannula 0.66 0.71 0.04 3/5
Fingerpulse, Thermopod 0.51 0.64 0.66 0/5
ECG, Cannula, Thermopod 0.69 0.60 0.32 1/5
ECG, Fingerpulse, Cannula 0.70 0.80 0.32 0/5
ECG, Fingerpulse, Thermopod 0.66 0.68 0.16 0/5
Fingerpulse, Cannula, Thermopod 0.62 0.72 0.20 1/5
ECG, Fingerpulse, Cannula, Thermopod 0.70 0.74 0.32 0/5

predictions.

However, one signal combination had a median p-values below 0.05, which was fingerpulse
and Cannula, with a median p-value of 0.04. Both the ECG alone and the combination
of the ECG and thermopod had a median p-value of 0.06. For the combination of Fin-
gerpulse and Cannula, three out of five seeds were significant. This suggests that, for
this specific signal combination, the final predictions are statistically significant between
nasal and oral breathing. Additionally, the ECG, fingerpulse and ECG, fingerpulse, ther-
mopod signal combination also had a relatively low median p-value of 0.16. Although
these values are not below the 0.05 threshold, they are close to the threshold and may
indicate a possible significant difference between the breathing conditions. Overall, the
McNemar results suggest that, based on this test and the available data, the differences
in predictions were not strong enough to be considered statistically significant for most
signal combinations.

Overall, the original input-model results indicate that the physiological signals contain
discriminative information for gender classification. However, the performance is not con-
sistent across all signal combinations. In some cases, combining signals improves the
ROC-AUC, while in other cases the combined model performs similarly to, or worse than,
the best individual signal. This shows that adding more physiological signals does not
automatically improve classification performance, and that some signals contribute more
useful information than others.
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(a) Nasal breathing

(b) Oral breathing

Figure 10: Validation AUC for gender classification for input approach across different
physiological signal combinations. Each boxplot represents results over five random seeds,
showing the median and interquartile range.

6.1.2 Mean probability fusion approach

The mean probability fusion ROC-AUC results for both nasal and oral breathing are
shown in Table 2. In this approach, one model was trained separately for each signal, and
the predicted probabilities were averaged for each signal combination. The purpose of
this experiment was to see if combining the predictions from separate single-signal mod-
els could improve the classification performance compared with input-level fusion, where
the selected signals are concatenated into one multi-channel input and given directly to
a single model.

For the nasal breathing dataset, the strongest performance was achieved by Cannula
alone and the combination of ECG and Cannula, both reaching a median ROC-AUC of
0.75. The combination of ECG, cannula, and thermopod also performed well, with a
median ROC-AUC of 0.73. Fingerpulse achieved the weakest performance with a median
ROC-AUC of 0.45. Consistent with the input-model results, this suggests that Cannula is
among the most informative signals for gender classification in the nasal breathing dataset.

For the oral breathing dataset, the strongest fusion performance was achieved by cannula
with thermopod and by fingerpulse, cannula, and thermopod, both reaching a median
ROC-AUC of 0.76. Fingerpulse and cannula also performed well, with a median ROC-
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AUC value of 0.75. Compared with the nasal breathing dataset, the oral breathing fusion
results were generally stronger for several combinations involving fingerpulse, suggesting
that fingerpulse may contribute more useful information in the oral breathing condition.

The AUC boxplots shown in Figure 11 further support the results in Table 2 by showing
how the validation AUC varied across the five random seeds. For the nasal breathing
data, shown in Figure 11a, the strongest performance is seen for Cannula alone and the
signal combination of cannula with ECG. Additionally, a combination of ECG, cannula,
and thermopod seems to also have high ROC-AUC values with concentrated spread. For
the oral breathing data, shown in Figure 11b, the strongest and most stable results are
seen for combinations including cannula, especially cannula alone, fingerpulse with can-
nula, ECG with fingerpulse and cannula, and fingerpulse with cannula and thermopod.
These combinations show high median ROC-AUC values and relatively concentrated box-
plots. In contrast to the oral breathing results, the nasal breathing boxplots show larger
variation for some signal combinations, suggesting that performance in the nasal dataset
was more sensitive to the random seed, training split, or model initialization. Overall, the
results suggest that mean probability fusion performs best when the Cannula is included
in the signal combination.

The McNemar p-values comparing the final predictions between the nasal and oral breath-
ing datasets for the fusion approach, shown in Table 2, are similar to those for the input
model. The resulting value below 0.05 was for thermopod, which had a median p-value of
0.03, and for the combination of ECG and thermopod and combination of ECG, cannula,
and for the combination ECG, cannula, thermopod, obtained a median p-value of 0.10.
These values suggest that, based on this test and the available data, there is not enough
statistical evidence to conclude that the predictions differ significantly between the two
breathing conditions for most signal combinations.

Overall, the mean probability fusion approach yielded results similar to those of the
input model. It neither improved nor outperformed it, especially for the oral breathing it
even gave weaker results for other combinations. This suggests that averaging predicted
probabilities can be useful in some cases, but it does not automatically improve gender
classification performance.
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Table 2: Gender classification performance using mean probability fusion. Median ROC-
AUC values are reported for the nose and oral datasets across five random seeds. Single-
signal rows are included as baselines. For multi-signal combinations, one classifier was
trained separately for each signal, and the predicted probabilities were averaged to obtain
the final fused prediction. The median McNemar p-value compares nose and oral predic-
tions across the five seeds, and the last column shows how many seeds were significant at
p < 0.05.

Signals AUC Fusion McNemar Test

Nose Mouth Median p-value Significant Seeds

ECG 0.66 0.64 0.41 1/5
Cannula 0.75 0.73 0.32 0/5
Thermopod 0.56 0.60 0.03 3/5
Fingerpulse 0.45 0.67 0.65 0/5
ECG, Cannula 0.75 0.66 0.10 1/5
ECG, Thermopod 0.57 0.63 0.10 2/5
ECG, Fingerpulse 0.59 0.63 0.65 0/5
Cannula, Thermopod 0.72 0.76 0.56 0/5
Fingerpulse, Cannula 0.63 0.75 0.71 0/5
Fingerpulse, Thermopod 0.54 0.73 0.56 0/5
ECG, Cannula, Thermopod 0.73 0.67 0.10 1/5
ECG, Fingerpulse, Cannula 0.67 0.73 0.41 0/5
ECG, Fingerpulse, Thermopod 0.51 0.63 0.65 0/5
Fingerpulse, Cannula, Thermopod 0.65 0.76 0.65 0/5
ECG, Fingerpulse, Cannula, Thermopod 0.67 0.63 0.32 0/5
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(a) Nasal breathing

(b) Oral breathing

Figure 11: Validation AUC for gender classification mean probability fusion approach
across different physiological signal combinations. Each boxplot represents results over
five random seeds, showing the median and interquartile range.

6.1.3 Comparison of the two approaches

To further compare the original input model and the mean probability fusion approach,
F1-score, accuracy, and balanced accuracy were also reported, shown in Table 3 and 4.
For the oral breathing dataset, shown in Table 3, the comparison between the input model
and the mean probability fusion approach shows some mixed results. Fusion improved
both F1-score and balanced accuracy for some signal combinations, but not for all. The
clearest improvements were seen for thermopod, where the F1-score increased from 0.41
to 0.53, and balanced accuracy increased from 0.56 to 0.58, and for the signal combination
of ECG and thermopod, where the F1-score increased from 0.36 to 0.50, and balanced
accuracy increased from 0.49 to 0.54. The highest balanced accuracy improvements were
achieved by the combination of fingerpulse, cannula, and thermopod, reaching 0.64 to
0.70. However, fusion did not improve all combinations. For example, cannula alone per-
formed better in the original input model, with an F1-score of 0.57 compared with 0.47
for fusion, and a balanced accuracy of 0.67 compared with 0.59. Fingerpulse alone also
decreased from 0.60 to 0.55 in F1-score and from 0.65 to 0.50 in balanced accuracy.

For the nasal breathing dataset, the comparison shown in Table 4 also shows mixed
results where the fusion model improved the F1-score and balanced accuracy for some
signal combinations, but the improvement was not consistent across all cases. The clear-
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est improvements were seen for the combination Cannula and Thermopod, where the
F1-score increased from 0.52 to 0.64, and the balanced accuracy increased from 0.61 to
0.67. Another improvement is for the combination of ECG, cannula, and thermopod,
where the F1-score increased from 0.52 to 0.61, and the balanced accuracy increased from
0.57 to 0.63. However, fusion did not improve all signal combinations. For example, the
combination of ECG and cannula performed better in the original input model, with an
F1-score of 0.62 compared with 0.55 for fusion, and a balanced accuracy of 0.68 compared
with 0.58. ECG and fingerpulse also decreased with fusion, from 0.56 to 0.42 in F1-score
and from 0.61 to 0.51 in balanced accuracy.

Table 3: Median accuracy, F1-score, and balanced accuracy for gender classification across
five random seeds on the oral dataset. The table compares the original input model, where
the selected signals are used directly as model input, with the mean probability fusion
approach.

Signals Accuracy F1-score Balanced Accuracy

Input Fusion Input Fusion Input Fusion

ECG 0.54 0.57 0.42 0.43 0.56 0.56
Cannula 0.69 0.67 0.57 0.47 0.67 0.59
Thermopod 0.57 0.62 0.41 0.53 0.56 0.58
Fingerpulse 0.55 0.52 0.60 0.55 0.65 0.50
ECG, Cannula 0.67 0.62 0.49 0.46 0.63 0.56
ECG, Thermopod 0.51 0.52 0.36 0.50 0.49 0.54
ECG, Fingerpulse 0.59 0.57 0.58 0.47 0.58 0.56
Cannula, Thermopod 0.65 0.67 0.59 0.60 0.67 0.65
Fingerpulse, Cannula 0.52 0.67 0.56 0.59 0.61 0.66
Fingerpulse, Thermopod 0.60 0.57 0.45 0.47 0.54 0.59
ECG, Cannula, Thermopod 0.57 0.71 0.48 0.57 0.59 0.67
ECG, Fingerpulse, Cannula 0.57 0.67 0.59 0.57 0.58 0.66
ECG, Fingerpulse, Thermopod 0.55 0.57 0.59 0.48 0.62 0.56
Fingerpulse, Cannula, Thermopod 0.57 0.71 0.58 0.63 0.64 0.70
ECG, Fingerpulse, Cannula, Thermopod 0.62 0.67 0.56 0.57 0.61 0.66
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Table 4: Median accuracy, F1-score, and balanced accuracy for gender classification across
five random seeds on the nose dataset. The table compares the original input model, where
the selected signals are used directly as model input, with the mean probability fusion
approach.

Signals
Accuracy F1-score Balanced Accuracy

Input Fusion Input Fusion Input Fusion

ECG 0.49 0.52 0.55 0.55 0.50 0.50
Cannula 0.67 0.71 0.55 0.56 0.63 0.65
Thermopod 0.56 0.38 0.48 0.55 0.57 0.50
Fingerpulse 0.54 0.52 0.47 0.44 0.54 0.52
ECG, Cannula 0.64 0.57 0.62 0.55 0.68 0.58
ECG, Thermopod 0.50 0.48 0.48 0.55 0.52 0.50
ECG, Fingerpulse 0.60 0.57 0.56 0.42 0.61 0.51
Cannula, Thermopod 0.61 0.71 0.52 0.64 0.61 0.67
Fingerpulse, Cannula 0.62 0.62 0.52 0.50 0.62 0.61
Fingerpulse, Thermopod 0.54 0.62 0.44 0.50 0.51 0.60
ECG, Cannula, Thermopod 0.57 0.57 0.52 0.61 0.57 0.63
ECG, Fingerpulse, Cannula 0.67 0.67 0.56 0.59 0.65 0.66
ECG, Fingerpulse, Thermopod 0.62 0.52 0.51 0.45 0.60 0.47
Fingerpulse, Cannula, Thermopod 0.58 0.62 0.51 0.53 0.58 0.60
ECG, Fingerpulse, Cannula, Thermopod 0.65 0.62 0.58 0.59 0.65 0.63

6.1.4 Evaluation of gender prediction

Overall, the gender classification results show that the physiological signals contain infor-
mation that can be used to distinguish between male and female participants. However,
the model performance depends on the selected signals, breathing condition, and mod-
eling approach. Across both the input-model and mean probability fusion approaches,
Cannula appeared to be the most informative individual signal. For nasal breathing, the
cannula alone and the combination of ECG and cannula were the strongest-performing
results. For oral breathing, the strongest input-model performance was achieved by the
combination of ECG, fingerpulse, and cannula. While the stronger fusion results were
mainly seen for combinations including Cannula, such as cannula and thermopod and
fingerpulse, cannula, and thermopod.

When comparing the input-model approach with the mean probability fusion approach,
the results show mixed performance. Mean probability fusion improved or maintained per-
formance for some signal combinations, especially when several signals were combined.
However, it did not improve performance for all combinations and was not better for
individual signals. Since the improvements were small and inconsistent across the signal
combinations, the results are not strong enough to conclude that mean probability fusion
is generally better than the original input-model approach.

The statistical comparison between nasal and oral breathing using McNemar’s test showed
that most differences were not statistically significant. This means that there was not
enough evidence to conclude that the nasal and oral breathing models produced signifi-
cantly different gender predictions.
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In summary, neither the input-model approach nor the mean probability fusion approach
was clearly superior across all experiments. Cannula was the most consistently useful
signal, and the best-performing signal combination was cannula together with ECG, fin-
gerpulse, or thermopod, depending on the breathing condition and modeling approach.

6.2 Age prediction

6.2.1 Regression

The performance of the age prediction model for oral breathing and nasal breathing are
shown in Figure 12, which shows the relationship between true age and predicted age.
The dashed red line represents perfect prediction, while the solid green line shows the
fitted regression line between the true and predicted values. In both breathing conditions,
predicted age is concentrated within the range of 24 and 30 years, which shows that models
tend to produce similar predictions across different age groups. This indicates a weak
relationship between true and predicted age and the fact that the model overestimated the
prediction of the younger individuals and underestimated the older individuals. It should
be noted that these predictions are obtained without applying any data modification at
this stage, and the fact that the data is imbalanced.

(a) Oral breathing (b) Nasal breathing

Figure 12: Predicted age vs true age for oral and nasal breathing. The dashed red line
represents perfect prediction, and the solid green line shows the fitted regression line. The
predictions are obtained without applying any data modification.

The regression performance after applying inverse weighting for different physiological
signal combinations in the nasal and mouth breathing datasets are summarized in Table
5 and Figure 13. The table reports MAE and R² for each signal combination. The results
in Table 5 show many R² values that are negative for both nasal and mouth breathing
datasets, which explains that several models perform worse than the baseline of predicting
the mean age of the test set. This suggests that age prediction from physiological signals
is a challenging task.

For the oral breathing data, the best performance is achieved by the combination of

27



ECG, fingerpulse, and cannula, with the lowest MAE of 4.86 and the highest R² value
of 0.06. The combination of ECG with Cannula also performs relatively well, with an
MAE of 4.99 and a positive R² value of 0.03. These results show that combinations in-
cluding Cannula, especially together with ECG, contain the most useful information. For
the nasal breathing data, thermopod alone achieves the strongest performance, with the
lowest MAE of 4.86 and the highest R² value of 0.07. The combination of fingerpulse and
thermopod also performs similarly well, with an MAE of 4.87 and an R² value of 0.069.
In contrast, fingerpulse alone shows the weakest nasal performance, with a high MAE of
6.27 and a strongly negative R² value of -1.02. This indicates that fingerpulse alone does
not provide useful information for age prediction.

Comparing the two breathing conditions, the nasal data shows a more consistent pattern
than the mouth data. In the nasal data, thermopod appears to be the most informa-
tive signal, since thermopod alone and combinations including thermopod achieve the
strongest results. In the mouth data, the best results are instead obtained by combina-
tions involving cannula and ECG. However, for both breathing conditions, the R² values
remain close to zero or negative for most signal combinations. This indicates that the
models only capture a weak relationship between the physiological signals and age.

Table 5: Age regression performance for the nose and mouth breathing datasets across
different signal combinations. The table reports the mean absolute error (MAE), where
lower values indicate smaller prediction errors, and the coefficient of determination (R2),
where values closer to 1 indicate better predictive performance. Negative R2 values indi-
cate that the model performs worse than predicting the mean age of the test set.

Signals MAE R2

Nose Mouth Nose Mouth

ECG 5.13 6.31 -0.03 -0.48
Cannula 5.50 5.23 -0.06 -0.035
Thermopod 4.86 5.60 0.07 -0.21
Fingerpulse 6.27 6.07 -1.02 -0.86
ECG, Cannula 6.26 4.99 -0.36 0.03
ECG, Thermopod 5.31 5.03 0.004 0.03
ECG, Fingerpulse 5.88 8.14 -0.22 -2.16
Cannula, Thermopod 5.17 5.09 0.01 -0.04
Fingerpulse, Thermopod 4.87 6.06 0.07 -0.72
ECG, Cannula, Thermopod 5.30 5.01 -0.03 -0.01
ECG, Fingerpulse, Cannula 5.65 4.86 -0.16 0.06
ECG, Fingerpulse, Thermopod 5.56 6.51 -0.06 -0.75
Fingerpulse, Cannula, Thermopod 5.28 5.9 -0.16 -0.51
ECG, Fingerpulse, Cannula, Thermopod 5.44 5.06 -0.08 -0.16

Figures 13 and 14 present the bootstrap results for the regression performance using
RMSE with 95% confidence intervals. The dashed horizontal line in each figure repre-
sents the baseline RMSE. This baseline is obtained from a simple mean-age predictor,
where the same mean age is predicted for all participants in the test set. Therefore, signal
combinations with RMSE values below the dashed line perform better than the baseline,
while values above the line perform worse than simply predicting the mean age.
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These bootstrap plots complement the MAE and R² results reported in Table 5 by show-
ing how stable the regression performance is across resampled test sets. While the table
gives a single performance value for each signal combination, the bootstrap confidence
intervals show how much the RMSE varies when different test participants are included
in the resampling. A narrower confidence interval indicates more stable performance,
whereas a wider confidence interval indicates greater variability and less reliable perfor-
mance.

For the oral breathing data, most signal combinations have wide confidence intervals.
This indicates that the regression performance is unstable across the bootstrap samples.
Several combinations also have confidence intervals that overlap with, or extend above,
the baseline RMSE. Therefore, even when some combinations show a lower median RMSE
than the baseline, the improvement is not clearly reliable.

For the nasal breathing data, the bootstrap results show a slightly more stable pat-
tern compared to the mouth breathing data. Several signal combinations have median
RMSE values close to the baseline, and the combinations involving thermopod seem to
perform better than the other signals. This supports the table results, where thermopod
alone and fingerpulse with thermopod achieved the strongest nasal regression perfor-
mance. However, many confidence intervals still overlap with the baseline RMSE which
shows limitation and uncertainty.

Figure 13: RMSE comparison with 95%
bootstrap confidence intervals for signal
combinations (mouth). The dashed line in-
dicates the baseline performance.

Figure 14: RMSE comparison with 95%
bootstrap confidence intervals for signal
combinations (nose). The dashed line in-
dicates the baseline performance.

Overall, the bootstrap results support the fact that age prediction from the physiological
signals is difficult. Although some signal combinations perform slightly better than the
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baseline, wide the confidence intervals show that the improvements are small and not
reliable.

6.2.2 Classification

The age prediction task was also evaluated as a classification problem and the results for
oral and nasal breathing datasets are shown in Table 6. For this experiment, the continu-
ous age values were divided into nine age bins, where each bin represented a three-year age
interval. Since the age distribution was unbalanced across the bins, inverse weighting was
applied during training. The classification experiments were performed using the same
input-model approach as in the gender classification task, where the selected physiological
signals were used directly as input channels to the CNN model. The experiments were
again performed separately for the oral and nasal breathing datasets. The model perfor-
mance was then evaluated using ROC-AUC, F1-score, and balanced accuracy across five
random seeds.

Overall, the results show that age classification was more difficult than gender classifica-
tion. The ROC-AUC values are generally close to 0.5 for both datasets, which indicates
weak separation between the age groups. For the nasal breathing data, the highest ROC-
AUC was achieved by the combination of ECG and fingerpulse, with a ROC-AUC of 0.60.
This combination also achieved the highest F1-score and balanced accuracy for the nasal
dataset, which is 0.16. For the oral breathing data, the highest ROC-AUC was achieved
by the combination of fingerpulse and cannula, with a ROC-AUC of 0.61.

Table 6: Age classification performance for the nose and mouth datasets across different
physiological signal combinations. Median ROC-AUC, F1-score, and balanced accuracy
are reported across five random seeds.

Signals AUC F1-score Balanced Accuracy

Nose Mouth Nose Mouth Nose Mouth

ECG 0.57 0.59 0.05 0.12 0.13 0.18
Cannula 0.52 0.57 0.04 0.04 0.14 0.13
Thermopod 0.46 0.49 0.05 0.06 0.13 0.14
Fingerpulse 0.54 0.48 0.05 0.08 0.13 0.13
ECG, Cannula 0.56 0.54 0.05 0.07 0.15 0.13
ECG, Thermopod 0.53 0.53 0.06 0.07 0.13 0.14
ECG, Fingerpulse 0.60 0.46 0.10 0.06 0.16 0.13
Cannula, Thermopod 0.48 0.54 0.05 0.06 0.13 0.09
Fingerpulse, Cannula 0.53 0.61 0.05 0.07 0.13 0.12
Fingerpulse, Thermopod 0.47 0.42 0.05 0.07 0.12 0.14
ECG, Fingerpulse, Cannula 0.51 0.49 0.02 0.04 0.13 0.12
ECG, Cannula, Thermopod 0.50 0.54 0.05 0.06 0.13 0.13
ECG, Fingerpulse, Thermopod 0.58 0.57 0.06 0.05 0.11 0.13
Fingerpulse, Cannula, Thermopod 0.43 0.51 0.04 0.06 0.12 0.11
ECG, Fingerpulse, Cannula, Thermopod 0.53 0.51 0.07 0.09 0.15 0.14

The F1-scores and balanced accuracies are extremely low across all signal combinations.
Since this is a classification task with nine classes, a balanced accuracy close to 0.11 is
approximately equivalent to random performance, which shows the model’s limited ability
to distinguish between the age groups. The validation AUC boxplots are shown in Figure

30



13, further supporting the results presented in Table 6 that for nasal breathing data, the
combination of ECG with fingerpulse shows the highest median ROC-AUC, while in the
oral breathing data, the combination of fingerpulse and Cannula gives the strongest me-
dian ROC-AUC. However, no signal combination consistently achieves high performance
across both breathing conditions, and the low F1-score and balanced accuracy values show
that the model could not consistently distinguish between the age groups.

(a) Nasal breathing

(b) Oral breathing

Figure 15: Validation ROC-AUC for age classification for different physiological signal
combinations. Each boxplot represents results over five random seeds, showing the median
and interquartile range.

6.3 Fingerprinting

The performance of the fingerprinting model was evaluated using rank-1 test accuracy
across different combinations of physiological signals. The results for the mouth dataset
are presented in Figure 16. Overall, the results show that combining certain physiolog-
ical signals improves fingerprinting accuracy more than using them alone. Thermopod
by itself leads to the lowest performance at approximately 0.47, while combining it with
fingerpulse increases performance to approximately 0.57, and combining it with ECG in-
creases performance further to approximately 0.78.

The best performance for individual signals is ECG, with a value roughly above 0.95.
For signal combinations, performance generally increases further, and combinations in-
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cluding ECG consistently outperform those without it. For example, the combination of
ECG with cannula reaches approximately 0.79 while cannula by itself reaches the accu-
racy value of 0.52. However, the combination of all four signals achieves an accuracy of
approximately 0.89, which is slightly lower than the accuracy of approximately 0.95 ob-
tained using ECG alone. This means that adding more signals does not necessarily lead to
substantial gains. The highest rank-1 accuracy among all tested signals is shared between
ECG alone and the combination of ECG and fingerpulse, both reaching approximately
0.95.

Figure 16: Fingerprinting performance measured as mean rank-1 test accuracy for differ-
ent combinations of physiological signals on the mouth dataset. ECG-based combinations
achieve the highest performance, while thermopod alone shows the lowest accuracy.

The results for the nose dataset are presented in Figure 17. Same as in the results for the
mouth, there is a clear trend where the combinations that include the ECG signal consis-
tently achieve the highest performance. Among the individual signals, ECG achieves the
highest accuracy at approximately 0.95, followed by thermopod at approximately 0.69 and
cannula at approximately 0.63, while fingerpulse alone shows the weakest performance at
approximately 0.40. Combining ECG with other signals leads to a sharp increase in accu-
racy, reaching values between approximately 0.90 and 0.97. Overall, the best performance
is achieved by the combination of ECG and cannula, with the highest rank-1 accuracy
of approximately 0.97, slightly above the accuracy of approximately 0.95 obtained using
ECG alone.
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Figure 17: Fingerprinting performance measured as mean Rank-1 test accuracy for dif-
ferent combinations of physiological signals on the nose dataset. The results indicate that
ECG is the most informative signal for individual identification, as both ECG alone and
its combinations with other signals consistently achieve the highest performance.

For evaluation, each participant was represented by multiple signal windows. During
testing, one window was treated as a query sample, while the remaining windows acted
as reference samples. The model then attempted to identify which participant the query
window belonged to based on the learned embeddings. The confusion matrices in Figure
18 and Figure 19 show the participant-level identification results for the mouth and nose
test sets using the fingerprinting model trained on all four physiological signals. These
matrices show how successfully the fingerprinting model identifies each participant from
the physiological signal windows. Each row represents the true participant, while each
column represents the participant predicted by the model. The values are normalized
per participant, meaning that the diagonal values show the proportion of query windows
correctly assigned to the correct participant.

Overall, the Figures 18 and 19 show that the model can identify most participants with
high accuracy. Many participants have diagonal values close to 1.00, which means that
most of their test windows were matched to the correct identity, with a few participants
who have lower diagonal values. The lower accuracy may explain that some participants
have more similar signal representations, making them harder to separate in the embed-
ding space.
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Figure 18: Confusion matrix for partici-
pant identification on the nasal breathing
test set using the fingerprinting model.
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Figure 19: Confusion matrix for partici-
pant identification on the oral breathing
test set using the fingerprinting model.

To further understand the results, an ablation study was also done to understand the
contribution of each signal, where the result for nose data is shown in Figure 20 and for
mouth shown in Figure 21. For the result of the nose fingerprinting study, when masking
the ECG, the performance drops significantly to approximately 0.55. This indicates that
ECG is the most informative signal among the signal combinations. In contrast, removing
fingerpulse or thermopod decreases performance only slightly, suggesting that these signals
provide less critical information. Masking cannula also shows a moderate impact, but the
effect is not as dominant as ECG. For the mouth fingerprinting result, the ablation analysis
shown in Figure 21 indicates that the full model, which includes all signals, achieves a
high accuracy of approximately 0.91. Masking the ECG signal reduces the accuracy to
around 0.56, meaning that the ECG is the most informative and important contributor
to the model’s performance. This is in contrast to all the other signals, where masking
them only results in minor reductions in accuracy, still above 0.9 in all cases.

Figure 20: Ablation analysis of the finger-
printing model on the nose data. Each bar
shows the model performance when one sig-
nal is masked.

Figure 21: Ablation analysis of the finger-
printing model on the mouth data. Each
bar shows the model performance when one
signal is masked.
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7 Discussion

7.1 Age prediction

In this study, age prediction from physiological signals was one of the most difficult and
challenging tasks. From the regression setup, some signal combinations gave relatively
low MAE/RMSE, especially in the nasal breathing data, where thermopod and combina-
tions of other signals, including thermopod, performed better than many other signals.
However, the improvements were, in general, close to or worse than the baseline. The
results from oral breathing were even less stable with wider confidence intervals, which is
clear evidence that the model could not learn any reliable age-related pattern from either
of the breathing condition data.

As for the classification setup for age prediction, the result shows similar conclusions.
Even after dividing age into nine three-year bins and applying inverse weighting to reduce
the effect of class imbalance, the resulting F1-scores and balanced accuracies remained
very low across all signal combinations. Most signal combinations achieved balanced ac-
curacy values around 0.09–0.18. Since the task included nine age classes, a balanced
accuracy of approximately 0.1 corresponds to random performance. This indicates the
model inability to capture any differences between some age groups. Overall, this sup-
ports the regression results and shows that age-related information was difficult to extract
from the available physiological signals in this dataset.

In contrast, age prediction from physiological signals has shown stronger results in larger-
scale studies, although the experimental settings are not entirely comparable to this thesis.
A study by Gu et al. [28] shows that age prediction from physiological signals can achieve
stronger results when much larger datasets and pretrained models are used. In their
study, they developed a cardiac sensing foundation model (CSFM) that was pretrained
on heterogeneous cardiac data, including ECG, PPG, and text-based clinical information
from approximately 1.7 million individuals, and evaluated it on several downstream tasks
including age prediction. For their task, they used the VitalDB which is a healthcare
dataset from South Korea that includes lead II ECG and PPG signals and evaluated age
prediction as a regression problem using MAE. Their model achieved an MAE of approx-
imately 9–10 years and performed better than several models trained from scratch.

In this study, the best performance for oral breathing was achieved by the combina-
tion of ECG, fingerpulse, and cannula, with an MAE of 4.86 years. For nasal breathing,
thermopod alone achieved the strongest performance, with an MAE of 4.86 years and
the highest R² value of 0.071. For the signal combination most like Gu et al. [28], using
ECG and fingerpulse/PPG, the MAE was 5.88 years for nasal breathing and 8.14 years
for oral breathing. When all physiological signals were combined, the MAE was 5.43 years
for nasal breathing and 5.06 years for oral breathing. However, in this study, the ECG
signal was recorded using a 2-lead setup rather than a full lead II ECG, and the dataset is
much smaller, with around 112 participants originally and approximately 103 nasal and
102 oral participants after exclusion. The dataset only incudes healthy participants with
a narrow age range of 18–42 years. In such a setting, predicting close to the mean age
can already produce a relatively low MAE. Therefore, lower MAE values do not provide
strong evidence that the models learned reliable age-related physiological patterns.
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This evaluation is further supported by the age classification results, where the model
achieved very low F1-scores and balanced accuracies across the signal combination, which
showed that the model was predicting randomly for each class and could not distinguish
between the age groups. Therefore, the classification results support the regression find-
ings and suggest that, given the available dataset size, age range, and model setup, the
age-related information was difficult to extract reliably from the physiological signals.

7.2 Gender prediction

For the gender classification, the results showed a clearer pattern than for age prediction.
Across the experiments, the cannula signal appeared to be the most informative individ-
ual signal. In the nasal breathing data, cannula alone and the combination of ECG and
cannula gave some of the strongest results ROC AUC value of 0.74. In the oral breathing
data, the strongest input-model performance was achieved by the combination of ECG,
fingerpulse, and cannula. These results show that physiological signals, especially the
cannula signal, contain information that can be useful for gender classification.

However, the gender classification results in this thesis are difficult to compare directly
with previous research, since few studies have investigated gender classification using
respiration signals alone. Most related studies have instead focused on ECG, PPG, or
multimodal cardiorespiratory signals. One relevant comparison is the study by Gu et al.
[28], which also evaluated gender prediction as a binary classification task in addition to
age prediction. Their model used lead II ECG and PPG signals from the VitalDB dataset
and evaluated gender classification using AUC. The CSFM model achieved AUC values
of approximately 0.75–0.81, showing that ECG and PPG signals contained information
relevant for gender classification. This is interesting in relation to the present thesis, since
the strongest oral breathing result was obtained when ECG, fingerpulse, and cannula
were combined, reaching an AUC of approximately 0.80. However, the studies can not be
directly compared, since Gu et al. [28] used a much larger dataset, a pretrained model,
and a different signal, when the present thesis used a smaller resting-state dataset and
models trained from scratch.

Other ECG-based studies have reported even stronger sex classification performance.
For example, study by Sau et al. [36] developed an AI-enhanced ECG model to classify
biological sex from standard ECG recordings. They trained a convolutional neural net-
work using a very large hospital ECG dataset from Beth Israel Deaconess Medical Center
(BIDMC), with 1,163,401 ECGs, and externally validated it using the UK Biobank, which
included 42,386 ECGs. Their model achieved very high sex classification performance,
with an AUC of 0.943 in the BIDMC dataset and 0.971 in the UK Biobank dataset.
Another similar example is study by Attia et al. [37], where they used 10-second 12-lead
ECG recordings from a very large clinical dataset and reported an AUC of approximately
0.97 for sex prediction. These studies show that ECG signals can contain strong gender-
related information, but they are not directly comparable to the present thesis because
they are based on large clinical 12-lead ECG datasets and the ECG signal in this thesis
was recorded using a non-standard 2 lead.

The significance of the ECG configuration is further supported by the study by Dias
et al. [38] which explores whether age and sex can be predicted from ECG signals us-
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ing both full 12-lead ECG and reduced-lead ECG configurations. They experiment with
several difference ECG leads to see whether reduced ECG configuration can still contain
enough information for demographic prediction. In their study, they used the CODE15
dataset, which is a large public ECG dataset containing 345,779 ECG exams from 233,770
patients. Their finding was that 12-lead ECG achieved the best result with an AUC of
0.910 and an F1-score of 0.800 for gender prediction. However, their reduced lead results
were also relatively strong, with the 2-lead ECG configuration achieving an AUC of 0.839
and an F1-score of 0.700. Since in this thesis, the ECG signal was recorded using a non-
standard 2-lead setup, the lower performance observed here, may partly be explained by
the more limited ECG configuration.

While previous studies focus mainly on ECG, the SleepFounder study by Nie et al. [39]
proposed a foundation model based on respiratory and heartbeat signals collected during
sleep. Their model was developed for sleep monitoring using large-scale cardiorespiratory
data and achieved strong AUROC performance of 0.85 for sex classification. However,
the study does not isolate the contribution of respiration alone from heartbeat signals and
both of modules are used together. This suggests that the combination of respiratory and
cardiac signals can contain sex-related information.

Compared to all previous studies, the gender prediction results in the present thesis show
weaker performance, but this does not suggest that physiological signals do not contain
gender related information.The strongest finding throughout the entire experiments for
gender prediction was that the Cannula signal was the most informative individual sig-
nal across both modelling approaches. In the nasal breathing data, Cannula alone and
the combination of ECG and Cannula gave the strongest performance, while in the oral
breathing data the best input-model result was obtained using ECG, fingerpulse, and
cannula.

Another important finding is that the difference between nasal and oral breathing was not
statistically significant for most signal combinations based on McNemar’s test. Although
there were some numerical differences between the two breathing conditions, there was
not enough evidence to conclude that nasal and oral breathing produced significantly dif-
ferent gender predictions.

The lower performance in this thesis is expected when compared with previous studies.
Studies such as Attia et al. [37] and Dias et al. [38] used large, standardized ECG datasets
with hundreds of thousands of recordings, while the present thesis included approximately
103 nasal and 102 oral participants after exclusions. In addition, the ECG signal used
in this thesis was not a standard 12-lead clinical ECG, and the recordings were shorter
resting-state physiological recordings rather than large-scale clinical measurements.

Nevertheless, the present results still suggest that respiration-related signals may carry
sex-related information. The current results show a strong performance by the cannula-
based models, with AUC values around 0.73–0.75, and by the oral breathing input model,
where the combination of ECG, fingerpulse, and cannula achieved the highest AUC of
0.80. This indicates that respiratory information may be useful for gender prediction, es-
pecially when combined with cardiovascular signals, even in a relatively small resting-state
dataset.
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7.3 Fingerprinting

The fingerprinting task showed the strongest results among all prediction tasks in this
thesis. The participant identification achieved a high performance of 97% accuracy, es-
pecially when ECG was included in the signal combination. Across both breathing con-
ditions, ECG was the most informative signal for participant identification. In the oral
breathing data, ECG alone and the combination of ECG with fingerpulse both achieved
the highest rank-1 accuracy, at approximately 0.95. In the nasal breathing data, ECG
alone achieved a high rank-1 accuracy of approximately 0.95, but the best overall per-
formance was achieved when ECG was combined with cannula, reaching approximately
0.97. This shows that cardiovascular signal carried the strongest individual-specific infor-
mation in the current experiments. This is further supported by the ablation analysis,
since masking ECG caused the largest drop in performance, while masking fingerpulse,
cannula, or thermopod had a smaller effect in both breathing conditions.

A systematic review by Pereira et al. [30] showed that ECG has been widely studied
as a biometric trait because it contains individual-specific information and is difficult to
reproduce or imitate. Their review also highlights that ECG-based biometric studies vary
in terms of number of leads, recording duration, and evaluation protocol, which makes di-
rect comparison between studies challenging. However, the overall conclusion supports the
idea that ECG can contain stable and useful patterns for biometric recognition which may
explain why ECG was the dominant signal in the fingerprinting experiments in this thesis.

A study by Soroka et al. [2] further supports the idea that respiration can contain
individual-specific information. In their study, they introduced the concept of nasal res-
piratory fingerprints and showed that individuals could be identified from nasal airflow
patterns alone with 96.8% accuracy. Their results suggest that long-term nasal airflow
patterns are individually unique. However, in their experimental setup, they used contin-
uous nasal airflow recordings collected over approximately 24 hours whereas the present
thesis used 5-minute resting-state recordings divided into nine non-overlapping windows
of approximately 34 seconds each. The difference in recording duration may help explain
why respiratory signals such as cannula and thermopod were weaker than ECG in the
present fingerprinting experiments. It could be possible that long term recording may
capture more stable breathing characteristics, such as rhythm, pauses, variability and
sleep-wake changes easier while shorter recordings may contain less information.

However, another study by Odinaka et al. [40] raises the question about the scalability as
an important limitation for the ECG. They noted that ECG identification performance
tends to decrease as the number of individuals in the database increases. This is an
important factor since the high ECG-based fingerprinting accuracy was obtained on ap-
proximately 100 participants. This means that, even though the results show that ECG
contains strong individual-specific information, further evaluation on larger datasets is
needed to see how well the method generalizes to larger groups.

Comparing these findings with previous research, the fingerprinting results provide the
strongest results in this thesis that physiological signals contain participant-specific in-
formation, but this information was not equally distributed across all signals. The high-
est identification performance was mainly driven by ECG, while the respiratory signals,
including cannula and thermopod, showed weaker performance when used alone. How-
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ever, this does not necessarily mean that respiration lacks individual-specific information.
Rather, when compared with previous work on nasal respiratory fingerprints, it suggests
that respiratory identity may require longer recordings. Additionally, even though the
model was able to distinguish participants within the current dataset, especially when
ECG was available, this does not yet prove that the learned fingerprints would remain
stable across larger populations.

8 Conclusion
In this thesis, respiratory and physiological signals were analysed to find whether they
could be used to predict demographic variables like age and gender, and to distinguish
between the subjects. The analysis was performed using data from both nasal and oral
breathing conditions. Various machine learning techniques, such as classification, regres-
sion, and contrastive learning, were applied to the data. These recordings included ECG,
fingerpulse, cannula, and thermopod, and their contribution was explored individually
and in combination. The results as a whole show that physiological signals contain mea-
surable information about individuals, but the strength of this information depends on
the task.

The gender classification produced the clearest and most consistent results, with res-
piratory signals, particularly the cannula, the most informative across both breathing
conditions and modeling approaches. This suggests that nasal airflow has unique patterns
that can be used to differentiate between males and females. The strongest performance
was achieved by the combination of ECG, fingerpulse, and cannula for oral breathing with
an AUC of 0.80. For nasal breathing, the Cannula alone and the combination of ECG and
Cannula were the strongest performers, both achieving AUCs of 0.74–0.75. Comparing
the modeling approaches shows that neither was consistently superior, as the improve-
ments from combining signals were modest and varied across signal combinations. The
McNemar’s test of nasal versus oral breathing showed no significant difference across most
signal combinations, suggesting that the two breathing conditions convey broadly similar
information for sex prediction.

Age prediction was the most challenging task. In the regression setup, most signal com-
binations yielded R² values below 0, indicating that the models failed to outperform a
simple mean-age baseline. The best MAE values were around 4.86 years, which were
achieved by thermopod alone for nasal breathing and by ECG, fingerpulse, and cannula
for oral breathing. However, bootstrap confidence intervals showed that these values were
not different from the mean prediction. The classification results confirmed this, with bal-
anced accuracies of 0.09–0.18 across all signal combinations, equivalent to near-random
performance in a nine-class problem. These results together indicate that age-related
patterns were not extractable from the available signals, given the current dataset size
and recording duration.

The fingerprinting experiment produced the strongest results across all three tasks, with
rank-1 accuracies of approximately 97% for nasal breathing and 95% for oral breathing.
The most dominant signal was the ECG. This was confirmed by an ablation analysis,
which showed that removing the ECG dropped performance to around 0.55-0.56 in both
breathing conditions. For respiratory signals, such as cannula and thermopod, their per-
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formance was relatively modest, at 0.6-0.5 when used alone. This may suggest that short
resting-state recordings alone may not be sufficient to capture respiratory patterns for
reliable identification. It is also important to note that these results were obtained on
a relatively small dataset. Since the model has fewer identities to separate, and as the
number of participants grows, fingerprinting becomes significantly harder. Using a larger
dataset, the model must distinguish between an increasing number of similar physiological
profiles, which makes the subtle overlaps between participants more likely. This means
that the high accuracy achieved by this experiment should be interpreted as a proof of
concept, and an evaluation on a larger dataset is needed.

There are a few limitations to this study that should be considered when interpreting
these findings. The most significant is the size of the dataset. After excluding all missing
recordings, the final dataset comprised approximately 103 participants for nasal breath-
ing and 102 for oral breathing. While there are enough data points to train and evaluate
the models, the dataset is still quite small for deep learning. Another limitation is the
duration of the recordings. Each recording was approximately 5 minutes long and divided
into nine non-overlapping 34-second windows. The model is trained and tested on a 34-
second window, which means it only has access to a short snapshot of each participant’s
physiological signals. Another limitation concerns the age and gender distribution of the
participants where most of them were young adults aged 18 to 42, with a significant pre-
dominance of females over males. This created a distribution that was neither uniform
across the age range nor an equal split by gender. Additionally, all participants included in
this study were healthy adults, meaning this study does not reflect a real-world or clinical
setting. In a real-world application, the model should be trained on a combination of both
healthy and non-healthy participants. This is an important factor since signals affected
by underlying health conditions can differ substantially from those of healthy individuals,
and a model trained only on healthy participants may not generalize well to such cases.
Finally, the ECG signal was recorded using a non-standard two-lead configuration rather
than a clinical 12-lead setup, which limits the cardiac information available to the model
and makes direct comparison with large-scale clinical ECG studies difficult.

9 Future Work
For future work, the first step is to evaluate the same tasks on a larger scale. This is an
essential next step, especially for the fingerprinting experiment. Having more data allows
the model to distinguish between an increasing number of profiles that are very similar
and difficult to tell apart. This would help answer the question of whether the current
approach remains reliable and achieves similar high accuracy under these conditions.
Another important direction is to investigate the effect of recording duration, to test how
much data is needed to reliably identify a participant. For example, an experiment could
compare identification performance using recordings of 30 seconds, 1 minute, 5 minutes,
10 minutes, and longer. Such an experiment would show whether respiratory signals
require longer durations to capture unique patterns than ECG signals do. Cross-session
validation is another topic that should be explored, as the current model was trained and
evaluated within a single recording session, which means it is not yet known whether the
learned patterns remain stable over time. Another idea would be to build the reference
gallery from a single recording session and then identify participants from a later session.
This would show whether fingerprinting results remain stable over time, rather than being
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useful only within the current recordings.

Usage of AI. AI tools, such as Grammarly, were used to support grammar correction
and text reformulation to improve the report’s clarity. AI was also used during parts of
the code implementation, mainly for debugging and improving code structure. The use
of AI assistance was marked in the function or code section when it was used.
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