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Abstract

Protists constitute a major fraction of marine plankton and are central to primary production
and the carbon cycle, yet most lineages cannot be cultured and remain poorly characterised.
Single-cell RNA sequencing can recover the genes expressed in individual uncultivated cells
while incidentally capturing ribosomal RNA markers for phylogenetic analysis. This study
assessed whether individual photosynthetic plankton cells can be characterised reliably by
reference-free (de novo) transcriptome assembly combined with 18S rRNA-based phyloge-
netic placement and quantified the reliability of each workflow stage. Sequencing data from
768 barcoded wells across two 384-well plates (Smart-seq3xpress protocol) were processed as
follows: reads were quality-checked, demultiplexed per cell, trimmed with Cutadapt, and as-
sembled independently with rnaSPAdes. Assembly informativeness was assessed with
BUSCO, and 18S sequences were extracted and placed with EPA-ng onto a fixed maximum-
likelihood reference tree built from a curated, non-redundant PR2 set of 1,561 protist se-
quences.

Per-cell assembly was robust as 761 of 768 wells (99.1%) produced a non-empty assembly,
and 87.6% of read pairs were retained after trimming. Conserved-gene recovery was low and
variable (median complete-BUSCO 0%, mean 1.28%), consistent with the limited genome
fraction a single cell transcribes. An 18S marker was recovered from 633 assemblies (83.2%),
yielding 2,008 query sequences, of which 2,006 were placed. Placement confidence was lim-
ited (median best-placement LWR 0.306; 65.6% ambiguous at LWR < 0.5), and most frag-
ments were assigned only to supergroup, dominated by TSAR (55.6%). Phylogenetic interpre-
tation was therefore constrained to approximately the supergroup level by short, fragmented
markers and a single-marker, site-homogeneous reference scaffold. The curated reference set,
reference tree, and EPA-ng framework provide a reproducible basis for future single-cell pro-
tist studies; longer markers and site-heterogeneous models will be needed for finer resolution.
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Reading the barcode of a single ocean cell

Popular Science Summary

Marzieh Rahnamatoupkanloo

A single drop of seawater is crowded with cells too small to see. Most are not bacteria but
protists: single-celled relatives of plants, animals and fungi that run much of the ocean's biol-
ogy — capturing sunlight, feeding larger organisms, and carrying carbon into the deep sea.
Yet most refuse to grow in the laboratory, so for many groups we cannot even say where they
sit on the tree of life.

This project took a different route, studying the cells one at a time rather than culturing them.
768 plankton cells, each chosen because it glowed with chlorophyll, were sorted individually
into the wells of two plates. For every cell, a sequencing machine read the genes it was active-
ly using, and a chain of programs reassembled those fragments, one cell at a time and with no
reference genome to lean on, into a picture of which genes it had switched on. Among them is
one that acts like a barcode: it changes slowly enough that close relatives share nearly identi-
cal versions, but fast enough to separate distant ones. By extracting this barcode and compar-
ing it against a large reference collection of known protists, it is possible to ask which broad
branch of the tree each cell belongs to.

The main aim was to measure how reliable each step is. Reassembly worked well, with 761 of
the 768 cells (close to 99 percent) producing a reconstruction. But because a cell only ever
uses a fraction of its genes at once, each picture was partial, a snapshot of what the cell was
doing, not a full inventory of what it could do. Placing cells on the tree proved harder. The
barcode appeared in most reconstructed cells (roughly eight in ten) but often only as a frag-
ment, which carries less information. For many cells, the match was too coarse to name a spe-
cies, and we could assign them only to a broad branch, most often TSAR. That is a useful
pointer to what was in the water, but not a precise identification.

The project also leaves something reusable: the reference collection and the tools built to
place cells on the tree constitute a tested starting point for future work mapping the ocean's
hidden diversity, one cell at a time.

Degree project in bioinformatics, 2026
Examensarbete i bioinformatik 45 hp till masterexamen, 2026
Biology Education Centre and Department of Organismal Biology, Systematic Biology (EBC)
Supervisor: Fabien Burki
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1 Introduction

Microbial eukaryotes, collectively termed protists, account for the bulk of eukaryotic diversity
in the ocean and occupy central positions in marine food webs and biogeochemical cycles.
Photosynthetic protists form a major component of marine phytoplankton, which together car-
ry out roughly half of global net primary production (Field et al., 1998), while heterotrophic
and mixotrophic lineages drive microbial-loop dynamics and the export of organic carbon to
depth (Burki et al., 2020). Because this exported carbon feeds the ocean's uptake of atmos-
pheric carbon dioxide, the activity of these organisms is tied directly to the global carbon cy-
cle. Despite this importance, most protist lineages have never been brought into culture, and a
large fraction of marine protist diversity is thought to remain unsequenced and formally un-
described (de Vargas et al., 2015). Recovering these lineages, resolving their phylogenetic
positions, and recognising those that are genuinely new therefore remain central goals of ma-
rine microbial-eukaryote research.

How much remains unresolved is clear even at the deepest levels of the eukaryotic tree of life.
Large-scale phylogenomic analyses have converged on a small number of supergroups as the
principal divisions of eukaryotic diversity (Adl et al., 2019; Burki et al., 2020), yet some line-
ages still branch in uncertain positions outside these clades and placing them confidently con-
tinues to demand extensive taxon sampling and computationally intensive models. One recent
study placed several such lineages using transcriptome and mitochondrial data, resolving
some into a previously unrecognised supergroup and reassigning others to established ones
(Zlatogursky et al., 2025). That this required hundreds of protein-coding genes, site-
heterogeneous mixture models, and explicit tests for long-branch artefacts illustrates two
things at once: how much eukaryotic diversity remains to be characterised, and how demand-
ing confident deep placement is. The second point bears directly on the resolution attainable
from a single short marker.

Most current knowledge of protist diversity has come from environmental metabarcoding and
metagenomics. Large surveys of the sunlit ocean have used the 18S ribosomal RNA gene to
reveal an unexpectedly vast protist diversity, much of it without cultured representatives (de
Vargas et al., 2015). These bulk approaches are powerful for cataloguing which taxa are pre-
sent and in what relative abundance, but they share a fundamental limitation: by pooling nu-
cleic acids from many cells, they cannot link a recovered marker sequence to the gene con-
tent, physiology, or morphology of the individual organism that carried it. A marker can es-
tablish that a lineage occurs in a sample while revealing nothing about the biology of the cell
it came from.

Single-cell approaches were developed to restore this lost link between an organism's identity
and its molecular content (Kolodziejczyk et al., 2015). Single-cell sequencing was first driven
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by the study of cellular heterogeneity in animal tissues, but its rationale for uncultured protists
is distinct and equally compelling. Since most lineages cannot be cultivated, single-cell reso-
lution is one of the few routes to organism-level molecular data without prior isolation into
culture. Single-cell genomics has been applied directly to uncultivated marine protists, recov-
ering genome-level information and revealing organismal interactions that bulk sequencing
would average away (Yoon et al., 2011; Sieracki et al., 2019; Brown et al., 2020). Recent sur-
veys have scaled the approach to hundreds of single cells to recover draft genomes for the
numerically dominant, previously ungenomed pico-eukaryotes (Lopez-Escard¢ et al., 2026),
while parallel work has resolved cryptic, uncultured lineages alongside their intracellular bac-
terial partners from only a handful of environmental cells (Warring et al., 2026). Single-cell
transcriptomics workflows have likewise been established for microbial eukaryotes and
benchmarked on cultured cells, showing that expressed gene content can be recovered from
individual protist cells, whilst also demonstrating that conserved-gene recovery is limited by
how much of its genome a single cell happens to be transcribing (Ku & Sebé-Pedros, 2019;
Ons bring et al., 2020). Together, these studies establish single-cell sequencing as a viable
route to protist biology, while signalling that per-cell molecular recovery is inherently partial.

Applied to uncultured protists, single-cell transcriptomics offers a particular advantage: from
one cell it can recover both the expressed gene repertoire and a phylogenetically informative
marker, allowing each cell to be characterised and placed on the eukaryotic tree individually
rather than as a population average. The 18S rRNA gene suits this role well, as the canonical
phylogenetic marker for eukaryotes: its conserved regions permit alignment across deeply di-
vergent lineages, while its variable regions resolve finer relationships (de Vargas et al., 2015).
Although the Smart-seq3xpress chemistry, a miniaturized, plate-based single-cell RNA-seq
protocol, is oriented towards polyadenylated mRNA, the high cellular abundance of riboso-
mal RNA means that 18S sequences are captured incidentally, typically as partial fragments
rather than full-length genes, but enough to provide a placeable marker. Curated reference
collections oriented towards protist diversity, notably the Protist Ribosomal Reference data-
base (PR2), provide a taxonomic backbone against which such markers can be compared
(Guillou et al., 2013). Assigning a query marker to this backbone need not require rebuilding
a phylogeny from scratch. Instead, phylogenetic placement inserts each query independently
onto a fixed reference tree, an approach that scales to many short markers far better than full
de novo inference (Matsen et al., 2010; Barbera et al., 2019). This combination can, in princi-
ple, flag cells whose markers fall away from known references as candidates for closer study.
However, as the work above makes clear, confident fine-grained placement is constrained
both by marker length and by the substitution model used to build the reference scaffold
(Zlatogursky et al., 2025; Burki et al., 2020).

Realising this potential in practice depends on two requirements. The first requirement is a
computational workflow to convert raw single-cell sequencing reads into a transcriptome as-
sembly and a marker that can be placed on a reference tree. The second requirement is that the
performance of that workflow must be evaluated quantitatively, because single-cell data are
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sparse and variable: each cell expresses only a subset of its genes at a given time, the amount
of RNA recovered from one cell is small, and plate-based sorting can yield empty or low-
quality wells (Hagemann-Jensen et al., 2022). The proportion of wells that progress success-
fully from sequencing to assembly and then to marker placement must therefore be measured
rather than assumed.

This study addresses both requirements using a dataset of individual protist cells sorted on a
chlorophyll-positive signal and generated with the Smart-seq3xpress protocol, a miniaturised,
plate-based single-cell RNA-seq method providing full-transcript coverage together with 5’
unique molecular identifier counting (Hagemann-Jensen et al., 2020, 2022). The aim is two-
fold. First, to characterise the cells individually — recovering the genes each was expressing
through per-cell, reference-free (de novo) transcriptome assembly, and assigning each cell a
phylogenetic position from its 18S marker. Second, to quantify, stage by stage, how reliably
the workflow carries a cell from raw reads to an assembled, placeable transcriptome. To sup-
port the phylogenetic step, three components were prepared from the PR2 database: a curated
18S protist reference, a maximume-likelihood reference tree, and an EPA-ng placement
framework that uses the tree (Guillou et al., 2013), with its taxonomy aligned to the consensus
eukaryotic classification (Adl et al., 2019; Burki et al., 2020). The study does not set out to
demonstrate the discovery of novel lineages: markers recovered from single short fragments
resolve cells only to the level of eukaryotic supergroup, well short of the resolution that phy-
logenomic approaches achieve (Zlatogursky et al., 2025). Rather, the curated reference, the
reference tree, and the build-verified placement frameworks are reusable beyond the present
dataset and are offered alongside the per-cell results, as infrastructure on which finer identifi-
cation, and in time the recognition of genuinely new lineages, can be built.

1.1 Aims and objectives

This study pursued two linked aims. The first was to characterise individual photosynthetic
plankton cells one cell at a time — recovering the genes each was expressing through refer-
ence-free, per-cell de novo transcriptome assembly, and assigning each cell a phylogenetic
position from its 18S rRNA marker. The second was to measure how reliably the workflow
carries a cell from raw sequencing reads through to an assembled, placeable transcriptome,
tracked stage by stage as the proportion of wells retained at each step. A supporting objective
was to build and document a reusable phylogenetic-placement framework: a curated protist
18S reference set, a maximum-likelihood reference tree, and an EPA-ng placement workflow
derived from the PR2 database, all intended for use beyond the present dataset. The study did
not set out to discover or formally describe new lineages — a single short marker cannot sup-
port that — but rather to deliver the per-cell characterisations and the placement infrastructure
on which such work could later build.
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2 Materials and Methods

All computational steps were performed on the UPPMAX Pelle cluster under the SLURM
workload manager (NAISS allocation uppmax2025-2-448). The analysis ran sequentially
from raw sequencing reads through per-cell de novo assembly and conserved-gene assess-
ment, with a parallel track for reference preparation and phylogenetic placement. Each stage
is described below in the order it was executed. Software versions and the shared computing
environment are consolidated in Table 2. All custom scripts and the complete pipeline are
available at https://github.com/marzieh-bioinfo/plankton-scRNAseq.

2.1 Dataset and biological material

The single-cell RNA-sequencing data analysed here were generated with the Smart-
seq3xpress protocol (Hagemann-Jensen et al., 2022), a miniaturised, plate-based implementa-
tion of Smart-seq3 (Hagemann-Jensen et al., 2020). Cells are isolated one per well by fluores-
cence-activated cell sorting (FACS) into 384-well plates and processed in nanolitre volumes.
The protocol pairs full-transcript coverage with 5’ unique molecular identifier (UMI) tagging,
supporting both transcript reconstruction and molecule counting from single cells.

As shown in Figure 1, polyadenylated RNA is reverse-transcribed into cDNA by template
switching, then PCR-amplified and fragmented by Tn5 tagmentation. Sequencing yields two
read classes: 5" UMI-containing reads originating near transcript start sites, and internal tag-
mented fragments distributed along the gene body. Only the 5’ reads carry a UMI; the internal
fragments do not. This structure supports de novo transcriptome reconstruction from the full-
length coverage while allowing molecules to be counted through the UMIs (Hagemann-
Jensen et al., 2020).

The dataset comprised photosynthetic plankton cells sorted into two 384-well plates, desig-
nated P4 and P5 — 768 wells in total, 384 per plate. Each cell is referred to throughout by
plate and well position (for example, P4 A1). In this paired-end library design, Read] carries
a 10-bp UMI at positions 1-10 followed by cDNA from position 15 onward, with positions
11-14 forming a spacer that is not retained; Read 2 carries 150 bp of cDNA followed by a 20-
bp cell barcode at positions 151-170.

Upstream processing used zUMIs v2.9.7 (Parekh et al., 2018) restricted to its filtering stage
(which_Stage: Filtering). This stage performs read filtering, barcode identification, and UMI
tagging but no alignment; it was chosen deliberately so that quality-filtered, tagged reads
could be passed to per-cell de novo assembly rather than mapped to a reference genome and
counted. Consequently, although the configuration retains the default human STAR index and
GENCODE annotation from the Smart-seq3xpress template, these were never used: no map-
ping to any reference was performed at this stage, and the output is a filtered, tagged, un-
mapped BAM that served as the input to all downstream analyses.
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Cell barcodes were matched against a predefined whitelist of expected barcodes (ex-

pected barcodes.txt); reads whose barcodes did not match were discarded (discardReads:
yes). Quality filtering applied separate tolerances to the barcode and UMI: a read was discard-
ed if more than four barcode bases, or more than three UMI bases, fell below a Phred quality
of 20. Barcodes were then collapsed at a Hamming distance of one (BarcodeBinning: 1,
Ham_Dist: 1) to merge sequencing-error variants of the same barcode, and wells with fewer
than 100 reads were excluded from per-cell statistics (nReadsperCell: 100).
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Figure 1. Simplified overview of the Smart-seq3/Smart-seq3xpress library structure. Polyadenylated RNA molecules are
reverse-transcribed, amplified by PCR, fragmented by Tn5 tagmentation, and sequenced as paired-end reads. The protocol
generates both 5" UMI-containing reads and internal transcript fragments, providing full-transcript information at single-cell
resolution. Adapted from Hagemann-Jensen et al. (2020).

2.2 Dataset validation and demultiplexing-key resolution
Before demultiplexing, the integrity of the input dataset was verified, and the demultiplexing

key was re-established directly from the data. This stage used the filtered, tagged, unmapped
BAM produced by the Smart-seq3xpress filtering workflow, together with the barcode white-
list (expected barcodes.txt), the barcode-sharing file (barcode shares.txt), the barcode-to-well
annotation (barcode annotation.txt), and the per-barcode read-count statistics
(Xpress.BCstats.txt).

BAM integrity was assessed with SAMtools v1.22.1 (Danecek et al., 2021). Because the input
was an unmapped BAM, validation confirmed that the file was non-empty, that the header
contained no reference-sequence (@SQ) entries, and that the read-1 and read-2 record counts
reported by samtools flagstat were identical, confirming that mate pairing had been preserved.
Validation identified 1,308,998,936 reads, corresponding to 654,499,468 read pairs. The out-
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come, read counts, and software version were recorded in a JSON validation file, and only
datasets passing all checks proceeded to downstream processing.

The demultiplexing key was then resolved from the data. In this Smart-seq3xpress design,
each cell is identified by a 20-bp cell barcode, which is recorded in two forms: one read from
the standard paired-end (DNBPE) side and one from the template-switch (TS) side. Both
forms share a common 10-bp segment encoding the plate column (1-24) and carry a row-
specific 10-bp segment, so that together they specify a unique well. The two forms are listed
as pairs in the barcode-sharing file, which contains 768 entries; consequently, the whitelist
holds 1,536 barcodes (768 cells x two strand-specific forms), and zUMIs uses the sharing re-
lationships to treat both forms of a pair as the same cell. Applying these relationships col-
lapsed the 1,536 whitelisted barcodes to 768 cells, giving an unambiguous one-cell-per-well
configuration.

A barcode-to-cell lookup table was generated by joining the whitelist to the well annotation
(barcode annotation.txt), linking each cell's barcode pair to a plate and well. The two physical
plates, identified in the annotation as 7E (plateBC 11344194) and 8E (plateBC 11268922),
were relabelled P4 and P5 respectively, with the original identifiers retained for traceability,
and sample identifiers were assigned in plate_well format (for example, P4 A1). The lookup
table was required to contain exactly 768 cells — 384 per plate — before processing contin-
ued.

To characterise library composition before per-cell demultiplexing, the per-barcode read
counts were merged with the plate annotation using a custom Python workflow, and sequenc-
ing-depth statistics were computed separately for each plate with pandas (McKinney, 2010)
and NumPy (Harris et al., 2020). These summaries gave an overview of library composition
and per-cell sequencing depth before reads were split into individual cell-specific datasets.

2.3 Demultiplexing

Demultiplexing assigned all input reads to cells. The 654,499,468 filtered read pairs from
Stage 0 were distributed across the 768 barcodes with no pairs left unassigned, and paired
FASTAQ files with identical read-1 and read-2 counts were produced for every cell. These out-
puts indicate that extraction of the single per-cell barcode was complete and that mate pairing
was preserved for all cells in this dataset.

Per-cell sequencing depth varied over approximately three orders of magnitude and was right-
skewed (Appendix Figure A1A, C). Read pairs per cell ranged from 6,384 to 7,659,522, with
a median of 295,673 and an interquartile range of 85,546—1,086,926. The mean (852,212) ex-
ceeded the median, consistent with a right-skewed distribution driven by a tail of high-depth
cells. The ranked depth curve (Appendix Figure A1, C) decreased continuously across the full
range and declined more steeply for the lowest approximately 15-20 cells, without a discrete
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low-depth cluster. Cells from both plates were interleaved across the entire depth range (Ap-
pendix Figure A1C).

The two plates differed in central depth (Appendix Figure A1, B, D): the median depth of
plate P5 (467,152 read pairs) was higher than that of plate P4 (235,797), with a corresponding
difference in means (1,140,763 versus 563,661). The distributions overlapped substantially.
The cause of this difference was not investigated in this study and cannot be determined from
the available data; whether it reflects technical or biological factors would require additional
analysis, such as comparison of input material, library yield, or pooling ratios between plates.
All 768 barcodes received reads, and the lowest per-cell counts were several thousand read
pairs (minimum 6,384 on plate P5; 10,985 on plate P4). The available data do not allow these
low-depth wells to be classified as containing a viable cell or as background, because read
count alone does not distinguish the two and the experiment did not include an empty-well
negative control. This limitation is carried forward to the interpretation of assembly, since de
novo assembly can produce output from low-input data; consequently, a successful assembly
at low depth is not, on its own, evidence of a viable cell. A 20,000-read reference line is
shown in Appendix Figure A1C to indicate the cells affected by this ambiguity.

2.4 Read quality control, trimming, and filtering

Following demultiplexing, read quality assessment, adapter removal, and quality filtering
were performed in a multi-stage workflow. A preflight step first confirmed the availability of
the Stage 1 outputs (the paired FASTQ files, the barcode lookup table, the Stage 1 manifest,
and the filtered BAM used for UMI-based analysis) and that the manifest reported readiness;
processing proceeded only when all checks passed. Initial sequence quality was assessed with
FastQC v0.12.1 (Andrews, 2010) on all demultiplexed paired-end FASTQ files, and the re-
ports were aggregated with MultiQC v1.33 (Ewels et al., 2016) into a dataset-wide summary
of sequencing quality, base composition, adapter content, length distributions, and duplica-
tion.

Per-cell molecular complexity was estimated from the tagged BAM as a 768-task SLURM
array. For each cell, first-in-pair reads carrying the cell's barcode were selected, and unique,
non-empty corrected-UMI sequences were counted from the BAM UB tag. Because UMIs are
present only on the 5’ (read 1) reads of the Smart-seq3xpress design, a fraction of these read-1
reads carried empty UB tags and were excluded from the count; across cells this fraction had
a median of 19.1% (range 2.2-43.8%). The number of unique UMIs per cell was used as a
lower-bound estimate of molecular complexity, and UMI saturation was defined as the ratio
of unique UMISs to read-1 reads bearing a non-empty UB tag. The cause of the empty UB tags
was not investigated in this study.

Adapter trimming and quality filtering were performed per cell with Cutadapt v5.2 (Martin,
2011) as a 768-task SLURM array. Both Nextera transposase adapters — expected from the
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TnS5-based Smart-seq3xpress preparation (Hagemann-Jensen et al., 2020, 2022) — and stand-
ard Illumina adapters were removed from both mates; Cutadapt was used because it accepts
multiple adapter sequences per mate (specified with repeated -a/-2). Bases below Phred 20
were trimmed from the 3 ends, and a read pair was discarded if either mate fell below 60 bp
after trimming (--pair-filter=any). Paired-end relationships were preserved, and trimmed
reads were written to compressed FASTQ); the trimmed sequences were additionally written
in FASTA format for use as assembly input.

Sequence quality was reassessed after trimming with FastQC and MultiQC to evaluate adapt-
er removal and filtering. A final reconciliation step collected, for each cell, the read-pair
counts before and after trimming, the retention percentage, total reads, UMI-bearing reads,
unique UMI counts, and UMI saturation, and consolidated them into a per-cell quality-control
summary and a Stage 2 manifest with per-plate and overall metrics. Of the 654,499,468 input
read pairs, 573,183,506 (87.58%) were retained after trimming. Retention differed between
the two plates (Table 1): plate P5 retained 90.04% of pairs and plate P4 retained 82.58%. Per-
cell median molecular complexity was similar between plates (P4, 13,314.5 unique UMIs; P5,
14,465.0), whereas the median UMI saturation was higher on P4 (0.079) than on P5 (0.035).
All 768 libraries were processed; no per-cell quality threshold was applied at this stage, and
all were carried forward to transcriptome assembly.

Table 1. Per-plate read-pair retention and molecular-complexity summary after Stage 2 trimming and quality filter-
ing. Read-pair counts are totals across the 384 cells of each plate; median values are computed across cells within each plate.
Combined per-cell medians are not shown, as the median of the pooled set of cells is not derivable from the two plate medi-
ans.

Read pairs Read pairs Retention Median unique = Median UMI sat-

Plate Cells before after (%) UMIs uration
P4 384 216,446,120 178,741,899 82.58 13,314.5 0.079
P5 384 438,053,348 394,441,607 90.04 14,465.0 0.035
Combined 768 654,499,468 573,183,506 87.58 — —

2.5 De novo single-cell transcriptome assembly

De novo transcriptome assembly was performed independently for each cell using rnaSPAdes
(SPAdes v4.2.0) in RNA mode (--rna) (Bushmanova et al., 2019; Prjibelski et al., 2020). Be-
fore assembly, a preflight validation step verified the availability and consistency of the Stage
2 outputs, including the trimmed paired-end FASTQ files, the barcode lookup table, the per-
cell quality-control summary, and the Stage 2 manifest. Assembly proceeded only after all
required inputs were present and the dataset was marked as ready for Stage 3.

Transcriptome assembly was implemented as a 768-task SLURM array, with each task pro-

cessing one cell independently from its trimmed paired-end reads. This design preserved sin-
gle-cell resolution by assembling each cell separately rather than combining reads from mul-
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tiple cells. Assemblies were generated using the —--rna option of rnaSPAdes, which is de-
signed for transcriptome assembly from RNA sequencing data without requiring a reference
genome.

Single-cell RNA sequencing data typically vary in sequencing depth and transcript abun-
dance, and therefore some cells were expected to produce few transcripts or no assembly out-
put. To accommodate this variability, the pipeline recorded assembly outcomes without inter-
rupting downstream processing. Cells that produced no transcript file were classified as
FAILED NO_ OUTPUT, while transcript files containing no sequences were classified as
EMPTY ASSEMBLY. These status labels were retained for subsequent quality assessment
and filtering. In addition, the four corner wells of each plate (A1, A24, P1, and P24) were
identified as control wells and were processed using the same assembly workflow as the re-
maining samples.

For every successful assembly, summary statistics were calculated directly from the assem-
bled FASTA file. These included the number of assembled transcripts, total assembled se-
quence length, N50, N90, longest contig length, and GC content. N50 and N90 were calculat-
ed as the contig lengths at which 50% and 90% of the total assembled sequence length, re-
spectively, were contained in contigs of that length or longer. To reduce storage usage on the
shared computing system, intermediate rnaSPAdes files were removed after successful com-
pletion of each assembly, while the assembled transcripts, summary statistics, and log files
were retained.

After all assemblies were completed, a reconciliation step combined the assembly statistics
with the Stage 2 quality-control summary, preserving the corresponding sequencing-depth
information for each cell. This step generated a per-cell assembly summary, an exclusion list
containing failed or empty assemblies, and the Stage 3 manifest. No minimum read-depth
threshold was applied before assembly, and all 768 wells were processed using the same
workflow.

2.6 Assembly informativeness assessment

The conserved-gene content of each non-empty per-cell assembly was assessed with BUSCO
v5.8.2 (Manni et al., 2021) in transcriptome mode, using the eukaryota odb10 lineage dataset
and HMMER hmmsearch v3.4. The broad eukaryotic lineage was used because the taxonomic
identity of each cell was unknown at this stage. A preflight step verified Stage 3 readiness and
built a worklist of all non-empty assemblies; assemblies recorded as empty in Stage 3 were
not analysed.

BUSCO was run independently for each assembly as a SLURM array, one task per cell. For

each transcriptome, BUSCO reported the proportions of complete (C), single-copy (S), dupli-
cated (D), fragmented (F), and missing (M) markers, together with the total number of mark-
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ers in the selected lineage; these values were parsed from the BUSCO summaries and com-
piled per cell.

Because the assemblies derive from single cells rather than whole organisms, BUSCO com-
pleteness was not interpreted as genome completeness. A single-cell transcriptome contains
only the genes expressed at the time of sampling, so many conserved markers may be absent
even from a satisfactory assembly. Low completeness was therefore expected and was used as
a per-cell indicator of recovered coding content rather than as a measure of assembly success
or failure. No completeness threshold was applied, and no cells were removed based on
BUSCO scores.

The per-cell BUSCO results were then joined to the Stage 3 assembly metrics (transcript
counts, assembly size, N50, and sequencing depth) to examine variation in conserved-gene
recovery among cells and its relationship to assembly characteristics.

2.7 18S rRNA sequence extraction and header standardisation

Small-subunit (18S) ribosomal RNA sequences were identified from the non-empty per-cell
transcriptome assemblies using Barrnap v0.9 (Seemann, 2014) in eukaryote mode (--
kingdom euk). Prior to analysis, a preflight validation step confirmed the availability of the
Stage 3 outputs and generated a worklist containing all non-empty transcriptome assemblies.
Assemblies classified as empty during Stage 3 were excluded from 18S screening by design.

Barrnap was executed as a SLURM array, with one task per assembly. The software identifies
ribosomal RNA genes using hidden Markov models and reports predicted rRNA features in
GFF format. Although the eukaryotic Barrnap model can detect 18S, 5.8S, and 28S/large sub-
unit rRNA genes, only 18S features were retained for downstream phylogenetic analyses. No
length threshold was applied, and all detected 18S sequences were carried forward regardless
of completeness; completeness was taken from Barrnap's own annotation, which flags a fea-
ture as partial when it aligns to only part of the model.

For each predicted 18S feature, genomic coordinates were converted into strand-aware extrac-
tion intervals, and the corresponding sequence was recovered from the transcriptome assem-
bly using SeqKit (segkit subseqg --bed). Features located on the reverse strand were re-
verse-complemented during extraction so that all output sequences were represented in the
standard 5'-3’ orientation.

To ensure full traceability throughout downstream analyses, each extracted sequence was as-
signed a standardised FASTA identifier containing the originating sample, transcript, genomic
coordinates, and strand orientation. In addition, a provenance table was generated for every
detected 18S sequence, recording the sample identifier, plate, well, source contig, start and
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end coordinates, strand, sequence length, completeness status (full-length or partial, as anno-
tated by Barrnap), Barrnap annotation, and source transcriptome assembly.

Following extraction, all per-cell 18S sequences were concatenated into a single combined
FASTA file. This combined dataset constituted the query sequence set used in the subsequent
phylogenetic-placement analyses. Per-cell summary statistics and a Stage 5 manifest were al-
so generated to document 18S recovery and confirm readiness for downstream phylogenetic
analyses.

2.8 Reference database preparation

The reference dataset was derived from the Protist Ribosomal Reference database (PR2
v5.1.0), a curated collection of small-subunit ribosomal RNA sequences for studies of eukar-
yotic microbial diversity (Guillou et al., 2013). PR2 supplies a taxonomic annotation for each
sequence, and these annotations were mapped to the rank scheme of the current consensus
classification of eukaryotes — domain, supergroup, division, class, order, family, genus, spe-
cies (Adl et al., 2019; Burki et al., 2020). The database was downloaded in FASTA format
with embedded taxonomy strings and processed through filtering, verification, length-
selection, and dereplication steps.

Protist sequences were retained using explicit inclusion and exclusion rules applied to the
PR2 taxonomy strings, operating on a default-exclude basis so that only whitelisted lineages
were kept. A sequence was retained only if it belonged to one of nine predefined protist su-
pergroups (TSAR, Amoebozoa, Excavata, Archaeplastida, Obazoa, Haptista, Cryptista,
CRuMs, or Eukaryota X). Organellar sequences (plastid, mitochondrial, and other organellar
rRNA) were removed irrespective of taxonomic rank. Within Archaeplastida, Streptophyta
(land plants) was excluded, whereas within Obazoa only protist opisthokont lineages were
retained, thereby removing animals and fungi. Sequences assigned to bacteria, archaea, ani-
mals, fungi, or any other non-protist groups were discarded. A final verification step con-
firmed that the filtered reference contained no Fungi, Metazoa, Streptophyta, organellar, or
prokaryotic sequences, and that every retained sequence belonged to one of the predefined
protist supergroups.

Sequences shorter than 1,500 bp were then removed with SeqKit v2.10.1 (Shen et al., 2016),
retaining near-complete 18S sequences and limiting the influence of short, fragmentary refer-
ences on alignment and tree reconstruction. The length-filtered set was dereplicated with CD-
HIT-EST v4.8.1 (Fu et al., 2012) at 80% sequence identity, with additional alignment-
coverage requirements applied during clustering. Clustering at this identity collapses se-
quences that are 80% or more identical into a single representative; it therefore substantially
reduces the size and redundancy of the reference at the expense of resolving closely related
taxa. This was an acceptable trade-off here because the recovered single-cell markers were
expected to support placement only at broad taxonomic levels rather than species-level identi-
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fication. The representative sequence of each cluster formed the final reference dataset used
for alignment, tree construction, and EPA-ng placement. Finally, a taxonomy table linking
each retained reference sequence to its complete lineage was generated from the PR2 annota-
tions and used during phylogenetic placement and downstream interpretation.

2.9 Reference alignment, phylogenetic inference, and phylogenetic
placement

The curated protist reference dataset (1,561 sequences) was aligned with MAFFT v7.526
(Katoh & Standley, 2013) using the automatic strategy (--auto). Poorly aligned and gap-rich
columns were removed with trimAl v1.5 (Capella-Gutiérrez et al., 2009) under the automat-
ed1 heuristic, and the trimmed alignment was used for all subsequent inference. A prelimi-
nary quality-control tree was estimated with FastTree v2.1.11 under a general time-reversible
model with a gamma-distributed rate heterogeneity (GTR+T; Price et al., 2010). The refer-
ence phylogeny used for downstream analyses was inferred under maximum likelihood with
IQ-TREE v3.1.0 (Wong et al., 2026); ModelFinder (Kalyaanamoorthy et al., 2017) selected
GTR+F+R09 as the best-fitting substitution model, and node support was assessed using 1,000
ultrafast bootstrap replicates and 1,000 SH-aLRT replicates (Hoang et al., 2018). This tree
was treated as a fixed reference topology for all placement analyses.

Phylogenetic placement was performed with EPA-ng v0.3.8 (Barbera et al., 2019). Query 18S
rRNA sequences recovered from the single-cell assemblies were added to the reference
alignment with MAFFT in fragment-addition mode (--add --keeplength), preserving the
reference coordinate space while incorporating the shorter queries. The trimAl column mask
generated during reference-tree construction was then applied to both the reference and query
alignments, and identical alignment widths were verified programmatically to enforce a
common coordinate space. Two query sequences that, after projection onto the masked
alignment, aligned only to gap positions (i.e. contained no usable nucleotide sites) were ex-
cluded prior to placement, as EPA-ng cannot place sequences lacking informative sites; these
sequences were logged and reported separately to preserve traceability. Of 2,008 query se-
quences, 2,006 were retained for placement. Each retained query was placed independently
onto the fixed reference phylogeny without modifying the reference topology. EPA-ng evalu-
ated the likelihood of attachment on every reference branch under the GTR+F+R9 model, the
same model used for reference-tree inference and reported placements in jplace format.
Placement was executed multi-threaded (8 threads) on the UPPMAX cluster.

Taxonomic assignment was performed with gappa v0.9.0 using the PR2-derived reference
taxonomy. A taxonomy file linking each reference tip to its full lineage was generated from
the reference database, and gappa propagated these lineages to the placed queries. For each
query, the best placement by likelihood-weight ratio (LWR) was retained. No minimum LWR
threshold was applied to exclude placements; instead, LWR was used to classify placement
confidence into high (> 0.8), moderate (> 0.5), and ambiguous (< 0.5) categories, and all re-
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tained placements were included in downstream analyses. Placements were grouped by cell of
origin using the plate—well identifiers encoded in the sequence headers. Per-cell summaries
recorded the number of recovered 18S fragments, the number of distinct supergroups among
them, and the arithmetic mean of the best-fragment LWR values. Because LWR quantifies
confidence in branch attachment rather than the probability of a taxonomic label, placement
confidence was interpreted jointly with fragment count and the internal consistency of taxo-
nomic assignments within each cell.

2.10 De novo combined phylogeny

The combined dataset comprised 3,569 sequences (1,561 PR2 references and 2,008 single-cell
18S queries). Sequences were aligned with MAFFT v7.526 (Katoh & Standley, 2013) using
the automatic strategy (--auto), which selected the FFT-NS-2 algorithm for this dataset, and
the alignment was filtered with trimAl v1.5 (Capella-Gutiérrez et al., 2009) using a gentle gap
threshold (-gt 0.30). The trimmed alignment contained 1,786 columns, of which 1,785 were
parsimony-informative and none were constant. Gentle trimming preserved partial-query sig-
nal at a quantifiable cost: 1,230 sequences (34.5%) retained more than 50% gaps or ambigui-
ty, and the overall alignment was 34.9% gaps/ambiguity. IQ-TREE collapsed 216 byte-
identical sequences prior to inference, leaving 3,353 unique sequences; identical sequences
were reinserted at their duplicates' positions after tree construction.

A preliminary tree was inferred with FastTree v2.1.11 under GTR+I" (Price et al., 2010). The
final phylogeny was reconstructed with IQ-TREE v3.1.0 (Wong et al., 2026) using Mod-
elFinder (-m MFP; Kalyaanamoorthy et al., 2017). Because the trimmed alignment contained
no constant sites, an ascertainment-bias correction was required; the best-fitting model under
BIC was GTR+F+ASC+R10, with a ten-category FreeRate distribution capturing strong
among-site rate heterogeneity. Branch support was assessed with 1,000 ultrafast bootstrap
replicates (UFBoot2; -B 1000; Hoang et al., 2018) and the SH-aLRT test (-alrt 1000). The
ultrafast bootstrap did not reach the 0.99 convergence criterion within 1,001 search iterations;
UFBoot values are therefore interpreted as approximate. The total tree length was 261.8 sub-
stitutions/site, and some pairwise ML distances were flagged as saturated.

2.11 Software versions and computational environment

All analyses were performed on the UPPMAX Pelle high-performance computing cluster
(Uppsala University) under the SLURM workload manager. The workflow was implemented
as a series of reproducible pipeline stages, each recording software versions, command-line
parameters, and input/output manifests. Most custom scripts were executed within a shared
Python environment, while adapter trimming and quality filtering were performed in a dedi-
cated Conda environment to ensure software compatibility and reproducibility.
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Table 2. Principal software tools, versions, and reference resources used throughout the study.

Analysis step

Software / resource

Version

Pre-processing (filtered BAM genera-
tion)

Data validation and demultiplexing

Read quality control

Adapter trimming and quality filtering
De novo transcriptome assembly

Assembly assessment

18S rRNA prediction and extraction
Sequence manipulation

Sequence clustering and dereplication
Multiple-sequence alignment
Alignment trimming

Reference phylogeny inference

Tree quality-control inference

Model parameter estimation for place-
ment

Phylogenetic placement

Taxonomic assignment of placements
Tree processing and manipulation
Reference database

Data analysis and visualisation

Tree visualisation

zUMIs

SAMtools; pysam
FastQC; MultiQC

Cutadapt
rnaSPAdes (SPAdes)

BUSCO (eukaryota_odb10);
HMMER

Barrnap

SeqKit

CD-HIT-EST

MAFFT

trimAl

IQ-TREE 3 (ModelFinder)
FastTree

RAXML-NG

EPA-ng
gappa
ete3
PR2

Python (pandas, NumPy, matplotlib)

iTOL

2.9.7

SAMtools 1.22.1

FastQC 0.12.1; MultiQC
1.33

52
4.2.0
BUSCO 5.8.2; HMMER 3.4

0.9
2.10.1
4.8.1
7.526
1.5
3.1.0
2.1.11
1.2.2

0.3.8

0.9.0

3.x

5.1.0
Environment-specific

Web service

3 Results

This chapter presents the results obtained from each stage of the computational workflow in
the order in which the analyses were performed. The progression of the dataset is reported
from the initial sequencing libraries through demultiplexing, read-quality filtering, de novo
transcriptome assembly, conserved-gene assessment, 18S rRNA recovery, reference-database

construction, phylogenetic placement, and combined-tree analysis. For each stage, quantita-
tive outcomes are reported together with the number and proportion of cells retained. The
principal workflow outcome is the proportion of cells that successfully progressed from raw
sequencing data to recovery and phylogenetic analysis of an 18S rRNA marker.
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3.1 Sequencing depth and demultiplexing

The photosynthetic plankton dataset comprised 1,308,998,936 filtered, tagged reads, corre-
sponding to 654,499,468 read pairs distributed across 768 wells in two 384-well plates. Stage
0 validation confirmed that the dataset passed all integrity checks. Barcode resolution pro-
duced a lookup table of 768 unique cell identifiers (384 per plate), with the two physical
plates relabelled P4 and P5.

Per-cell sequencing depth varied over approximately three orders of magnitude and was right-
skewed within both plates (Appendix Figure A1). Read pairs per cell ranged from 6,384 to
7,659,522 (a 1,200-fold span), with a median of 295,673 and an interquartile range of 85,546—
1,086,926; the mean (852,212) exceeded the median, consistent with a right-skewed distribu-
tion driven by a tail of high-depth cells (Appendix Figure A1A). The two plates differed in
central depth (Appendix Figure A1B, D): P5 contained 438,053,348 read pairs and P4 con-
tained 216,446,120, a 2.02-fold difference at the plate level, with a higher per-cell median on
P5 (467,152 read pairs) than P4 (235,797) and a corresponding difference in means
(1,140,763 versus 563,661); the distributions overlapped substantially, and cells from both
plates were interleaved across the entire depth range (Appendix Figure A1C). All 768 wells
contained sequencing data, and the ranked-depth curve declined continuously across the full
range, falling more steeply only for the lowest 19 cells, which lay below a 20,000-read-pair
reference line (Appendix Figure A1C); no discrete low-depth cluster separated a near-empty
population from low-input libraries (Appendix Figure A4). Because read count alone cannot
distinguish a viable low-input cell from background, and no empty-well negative control was
available, these low-depth wells could not be classified on depth alone.

The designated corner wells (A1, A24, P1, and P24 on each plate), identified as putative
negative controls, also contained substantial read counts (22,912—114,321 read pairs) and
were not the lowest-depth wells in the dataset; several regular wells, including the global min-
imum of 6,384 read pairs, fell below every corner well. Because the fluorescence-activated
cell sorting metadata required to confirm which wells were intentionally left empty were una-
vailable, and because the corner wells did not form a distinct low-read population, they were
not used to define a contamination baseline. They were instead retained, flagged in the per-
cell metadata, and revisited at the assembly and conserved-gene stages (3.4, 3.5), where all
eight produced low-output assemblies with no recovered complete orthologues.
Demultiplexing produced paired-end FASTQ files for all 768 expected cells, with no missing
libraries and no read-pairing mismatches. The 654,499,468 matched read pairs were identical
to the Stage 0 total, and no read pairs were left unassigned (no-whitelist-barcode pairs = 0),
confirming that no pairs were lost during barcode-based splitting. No read-count threshold
was applied, and all 768 libraries were carried forward to quality control and trimming.
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3.2 Read quality control and trimming

FastQC and MultiQC confirmed the adapter signature expected of a Tn5-based Smart-
seq3xpress library, residual Nextera and Illumina adapter concentrated towards the 3’ ends,
before trimming, and typical Illumina base-quality profiles throughout. Post-trimming FastQC
confirmed that adapter content had been cleared and surviving reads retained good per-base
quality, with the expected modest shortening of the length distribution (Figure A2).

In parallel, molecular complexity was estimated for each cell from the tagged BAM by count-
ing unique, non-empty UMIs on the 5' (read-1) reads. Because only the 5' reads carry a UMI
in this chemistry, a portion of read-1 reads carried empty UMI tags and could not contribute
to the count; across cells this empty fraction had a median of 19.1% (range 2.2—43.8%). The
resulting unique-UMI counts are therefore best read as a lower bound on the number of dis-
tinct molecules captured per cell rather than an exact figure. The origin of the empty tags was
not pursued further.

3.3 Read retention after trimming

Trimming was not aggressive in aggregate: of the 654,499,468 input read pairs, 573,183,506
(87.58%) survived. This retention rate is consistent with the loss being dominated by adapter
clipping and the small number of pairs falling below the length cutoff, rather than by wide-
spread low quality, although the present data do not partition the loss by cause. Retention did,
however, differ between the two plates (Table 3). Plate PS5 retained 90.04% of its pairs,
against 82.58% for plate P4 — a consistent gap rather than a difference driven by a few outli-
er wells. Molecular complexity, by contrast, was comparable between plates: the median
number of unique UMIs per cell was 13,314.5 on P4 and 14,465.0 on P5. The clearer per-
plate contrast was in UMI saturation, which was higher on P4 (median 0.079) than on P5
(0.035). A higher saturation at similar UMI counts is consistent with P4 libraries being se-
quenced more deeply relative to the number of distinct molecules they contained, i.e. more
reads per molecule; this matches the lower median sequencing depth recorded for P4 cells
earlier and is reported here as an observation rather than a tested effect. No per-cell quality
filter was imposed at this stage. Every one of the 768 libraries was carried forward to assem-
bly, so that the decision about which cells to retain could be made later, based on what each
cell assembled rather than on read count alone.

Table 3. Per-plate read-pair retention and molecular-complexity summary after trimming and quality filtering. Read-pair
totals are summed across the 384 cells of each plate; medians are computed across cells within each plate. A combined per-
cell median is not given, because the median of the pooled set of cells cannot be recovered from the two plate medians.

Read pairs Read pairs Retention  Median unique Median UMI satu-
Plate Cells before after (%) UMIs ration
P4 384 216,446,120 178,741,899 82.58 13,314.5 0.079
PS5 384 438,053,348 394,441,607 90.04 14,465.0 0.035
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Read pairs Read pairs Retention  Median unique Median UMI satu-
Plate Cells before after (%) UMIs ration

Combined 768 654,499,468 573,183,506 87.58 — —

3.4 De novo transcriptome assembly

Cells were kept separate throughout assembly rather than pooled, since pooling would have
erased exactly the single-cell resolution the study set out to evaluate. Assembly succeeded for
the great majority of wells: of the 768 wells processed, 761 (99.1%) produced a non-empty
assembly. Only seven failed to generate any output (P4 K9, P4 117, P5 G1, PS5 H20,

P5 J15,P5 MI11 and P5_02); these were recorded in an exclusion list and carried no further.
That a well as shallow as ~1,000 read pairs could still yield contigs underlines an important
caveat that recurs in the interpretation below: de novo assembly will return something from
very little input, so a successful assembly is not by itself evidence that a well contained a
healthy cell.

The assemblies were, as expected for single cells, small and highly variable, and they differed
systematically between the two plates. On plate P4 the median cell yielded 147 transcripts, a
median N50 of 515 bp, and roughly 65 kb of assembled sequence in total. Plate P5 cells were
substantially larger on every measure — a median of 519 transcripts, an N50 of 795 bp, and
around 313 kb of assembled sequence — consistent with their higher sequencing depth. With-
in each plate the spread was wide, ranging from cells with only a handful of short contigs to a
small number of rich assemblies containing several thousand transcripts.

The eight control wells assembled, but only into very small transcript sets (17 to 122 tran-
scripts, median 43), far below the per-cell medians of either plate. Some assembled output
from no-template wells is unsurprising given the sensitivity of the assembler, but the consist-
ently low yield marks them clearly apart from the bulk of the sample wells and provides a
useful internal floor against which genuine cells can be judged.

3.5 Conserved-gene recovery (BUSCO)

Conserved-gene content was assessed for every non-empty assembly with BUSCO against the
broad eukaryota odb10 lineage. As noted earlier, low completeness was the expected out-
come given single-cell transcriptional sampling, and no completeness threshold was applied.
Recovery was indeed low across the board. The median proportion of complete markers was
0.00%, and in most cells the overwhelming majority of the 255 eukaryotic markers were clas-
sified as missing (Figure 2, panel C). Roughly three-quarters of cells recovered no complete
marker at all; complete markers appeared in only about a quarter of assemblies, and even
there usually as a few percent.
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The little recovery there was concentrated almost entirely on plate P5. Around 40% of P5
cells recovered at least one complete marker, against fewer than 10% of P4 cells, and the ele-
vated tail of the distribution — cells reaching 10-20% completeness — was made up almost
exclusively of P5 assemblies (Figure 2, panel D; Appendix Figure A3). The single exception
is conspicuous and worth stating plainly: the most complete assembly in the entire dataset was
a P4 cell, P4 _O13, at 21.7% complete, sitting alone well above the rest of its plate. Apart
from this one outlier, plate P4 was essentially flat at zero, and the highest P5 cell reached
20.2%.

Completeness tracked both assembly size and input depth: the cells with non-zero complete-
ness were predominantly the high-depth, transcript-rich P5 assemblies (Figure 2, A, B). Be-
cause P5 had both the greater sequencing depth and the higher completeness, the two cannot
be disentangled with these data, and the relationship is reported as an association rather than a
causal effect of depth. The eight control wells again returned 0% complete markers, consistent
with their minimal assemblies and with the absence of any genuine template. The source of
the reads that nonetheless assembled in those wells was not investigated.
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Figure 2. Conserved-gene (BUSCO) completeness of the 761 per-cell transcriptome assemblies (eukaryota odbl0, 255
markers, transcriptome mode). (A) Complete-BUSCO percentage per cell versus number of assembled transcripts and (B)
versus retained read pairs. (C) Per-cell composition of BUSCO categories (complete, fragmented, missing) across all assem-
blies. (D) Distribution of complete-BUSCO percentage by plate (P4, P5). Completeness was low across the dataset (median
0%; mean 1.28%) and, apart from the single outlier cell P4 013 (21.7%), the non-zero tail derived almost entirely from the
more deeply sequenced plate P5. BUSCO completeness here reflects the fraction of the genome each cell was transcribing at
capture, not assembly quality or genome completeness.
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3.6 Recovery of 18S rRNA marker sequences

Small subunit (18S) rRNA sequences were successfully recovered from 633 of the 761 as-
sembled cells (83.2%), while 128 cells (16.8%) yielded no detectable 18S sequence. Recovery
rates were similar between the two sequencing plates: 321 of 382 assembled cells (84.0%) on
plate P4 and 312 of 379 assembled cells (82.3%) on plate P5 contained at least one recovered
18S sequence (Figure 3). The designated negative-control wells generally lacked recoverable
18S sequences, although a small number yielded short partial fragments.

In total, 2,008 18S sequences were identified across all cells, corresponding to an average of
3.2 sequences per positive cell. Most cells contained only a small number of recovered 18S
sequences, whereas a limited number of cells contained multiple copies, reflecting assembly
fragmentation and the recovery of overlapping partial transcripts rather than independent bio-
logical copies.

The recovered sequences showed a broad length distribution ranging from approximately 450
bp to full-length eukaryotic 18S rRNA genes of approximately 1,800 bp (Figure 3). Of the
2,008 recovered sequences, 416 (20.7%) were classified as full-length and 1,592 (79.3%) as
partial sequences. The median recovered length was 868 bp, indicating that most recovered
markers represented substantial portions of the 18S gene despite not spanning its full length.
Full-length sequences formed a distinct peak around 1,800 bp, whereas partial sequences were
distributed across a wider range of shorter lengths.

Recovery of long 18S sequences was strongly associated with sequencing depth and assembly
success. Cells with larger transcriptome assemblies and higher numbers of retained read pairs
were more likely to yield complete or near complete 18S markers. Conversely, cells with low
sequencing depth generally produced only short fragments or no detectable 18S sequence.
Several of the highest-quality assemblies recovered complete 18S sequences exceeding 1,750
bp, demonstrating that near-full-length phylogenetic markers could be reconstructed directly
from single-cell transcriptome assemblies.

The 416 full-length sequences were subsequently retained for construction of the combined de
novo phylogeny (De novo combined phylogeny section), while all recovered 18S sequences
were used for phylogenetic placement analyses.

Table 4. Recovery of 18S rRNA marker sequences from single-cell transcriptome assemblies. The table summarises the
number of cells yielding at least one 18S sequence, the total number of recovered sequences, sequence-length categories, and
recovery rates for plates P4 and P5.

Metric Value
Cells analysed 761
Cells with >1 recovered 18S 633
Recovery rate 83.2%
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Metric Value

Cells without 18S 128
Total recovered 18S sequences 2,008
Full-length sequences 416
Partial sequences 1,592
Median 18S length 868 bp
P4 cells with >1 18S 321/382 (84.0%)
P5 cells with >1 18S 312/379 (82.3%)

Recovered 18S length distribution (full-length vs partial)
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Figure 3. Length distribution of recovered 18S rRNA sequences from single-cell transcriptome assemblies. A total of
2,008 18S sequences were recovered from 633 cells. Sequences were classified as near-full-length (>1,500 bp; green, n =
416) or partial (<1,500 bp; orange, n = 1,592). The dashed red line indicates the approximate length of a complete eukaryotic
18S rRNA gene (~1,800 bp), while the dotted black line marks the median recovered sequence length (868 bp). The distribu-
tion shows recovery of both near-complete and partial 18S markers, with a substantial fraction of sequences approaching full-
length coverage.

3.7 Reference database preparation

The reference dataset was prepared from PR2 v5.1.0 using a whitelist-based filtering strategy
on the PR2 UTAX taxonomy strings. The pipeline retained only selected protist supergroups
and removed organelles, bacteria, archaea, animals, fungi, and Streptophyta; within Obazoa,
only protist lineages were kept. A final verification step confirmed that excluded taxa were
absent from the retained set.
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Starting from 240,200 PR2 SSU sequences, protist filtering retained 113,185 sequences,
length filtering at >1,500 bp retained 52,628, and CD-HIT-EST clustering at 80% identity
produced 1,561 non-redundant representative sequences, which formed the final reference
FASTA. The final reference set was dominated by TSAR (487), Amoebozoa (395), Excavata
(386), and Archaeplastida (209), with smaller contributions from Obazoa (46), Haptista (26),
Cryptista (5), Eukaryota X (4), and CRuMs (3). This curated reference set was then used for
the downstream alignment and phylogenetic framework. The same filtered reference underlies
both the reference-tree analysis and the later combined-tree work.

Table 5. Construction of the PR2 protist reference set from PR2.

Filtering step Sequences retained
PR2 input 240,200
After protist filtering 113,185
After length filtering (=1,500 bp) 52,628
After CD-HIT-EST clustering (80% identity) 1,561

Table 6. Supergroup composition of the final PR2 reference set.

Supergroup Sequences
TSAR 487
Amoebozoa 395
Excavata 386
Archaeplastida 209
Obazoa 46
Haptista 26
Cryptista 5
Eukaryota X 4
CRuMs 3
Total 1,561

3.8 18S marker recovery and phylogenetic placement

Of the 2,008 recovered 18S rRNA sequences, 2,006 were successfully placed onto the maxi-
mum-likelihood reference tree (1,561 reference taxa, 3,119 branches). Two candidates were
excluded prior to placement because no informative nucleotide sites remained after projection
onto the reference alignment. Placement confidence was evaluated using the likelihood
weight ratio (LWR) of the best placement branch. Across all placed sequences, the median
best-edge LWR was 0.306 (range 0.006—1.000), indicating that many placements were asso-
ciated with substantial uncertainty. Based on LWR thresholds, 480 placements (23.9%) were
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classified as high confidence (LWR >0.8), 211 (10.5%) as moderate confidence (0.5 < LWR
<0.8), and 1,315 (65.6%) as ambiguous (LWR < 0.5) (Figure 4).

At the supergroup level, most placed sequences were assigned to TSAR, accounting for 1,116
placements (55.6%) (Figure 5). Smaller numbers were assigned to Excavata (23; 1.1%), Oba-
zoa (16; 0.8%), Cryptista (12; 0.6%), Archaeplastida (10; 0.5%), Haptista (7; 0.3%), and
Amoebozoa (1; 0.05%). A substantial fraction of sequences (821; 40.9%) could not be as-
signed confidently to any supergroup because phylogenetic signal was insufficient for robust
taxonomic classification.

Among lower-level taxonomic assignments, Stramenopiles—Gyrista represented the largest
identified division (338 placements, 16.9%), followed by Alveolata—Dinoflagellata (79,
3.9%), Rhizaria—Foraminifera (77, 3.8%), and Alveolata—Apicomplexa (71, 3.5%). However,
taxonomic resolution decreased markedly below the supergroup level, with most sequences
remaining unassigned at class, order, family, genus, and species ranks.

Because the 2,006 placements derived from only 633 cells (mean 3.17 fragments per cell,
median 3, range 1-27), the supergroup percentages reported above are computed per fragment
and are therefore weighted towards cells that yielded many fragments. Fragment yield was
uneven: 28 cells (4.4%) each contributed more than 8.5 fragments (the upper outlier thresh-
old, Q3 + 1.5 x IQR) and together accounted for 339 fragments (16.9% of the total). To assess
the influence of this imbalance, composition was recomputed with one vote per cell, taking
each cell’s highest-likelihood-weight-ratio fragment as its representative assignment (Table
8). TSAR was the dominant supergroup under both schemes, increasing from 55.6% of frag-
ments (1,116/2,006) to 68.9% of cells (436/633); the unassigned fraction fell correspondingly
from 40.9% of fragments to 26.5% of cells, and every other supergroup accounted for fewer
than 1.5% of cells. The median best-edge LWR of the per-cell representative placements was
0.862, substantially higher than the per-fragment median of 0.306, because the representative
is by construction each cell’s most confident fragment. The two schemes should be read as
bounding the composition rather than as one correcting the other: per-fragment counting over-
weights high-copy cells, whereas selecting the single most confident fragment per cell prefer-
entially retains placements onto densely sampled reference lineages and so may itself favour
the dominant group. That TSAR remains the plurality under both, and under a per-cell majori-
ty vote (TSAR 375 cells, unassigned 240), is therefore the robust outcome; the precise share
is not.

These results demonstrate that phylogenetic placement successfully assigned all recovered
18S markers to positions on the reference tree, but confidence varied considerably among se-
quences. Consequently, higher-level taxonomic patterns are interpreted with greater confi-
dence than fine-scale taxonomic assignments.
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Table 7. Summary statistics of phylogenetic placement of recovered 18S rRNA sequences.

Metric Value
Query sequences placed 2,006
Reference sequences 1,561
Branches in reference tree 3,119
Median best-edge LWR 0.306

High-confidence placements (LWR > 0.8)
Moderate-confidence placements (0.5-0.8)
Ambiguous placements (LWR <0.5)

480 (23.9%)
211 (10.5%)
1,315 (65.6%)

Table 8. Taxonomic composition of phylogenetic placements computed per fragment (all 2,006 placed fragments) and per
cell (one vote per cell, each cell’s highest-LWR fragment). Percentages are column-wise within each scheme.

Supergroup Fragment count  Fragment % Cell count Cell %
TSAR 1,116 55.6 436 68.9
Unassigned 821 40.9 168 26.5
Excavata 23 1.1 6 0.9
Obazoa 16 0.8 9 1.4
Cryptista 12 0.6 8 1.3
Archaeplastida 10 0.5 5 0.8
Haptista 7 0.3 1 0.2
Amoebozoa 1 0.05 0 0.0
Total 2,006 100 633 100

Placement confidence (LWR) distribution

3504 == high
moderate

0.0 0.2 0.4 0.6 0.8
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Figure 4. Confidence of phylogenetic placements based on likelihood weight ratio (LWR). Distribution of best-edge
likelihood weight ratio (LWR) values for the 2,006 recovered 18S rRNA fragments placed on the PR2 reference tree. Place-
ments were classified as high confidence (LWR > 0.8), moderate confidence (0.5 < LWR < 0.8), or ambiguous (LWR < 0.5).
Of all placements, 480 (23.9%) were high confidence, 211 (10.5%) were moderate confidence, and 1,315 (65.6%) were am-
biguous, indicating that most recovered fragments provided limited phylogenetic resolution.
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Figure 5. Taxonomic composition of phylogenetic placements. Left: distribution of the 2,006 recovered 18S rRNA frag-
ments across major eukaryotic supergroups. TSAR dominated the placements (1,116 fragments; 55.6%), while 821 fragments
(40.9%) could not be confidently assigned to a supergroup. Right: distribution of placements among the fifteen most repre-
sented divisions. Stramenopiles-Gyrista was the most abundant division (338 placements), followed by Alveolata-
Dinoflagellata (79), Rhizaria-Foraminifera (77), and Alveolata-Apicomplexa (71).

3.9 De novo combined phylogeny

As an independent check on the placement-based assignments, a de novo maximum-
likelihood phylogeny was reconstructed from the 2,008 recovered query sequences together
with the 1,561 curated PR2 references (3,569 sequences in total). Sequences were aligned
with MAFFT and trimmed to 1,786 columns, and the tree was inferred with IQ-TREE v3.1.0
under the ModelFinder-selected GTR+F+ASC+R10 model, with branch support from 1,000
ultrafast bootstrap and 1,000 SH-aLRT replicates.

Branch support was weak. Across the 1,960 internal branches the mean ultrafast bootstrap
support was 65.2 and the mean SH-aLRT support 55.4, and only 394 branches (20.1%) were
strongly supported by both criteria; the ultrafast bootstrap did not reach its convergence
threshold. The combined tree therefore neither corroborated nor overturned the placement re-
sults, and the taxonomic conclusions of this thesis rest on the EPA-ng placement framework,
which attaches each query to a fixed, near-full-length reference alignment and provides a
more robust basis for assignment than de novo inference from short, largely partial fragments.
The reference framework, and the distribution of the recovered query sequences across the
eukaryotic supergroups, is shown in Figure 6.
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Figure 6. Maximum-likelihood phylogeny of the curated 18S rRNA reference set with the
retained full-length query sequences. The outer ring colours reference sequences by eukaryot-
ic supergroup; query sequences recovered from the single-cell assemblies are black. The tree
was inferred with IQ-TREE v3.1.0 and drawn in iTOL (Table 2). Branch support is omitted.
The topology gives a qualitative overview of how the query sequences fall across the super-
groups; the taxonomic conclusions of this thesis rest on the EPA-ng placement framework

(§3.8).

4 Discussion

This study set out to characterise individual photosynthetic plankton cells at single-cell reso-
lution — recovering their expressed gene content by per-cell de novo transcriptome assembly
and assigning each cell a phylogenetic position from its 18S rRNA marker — and to build the
curated reference and placement framework required to do so. Two outcomes frame the inter-
pretation. Expressed-gene recovery was robust in the operational sense that almost every cell
yielded a non-empty assembly (761 of 768 wells; 99.1%), with only seven wells failing to as-
semble. Phylogenetic placement, by contrast, succeeded for almost every recovered marker
but resolved sequences only to the level of eukaryotic supergroup. The sections below inter-
pret these outcomes against the biology of single-cell material and the limits of the methods
and are explicit about where the characterisation is strong and where it is not.

4.1 Single-cell assembly and the interpretation of conserved-gene re-
covery

34



Per-cell de novo assembly produced a non-empty transcriptome for 761 of the 768 wells
(99.1%), while seven wells (0.9%) yielded no assembly. The seven wells without an assembly
were P4 K9, P4 L17,P5 GI1,P5 H20,P5 J15,P5 M11, and P5_O2. Across the 761 assem-
bled wells, assembly output was highly variable: the median number of assembled transcripts
was 357, the median total assembled length was 165,865 bp, and the median contig N50 was
527 bp. Conserved-gene completeness, assessed with BUSCO against the eukaryota odb10
lineage (Simao et al., 2015; Manni et al., 2021), was generally low and highly variable, with a
median complete-BUSCO score of 0% and a mean of 1.28%.

This low completeness should not be read primarily as assembly failure. In a single cell only a
fraction of the genome is transcribed at any moment, so even a flawless assembly can recover
only those conserved orthologues that were being expressed when the cell was captured; this
transcriptional sparsity is an established property of single-cell RNA-seq libraries (Ko-
lodziejczyk et al. 2015, Hagemann-Jensen et al. 2022). Interpreted strictly, the present
BUSCO values are therefore not estimates of genome completeness but relative indicators of
how much conserved, expressed sequence each assembly recovered. This distinction is the
rationale for treating BUSCO descriptively rather than as an inclusion gate: gating on com-
pleteness would conflate transcriptional sampling with assembly quality and would discard
biologically valid low-coverage cells. The interpretation is consistent with single-cell tran-
scriptomic work on microbial eukaryotes, in which conserved-gene recovery is limited by
per-cell transcriptional sampling rather than by the assembler (Onsbring et al. 2020); the un-
cultured, low-input cells analysed here fall at the sparse end of that regime.

The marked plate-level difference in recovery supports this reading. P5, the more deeply se-
quenced plate, recovered at least one complete orthologue in 45.9% of its cells, against 20.2%
for P4, mirroring the roughly two-fold difference in sequencing depth between the two plates.
This association is consistent with recovery being driven substantially by per-cell sampling
depth, but it is an observational correspondence rather than a controlled comparison and can-
not, on its own, exclude other plate-level differences. Conserved-gene recovery is therefore
best read as a relative, sampling-conditioned measure of assembly informativeness, not as ge-
nome completeness.

4.2 Phylogenetic placement and the reusable reference framework

The 18S placement carries two interpretive caveats. First, although almost every recovered
fragment received a placement under the maximum-likelihood model (Barbera et al. 2019),
placement is not evidence of correctness. Across the 2,006 placed sequences the median best-
edge likelihood-weight ratio (LWR) was only 0.306 (range 0.006—1.000), and just 480 place-
ments (23.9%) reached high confidence (LWR > 0.8) while 1,315 (65.6%) were ambiguous
(LWR < 0.5). Resolution also fell away below the supergroup level, where most sequences
could not be assigned to a class, order, family, genus or species. Reporting this placement un-
certainty explicitly, rather than collapsing each cell into a single confident label, is the con-
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servative choice and prevents a low-confidence assignment from being read as a fine-grained
identification.

Second, and independently of the confidence of the present placements, the reference frame-
work itself is a reusable product: the curated 1,561-sequence PR2 reference set, the reference
alignment and tree, and the verified EPA-ng build. Its value does not depend on the per-cell
results obtained here: it can be re-applied without modification to longer markers or to richer
query sets. This contrasts with graph- and assembly-based frameworks built for well-
resourced systems, where genotyping accuracy scales directly with the completeness of the
underlying reference (Vaughn et al. 2022, Du et al. 2024); here the framework is deliberately
lightweight and marker-based, and improving the placements depends on the input markers
rather than on rebuilding the scaffold.

In summary, a curated reference and maximum-likelihood placement framework were suc-
cessfully constructed and applied, but the markers recovered from this dataset resolve reliably
only to supergroup. The framework is the durable, reusable product of this work; sharpening
the placements by recovering fuller-length markers and retaining a larger fraction of the
alignment is the clear next step and would be expected to improve resolution, though this is a
stated implication rather than a demonstrated result.

A complementary de novo tree, built from the project’s own 18S fragments together with the
curated references was attempted as an independent check on the placement-based assign-
ments but proved uninformative. Although the trimmed alignment retained 1,786 columns,
branch support was generally weak as the ultrafast-bootstrap analysis did not converge, and
fewer than one in four internal branches were strongly supported. The tree could therefore
neither corroborate nor overturn the placement results. This outcome reinforces the decision
to base the taxonomic assignments on phylogenetic placement onto a fixed, near-full-length
reference alignment rather than on de novo inference from short fragments.

4.3 Taxonomic composition and sources of error

At the supergroup level the placed sequences were dominated by TSAR, which accounted for
1,116 of the 2,006 placements (55.6%); all other supergroups together made up a small mi-
nority (Excavata 1.1%, Obazoa 0.8%, Cryptista 0.6%, Archaeplastida 0.5%, Haptista 0.3%,
Amoebozoa 0.05%), and a large fraction of sequences (821; 40.9%) could not be assigned
confidently to any supergroup. Below the supergroup level, Stramenopiles—Gyrista formed
the largest identified division (338 placements, 16.9%), followed by Alveolata—Dinoflagellata
(3.9%), Rhizaria—Foraminifera (3.8%) and Alveolata—Apicomplexa (3.5%). Because Strame-
nopiles—Gyrista sits within TSAR and includes many marine algae, a TSAR-dominated signal
led by stramenopiles is biologically plausible for a photosynthetic-plankton sample. However,
it is best read as a provisional indication rather than a quantitative description of community
composition, for two reasons.
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First, non-target or contaminating signal and the misplacement of short, uninformative frag-
ments are demonstrable sources of error in the assignments. This is evidenced both by the low
and variable placement confidence and by the recovery of non-photosynthetic lineages —
such as the small numbers of Excavata, together with isolated amoebozoan, alveolate and rhi-
zarian assignments — in a dataset of photosynthetic cells. Such recovery is consistent with a
low level of non-target signal compounded by ambiguous placement of fragments dominated
by conserved regions. A non-exclusive biological possibility is that a minority of this signal is
genuine rather than artefactual: intracellular symbionts, ingested prey and other close associa-
tions are widespread among planktonic protists and would deposit non-host markers in a sin-
gle-cell library (Karnkowska et al., 2026), so the non-photosynthetic fraction is best read as
an upper bound on contamination rather than as contamination alone. A third, non-exclusive
possibility is that the chlorophyll-based fluorescence-activated sort was itself imperfectly spe-
cific: a non-zero false-positive rate — from autofluorescent particles, non-chlorophyll pig-
ments, or cells falling near the sort gate — would place genuinely non-photosynthetic cells in
the plates before any downstream step, independently of contamination or biological associa-
tion, and can likewise only be bounded rather than measured given the unavailable sort-purity
metadata (Limitations).

Second, the composition is conditional on the upstream processing thresholds: all results de-
pend on the chosen zZUMIs filtering and Cutadapt parameters, and a different threshold set
could shift both the attrition profile and the relative representation of groups. Separately, the
dominance of TSAR is robust to how placements are counted: aggregating the 2,006 frag-
ments to one vote per cell (each cell’s highest-confidence fragment) leaves TSAR the plurali-
ty and in fact raises its share from 55.6% of fragments to 68.9% of cells (Section 3.8, Table
8), while the unassigned fraction falls from 40.9% to 26.5%. The per-fragment and per-cell
schemes bracket the composition rather than one superseding the other. Fragment counting
over-weights the minority of high-copy cells, whereas best-fragment-per-cell selection prefer-
entially retains placements onto densely sampled reference lineages. The qualitative conclu-
sion that TSAR dominates is therefore secure even though the exact percentage is not.

These findings indicate that marker-based phylogenetic placement can recover a coherent su-
pergroup-level signal from an uncultured community, but that fine-scale compositional claims
are not supported by a single short marker. The placements should accordingly be treated as
supergroup-level indications, and the dominant TSAR signal as a feature of this dataset to be
confirmed with additional markers rather than as a community characterisation.

4.4 The reference scaffold and the operational definition of ‘protist’

Two design choices place a built-in ceiling on the resolution attainable from this scaffold, and
both are properly regarded as components of the result rather than as external assumptions.
The first concerns the substitution model. The reference tree was inferred with IQ-TREE un-
der a substitution model selected by ModelFinder, with branch support from ultrafast boot-
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strap and SH-aLRT replicates; this is suitable as a scaffold onto which query markers are
placed but is not a resolved deep eukaryotic phylogeny. Relationships among the eukaryotic
supergroups are susceptible to long-branch attraction and compositional artefacts that site-
homogeneous substitution models do not correct, and their confident resolution requires site-
heterogeneous mixture models and dense taxon sampling (Burki et al. 2020). A single short
rRNA marker placed on a site-homogeneous scaffold cannot approach that resolution, so su-
pergroup-level placement is the expected ceiling rather than a shortfall of the present imple-
mentation.

The second choice concerns the definition of the reference set. Because protists do not consti-
tute a clade (Adl et al. 2019, Burki et al. 2020), the reference was assembled by explicit inclu-
sion and exclusion rules applied to the PR2 taxonomy string rather than by a single taxonomic
rank. This operational definition is transparent and reproducible, but it necessarily involves
boundary decisions, such as retaining Archaeplastida while excluding Streptophyta, and re-
stricting Obazoa to its protist lineages. These choices fix the set of reference tips to which a
query can attach, so a cell whose true affiliation lies outside the retained set cannot be flagged
as unplaceable and is instead drawn to the nearest included lineage, compounding the contam-
ination and short-fragment effects discussed above.

In summary, the supergroup-level resolution reported here reflects both the partial length of
the recovered markers and the conserved-only, site-homogeneous reference scaffold, so finer
placement is not expected from this scaffold even with longer markers. Any future placement
against this scaffold should be interpreted only at the level of eukaryotic supergroup or major
lineage; finer-resolution claims should be deferred until the reference alignment is rebuilt to
retain more variable columns and the reference tree is re-inferred under a site-heterogeneous
model. Read together, these limitations bound the two aims of the study. The high assembly
success rate is itself conditional on the chosen thresholds, and the placement-confidence dis-
tribution together with the contamination and scaffold caveats delimit how completely the
community is recovered and how far the assignments can be trusted.

4.5 Limitations

Several limitations qualify these results. First, the wells designated as negative controls could
not be verified as genuinely cell-free, because the fluorescence-activated cell-sorting metadata
identifying empty wells were unavailable; these corner wells nonetheless retained reads and
produced assemblies, so no contamination baseline could be established and the contribution
of cross-contamination or index hopping can be inferred but not quantified. The recovery of
non-photosynthetic lineages is therefore consistent with low-level contamination but cannot
be attributed to it with certainty. A phylogeny-aware contamination screen of the recovered
SSU fragments — for example CSI-SSU, which flags contaminants by their placement on a
reference small-subunit tree (Tice et al., 2026) — would allow this contribution to be quanti-
fied directly in future analyses rather than only bounded by inference. Second, the 18S mark-
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ers recovered here were predominantly short, partial fragments rather than full-length genes,
which intrinsically limits the resolution attainable by phylogenetic placement. Third, the ref-
erence tree was inferred with IQ-TREE under a ModelFinder-selected substitution model with
ultrafast-bootstrap and SH-aLRT support, but it remains a single-marker rRNA tree built un-
der a site-homogeneous substitution model and serves only as a placement scaffold; confident
resolution among the eukaryotic supergroups requires site-heterogeneous mixture models,
such as the site- and branch-heterogeneous approaches developed for deep eukaryotic data
(McCarthy et al., 2026), together with dense taxon sampling, so the supergroup level is the
expected ceiling rather than a shortcoming of the present data. Fourth, BUSCO completeness
reflects how much of its genome each single cell was transcribing as much as it reflects as-
sembly quality and is not an estimate of genome completeness. Fifth, the per-stage attrition
profile and the relative representation of supergroups are conditional on the chosen zUMIs
filtering and Cutadapt parameters, and a different threshold set could shift both. Finally, the
accuracy of individual placements was not benchmarked against sequences of known phylo-
genetic position, and the combined de novo tree intended as an independent cross-check
proved uninformative because branch support was weak and the bootstrap analysis did not
converge; both are priorities for future validation.

4.6 Conclusions and future perspectives
In this study, uncultured photosynthetic plankton cells were characterised one at a time, using

Smart-seq3xpress data from 768 single cells. By processing each cell through a complete per-
cell workflow — from read validation and demultiplexing through Cutadapt trimming to ref-
erence-free (de novo) transcriptome assembly and 18S-based phylogenetic placement — this
study quantified how reliably raw single-cell reads are converted into assembled, placeable
cells. De novo assembly proved highly robust, with 761 of 768 cells (99.1%) yielding a non-
empty transcriptome and only seven cells failing to assemble, whereas conserved-gene recov-
ery, assessed with BUSCO against the eukaryota odb10 lineage, was low and highly variable
(median complete-BUSCO 0%, mean 1.28%), consistent with the limited fraction of the ge-
nome a single cell transcribes at any moment.

Phylogenetic placement reached only the level of eukaryotic supergroup. An 18S marker was
recovered from 633 of the 761 assembled cells (83.2%), yielding 2,008 query sequences of
which 2,006 were placed on the 1,561-taxon reference tree, but placement confidence was
limited: across all placed sequences the median best-edge likelihood-weight ratio was 0.306,
and only 480 placements (23.9%) were high confidence while 1,315 (65.6%) were ambigu-
ous. At the supergroup level the placed sequences were dominated by TSAR (1,116 place-
ments, 55.6%), within which Stramenopiles—Gyrista was the largest division (338 placements,
16.9%); a TSAR-dominated, stramenopile-led signal is biologically plausible for a photosyn-
thetic community but is best read as provisional, given the low placement confidence and the
recovery of small numbers of non-photosynthetic lineages consistent with low-level contami-
nation or fragment misplacement. This limited resolution reflects both the partial length of the
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recovered markers and a reference scaffold built from a single short marker under a site-
homogeneous substitution model.

In summary, this study delineates both the reach and the present limits of single-cell tran-
scriptomics for surveying uncultured protist diversity and reinforces the importance of pairing
robust per-cell assembly with an honest, quantitative account of per-stage attrition. Important-
ly, the curated 1,561-sequence PR2 reference, the maximum-likelihood reference tree inferred
with IQ-TREE, and the build-verified EPA-ng placement framework generated here provide a
reusable resource for future single-cell plankton studies, complementing bulk metabarcoding
approaches by retaining the link between an individual cell and its marker. Future work inte-
grating fuller-length per-cell markers, additional conserved genes recovered from the same
assemblies, and a reference tree re-inferred under a site-heterogeneous model would be ex-
pected to improve placement resolution beyond the supergroup level. Applying the frame-
work to larger and environmentally contrasting single-cell datasets will likewise be essential
to extend these assignments into a fuller view of marine microbial eukaryotic diversity.
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Appendix A - Supplementary figures

A. Read-depth distribution (log scale) B. Sequencing depth compared by plate
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Figure Al. Per-cell sequencing depth after demultiplexing (n = 768; plates P4 and P5), in read pairs per cell. (A) logio distri-
bution of read pairs per cell (bars) with a kernel-density estimate; solid line, median (295,673); dashed red line, mean
(852,212); dotted lines, Q1/Q3. (B) logio depth by plate (box = median and IQR; whiskers = 1.5x IQR; points = cells). (C)
Depth ranked high-to-low, coloured by plate; the dashed red line marks a 20,000-read-pair reference below which 19 cells
fall. (D) Per-plate and combined summary statistics (raw read-pair counts). Depth is strongly right-skewed within both plates
and spans approximately three orders of magnitude (6,384-7,659,522 read pairs); P5 was sequenced about twice as deeply as
P4 at the plate level (438,053,348 versus 216,446,120 read pairs), though the per-cell distributions overlap substantially

(§3.1).
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FastQC per-module status
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Figure A2. Nextera adapter content before and after trimming, summarised across the 768 single-cell libraries (1,532 FastQC
reports). Panel A shows FastQC per-module status before and after trimming; panel B the distribution of mean per-read Nex-
tera adapter content (pre- versus post-trim); panel C the median and mean reduction in adapter content; and panel D the per-
library read-pair retention. Read 2 adapter content is reduced to negligible levels after trimming, whereas Read 1 retains a
residual 3’ adapter signal owing to short inserts (§3.2).
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Plate P4: BUSCO Complete% per well (red outline = neg. control)

A o o o o o o o o o o o 0 o o ' o o o 0 0 0 o El
B o o o o o o o o o o o o o o o o o o o 1 1 o o 20.0
c o 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
D o o o o o o o o o o 1 2 1 o o 2 o 2 o o o o o .
€ o 0 o 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
£ o 0 o 0 0 0 0 o 0 0 2 0 0 2 0 0 0 N 0 0 0 0 0
G o 0 0 0 0 0 0 0 0 0 0 0 0 0 0 2 0 0 0 0 0 0 0
1252
H 0 0 o o ' 0 0 0 0 0 0 ' 0 0 0 0 0 0 0 0 0 0 0 ]
3
Q
| 0 0 o 0 ' 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 100 £
-1
o
J 0 0 o 0 0 ' 0 0 0 ' 0 2 0 0 ' 0 0 ' 0 0 0 0 .
K o o o 1 o o o o o 1 o o o 1 o o o o o o o o 7.5
L o 0 o 0 ' 0 0 0 0 0 0 0 0 ' 0 ' 0 0 0 0 0 0
M o o o o 1 o o o o o o o o o o o o o o o o o 1 5.0
N o o o 0 0 0 0 o 0 o 0 0 0 o 0 0 0 0 2 0 0 0 0
0 o : o 0 0 0 0 ' 0 0 0 - 0 0 0 0 ' 0 0 0 0 0 0 -

2 3 4 5 6 7 8 9 10 1 12 13 1 15 16 17 18 19 20 2 2 23 2

]

o

o

o

o

o

o

o

o

o

°

°

o

°

°

o
=

Plate P5: BUSCO Complete% per well (red outline = neg. control)
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Figure A3. Per-plate BUSCO completeness shown on the physical 16 x 24 (384-well) plate layout for plates P4 (top) and P5
(bottom); cell shading gives the complete-BUSCO percentage per well (eukaryota odbl0, transcriptome mode), with grey
cells indicating wells without an assembly result. The more deeply sequenced plate PS5 shows a higher density of cells recov-
ering complete orthologues, consistent with the per-plate difference reported in §3.5.
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Plate P4: Library Complexity per Well
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Figure A4. Distribution of barcode-associated read counts across all wells in plates P4 and P5. Wells were ranked by total
read count and displayed on a logl0 scale. Although sequencing depth varied substantially among wells, no distinct popula-
tion of near-empty wells was observed. The lowest-count wells retained several thousand reads, suggesting that obviously
empty wells were not detectable from sequencing depth alone.

48



Appendix B — Supplementary Tables

Table Al. Per-cell de novo assembly summary (excerpt: first 15 of 761 successfully assembled cells), giving plate, well,
number of contigs, total assembled length, median contig length and contig N50. The complete table is provided as supple-
mentary data.

P4 A10 P4 A10 114 34868 275 282
P4 All P4 All 124 40472 278 291
P4 Al2 P4 Al2 121 37416 282 290
P4 Al3 P4 Al3 93 30973 275 337
P4 Al4 P4 Al4 90 27943 273 280
P4 AlS P4 Al5 145 48713 284 327
P4 Al6 P4 Al6 2091 1286471 385 908
P4 Al17 P4 Al17 99 62537 611 856
P4 Al18 P4 Al 862 373379 311 451
P4 A19 P4 Al9 188 69933 271 380
P4 Al P4 Al 142 39505 262 270
P4 A20 P4 A20 305 122426 280 365
P4 A21 P4 A21 227 72669 279 286
P4 A22 P4 A22 240 79638 281 286
P4 A23 P4 A23 1366 456851 274 285

Table A2. Per-cell BUSCO completeness (excerpt: first 15 of 761 assembled cells; eukaryota_odb10, n = 255), giving com-
plete (C), single-copy (S), duplicated (D), fragmented (F) and missing (M) percentages per cell. The complete table is pro-
vided as supplementary data.

P4 Al P4 Al 0.0 0.0 0.0 0.0 100.0 255
P4 A10 P4 Al0 0.0 0.0 0.0 0.0 100.0 255
P4 All P4 All 0.0 0.0 0.0 0.0 100.0 255
P4 A12 P4 Al2 0.0 0.0 0.0 0.0 100.0 255
P4_A13 P4 Al3 0.0 0.0 0.0 0.0 100.0 255
P4 A14 P4 Al4 0.0 0.0 0.0 0.0 100.0 255
P4_Al15 P4 AlS 0.0 0.0 0.0 0.0 100.0 255
P4 Al6 P4 Al6 1.6 1.6 0.0 2.0 96.5 255
P4_A17 P4 Al7 0.0 0.0 0.0 0.0 100.0 255
P4 _Al18 P4 Al 0.0 0.0 0.0 0.8 99.2 255
P4_A19 P4 Al9 0.0 0.0 0.0 0.0 100.0 255
P4 A2 P4 A2 0.0 0.0 0.0 0.0 100.0 255
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P4 A20 P4 A20 0.0 0.0 0.0 0.0 100.0 255
P4 A21 P4 A21 0.0 0.0 0.0 0.0 100.0 255
P4 A22 P4 A22 0.0 0.0 0.0 0.0 100.0 255

Table A3. Per-library adapter-trimming statistics (excerpt: first 15 of 768 libraries; Cutadapt), giving read pairs before and
after trimming, percentage retained, pairs discarded below the 60 bp length cutoff, and the R1 adapter-content percentage.
The complete table is provided as supplementary data.

P4 Al10 P4 A10 45039 13664 30.34 31375 20.70
P4 All P4 All 64205 24279 37.81 39926 23.45
P4 Al12 P4 Al2 89872 21009 23.38 68863 23.72
P4 Al3 P4 Al3 59782 14574 24.38 45208 18.71
P4 Al4 P4 Al4 358596 7896 2.20 350700 14.50
P4 AlS P4 AlS 95148 18064 18.99 77084 28.40
P4 Al6 P4 Al6 4486592 4262600 95.01 223992 35.16
P4 Al17 P4 Al17 149533 121590 81.31 27943 42.50
P4 Al18 P4 A18 1271564 1115648 87.74 155916 33.74
P4 A19 P4 Al9 404379 307041 75.93 97338 23.81
P4 Al P4 Al 92672 21444 23.14 71228 21.19
P4 A20 P4 A20 201632 142474 70.66 59158 27.01
P4 A21 P4 A21 205721 42002 20.42 163719 24.01
P4 A22 P4 A22 160142 47774 29.83 112368 24.20
P4_A23 P4 A23 575983 381239 66.19 194744 31.45

50



