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Abstract. High-fidelity simulation can make the difference between wind-energy projects that
thrive and those that fail. However, achieving such accuracy demands high computational
resources, liming its use and adoption in industry. The rapid performance gains of modern
Graphics Processing Units (GPUs) are reshaping this landscape, enabling simulation strategies
that were previously impractical. In particular, the Lattice Boltzmann Method (LBM) has
emerged as a strong candidate for wind-farm flow modeling on GPUs. In this study, we
compare both flow results and computational performance metrics for a realistic turbulent
flow simulation around a wind turbine using two GPU-based solvers: a LBM solver and a
conventional Navier—Stokes solver. We show that the LBM solver yields flow results consistent
with code-to-code comparisons against the Navier—Stokes solver, while being one to two orders
of magnitude faster. We therefore argue that LBM stands out as a method capable of addressing
the need of industry for accurate wind energy flow solvers while meeting its requirement in terms
of computational time and resources.

1. Introduction

Large-Eddy Simulation (LES) is widely regarded as one of the most accurate numerical
approaches for wind energy applications; however, its broader adoption has been limited by
prohibitive computational costs, long runtimes, and, to a lesser extent, uncertain cost—benefit
ratios and a lack of trained personnel [1]. Nowadays, the wind industry mainly relies on fast
engineering models which have well-known limitations, particularly as wind farm size increases.
Their predictive accuracy typically degrades for inner turbines and is strongly influenced by
turbine layout and farm density [2, 3].

Nevertheless, this situation could evolve with the advent of Graphics Processing Units
(GPUs), whose performance, expected to continue growing, provides a promising way for
significantly accelerating simulations and reducing their costs.

In this context, Lattice Boltzmann Method (LBM)-LES has emerged as a promising option,
cited as one of the first methods likely to meet industrial computational requirements in the
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near future [4], i.e overnight runs and real-time simulation requirements. A key advantage of
LBM-LES solvers lies in their inherently local, highly parallelizable formulation, which maps
efficiently onto modern GPUs. However, LBM solvers are not the only ones that benefit from
the considerable computational potential offered by GPUs. Indeed recent efforts to port Navier-
Stokes (NS)-LES solvers to GPUs (such as those by Whiffle [5], FastEddy [6] or AMR-Wind [7, §])
have also shown promising performance improvements relative to their CPU-based counterparts.
Now that both LBM and NS methods have reached a certain level of maturity on GPUs, the
stage is set to directly compare them and quantify their respective performances.

LBM-LES applied to wind energy remains a relatively recent research area [9], yet it is
rapidly gaining attention. Since the pioneering work of Perot et al. [10], numerous studies have
explored the use of LBM for a range of purposes, including wind power and load assessment [11],
atmospheric flow simulations above forest canopies [12], or even investigations of wind turbine
noise-reduction mechanisms [13].

Schottenhamml et al. [14] conducted one of the first comparisons of computational
performance between an LBM solver (walLBerla) and a NS solver (SOWFA) in the context of
wind energy. Their results demonstrate that the LBM solver achieves more than two orders of
magnitude speedup relative to the NS approach. However, the investigated case was relatively
simple (laminar inflow and no wall model), and the study did not compare LBM against a
GPU-NS solver. One year later, Korb et al. [15] further highlighted the potential of LBM
by comparing inflow characteristics, turbine performance metrics, and wake development results
obtained with LBM against five established NS solvers in the SWiFT benchmark. Although their
energy-to-solution (E2S) estimates suggest that LBM is roughly two orders of magnitude more
energy-efficient, the authors emphasized that a careful computational performance comparison
was not possible due to differences in hardware, resolution, and processor architecture.

The objective of the present work is to extend these early studies by providing a rigorous
comparison of computational performance between an LBM-LES solver (VirtualFluids) and
a well-established GPU-NS solver (AMR-Wind). The simulation setup was designed to ensure the
best comparability possible between the two solvers. The computational domain, grid resolution,
and physical models were selected to ensure that each solver operates within its respective best-
practice range, thereby addressing a commonly identified limitation in previous comparative and
benchmarking studies. Nevertheless, it is important to emphasize that this comparison is limited
to the LES framework. Any extrapolation of these conclusions to other modeling approaches
(such as RANS) would not be justified based on the present work.

To ensure impartiality, simulations are carried out on identical hardware, and the comparison
is conducted by two research groups from different institutions, one specializing in LBM-LES
and the other in NS-LES. As this study focuses on the comparative computational performance
of the two solvers, the results are presented for relative assessment only. Both solvers have
been previously validated against benchmark cases (see [15, 16] for VirtualFluids and [7] for
AMR-Wind), and further validation is beyond the scope of the present work.

2. Software presentation

2.1. LBM-LES: VirtualFluids

VirtualFluids [17, 18] is a open-source LBM solver designed to operate both on CPU and GPU
frameworks. The collision model implemented in VirtualFluids is based on observables called
cumulants [19] and its parametrization for a fourth order accuracy in diffusion [20] on D3Q27
lattice (3 dimensions, 27 discrete velocities).

2.2. NS-LES: AMR-Wind
AMR-Wind [7] is an open-source Navier-Stokes solver with LES turbulence modelling and
capabilities for simulating wind turbine behaviour through coupling to the aero-elastic solver
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OpenFast [21]. AMR-Wind is intended for high performance computing and thus can be efficently
run on CPUs and GPUs of all common hardware vendors. In this paper the most recent version
of AMR-Wind 3.8.1 will be used together with OpenFast 4.1.1.

3. Case Description

3.1. Simulation setups

The case reproduced in this work is directly inspired by the AMR-Wind benchmark case!, with a
target hub wind speed of 11.4 ms~!. The domain size is 5120 m x 5120 m x 800 m with a coarse
resolution Az = 10 m. Two refinement zones were added to the domain, as shown in Figure 1.
Within each of these zones, the spatial resolution is halved, resulting in a finest resolution of
Az = 2.5 m. The turbine is located 1560 m downstream of the inlet, centered in the y-direction.
The hub height is 90 m.

Periodic boundary conditions are applied on the lateral sides of the domain, and a slip
condition is imposed at the top. At the bottom boundary, a wall model is implemented.
Downstream, a non-reflective pressure outflow boundary condition is set.

To properly generate turbulent inflow conditions, we employed a precursor-simulation
approach. The precursor simulation is performed in an empty, non-refined domain. The
flow, driven by an imposed pressure gradient, is continuously recycled through the domain
until the turbulence kinetic energy reaches statistical quasi-steady state at hub height. The
simulation spans 30000 s of simulated physical time, with instantaneous cross-stream velocity
planes recorded from 25000 s onward. These sampled planes are then used as inflow conditions
for the successor simulation, which includes the refinement regions and the wind turbine model.
In the successor, temporal averaging begins after 1000 s to make sure that the flow has had
sufficient time to traverse the full domain at least once.

To keep the comparison case as simple as possible, the simulation is isothermal and without
Coriolis forces. The sub-grid scale model used is the anisotropic minimum dissipation (AMD)
described in [22].
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Figure 1. Simulation domain used in this study: (a) top view (xy plane) and (b) cross-stream
view (yz plane). The streamwise direction is along x, and the color shading highlights the
different refinement zones.

! https://exawind.github.io/exawind-benchmarks/amr-wind/atmospheric_boundary_layer/convective_
abl_nrel5mw/README.html
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3.2. Turbine model

The turbine is modeled using an Actuator Line Model (ALM) [23], with 32 nodes distributed
along the rotor diameter and a smearing width of € = 2Ax (with Az = 2.5 m). Although several
correction models to the original ALM have been successfully implemented and validated in both
VirtualFluid (See [24], which reports a 2-4% performance drop depending on the correction
model) and AMR-Wind, no correction is applied in the present study. This choice is motivated
by the desire to minimize additional sources of uncertainty in the assessment of the numerical
solution and computational performance. The turbine considered is the NREL 5MW reference
turbine [25], operated at a constant rotational speed of w = 1.37 rads™! to match the turbine’s
optimal tip-speed ratio of 7.55. For the same reason as the ALM corrections, we used a simple
constant rotational speed controller.

3.3. Hardware description

All simulations are performed on the Swedish supercomputer Dardel, consisting of 8 nodes
equipped with four NVIDIA H200 GPUs, each providing 141 GB of memory. Each simulation
is executed on a single GPU only, for simplicity sake and for ensuring that inter-GPU
communication and parallelization overhead do not influence the measured computational
performance. To avoid potential performance interference arising from concurrent GPU usage,
simulations are not run simultaneously.

3.4. Differences between both solvers
This section lists and briefly explains some of the main differences that should be taken into
account while comparing both solvers:

o Wall models: Different wall-modeling approaches are employed in the two solvers. AMR-Wind
applies the Moeng log-law wall model [26] to compute ground shear stress, whereas in the
LBM framework the shear stress cannot be imposed directly on the populations; instead,
the inverse momentum exchange method [27] is used, leading to a different incorporation
of wall shear stress in the boundary condition.

e Control of target hub wind speed: Although both solvers drive the flow through the domain
by imposing a pressure gradient, AMR-Wind includes a controller that dynamically adjusts
this gradient to achieve a prescribed hub-height wind speed (11.4 ms~! in this case). At
the time of writing, this functionality is not available in VirtualFluids, and the pressure
gradient was therefore tuned manually through an iterative process. A hub-height wind
speed of 11.43 ms™! was ultimately obtained, which was considered sufficiently close to
enable a meaningful comparison.

e Temporal resolution: In LBM, the time step At is constrained by the spatial resolution

and the reference velocity (here 11.43 ms™!, i.e the hub wind speed). Limited flexibility in
At is provided through the choice of the Mach number, which is set to 0.1. Under these
conditions, the LBM time step is At = 0.0505 s, used for both the precursor and successor
simulations. In the successive mesh refinement zones, At is halved at each level, resulting
in At = 0.0126 s in the turbine refinement zone.
In contrast, NS solvers offer more freedom in the choice of At. For the precursor simulation,
a time step of At = 0.5 s is selected to maintain a Courant number close to 1 throughout
the domain. But in the successor simulation, At is reduced to 0.029 s to ensure that the
rotating blades of the turbine do not traverse more than one cell per time step (see [28]).
This constraint is already fulfilled in LBM, due to the inherently small At used.

e Temperature coupling: For the sake of simplicity, the present simulations are performed
under isothermal conditions. In AMR-Wind, however, the temperature coupling cannot be
fully disabled; instead, a constant potential temperature profile is prescribed and all coupling
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between flow and temperature is turned off to ensure that the resolved physics remains the
same. In AMR-Wind, the temperature solver is configured to perform zero iterations, thereby
minimizing its computational overhead which can be quantified in postprocessing. However,
the additional memory overhead associated with the temperature field cannot be eliminated.

e Order of accuracy: LBM is inherently second-order accurate in space and time [29], as
the finite-volume approach used in AMR-Wind [7]. Nevertheless, VirtualFluids achieves a
fourth order accuracy in diffusion thanks to an adequate parametrization of the cumulant
relaxation rates (see [20]), making the solver less diffusive than AMR-Wind.

e Refinement algorithm: An advantage of traditional NS solvers over LBM is that the grid
is not constrained to a lattice. However, this is not the case for AMR-Wind, which also
usually employs a cartesian grid. Therefore, its refinement process is very similar to that
of VirtualFluids, where each coarse cell is subdivided into eight finer cells. The strategy
at the interface between refinement regions is however different (use of bubble functions in
VirtualFluids [30] and FluxRegisters? in AMR-Wind).

e Domain orientation: In AMR-Wind, the inflow is not aligned with the z-axis, as illustrated in
Figure 1, but is instead imposed at a prescribed angle of 30 degrees relative to the x-axis in
the zy-plane. This is done to avoid artificially trapping turbulent structures in the domain
due to the periodic boundary conditions. In contrast, VirtualFluids employs an inflow
aligned with the x-axis; in the precursor simulation, the outflow is recycled at the inlet with
a lateral shift of y = 880 m, promoting efficient mixing [31]. For the case considered here,
we have sampled the data in a way that this difference will not have a significant impact
on the results.

4. Results

4.1. Precursor

Figure 2 shows the velocity and turbulence intensity (TI) profiles obtained from the precursor
simulations. The results are spatially and temporally averaged over the interval from 25000 s
to 30000 s. Owing to solver-specific differences, primarily in wall modeling and numerical order
of accuracy, some discrepancies in the profiles are expected. Nevertheless, a close agreement
is observed for both quantities, with relative differences within the rotor area (indicated by
horizontal lines in Figure 2) remaining below 1% for wind speed and 5% for TI.

The right panel of Figure 2 presents the spectra of 5000 s streamwise velocity time series
sampled at hub height at the center of the domain. The frequency spectra were converted to
the wavenumber domain (k) using Taylor’s frozen turbulence hypothesis. Here, the difference
in numerical diffusion associated with the respective orders of accuracy becomes evident, as
the LBM solver preserves the inertial range to higher wavenumbers before its collapse (the
Kolmogorov -5/3 inertial range scaling is represented by a black dotted line on Figure 2).
This suggests that turbulent structures, such as turbine wakes, may dissipate slightly faster
in AMR-Wind than in VirtualFluids.

The same conclusion can be drawn from the Reynolds stress profiles shown in Figure 3. All
Reynolds stress components that contribute significantly to the turbulent kinetic energy budget
are slightly but consistently larger in the VirtualFluids simulations compared to AMR-Wind.

4.2. Successor

Figure 4 presents the streamwise velocity profiles at four downstream locations (2D, 4D, 6D
and 8D) behind the turbines for both solvers, where the turbine diameter D = 126 m. Both
solvers show good agreement in capturing the overall wake structure. However, VirtualFluids

2 https://amrex-codes.github.io/amrex/docs_html/AmrCore.html
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Figure 2. Time-averaged (5000 s) precursor results: (a) mean velocity profile and (b)

turbulence intensity profile for both solvers, with VF standing for VirtualFluids and AMR for
AMR-Wind. (c) Spectral density of the streamwise velocity at hub height, evaluated at the center
of the domain over a 5000 s sampling period. The black dotted line indicates the Kolmogorov
-5/3 scaling in the inertial range.
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Figure 3. Time-averaged (5000 s) precursor results: Reynolds stresses profiles for both solvers.

predicts a noticeable stronger velocity deficit compared to AMR-Wind, except in the near ground
regions.

Three factors may contribute to this discrepancy. First, as discussed in subsection 3.4,
VirtualFluids exhibits lower numerical diffusion than AMR-Wind, allowing the highly turbulent
wake region to persist further downstream. Second, the turbine model parameterization in
AMR-Wind, implemented through OpenFast, is considerably more detailed than that used in
VirtualFluids. Although efforts were made to keep the ALMs as similar as possible in terms
of corrections and turbine geometry, some differences remain. These discrepancies likely explain
the 5.2% difference in aerodynamic power observed in Figure 5.

Finally, a third contribution is attributed to apparent differences in inflow conditions between
the precursor and successor simulations in VirtualFluids. In the successor case, an average
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Figure 4. Time-averaged (4000 s) streamwise velocity profiles from the successor simulation at
four downstream locations in the turbine wake (2D, 4D, 6D, and 8D), shown for both solvers.

reduction of approximately 1-2% in the mean streamwise velocity is observed relative to the
precursor. This effect is visible at the top of the wake profiles in Figure 4, where velocities
outside the wake are slightly lower in VirtualFluids than in AMR-Wind. The pressure outflow
boundary condition implemented in the LBM solver has been identified as the likely source of
these discrepancies and will require further investigation in future work
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Figure 5. Aerodynamic power time series for both solvers. Dashed lines indicate the cumulative
mean computed from t = 1000 s.

4.3. Computational Performances

In Table 1, the indicators used to evaluate the performance of both solvers for the considered case
are reported. While the time step At is already discussed in subsection 3.4, a first noteworthy
observation concerns the memory usage. Indeed both solvers remain well below the maximum
memory capacity of a single GPU. In the case of VirtualFluids, simulations of the same
domain including four turbines (with refinement zones around each) still required less than
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30 GB of device memory. Although improving multi-GPU parallelization efficiency on clusters
is undoubtedly valuable, these results also suggest that, for many wind energy applications, the
use of a single GPU is more than sufficient. For example, Asmuth et al. [1] simulated 64 x 10
MW wind turbines in a 20 km x 15 km X 1.6 km domain with a uniform 10 m resolution under
turbulent inflow conditions, using a single A100 GPU.

Regarding the number of grid nodes, AMR-Wind employs slightly more nodes than
VirtualFluids. This difference may stem from variations in refinement interfaces or in the
treatment of boundary-condition nodes. Nevertheless, the node counts remain sufficiently close
that they are unlikely to account for significant differences in computational performance.

The fourth metric is the simulated-to-wall-time ratio, tsim/twan , where tgy, is the target
simulation time and ¢,y is the actual time required to run the simulation. A ratio greater than
1 indicates that the simulation runs faster than real time, whereas a ratio below 1 indicates
slower-than-real-time performance. As discussed in subsection 3.4, the temperature solver in
AMR-Wind cannot be fully disabled. At the end of the simulation, the computational overhead
of 3.32% associated with the temperature solver is subtracted from the total runtime.

Simulations performed with VirtualFluids consistently run faster than real time. As
expected, the introduction of grid refinement and a turbine model leads to a substantial reduction
of this ratio, with decreases of up to 78%. In contrast, simulations conducted with AMR-Wind do
not reach real-time performance. The important reduction in tgy/twan from the precursor to
the successor simulation is primarily explained by the change in temporal resolution between the
two. This modification is primarily imposed by the ALM, which requires a significantly smaller
time step At. Alternative turbine representations, such as the Actuator Disk Model (ADM) or
Actuator Sector Model (ASM) [32], do not impose such a constraint; in that case, At would be
governed solely by the CFL condition, making AMR-Wind more competitive.

Comparing the simulated-to-wall-clock time ratio and rounding up to the nearest integer
shows that VirtualFluids achieves speedup factors of respectively 25 and 243 for the precursor
and successor simulations, relative to AMR-Wind.

The fifth metric quantifies computational performance in Million Node Updates Per Second
(MNUPS). While tg /twan reflects the overall simulation speed, MNUPS allows for a comparison
between solvers operating with different temporal resolutions and is a common metric for the
performance of LBM solvers. In the precursor simulation of VirtualFluids, the performance
reaches 7295 MNUPS, decreasing by 25% in the successor simulation to 5457 MNUPS. These
values fall within the upper range reported for modern GPU-based LBM simulations in wind
energy applications [9]. Performances are more than two order of magnitude lower concerning
AMR-WInd with a performance degradation between the precursor and successor simulations of
29%.

Finally, the energy-to-solution (E2S) metric is examined. The reported values are obtained
under the assumption that the H200 GPU operates at its maximum power draw of 700 W
throughout the simulations. E2S provides an estimate of the total energy consumption of
each simulation. For reference, an energy usage of 65 kWh corresponds approximately to the
electricity consumption of an isolated house in Sweden over a period of three to four days.

5. Conclusions
Through this work, we have aimed to compare, as fairly as possible, the performance of two
GPU-based solvers, one using LBM (VirtualFluids) and the other a more traditional finite
volume method (AMR-Wind), for realistic turbulent flow simulations around a wind turbine.
Such a comparison is inherently challenging, and the choice of an appropriate simulation case
itself is non-trivial. In this study, we set up two very similar cases using the same domain,
refinement zones, turbines and subgrid-scale models. The case was directly inspired by the
AMR-Wind public benchmark, and both solvers were used according to their respective best
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Table 1. Comparison of computational performance metrics for AMR-Wind and VirtualFluids
for the precursor and successor simulations.

Case Metric AMR-Wind VirtualFluids
At 3] 0.5 0.0505
Device memory [GB] 20.3 4.4

Precursor Grid nodes 20971520 21664073
taim /twall | 0.689 17.0
Performance [MNUPS] 29.8 7295
E2S [KWh] 8.5 0.3
At [s] 0.029 0.0505-0.0126
Device memory [GB] 42.8 7.98

Successor Grid nodes 41544192 39297449
taim /twall [ 0.015 3.65
Performance [MNUPS] 21.5 5457
E2S [KWHh] 64.8 0.27

practices, ensuring that neither of them was given an unfair advantage. Nonetheless, it is
impossible to eliminate all differences: aspects such as certain modeling choices, refinement
algorithms, and subtler factors like data sampling could not be completely aligned. Where
feasible, these differences were quantified, but some residual uncertainties remain.

With this setup, the conclusions are clear: VirtualFluids outperforms AMR-Wind, producing
physically very comparable results in a code-to-code comparison while being one to two orders
of magnitude faster (25 and 243 times faster for the precursor and successor case, respectively)

Caution is, however, warranted. First, modifying the complexity of the simulation could affect
this performance gap. For instance AMR-Wind will scale more favorably in scenarios in which
other turbine models that do not constrain the time step are used (such as ADM or ASM).
Moreover, the inclusion of temperature coupling is expected to alter the relative performance of
the solvers and thereby constitute a distinct comparison case (for instance, in LBM, an increase
in computational cost of approximately 50% is expected). Other factors, such as Coriolis forces,
multiple turbines, forests, or complex terrain, could further impact the relative performance
advantage. This provides a clear path for future work, where even more realistic operating
conditions can be simulated.

Second, one of the motivations of this work was to keep the setup simple and run simulations
on a single GPU. For very large and complex cases, however, multi-GPU implementations are
necessary, and future work should investigate how efficiently LBM scale in such scenarios.

Finally, other NS-based GPU solvers, such as FastEddy, are not constrained to cartesian
grids. In principle, these solvers could employ stretched grids adapted to atmospheric flows,
which may offer significant performance advantages. This aspect also requires investigation in
future comparison.

Nonetheless, this study demonstrates that, even with current hardware, LES simulations for
industrial applications are fully feasible. These results highlight the strong potential of further
developing LBM for wind energy, paving the way for faster and more cost-effective LES in the
wind sector.
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