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Multidisciplinary research priorities for artificial intelligence
in mental health: a call to action

Jake Linardon, Joseph Firth, Andre F Carvalho, Claudi L Bockting, Helen Christensen, Luiz Henrique Junqueira Dieckmann, Scott Griffiths,
Sunil Gupta, Ulrich Hegerl, Kezhi Li, Claudia Liu, Michael Maes, Wolfgang Marx, Mariel Messer, Andreas Meyer-Lindenberg, Ives C Passos,

Petr Winkler, Xiaolong Zhang, Charlotte Blease*, John Torous*

The use of artificial intelligence (Al) is anticipated to transform mental health care. However, the rapid research
growth in this field has outpaced coordinated frameworks, leaving research efforts fragmented, standards inconsistent,
and safeguards for safety and ethics largely absent. This Position Paper outlines a coordinated roadmap to guide the
responsible evaluation and implementation of AI in mental health, structured across four overarching priority
domains that define near-term actions and longer-term strategic goals. Domain 1 (Strengthen safety and evidence
standards) addresses deficits in clinical evidence and safety oversight, emphasising the need for robust comparative
trials, standardised safety testing, and adaptive regulatory frameworks. Domain 2 (Centre ethics, equity, and patient
voices) focuses on aligning Al development with real-world care contexts through transparent reporting, integration
of patient perspectives throughout the Al lifecycle, and the development of representative datasets and equitable
governance structures. Domain 3 (Evolve the role of the clinician) addresses challenges in clinical integration,
including defining core competencies, clarifying clinical oversight and accountability, and conceptualising and
trialling new workforce models. Domain 4 (Facilitate sustainable implementation and systems integration) targets
barriers to real-world adoption, including the importance of interoperability with clinical infrastructure and the
development of sustainable financing and implementation pathways. This roadmap should support coordinated
action across stakeholders and ensure that Al-based mental health systems are developed and implemented in line
with principles of safety, equity, evidence, and clinical accountability.

Introduction

Mental disorders affect over one billion people worldwide
and represent a leading contributor to the global burden
of disease.! Despite increasing recognition of mental
health as a public health priority, existing care systems
lack the resources and capacity required to meet
population need.” Globally, there are fewer than
five  mental health professionals available per
100000 people, with service access gaps most pronounced
in low-income and middle-income countries (LMICs).’
Such shortages are compounded by growing
administrative demands that divert clinician time away
from direct patient care. These pressures highlight the
need for innovative approaches to mental health care that
can extend reach and equity without exacerbating
workforce constraints.

Recent advances in artificial intelligence (AI) mark a
critical inflection point for mental health care, as these
technologies are increasingly positioned as tools to
expand access, enhance clinical precision, and improve
efficiency across clinical care pathways.** Al-enabled
tools are being explored to address several crucial needs
in mental health, including (1) predicting illness
trajectories for earlier relapse detection,’® (2) supporting
diagnostic assessments to improve clinical consistency,’
(3) improving clinical decision making to enhance
personalisation of interventions,* (4) automating clinical
documentation and simulating patient interactions for
clinician training,” (5) delivering on-demand digital
support to extend access beyond traditional service
settings,” and (6) transforming research methods
through adaptive trial and digital twin designs to enable

precision treatment.” These applications can be broadly
organised into clinician-facing, patient-facing, and
system-facing or research-facing categories, each
encompassing distinct functions and raising partly
different evidential, ethical, and regulatory considerations
(figure).

Research in Al for mental health is expanding rapidly,”
driven largely by substantial investment from public
funders, private industry, and health systems responding
to longstanding workforce constraints. This momentum
has unfolded more quickly than the coordinated
frameworks needed to guide it, leaving research efforts
fragmented, evaluation standards inconsistent, and
shared safeguards for safety, ethics, and clinical
implementation largely absent.* Without coordinated
action, this expansion risks wasting resources,
perpetuating existing health disparities, undermining
clinical and public trust, and developing tools that are
neither safe nor fit for purpose.**

In this Position Paper, we set out a roadmap for the
responsible development, evaluation, and imple-
mentation of Al in mental health. Many Al-enabled tools
for mental health care are already publicly available and
increasingly used,’but their adoption has advanced faster

Figure: Taxonomy of artificial intelligence (Al) tools in mental health

Uses of Al tools in mental health can be organised according to their primary
context of use, including clinician-facing, patient-facing, and system-facing or
research-facing tools, with further subdivision by dominant function. This
taxonomy illustrates the breadth of the field and helps distinguish categories of
use that could raise different evidential, ethical, clinical, and regulatory
considerations.
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than the clinical evidence, governance, and safety
frameworks needed to guide their responsible use. This
roadmap is structured around four priority domains
defining near-term actions and longer-term strategic
visions. By articulating these priorities while the field is
still being developed, we aim to shape decision making
in ways that promote responsible innovation before
unsafe trajectories or inconsistent standards become
entrenched. Although these four domains are presented
separately for clarity, they are inherently interconnected
and several priorities discussed below (eg, independent
auditing, transparency, and post-deployment monitoring)
cut across multiple domains, while each domain retains
a distinct conceptual and strategic focus.

Methods

This Position Paper was developed through discussion
among an international, multidisciplinary author group
with expertise spanning psychiatry, psychology, ethics,
clinical informatics, neuroscience, artificial intelligence,
and lived experience of mental illness. The four priority
domains were identified through a process of structured
discussion and iterative refinement, informed by
members’ disciplinary expertise, lived experience
perspectives, and consideration of recurring challenges
and gaps identified across the literature, policy, and
practice contexts. It was conceived as a forward-looking
roadmap rather than a formal systematic review and
therefore did not involve a protocol-driven literature
search, study screening process, or formal appraisal of
individual tools or studies. Instead, the paper draws on a
narrative synthesis of relevant literature identified by the
author group, with emphasis on influential reviews,
clinical trials, qualitative reports, and key policy and
media documents that informed the conceptualisation of
the four priority domains and associated near-term and
longer-term actions.

Domain 1: strengthen safety and evidence
standards for use of Al in mental health

The rapid emergence of Al systems positioned as tools
for mental health screening,” diagnosis,” and treatment,"
including conversational agents framed as substitutes
for clinician-delivered care, has outpaced the evidence
base. Research activity in the field has grown rapidly,”
marked by a shift from rigid, rule-based conversational
agents toward large language model (LLM) architectures
capable of generating contextually coherent dialogue that
simulates personalised therapeutic interaction across
user inputs. This surge in technical innovation has not
been matched by rigorous clinical evaluation. Existing
studies of LLM-based mental health tools are largely
confined to foundational benchmarking.” Some clinical
trials are being reported,” but there are no replicated
trials showing sustained, clinically meaningful
improvements in outcomes. Published studies rely
mostly on waitlist designs, limiting interpretability and

raising ethical concerns when they are used to justify
efficacy claims.”

Independent real-world evaluations of commercially
available AI tools, often conducted outside formal
academic settings, have identified serious safety failures,
including inappropriate responses to suicidal ideation,
failure to escalate high-risk disclosures, and provision of
incorrect crisis support information.”” Published case
reports describe incidents of psychosis, delusional
thinking, and manic affective states associated with
immersive Al chatbot use, including instances in which
chatbot interactions appeared to validate or reinforce
pathological beliefs.”** These findings are not isolated
technical errors, but could reflect a core misalignment of
priorities, where commercial incentives (eg, rapid market
entry and user engagement) take precedence over the
rigorous safety-by-design and duty of care expected in
clinical contexts. They highlight structural weaknesses in
clinical governance, such as an absence of standardised
escalation protocols, clearly defined stopping rules, and
transparent oversight mechanisms. This structural
opacity is compounded by regulatory ambiguity, as many
Al mental health tools are marketed as wellness products
rather than medical devices, thereby operating outside
the rigorous pre-market scrutiny typically applied to
clinical interventions.* These Al systems often function
in high-risk clinical contexts, frequently serving as points
of contact for individuals experiencing mental health
challenges. Unlike routine conversational errors, failures
to recognise or escalate high-risk user disclosures can
carry substantial consequences, illustrating the risks
associated with deploying Al tools in mental health care
at scale.”

These challenges become even more complex when
general-purpose LLMs (eg, ChatGPT, Gemini, and
Claude) are used for mental health support. Even though
these systems are marketed as general consumer
technologies, evidence suggests that a large number of
vulnerable individuals are turning to them for mental
health advice or support.** This pattern of general-
purpose LLM use creates a regulatory blind spot, whereby
some of the most widely used Al systems influence help-
seeking, symptom interpretation, and risk disclosure
without being held to the safety and evidence standards
expected of tools designed for mental health care.
Regulatory and user-safety frameworks must therefore
extend beyond bespoke mental health applications to
general-purpose systems used in psychologically
vulnerable or clinically consequential contexts.

Progress in this field cannot be driven by isolated trials
of individual products or model iterations. Advancement
requires a shift toward foundational, class-level
questions, including what constitutes acceptable safety
thresholds, evidentiary standards, explainability, and
clinical utility for a variety of patient populations. This
need is crucial given the dynamic nature of contemporary
Al systems, which undergo frequent updates or
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performance drift over time, rendering the static,
one-time pre-market evaluations typical of traditional
digital mental health interventions insufficient.”
Although regulatory activity in several jurisdictions
suggests early movement toward oversight,”* there is
still no consensus from key stakeholders on even
baseline benchmarks for responsible deployment and
success.”

Near-term actions

Define clear and enforceable evidentiary standards for Al
systems that make mental health claims

Early-phase feasibility studies and trials using a weak
comparison group frequently are interpreted as
convincing evidence of therapeutic benefit. Independent
research is needed to clarify appropriate control
conditions for AI mental health interventions.* For
example, efficacy trials evaluating AI systems should
include credible, attention-matched active comparators
that control for time, expectancy, and non-specific
support effects. A rigorous set of criteria should also be
established and met before AI systems are proposed as
substitutes for clinician-delivered care. Key criteria could
include independent replication, long-term benefit, and
safe performance in predefined high-risk scenarios.
Consistent methodological transparency will be
important to ensure that evidentiary standards are
applied uniformly across studies. Greater alignment
with reporting guidelines, such as SPIRIT-AI* and
CONSORT-AL*? can support this goal by reducing
methodological inconsistency and limiting
overinterpretation of preliminary findings. Editorial and
funding policies can reinforce these standards by
mandating adherence to reporting guidelines and
supporting studies with rigorous comparators.

Establish safety evaluation frameworks for Al systems
deployed in mental health contexts

Systematic, proactive safety evaluation frameworks for
Al systems should include common definitions of
adverse events and a standardised taxonomy of harm.
Clinical efficacy and safety represent distinct evidentiary
domains that warrant independent investigation. For
example, an Al tool might show statistically significant
average symptom improvement in a controlled trial yet
still respond inadequately when an individual user
discloses suicidal intent or other high-risk information
during real-world use. Safety evaluation should thus
extend beyond average performance metrics to include
structured stress-testing in predefined high-risk
scenarios. Rather than relying on ad hoc or one-off safety
assessments of individual products, standardised safety
frameworks** should be harmonised and systematically
evaluated for risk detection accuracy, consistency of
escalation responses, provision of correct crisis resources,
and adherence to predefined stopping rules. Experts have
proposed some plausible safeguarding approaches for
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high-risk Al use in vulnerable populations (personalised
instruction protocols, grounding or reflective check-ins,
monitoring for pre-agreed risk markers, etc), which offer
a useful starting point for the development of more
clearly operationalised safety frameworks.* Involvement
of people with lived experience of mental illness will be
essential to ensure that high-risk scenarios are realistic
and reflect real-world help-seeking behaviours.

Develop rigorous methodologies for clinical auditing and
adversarial testing

Research should determine how to design adversarial
testing protocols that can probe for failure modes before
deployment and sustain safety throughout continuous
post-market monitoring. These considerations require a
mental health AI lifecycle approach that links pre-
deployment testing, controlled roll-out, and ongoing
monitoring into a coherent system of checks and
balances. This continuity is necessary because risks can
shift during real-world use, and average trial performance
can obscure rare but consequential breakdowns.

Develop benchmark datasets to enable objective evaluation of
Alin mental health

High-quality, standardised benchmark datasets could
include curated clinical dialogues and crisis disclosures
that allow systematic stress-testing of model performance
in risk detection and diagnostic support,” paralleling
benchmarking infrastructures that have driven progress
in fields such as computer vision* and medical imaging.”
Developing these resources will require rigorous
safeguards for privacy and consent, but they are a

Most relevant Al
category

Near-term actions

Define clear and enforceable evidentiary standards Al categories
for Al systems that make mental health claims

Establish safety evaluation frameworks for Al All categories
systems deployed in mental health contexts

Develop rigorous methodologies for clinical Consumer-facing;

auditing and adversarial testing clinician-facing
Develop benchmark datasets to enable objective Consumer-facing;
evaluation of Al in mental health clinician-facing

Longer-term vision

Establish adaptive, product lifecycle-based All categories
regulatory frameworks with dynamic approval and

re-certification pathways

Implement structured post-deployment surveillance  All categories

systems to monitor safety, effectiveness, and
performance drift

Conduct comparative policy research to drive All categories
international alignment and reduce fragmentation
in safety, efficacy, and governance standards

Al=artificial intelligence.

Table 1: Near-term actions and longer-term visions for strengthening
safety and evidence standards for use of artificial intelligence in mental
health
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pre-requisite for reproducible evaluation and the
establishment of enforceable safety boundaries in clinical
settings.” Nearterm actions for Domain 1 are
summarised in table 1.

Longer-term vision

Evaluation and monitoring expectations will need to be
embedded within adaptive regulatory and health-system
governance frameworks. Rather than treating Al systems
as consumer or wellness technologies outside health-
care standards, coordinated research programmes
should inform pathways for formal clinical integration,
including dynamic approval mechanisms, structured
post-deployment surveillance, clear accountability for
harm, and procedures for updating safety and efficacy
expectations as models evolve. Such reforms could
require new regulatory infrastructure, including formal
clinical licensing frameworks for Al systems to be used
in high-risk mental health circumstances. Given the
rapid global roll-out of these tools, the establishment of
an independent auditing body dedicated to AI in mental
health might be necessary to evaluate safety and
performance systematically. As proposed in other fields,*
such a body could be comprised of independent scientists
responsible for developing benchmarking standards
against which Al systems are evaluated and certified,
including criteria related to bias, safety, and clinical
reliability. Regular reassessment would be essential to
ensure that oversight mechanisms remain responsive to
evolving technologies.”

Coordinated research efforts should investigate how
safety, efficacy, and governance standards for Al-based
mental health interventions vary across jurisdictions,
with the goal of identifying pathways toward greater
international alignment. As Al tools are developed and
deployed across national boundaries, fragmentation in
evidentiary thresholds, post-market requirements, and
accountability frameworks risks creating inconsistent
standards of mental health care and widening inequalities
in access and protection. Comparative policy research
and cross-jurisdictional benchmarking will be needed to
inform harmonised approaches that support safe and
scientifically informed implementation at scale.

Domain 2: centre ethics, equity, and patient
voices in mental health Al

Ethical analysis of AI in mental health has expanded,**
yet much of the debate remains insufficiently grounded
in the realities of contemporary models of care. Concerns
about bias, safety, transparency, and trust are frequently
articulated as though Al systems are being introduced
into a uniformly effective and equitable clinical
landscape.” In practice, mental health care is
characterised by substantial variation in access, quality,
continuity, and patient experience, with persistent
disparities across socioeconomic status, geography,
ethnicity, and health system capacity.” Ethical evaluation

of mental health Al, as in other branches of health care,
should therefore be anchored to a clear and often
neglected question: compared with what?*

Assessing Al-related risks against idealised models of
mental health care could obscure baseline harms that
patients already encounter, including diagnostic
inconsistency and errors, long waiting times, fragmented
follow-up, and documentation practices that prioritise
institutional requirements over patient understanding.**
A key ethical challenge is not whether an Al tool meets
abstract standards of perfection, but whether its
development and use improve or worsen clinical
outcomes, patient experience, and equity relative to
existing care.” This comparative framing is most
straightforward when evaluating questions of efficacy,
access, and service quality. However, some Al systems
could introduce qualitatively novel risks, including
harms that arise from sustained interaction with a
non-human interlocutor.” These risks might not be
adequately captured by comparison with existing models
of care alone and therefore warrant separate ethical and
clinical scrutiny.

Many Al systems in mental health are developed and
evaluated using narrow, unrepresentative datasets,
typically drawn from high-income countries and
academic settings. When a model is applied beyond
these contexts, its performance often deteriorates,
increasing the risk of bias and harm for under-
represented populations.” Governance frameworks for
privacy, data stewardship, and accountability remain
inconsistent, particularly for tools deployed outside
traditional clinical environments.” These limitations
threaten public trust® and reflect deeper structural
misalignments: innovation is frequently shaped by
technical feasibility, institutional incentives, or
commercial priorities, rather than by patient-defined
needs and risks.

Patients are not passive recipients of these
developments. Digital health tools, including Al-enabled
applications and conversational systems, are already
being used, at scale, by patients to seek information,
support, and guidance, often outside formal health-care
settings.”* The existence of patient-initiated use does
not justify unregulated deployment, but it does inform
ethical analyses. Governance approaches that focus
exclusively on clinician-facing or institutionally
sanctioned tools risk overlooking the contexts in which
patients encounter these technologies and the reasons
they adopt them. Ethical analysis that ignores this reality
risks becoming disconnected from lived experience and
from the practical conditions of mental health care.

Despite patients’ growing use of Al tools for mental
health support, patient perspectives remain insufficiently
integrated into the design, evaluation, and governance of
mental health research and practice.” Engagement with
Al tools by patients is often framed as consultative rather
than epistemic, with limited influence on how patients

www.thelancet.com/psychiatry Vol 13 September 2026



Position Paper

perceive benefit, harm, or acceptable risk especially in
comparison with traditional care.”® Patients are uniquely
positioned to identify outcomes that are poorly captured
by conventional performance metrics, including impacts
on dignity, autonomy, stigma, coercion, interpretability
of decisions, and trust.” Ethical approaches that privilege
professional convenience or attitudes, or that focus only
on system efficiency, risk missing the wider relevant
concerns associated with AT uptake.

Near-term actions

Translate ethical and equity principles into explicit and
enforceable requirements for mental health Al research and
implementation

Evaluation frameworks should require transparent
comparative framing, with claims about safety, accuracy,
or bias assessed relative to current standards of care
rather than implicit ideals.* Such comparisons are
essential to avoid both overstating Al-related risks and
overlooking longstanding deficiencies in existing
systems.

Apply minimum standards for transparency and accountability
Minimum standards should be applied consistently
across mental health AI studies. They should include
detailed reporting of data sources, population
characteristics, and performance stratified by clinically
and socially relevant subgroups.” These requirements
are necessary to support reproducibility, enable
meaningful scrutiny, and inform responsible decision
making by key stakeholders.

Incorporate patient perspectives throughout the Al lifecycle
Patient  perspectives should be  systematically
incorporated throughout the AI tool lifecycle, from
problem formulation and model development to
evaluation and post-deployment monitoring. In practice,
the incorporation of patient perspectives should include
involving patients and lived-experience representatives
in identifying priority use cases, selecting patient-
relevant outcomes, reviewing high-risk scenarios and
escalation pathways, and informing acceptable risk
thresholds and communication standards. These
perspectives should shape model objectives, evaluation
criteria, and harm surveillance, particularly in
applications that influence diagnosis, risk assessment, or
treatment pathways. Post-deployment, the incorporation
of patient perspectives should extend to accessible
feedback channels and patient representation in ongoing
governance and oversight. Independent auditing and
benchmarking should complement developer-led
evaluation, providing ongoing assessment of safety,
fairness, and real-world performance as systems evolve.
Given the extent of patient-initiated use, an immediate
priority is safeguarding public users. This safeguarding
should include requirements for escalation pathways
when users express crisis-level concerns and accessible

www.thelancet.com/psychiatry Vol 13 September 2026

mechanisms for reporting adverse experiences.” These
measures are not substitutes for regulation, but
pragmatic steps to mitigate risk in contexts where formal
oversight might be limited or absent. Near-term actions
for Domain 2 are summarised in table 2.

Longer-term vision

Ethical and equitable mental health AI requires sustained
investment in systems-level infrastructure rather than
reliance on isolated technical fixes. This infrastructure
should include the development of diverse, representative
datasets that capture variation across age, culture,
language, and socioeconomic context, and standards for
cultural adaptation and contextual validation.”” Without
such efforts, claims of generalisability and fairness will
remain aspirational.

Global equity must be treated as a core design
constraint rather than a downstream consideration.
Partnerships with institutions in LMICs should prioritise
codevelopment, capacity building, and shared
governance, rather than data extraction or post hoc
adaptation of tools developed elsewhere.” Support for
open-source and low-cost approaches might help
counteract the concentration of innovation within a
small number of commercial actors and health systems.

Strengthening trust in mental health AI will require
governance arrangements that are transparent,
accountable, and responsive to patient experience. These
arrangements should include clear lines of human
oversight and accountability when harm occurs,

Most relevant Al
category

Near-term actions

Translate ethical and equity principles into explicit ~ All categories
and enforceable requirements for research and

implementation in Al tools and systems in mental

health

Apply minimum standards for transparency and All categories
accountability

Incorporate patient perspectives throughout the All categories
product lifecycle for Al tools and systems in mental
health

Longer-term vision

Build diverse, representative datasets with All categories
international standards for cultural adaptation and

validation

Make global equity a core design priority: co- All categories

development, capacity building in low-income and

middle-income countries, and open source or low-

cost support

Develop accountable governance structures, All categories
including redress mechanisms for harm, context-

sensitive alignment across regulatory jurisdictions,

and ongoing patient and community engagement

Al=artificial intelligence.

Table 2: Near-term actions and longer-term visions for centring ethics,
equity, and patient voices in the use of artificial intelligence in mental
health
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alignment with international regulatory frameworks
tailored to the ethical particularities and vulnerabilities of
mental health, and sustained engagement with patients
and communities as technologies evolve. Ultimately, the
ethicality of mental health Al will be judged not only by
technical performance, but also by its contribution to
more accessible, humane, and equitable mental health
care.

Domain 3: evolve the role of the clinician in the
age of mental health Al

The use of Al tools is poised to move from the periphery
to the centre of mental health practice. Rather than being
confined to small-scale research applications, Al tools
will increasingly be deployed for use within the clinical
encounter itself, informing diagnostic assessments,
influencing treatment decisions, and supporting ongoing
monitoring by both patients and clinicians.* This shift in
use signals a fundamental transformation in the
structure of care, from the traditional dyadic patient—
clinician model toward a triadic model in which Al tools
actively contribute to clinical decision making and shared
care planning.” This shift could also introduce new
relational dynamics, including the potential for some
patients to form parasocial attachments to Al systems
that influence trust, disclosure, and engagement within
psychiatric care. The success of this transition will
depend on the preparedness of clinicians to engage with
Al as part of routine mental health care and the quality of
the performance of the Al tools.

Clinicians report mixed views about the role of Al in
mental health care. General openness to adopting these
tools for their potential to reduce administrative burden
and expand care access™* is tempered by concerns about
the risk of misguiding clinical judgement, introducing
new patient harms, or creating uncertainty around legal
and professional accountability.”* This hesitancy is
compounded by clinician-reported gaps in formal
training and clear guidance on the appropriate use and
oversight of Al tools,* together with limited interoperable
infrastructure to support safe integration of Al outputs
into clinical workflows (discussed in Domain 4).%

Clinicians who are ill equipped to integrate Al properly
into practice could face risks that extend beyond technical
misuse to affecting the therapeutic foundations of mental
health care. At the individual level, a lack of proficiency
might introduce an automation bias, whereby clinicians
could become overly reliant on algorithmic outputs,
eroding the capacity for independent clinical reasoning
and contextual judgment.” In contrast, unfamiliarity
with these technologies might lead to idiosyncratic
underuse, with Al tools ignored in ways that contribute
to inconsistent and inequitable standards of care across
services.” Between these extremes lies the broader
challenge of Al tools potentially reconfiguring the
therapeutic frame itself by determining what patients
disclose, how quickly they expect responses, where

interpersonal and professional boundaries are
experienced, and whose judgments are treated as
authoritative in care. In this way, the extent of clinicians’
Al literacy might directly influence both the therapeutic
alliance” and the wider relational and epistemic
conditions in which treatment takes place. When used
judiciously, Al tools could reduce administrative burden,
thereby creating more time for empathic and relational
aspects of practice. However, when done opaquely or
without adequate understanding and oversight, the use
of AI tools risks eroding patient trust, depersonalising
clinical encounters, and undermining treatment
engagement. Without deliberate and systematic
adaptation of the clinician’s role, the integration of Al
tools could reshape clinical practice in ways that weaken
core  professional commitments to  empathy,
accountability, and patient-centred care. Meeting these
challenges successfully will require near-term investment
in clinician preparation, alongside sustained efforts to
redefine clinical roles and responsibilities in
Al-augmented care.

Near-term actions

Educate clinicians to integrate Al tools safely and effectively
into mental health practice

A first step is to determine what constitutes sufficient AI
literacy for clinicians,” including the competencies
needed to interpret the outputs of Al tools, evaluate
algorithmic reliability, and recognise when data-driven
recommendations should be overridden by clinical
judgment. Concurrently, research is needed to determine
how these competencies can be feasibly incorporated
within existing training pathways and continuing
professional development frameworks. This research
could include piloting structured, simulation-based
training approaches that allow clinicians to practise
interpreting and appropriately contesting Al-generated
recommendations in realistic clinical scenarios.
Identifying pathways through which such training can
facilitate interdisciplinary collaboration is also important
for ensuring that clinical education keeps pace with the
evolving complexity of Al-augmented care. Establishing
evidence-based approaches to clinician Al education is
crucial to ensuring these tools strengthen the quality and
integrity of mental health care, with scientist-practitioners
potentially serving as key bridges between research,
technological development, and clinical practice.

Understand how the integration of Al into mental health care
affects the therapeutic alliance

Given that the therapeutic alliance remains a key driver of
recovery,® any changes to the patient—clinician relationship
might have downstream consequence for treatment
outcomes. Effects on the therapeutic alliance will depend
on how Al tools are used, with use in treatment decisions
or diagnostic formulations probably carrying greater
implications for patient trust and agency than applications
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confined to administrative support. Disaggregating the
effect of AI by task domain through quantitative
comparisons of therapeutic alliance trajectories across
Al-augmented and non-augmented care, together with
qualitative analyses of consumer experiences, will be
useful for understanding how human-centric foundations
of mental health care can be preserved.

Establish professional standards for clinical human oversight,
responsibility, and shared decision making in Al-augmented
care

As Al tools become more widely used for treatment
decisions, confusion around who retains responsibility
for clinical judgment, how Al tool outputs should be
documented, and how disagreement between human
and Al tool should be managed risks undermining
professional accountability and patient trust. Research
examining and refining governance approaches that
clarify professional liability and support transparent
documentation of algorithmic influence on clinical
decision making is needed. Nearterm actions for
Domain 3 are summarised in table 3.

Longer-term vision

The mental health field will need to move beyond
individual clinician preparedness to conceptualise and
trial new workforce models that adopt the increased use
of AI technologies in mental health care. For example,
digital navigators® could help patients interpret data
from Al tools (eg, smartphone applications that
personalise support using continuous, real-time
multimodal data capture), whereas clinical technology
liaisons could serve as intermediaries between clinicians
and technology teams, translating technical outputs into
clinically relevant information and relaying clinical needs
back to developers. Initial evidence from studies of digital
navigator roles shows that these care models are feasible,
acceptable to patients, and could support engagement
with digital health tools,”” although digital navigators
and other specialised intermediary roles remain
uncommon in efforts to support Al implementation in
mental health services. Progress in this area therefore
will need a staged research pathway that begins with the
codesign and piloting of trial new workforce models that
can support the increased adoption of Al real-world
services, followed by short-term and long-term evaluation
of their effectiveness, scalability, and cost-implications
across different settings.

Domain 4: facilitate sustainable implementation
of Al tools in mental health systems

Despite technical progress and growing commercial
availability,” there has been little translation of Al tool
use from research settings into clinical mental health
practice. Most mental health Al tools exist as isolated
prototypes, disconnected from the clinical workflows
and service environments in which they are intended to
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operate.* This fragmentation is exacerbated by limited
interoperability, as Al-generated outputs are often not
designed to integrate seamlessly with electronic health
records or existing clinical documentation systems.”
Without alignment with existing health information
infrastructures, the use of Al tools risks creating
parallel workflows that increase administrative burden
and offset anticipated efficiency gains, thereby
constraining sustainable adoption within routine
mental health care.

There are few robust models for economic and
environmental sustainability and lifecycle maintenance.
The cost of running LLMs for health care is more
expensive than had been predicted, and environmental
consequences of adoption at scale could exacerbate
global mental ill-health.”” Moreover, most mental health
care reimbursement frameworks are structured around
discrete clinical services rather than evolving
technological systems, making it unclear how to finance
costs associated with retraining of AI models and tools,
post-deployment surveillance, and ongoing technical
support. Without clearly defined pathways for assessing
cost-effectiveness and sustaining long-term main-
tenance, even clinically validated tools could fail to
progress beyond short-term pilot implementation,
especially in poorly resourced countries where the
infrastructure for lifecycle management is most
strained. Concerns about privacy and the concentration
of AI development within a few large technology
companies might reduce willingness among health
systems and patients to share sensitive mental health
data required for AI model development and
implementation.

Most relevant Al

category
Near-term actions
Educate clinicians to integrate Al tools safely and Clinician-facing
effectively into mental health practice
Understand how the integration of Al tools into Clinician-facing;

mental health care affects the therapeutic alliance patient-facing

Establish professional standards for clinical human  Clinician-facing
oversight, responsibility, and shared decision
making in Al-augmented care

Longer-term vision

Trial and evaluate new workforce models with All categories
specialised roles (eg, digital navigators to support

patients using Al tools and clinical technology

liaisons to bridge communication between clinicians

and technology team)

Codesign and scale evidence-based, Al-informed All categories
workforce models in real-world services, assessing
effectiveness, scalability, and cost across settings

Redefine professional role boundaries and Clinician-facing;
accountability frameworks in triadic care models patient-facing

Al=artificial intelligence.

Table 3: Near-term actions and longer-term visions for evolving the role
of the clinician in the era of Al in mental health
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Most relevant Al

category
Near-term actions
Map implementation barriers and facilitators that Clinician-facing;
influence the integration of Al systems in routine system-facing
mental health care
Design and test interoperable integration models System-facing
that allow Al systems to function within existing
clinical infrastructures
Pilot service integration and financing pathways Clinician-facing;

system-facing

Longer-term vision

Establish coordinated multisite implementation Clinician-facing;
consortia across diverse services for real-world system-facing
testing, refinement, and scaling of Al tools and

systems

Build global implementation capacity: investinAl-  Clinician-facing;
ready digital infrastructure, workforce expertise in system -facing

implementation science and informatics, and
international knowledge exchange

Prioritise investment in low-income and middle- All categories

income countries through targeted infrastructure
and maintenance support to avoid widening

inequities

Generate shared evidence and learning via consortia ~ Clinician-facing;
to support a replicable, evolving implementation system-facing
model

Al=artificial intelligence.

Table 4: Near-term actions and longer-term visions for facilitating
sustainable implementation and integration of Al systems into mental
health care and research

Near-term actions

Map implementation barriers and facilitators that influence
the integration of Al systems in routine mental health care
Research should examine factors that influence
implementation determinants across multiple levels,
including clinician-level factors (eg, self-efficacy and
threat to professional autonomy), organisational-level
factors (eg, workflow disruption), and system-level
factors (eg, degree of interoperability)” This
foundational work is necessary to move beyond isolated
pilot projects towards evidence-informed imple-
mentation frameworks that can be used to guide
scalable, sustainable adoption within real-world mental
health services.

Design and test interoperable integration models that allow Al
tools to function within existing clinical infrastructures
Practical integration standards that allow AI tools to
connect directly with electronic health records or other
clinical systems should be developed.” These standards
could cover determining how Al-generated information is
displayed, documented, or incorporated into clinical
decision making in ways that align with current workflows,
rather than creating separate systems that introduce new
burdens. Studies of such integration technologies within
real-world settings could evaluate clinician usability,
workflow impact, and documentation efficiency.

Service integration and financing pathways

Clinical utility alone is insufficient for sustainable impact.
Research is required to address the practical challenges of
service-level integration and economic sustainability. This
research includes testing service-level integration models
to determine how Al tools can be embedded within triage
and referral workflows, and economic evaluations to
assess long-term value, cost offsets, and downstream
system implications. Research exploring viable financing
pathways and procurement strategies is essential to ensure
that promising tools become sustained components of
routine mental health service delivery. Near-term actions
for Domain 4 are summarised in table 4.

Longer-term vision

Sustainable implementation of Al tools in mental health
care could be expedited by the establishment of
coordinated, multisite implementation consortia. These
collaborative networks—spanning hospitals, community
mental health centres, primary care, crisis services, and
digital health providers—would enable real-world
testing, iterative refinement, and eventual scaling of Al
tools across diverse service contexts. By jointly evaluating
interoperability solutions, workflow redesign strategies,
and finance models under heterogenous conditions,
such consortia could generate the evidence and shared
experience needed to move beyond isolated pilot studies
towards scalable models of implementation that are
replicable across services and sustained as technologies
evolve.

Strengthening global implementation capacity will be
equally important in the long-term. This development
could include investing in interoperable, Al-ready digital
infrastructure, greater political awareness of the need for
investing in technologies that offset environmental costs,
developing workforce expertise in implementation
science and health informatics, and fostering cross-
national knowledge exchange. Particular attention
should be directed to LMICs, where constraints in
infrastructure and long-term system maintenance could
otherwise widen existing inequities in access to
Al-augmented mental health care.”

A call to coordinated action

As the development of Al tools for mental health care
increases, this is the defining moment to design the
architecture of mental health care. Al-based technologies
are beginning to influence clinical workflows, patient
expectations, and system design in mental health care.
Decisions made today about evidentiary thresholds,
regulatory independent oversight, data governance,
clinical accountability, and implementation infrastructure
will establish structural precedents that could be difficult
to reverse in the future. Without coordinated action,
development is likely to continue along diverse
trajectories that are driven by market momentum and
technical feasibility rather than the foundational
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principles of safety, equity, and clinical integrity. In
mental health, such fragmentation might exacerbate
inequities and undermine the trust on which effective
treatment depends.

The four priority domains outline a comprehensive
roadmap with several near-term actions and longer-term
visions, but not all elements carry equal urgency or can
proceed in parallel. Over the next few years, the most
immediate priorities lie in Domains 1 and 2, with
Domain 1 being foundational. Establishing clear
evidentiary thresholds, rigorous safety evaluation
frameworks, and independent auditing mechanisms is
essential. Without these, premature deployment risks
patient harm and erodes public trust. Progress on ethical
and equity considerations (Domain 2) should advance
concurrently, as these considerations directly shape the
development of credible safety, evidence, and governance
standards. Other priority domains are logically contingent
on this foundation. Meaningful clinician education and
redefined professional standards (Domain 3) will have
little impact if clinicians do not have access to reliable,
validated Al tools. Similarly, designing interoperable
integration models and mapping implementation
barriers (Domain 4) will have little effect, if the field has
not yet produced Al tools that are demonstrably safe,
clinically effective, and responsive to patient needs,
preferences, and real-world contexts of use.

Responsible  innovation  requires deliberate
coordination at this formative stage, before patterns of
deployment and professional practice become embedded.

Researchers,  scientist  practitioners,  clinicians,
developers, regulators, funders, journal editors,
professional Dbodies, health systems, and patient

communities each have distinct but complementary
responsibilities in strengthening proportionate evidence
and safety standards, embedding transparency and
equity across the Al tool lifecycle, clarifying professional
accountability in clinical use, and sustaining the
infrastructure necessary for effective implementation.
Alignment among these stakeholders is necessary to
prevent fragmented governance and inconsistent
safeguards across jurisdictions and service contexts. Al
use in mental health will be determined not by technical
capability or the pace of innovation, but by whether it can
expand effective care while being anchored to robust
standards of evidence and public accountability. The
strategic priorities set out across the four domains
provide an initial framework for collective action,
supporting the development of Al tools and systems in
mental health that are rigorously evaluated, ethically
grounded, clinically accountable, and sustainable in
Ppractice.
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