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Abstract 
Root cause analysis is a crucial part of incident response in microservice systems. The volume 
and heterogeneity of the observability data generated make this process particularly difficult and 
time-consuming. This thesis investigates two questions: (1) to what extent temporally-aware 
retrieval augmented generation affects root cause localization accuracy, and (2) how graph-
based retrieval augmented generation affects overall RCA hypothesis accuracy compared to a 
traditional chunk-based baseline. The evaluation is conducted by injecting faults into a test 
microservice system using Krkn. The collected observability data and documentation are then 
fed to Graphiti and LightRAG respectively. Both of them are graph-based retrieval augmented 
generation systems, with the former being temporally aware. The results show that the 
proposed system relies heavily on the quality of the collected observability data. The difference 
between the proposed system and the baseline became more pronounced when the fault was 
injected into a service with more connections to other services. 
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1. Introduction

1.1 Motivation
Microservice architectures have become a common foundation for modern
cloud-native applications, enabled by containerization technologies such as
Docker and orchestration frameworks such as Kubernetes. By decomposing
applications into independently deployable services, this architectural style
improves scalability, resilience, and development agility. However, these ben-
efits come at the cost of increased operational complexity, as application be-
havior emerges from the interactions of numerous services distributed across
multiple infrastructure layers [1].

To manage this complexity, modern observability stacks continuously col-
lect logs, metrics, traces, events, alerts, and operational documentation [2].
These data sources provide valuable visibility into system behavior, but they
also generate large volumes of heterogeneous information distributed across
services and infrastructure components. During incidents, thousands of po-
tentially relevant observations may be produced within a short period of time,
making it difficult to determine which evidence is actually useful for diagno-
sis.

Root cause analysis (RCA), the process of identifying the underlying cause
of an observed failure [3], therefore becomes an information discovery prob-
lem. The timely resolution of incidents is critical because service disruptions
can lead to SLA violations, degraded user experience, lost revenue, and in-
creased operational costs. Engineers must locate and correlate evidence orig-
inating from multiple telemetry sources, often spanning both affected and
unaffected components. This process typically requires substantial domain
expertise and significant investigation time, as operators sift through observ-
ability data and documentation to reconstruct the chain of events leading to a
failure [4]. Consequently, the effectiveness of RCA depends not only on the
availability of observability data, but also on mechanisms that can efficiently
retrieve, prioritize, and utilize the most relevant information.

1.2 Existing Approaches
Automated RCA approaches can be broadly categorized into traditional data-
driven methods and more recent LLM-based methods. Traditional approaches
rely on techniques such as machine learning, probabilistic reasoning, causal
inference, and graph-based models to identify the source of failures, but of-
ten struggle to generalize beyond known fault patterns and historical train-
ing data [5, 3]. In contrast, LLM-based approaches leverage large language
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models to reason over heterogeneous operational data, including logs, met-
rics, traces, and incident reports [6, 7].

However, the amount of operational data available during an incident often
exceeds the context window of an LLM, requiring RCA systems to selectively
choose which information to provide to the model. Retrieval Augmented Gen-
eration, which augments LLMs with external knowledge retrieved on demand,
offers a promising solution to this limitation [7].

Prior studies have tried to leverage graph structures [8] and temporal con-
text [9] to address this challenge. Both strategies have been shown to improve
RCA accuracy individually. However, existing graph-based studies presume
the constructed graph is static within the incident time window [8], which fails
to capture the evolving causal links between services as time progresses. This
thesis investigates whether combining temporally-aware retrieval for observ-
ability data and a graph-based retrieval system for static architectural knowl-
edge can improve the accuracy of LLM-powered root cause analysis in a Ku-
bernetes microservice environment.

1.3 Research Questions
This research aims to answer the following questions using a dual-level re-
trieval augmented generation (RAG) system.

RQ1: To what extent does temporally-aware RAG affect the root cause
localization accuracy of the LLM-powered RCA process?

Timestamps are a crucial attribute of observability data in RCA, as they
enable engineers to reconstruct the causal sequence of events across differ-
ent microservices. However, traditional RAG methods primarily rely on se-
mantic similarity when retrieving relevant data. Without temporal awareness,
RAG systems may return semantically similar but chronologically irrelevant
fragments, which can impair the ability of the LLM to reconstruct the inci-
dent and locate its root cause or chain of root causes. On the other hand,
temporally-aware systems such as TV-RAG [10] and temporal-graph-based
RAG frameworks [11] explicitly couple temporal alignment with semantic
retrieval, which has been shown to improve accuracy on temporal-reasoning
tasks. Therefore, we investigate to what extent this explicit temporal model-
ing improves the root cause localization accuracy of an LLM-powered RCA
process.

RQ2: How does graph-based RAG affect the accuracy of the RCA hy-
potheses generated by the LLM compared to the traditional chunk-based
RAG?

RAG systems integrated with a knowledge graph can retrieve more relevant
information by leveraging both the extracted keywords in a query and the re-
lationships between nodes and edges. Unlike traditional RAG, which relies
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primarily on isolated text chunks, graph-based RAG incorporates structured
connections between entities, helping provide richer contextual understanding
and potentially reducing hallucinations. Additionally, the call chains repre-
sented within the graph enable the system to trace dependencies and identify
likely propagation paths of an error, even within a limited context window.
Hence, we aim to evaluate how the relationships preserved by graph-based
RAG influence the ability of the LLM to generate accurate RCA hypotheses
compared to a traditional chunk-based RAG baseline.
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2. Background

This chapter provides the technical background necessary to understand the
system proposed in this thesis. Section 2.1 introduces observability in mi-
croservice architectures, establishing the data sources utilized. Section 2.2
covers root cause analysis with a focus on LLM-based approaches. Section
2.3 introduces retrieval augmented generation before diving deeper into the
graph-based RAG, which forms the technical foundation of the proposed sys-
tem.

2.1 Observability in Microservice Architecture
The widespread adoption of microservice architectures has introduced signifi-
cant challenges in understanding, monitoring, and predicting system behavior
due to their highly distributed and dynamic nature. The difficulty of com-
prehending and predicting the behavior of the microservice system, otherwise
known as observability, also increased accordingly [1]. The common technical
observability challenges surrounding complex microservice systems include
heterogeneity of the infrastructure, a vast amount of observability data, and
further improvements needed for an all-in-one observability platform [2, 12].
These challenges will be more apparent in the RCA process, which will be
discussed in more detail in the next section.

The three pillars of observability are known as logs, metrics, and traces.
Figure 2.1 illustrates the different perspectives that each telemetry type pro-
vides. Logs record discrete events generated by applications, metrics summa-
rize quantitative behavior over time, and traces capture the end-to-end execu-
tion path of requests across multiple services. Together, they provide comple-
mentary views of system behavior.

As illustrated on the left side of Figure 2.1, logs are textual records that cap-
ture individual events occurring within a service. They are typically generated
in large volumes and contain information at different severity levels, such as
INFO, WARN, ERROR, and FATAL. Logs provide detailed context about what
occurred inside an application, but their volume and heterogeneous formats
can make manual investigation difficult.

The center panel of Figure 2.1 shows metrics, which are time-series mea-
surements that describe quantitative aspects of a system, such as CPU utiliza-
tion, memory consumption, network throughput, and request rate. Metrics are
commonly aggregated over fixed intervals (e.g., 1-second or 10-second win-
dows), making them effective for identifying trends and anomalies. However,
this aggregation can obscure the exact state of the system at a specific point in
time.
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Figure 2.1. Illustration of the three pillars of observability. Logs record discrete ap-
plication events, metrics capture quantitative measurements over time, and traces rep-
resent the execution path of a request across multiple services.

The right side of Figure 2.1 depicts traces, which represent the sequence of
operations performed while servicing a request. A trace is composed of spans
generated by multiple services participating in the same call chain, thereby
exposing causal relationships and latency contributions across the system.
Traces are particularly useful during incident investigations because they re-
veal how requests propagate through distributed services. However, traces
generally do not capture detailed internal state information, requiring correla-
tion with logs and metrics for a complete understanding of system behavior.

In a complex microservice environment, services may be implemented us-
ing different programming languages, frameworks, databases, message bro-
kers, and infrastructure components. Consequently, logs often differ signifi-
cantly in structure and format, making cross-service analysis challenging. At
the same time, metrics provide high-level behavioral summaries but lack fine-
grained contextual details, while traces reveal execution flow but not the com-
plete internal state of participating services. As a result, effective incident di-
agnosis typically requires correlating all three telemetry types. Although they
provide complementary perspectives on the same underlying system, estab-
lishing these correlations across multiple services remains a non-trivial task.

2.2 Root Cause Analysis
Root cause analysis refers to the procedure of identifying the reasons why an
anomaly has been observed in a running system , to provide possible reasons
for the corresponding failure [3]. We will be focusing on the RCA of the
microservice system in this thesis, while the anomaly detection process and
the RCA of other archetypes of systems will be out of scope for this thesis. The
traditional RCA process requires a human engineer to check the observability
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data collected from the microservices and propose root cause hypotheses to
try to remediate the failure.

2.2.1 Data-driven RCA
We will first start by looking at RCA techniques that do not involve the use of
LLM. There are plenty of papers on automating parts or all aspects of the RCA
and can be broadly summarized into three categories: log-based techniques,
trace-based techniques, and monitoring-based techniques [3]. As the name
suggests, different techniques use one of the three pillars of observability as
primary inputs. The common methods used are statistical analysis, topology
graph-based analysis, causality graph-based analysis, machine learning, and
breadth-first search [3].

Early graph-based RCA attempts, such as MonitorRank [13], already used
a call graph to generate root cause candidate rankings. However, both the sys-
tem information utilized in constructing the graph and the types of root cause
candidates are limited in scope. The call graph in that work is a directed graph
in which each node is a sensor and each edge is a call between two sensors.
The graph therefore only captures which sensors communicated, but not the
state of the sensors. Subsequent research [14, 15] expanded the data used for
graph construction to more types of metrics. Brandon et al. [16] also expanded
to using more than one type of data, including metrics and logs, to construct
the call graph. The types of root cause candidates are also expanded to more
than one type of resource. But at the core of this research, they are still using
a form of service call graph as the foundation. More recent studies [9, 17]
switched to using a causality graph as the foundation and presented improve-
ments compared to the baseline of only using service dependency graphs or a
single type of data source. However, the nodes and edges in a causality graph
can represent different things for different studies, unlike the more universal
service call graph. The causality graph for GROOT is constructed from the
collected events, and the nodes in it represent system events [9]. The causality
graph for MULAN is constructed from the result of contrastive causal struc-
ture learning, where nodes represent system entities and system key perfor-
mance indicators.

2.2.2 LLM-based RCA
There have been more papers leveraging LLMs’ natural language processing
and inference capabilities since the introduction of ChatGPT in 2023. Com-
pared to the more traditional RCA automation frameworks mentioned in the
previous paragraph, the LLM-powered RCA automation frameworks usually
have the ability to propose mitigation steps and can accept a more diverse
range of inputs, such as system documentation or an existing knowledge base.
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At first, the LLM only gets the data at the start of the RCA process to try to
identify the root cause and suggest mitigation. It is found that both chain-of-
thoughts reasoning [18] and in-context learning [19] can improve the accuracy
of the RCA result. It is also found that the RCA result accuracy can be im-
proved by giving the LLM direct access to the diagnostic tools and data [6, 20].

There are also recent studies looking at whether the use of graphs can help
improve the accuracy of the LLM-powered RCA process. TAMO applies a
graph neural network on top of a causal dependency graph to help generate
root cause probabilities for LLM to use [21]. GALA uses a more explicit
approach by creating a service dependency graph and injecting the relevant
subgraph into the LLM reasoning prompt directly [8].
Temporal context in RCA One of the most important attributes of the ob-
servability data is the timestamp, which allows different types of data to be
correlated. However, past studies [9, 8] utilizing causal graph work under
the presumption that the causal graph is static within the time window of the
collected data. This approach failed to capture the dynamics and evolution
of causal links between different entities since faults in a microservice sys-
tem take time to propagate. Tang et al. [22] proposed an RCA framework
that includes temporal context in the generated causal graph. It shows that a
sufficient amount of temporal information in the creation of the causal graph
can improve the accuracy of the RCA result. However, it performs root cause
localization by measuring each accumulated metric deviation from predicted
values within the learned causal graph, which only treats the temporal causal-
ity as an offline learning problem. This is a significant limitation for the LLM-
powered RCA that we intend to do, as the sequence of the anomaly itself can
be used by the LLM as diagnostic evidence.

2.3 Retrieval Augmented Generation
Retrieval augmented generation is a technique that uses an input query to
dynamically retrieve relevant factual knowledge and integrate it into the re-
sponses generated by the Language Models [23]. It can be separated into two
components: a retriever that returns top-k most relevant texts given a query
and a generator that produces a current token based on the previous context,
the input query, and the retrieved knowledge [24]. The following two sec-
tions will go into more detail on the traditional chunk-based RAG methods
and the novel graph-based RAG, along with their relationship with RCA. Fig-
ure 2.2 and figure 2.3 are simplified visualizations of the chunk-based RAG
and graph-based RAG respectively.
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Figure 2.2. Workflow of a typical chunk-based RAG

Figure 2.3. Workflow of graph-based RAG used in this thesis

2.3.1 Chunk-based RAG
A chunk-based RAG process also has an indexing phase at the start to in-
dex the data that will later be used by the retriever and generator. A generic
chunk-based RAG has the following steps in the indexing phase: data index-
ing, chunking, and embedding [25]. The data indexing step will convert the
data from its original format into plain text. The chunking step will divide
the texts into smaller chunks due to the limited context window of the lan-
guage models. The embedding step will encode the chunks of text into vec-
tors through a language model. The retriever will then use the same language
model to encode the input query and use this vector to find the most similar
embeddings from the data produced in the indexing phase.

13



Chunk-based RAG has been widely used in AIOps to help LLMs by provid-
ing contextually informed and reliable solutions [7]. The range of AIOps tasks
supported by RAG includes anomaly detection, report summarization, and a
confidence score for root cause estimation. However, Zhang et al. [19] point
out that traditional chunk-based RAG can cause the retrieved text to lose the
relational and structural context of the incident. This is a significant limitation,
as understanding the relationship between different services and events is cru-
cial for RCA in a microservice system. Graph-based RAG aims to overcome
this limitation faced by chunk-based RAG.

2.3.2 Graph-based RAG
Similar to chunk-based RAG, a graph-based RAG has three main phases:
knowledge organization, knowledge retrieval, and knowledge integration [26].
The difference is in the first two phases. Graph-based RAG makes relations
between pieces of knowledge explicit as edges, so that retrieval can traverse
these relations instead of relying on embedding similarity alone. The knowl-
edge organization phase has three primary paradigms: graph for knowledge
indexing uses the graph to index and retrieve relevant text chunks; graph as
knowledge carrier represents the knowledge itself as graph structure; a hybrid
of that combines both. One form of using a graph as a carrier is to construct a
knowledge graph from a corpus directly, which is how the graph-based RAGs
in the next paragraph are implemented.

GraphRAG [27] uses an LLM to extract important entities and relation-
ships from a given text chunk and aggregate them into nodes and edges to
construct a knowledge graph. Then, it uses a community detection algorithm
to find the communities for the knowledge graph and generate community
summaries using an LLM. The result shows substantial improvement over
chunk-based RAG in terms of comprehensiveness and diversity of the answers.
However, GraphRAG is inefficient when it comes to adding new data to the
knowledge graph. It needs to detect communities and generate community
summaries every time new data is added to the relevant nodes. LightRAG
constructs a knowledge graph in the same way but replaces community detec-
tion with keyword-based retrieval [28]. LightRAG generates keywords from
the query and matches them against vector representations of entities or rela-
tionships. Whereas GraphRAG needs to go through the pre-generated commu-
nity summaries and produce intermediate answers. This approach significantly
reduces the computational overhead to handle complex queries compared to
GraphRAG.

Graphiti [29] is another graph-based RAG that also employs the graph as
a knowledge carrier approach by constructing a temporally-aware knowledge
graph from the text chunks. It extracts temporal information from the texts
and uses it to prioritize new information while invalidating the old informa-
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tion. This has substantial improvements when answering temporal reasoning
questions. The better temporal reasoning means that Graphiti should help with
RCA accuracy since RCA also relies on the understanding of the sequence of
events and anomalies that happened.
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3. Methodology

This chapter presents the design of the RCA system. Section 3.1 introduces
the two RAG frameworks used in the system and justifies their selection for
handling different types of input data. Section 3.2 describes how the two RAG
frameworks are integrated into a complete RCA pipeline with additional de-
tails on data processing and response generation.

3.1 Tools and Frameworks
3.1.1 LightRAG
In a Kubernetes environment, the system architecture is defined across sepa-
rate YAML configuration files, each containing a different resource definition.
These files may contain information on the same entity and, therefore, should
be ingested into LightRAG sequentially. This leverages the efficient incremen-
tal update feature of LightRAG and also means that GraphRAG is much less
efficient for this task due to the update overhead. In the proposed system, Ligh-
tRAG is configured with OpenSearch as the storage backend. Each service in a
microservice system becomes a node in the knowledge graph, and the relation-
ship between nodes can become their interaction, whether the interaction is
expected behavior or recorded unexpected behavior. The dual-level paradigm
enables LightRAG to provide more comprehensive answers surrounding the
anomalous entities extracted from the observability data. Take an extracted
keyword, such as “user-service”, from the query as an example. The low-level
retrieval strategy could return its container specs, various configurations, and
its provided APIs. The high-level retrieval strategy could return the module it
belongs to, which database it connects to, and what past incidents it encoun-
tered.

3.1.2 Graphiti
Graphiti is a temporally-aware knowledge graph engine [29]. In this work,
Graphiti is configured with Neo4J [30] as the graph database backend. Simi-
lar to LightRAG, Graphiti also extracts entities and relationships from the text
data, with the additional ability to extract temporal information. The tempo-
ral information is stored as relationship attributes in the form of valid_at and
invalid_at timestamps. They represent when the relationship becomes valid
and when it becomes invalid. This means that past information will be retained
individually instead of being merged with the latest information when ingest-
ing new data. This feature is especially useful for working with observability
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data due to the inherent temporal nature of the data. As discussed in Sec-
tion 2.2.2, having temporal information in the causal graph can improve the
RCA accuracy. While the knowledge graph used by Graphiti is not a causal
graph, the edges in both represent temporal relationships between system en-
tities. It is expected that the temporal context preserved by Graphiti can also
benefit the RCA process. The sequence of events buried in the observability
data can be directly extracted into relationships in Graphiti that are only valid
for a certain period of time.

3.2 System Design
The goal of the RCA system is to locate the possible root cause, explain the
effects of the error on other services, and generate a remediation plan. The ar-
chitecture diagram for the system can be seen in Figure 3.1 and can be divided
into three phases. The first phase takes Kubernetes YAML files and docu-
mentation of the microservices and ingests them into a deployed LightRAG
instance. The second phase takes the collected observability data during the
incident time window as input and ingest them into Graphiti. The separation
of the different data types is because a thorough understanding of both the
system architecture and the anomaly event sequence is required to perform
an informed RCA process, which is how human engineers perform the pro-
cess. The third phase begins with using preliminary diagnostic information
to retrieve relevant architectural information and events from LightRAG and
Graphiti. The retrieval is sequential where Graphiti is queried first, and then
service keywords are extracted from the result to influence the query on Ligh-
tRAG. Finally, the results from the two frameworks are used to inform the
LLM to produce an RCA response.

Recent work on temporal-aware RAG frameworks, such as TV-RAG for
long-video understanding [10] and temporal-graph-based RAG [11], shows
that explicitly aligning retrieved context with the temporal window of interest
improves accuracy on time-sensitive reasoning tasks. In our RCA setting, this
enables the system to select logs, metrics, and traces that are both semantically
and temporally relevant to the incident, which is expected to improve root
cause localization. Thus, phase 2 involves processing the observability data to
ingest it into Graphiti.

The metrics are aggregated to summary statistics values, including average,
minimum, maximum, 95th percentile, and the number of data points within a
10-second interval. Traces are processed to only include essential information
from the raw JSON via parsing and string normalization. The output includes
the trace ID, the service name between the request sender and receiver, and
the operation performed by the request. Unlike metrics and traces, which can
be reduced through basic data processing, the logs have to be summarized by
the LLM due to their volume and complexity. LangChain is used to construct
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Figure 3.1. System Architecture

a summary agent to summarize the raw logs into a structured JSON output
specifying the severity, time, and summary of the logs. The logs with info
severity can be configured to sample at a specified rate to reduce the amount
of repetitive information and lower token usage. But all of the collected logs
are summarized in the experiment regardless of their severity. Both the logs
and their summaries are grouped based on their pods. An example of the
summarized logs can be seen in Listing 1. The metadata of these summaries
is sequentially ingested into an empty Graphiti first, since different pods may
belong to the same node or namespace. Then the log summaries for each pod
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are ingested in parallel because they do not involve other pods and thus will
not create duplicate new entities.

1 {
2 "pod_name": "user-timeline-mongodb-77b996d7d6-dw7v7",

3 "service_name": "user-timeline-mongodb",

4 "node_name": "social-network-control-plane",

5 "namespace": "default",

6 "log_summaries": [

7 {

8 "start_timestamp": "2026-03-18T13:55:53.940128Z",

9 "end_timestamp": "2026-03-18T13:58:53.973648Z",

10 "severity": "INFO",

11 "log_summary": "Periodic WiredTiger checkpoint progress

messages indicating saving checkpoint snapshots with

increasing snapshot min and max values at one-minute

intervals."

↪→

↪→

↪→

12 }

13 ]

14 }

Listing 1: Log Summary Example

1 rag_entry_point = """There was an error log happened at

2026-06-03 15:01:58 in the pod nginx-thrift-55f6748487-cchgz,

the error message is as follows. What are the relevant

resources and events? [error] 39#39: *12692 [lua]

read.lua:87: ReadHomeTimeline(): Get home-timeline failure:

Failed to connect to Redis: Connection refused, client:

127.0.0.1, server: localhost, request: \"GET

http://localhost:8080/wrk2-api/home-timeline/read?user_id=63 ⌋
8&start=1&stop=11 HTTP/1.1\""""

↪→

↪→

↪→

↪→

↪→

↪→

↪→

↪→

Listing 2: Example query for Graphiti

Since anomaly detection is not in the scope of this project, a query including
preliminary diagnostic information of the anomaly is used as the query for
both LightRAG and Graphiti. An example of the query is shown in Listing 2.
Graphiti is run first in Phase 3 to output a list of entities and relationships that
are relevant to the anomaly. The pod name and service name in the entities are
extracted from the entity JSON returned by Graphiti. These services are then
used as keywords for the low-level retrieval mode in LightRAG in combination
with the query. Graphiti identifies which services are involved in the anomaly,
so LightRAG can retrieve the architectural context surrounding these services.
Finally, the list of entities and relationships in the output of LightRAG is also
extracted and combined with the output of Graphiti in a unified diagnostic
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prompt. This prompt is then passed to the LLM to generate the final structured
response containing a root cause hypothesis and a list of remediation steps.

The RCA response schema used by the LLM can be seen in Listing 3.
The schema provides the information an engineer would need during an RCA
process. The schema contains three parts: a root cause analysis identifying
where and why the fault occurred based on the available observability data,
a series of propagation events detailing how the fault affected other services,
and remediation steps recommending actions to mitigate or resolve the fault.
Using a structured schema rather than free-form text for response ensures that
the output can be consistently evaluated.

1 class RootCause(BaseModel):
2 summary: str

3 error_type: str

4 detailed_explanation: str

5 supporting_evidence: List[str]

6 resources_to_be_investigated: List[str]

7

8 class PropagationEvent(BaseModel):

9 service_involved: str

10 events: str

11

12 class RemediationStep(BaseModel):

13 step_number: int

14 action: str

15 command: Optional[str]

16 expected_outcome: str

17

18 class RCAResponse(BaseModel):

19 root_cause: RootCause

20 propagation_chain: List[PropagationEvent]

21 immediate_actions: List[RemediationStep]

Listing 3: RCA response schema
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4. Experiment

4.1 Experiment Setup
The microservice testbed for the experiment is based on the social network
system in the DeathStarBench project [31]. The architecture diagram of the
social network system can be seen in figure 4.1. The original system only
includes Jaeger as the monitoring tool, without logs or metrics monitoring op-
tions. Hence, we added the OpenTelemetry framework into the cluster to col-
lect and export logs, traces, and aggregated metrics data into their respective
JSON files for further processing.

Figure 4.1. Architecture of the social network system from [31]

A single-node Kubernetes cluster was created using kind to limit the scope
of failures to the pod level. The social network system was deployed to the
Kubernetes cluster using Helm. However, the Helm chart is not suitable for in-
gestion in LightRAG due to its template and value format. This format makes
it harder for LightRAG to extract relationships between different resources.
Kubernetes YAML files were generated using Helm commands and ingested
into LightRAG. A mermaid flowchart was manually created based on the ap-
plication structure diagram in the DeathStarBench project for easier ingestion
into LightRAG. A short description of the social network system was also
ingested into LightRAG alongside the mermaid flowchart.

For each scenario, the JSON files used to store observability data were
wiped before the experiment to rule out interference from previous runs. Some
normal traffic was first generated using the workload script included in the
DeathStarBench project. The workload was configured to send around 40
requests over a span of 10 seconds. Each request was made to the same
API endpoint with different parameters, such as different user IDs. After
that, a fault was injected into a specific pod in the Kubernetes cluster last-
ing 60 seconds, and the same workload script was run again to generate traffic
under the fault condition. After the workload script is finished, the JSON
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files containing the observability data were saved for processing and ingestion
into Graphiti. Two services are chosen as fault injection targets, given that
they represent different positions within the microservice architecture. Dif-
ferent fault positions within the system may have different anomaly patterns
and thus influence the RCA response generated. One chosen service is the
post-storage-service due to it being a critical service that handles the
query and storage of posts as shown in figure 4.1. This service represents
the common case of a service that both receives and forwards requests. The
other service chosen is the home-timeline-redis due to it being a database
layer component with only upstream services. The API endpoints used by the
workload script are /wrk2-api/post/compose for post-storage-service and
/wrk2-api/home-timeline/read for home-timeline-redis.

Krkn is the fault injection framework that was used in this project. The
list of faults injected can be seen in Table 4.1. These scenarios were selected
because each of them covers a distinct failure category that would generate
different patterns of observability data. The out-of-memory (OOM) fault was
injected manually in the specified pod using the kubectl exec command, while
the rest was injected using their respective Krkn scenario. The requests in
the workload script are configured to traverse the call path through the pod
injected with the fault. Finally, the collected observability data was processed
and ingested into Graphiti.

Scenario Failure Category Description
Application Outage Traffic isolation Blocks all ingress traffic to the

specified pod to simulate an ap-
plication outage.

Out of Memory Resource depletion Simulates an out-of-memory
situation for the specified pod
by continually allocating more
memory every second.

Pod Network Chaos Performance degradation Injects latency and packet loss
for all requests made to the
specified pod.

Table 4.1. Fault injection scenarios

Three different configurations of the RCA system and a baseline using tra-
ditional chunk-based RAG are tested for each scenario. The three configu-
rations are: using only the retrieval result from LightRAG, using only the
retrieval result from Graphiti, and using the full system as intended. This ab-
lation design isolates the effect of each component on the final RCA response.
All four configurations use GPT-4.1 as the LLM to generate the RCA response,
while log summaries are generated using GPT-4.1-mini. The documentation
was ingested into LightRAG at the start of the experiment and remains un-
changed across all configurations. The total number of entity and relationship
pairs used in the final RCA prompt is 60, with 20 pairs from Graphiti and
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40 from LightRAG. The baseline chunk-based RAG ingests the same input as
LightRAG and Graphiti, with a chunk size of 1200 and an overlap of 200. Its
embeddings are stored in two separate indices for efficiency, as the documen-
tation and Kubernetes YAML files remain the same across all scenarios. The
same RCA prompt template is used with 60 retrieved chunks. Comparing con-
figurations that include Graphiti against the baseline yields answers for RQ1,
while comparing the full system against the baseline addresses RQ2.

All fault injection scenarios were run twice to ensure the reliability of the
collected observability data. The observability data from each run is processed
against all four configurations separately, producing eight results per scenario.
In the case that there are minor discrepancies between the results from the first
run and the second run, a third run is performed as the final verdict.

The quality of the RCA response is evaluated using four metrics. Root
Cause Localization and Error Type Classification are binary metrics scored
automatically against the known ground truth. Propagation Chain and Reme-
diation Quality are scored manually by the author on a 3-point scale.
Root Cause Localization (RCL) indicates whether the response correctly
identifies the pod injected with the fault. A score of 1 means the proposed
root cause is the pod injected with the error.
Error Type Classification (ETC) indicates whether the response correctly
identifies the category of fault injected. A score of 1 means the error type
proposed by the LLM matches the fault injection scenario.
Error Propagation Chain (PC) evaluates the accuracy of how the fault prop-
agated from the fault origin to the provided diagnostic information. It is eval-
uated against the sequence diagram from the documentation. A score of 2
indicates the propagation chain is correct. A score of 1 indicates the prop-
agation chain is lacking intermediate services or misattributes how the fault
manifested. A score of 0 indicates the propagation chain is incorrect.
Remediation Quality (RemQ) evaluates whether the remediation steps pro-
vided in the response can effectively mitigate the injected fault. A score of 2
indicates the remediation steps solved the problem, and it will not resurface
again. A score of 1 indicates the remediation steps fixed the problem in the
short term, but the problem may surface after some time as the fundamental
problem is not fixed. A score of 0 indicates the problem is not mitigated.

4.2 Experiment Result
In the application outage scenario, krkn blocks all ingress traffic to the tar-
get pod, simulating a complete service failure. As shown in Table 4.2, the
RCA response generated with the LightRAG only configuration yielded a bet-
ter result than the rest of the configurations when the fault is injected into
the home-timeline-redis pod. No logs from the pod injected with the fault
appear in the collected observability data because Krkn blocks all ingress traf-
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Configuration Target Pod RCL ETC PC RemQ
Full System post-storage-service 0 0 1 0

home-timeline-redis 0 0 1 1
Graphiti-only post-storage-service 0 0 0 0

home-timeline-redis 0 0 1 1
LightRAG-only post-storage-service 0 0 1 1

home-timeline-redis 1 1 2 1
Chunk-based RAG post-storage-service 0 0 1 0

home-timeline-redis 0 0 1 1
Table 4.2. Experiment results for the application outage scenario. RCL and ETC are
scored 0–1, PC and RemQ are scored 0–2. Higher scores indicate better performance.

fic. Without these logs, Graphiti cannot identify the faulty pod and therefore
does not provide LightRAG with the necessary keywords to retrieve its archi-
tectural context. The LightRAG only configuration avoids this issue through
its unbiased retrieval, which includes architectural information for the faulty
service regardless of whether it appeared in the observability data. Despite
this limitation, configurations utilizing Graphiti were able to trace the error
up to the home-timeline-service, which is the service calling the faulty pod.
Thus, a partial score was given for the propagation chain and remediation
quality. The LightRAG only configuration performed better on the home-
timeline-redis scenario than on the post-storage-service scenario, due to their
different positions within the architecture. The difference between the two
targets is consistent with home-timeline-redis being a leaf service with fewer
dependencies, requiring less context to characterize.

Configuration Target Pod RCL ETC PC RemQ
Full System post-storage-service 1 1 2 2

home-timeline-redis 1 1 2 2
Graphiti-only post-storage-service 1 1 2 2

home-timeline-redis 1 1 2 2
LightRAG-only post-storage-service 0 0 1 0

home-timeline-redis 1 0 2 2
Chunk-based RAG post-storage-service 1 1 2 1

home-timeline-redis 1 1 2 2
Table 4.3. Experiment results for out of memory scenario. RCL and ETC are scored
0–1, PC and RemQ are scored 0–2. Higher scores indicate better performance.

In the Out of memory scenario, the target pod is forced into an out of
memory (OOM) error by exceeding its configured memory limit. As pre-
sented in table 4.3, all configurations except the LightRAG only configuration
performed well for this scenario. The memory usage metric provided clearly
indicates an OOM situation. Without Graphiti, LightRAG receives no key-
words identifying the faulty pod and has no direct access to the observability
data. The architectural information it retrieves alone is not enough to deduce
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the root cause. But for the home-timeline-redis target pod, even the LightRAG
only configuration was able to correctly localize the root cause and trace the
propagation chain. This can be explained by the query used as preliminary
diagnostic information, which already indicates that the ReadHomeTimeline()
function failed. Though the preliminary diagnostic information did not include
the memory usage anomaly, the error type was still not correctly classified.

Configuration Target Pod RCL ETC PC RemQ
Full System post-storage-service 0 0 1 1

home-timeline-redis 1 1 2 2
Graphiti-only post-storage-service 0 0 1 1

home-timeline-redis 1 1 2 2
LightRAG-only post-storage-service 0 0 1 0

home-timeline-redis 0 0 1 0
Chunk-based RAG post-storage-service 0 0 1 0

home-timeline-redis 1 1 2 1
Table 4.4. Experiment results for pod network chaos scenario. RCL and ETC are
scored 0–1, PC and RemQ are scored 0–2. Higher scores indicate better performance.

In the pod network chaos scenario, both the ingress and egress traffic of
the target pod are injected with 400ms latency and a 25% packet loss. The re-
sults can be seen in table 4.4. When the post-storage-service is the target pod,
there were no traces with error status generated, though some spans within the
traces show over 2 seconds of operation time. Only the retrieval output from
Graphiti captured this abnormality, resulting in further investigation by the
LLM. The traditional chunk-based RAG mentioned the long duration but did
not identify it as a root cause symptom. It focused on the upstream services
instead. When the home-timeline-redis pod is the fault injection target, there
were traces with an error status. Thus, both the full system and Graphiti-only
configurations produced an accurate RCA response. Since the LightRAG con-
figuration does not have access to the diagnostic data, it could not correctly
locate the root cause. Instead, it relied on the diagnostic information in the
query alone to propose resources to investigate, which in this case pointed to
the upstream service, thus receiving a partial score for the propagation chain.
The traditional chunk-based RAG was able to locate the problem, but the re-
mediation steps were focused on the upstream service instead of the target
pod.

4.3 Discussion
This section analyzes the results presented in the previous section, aiming to
answer the two research questions. The analysis first examines the contribu-
tion of temporally-aware RAG to root cause localization (RQ1), then evaluates
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the overall effect of graph-based RAG on RCA hypothesis accuracy compared
to the chunk-based baseline (RQ2).

RQ1: Graphiti-based configuration was able to achieve accurate RCA when
the observability data contains clear and sufficient information on the anomaly.
In the OOM scenario, there are clear indications of memory usage anomalies
in the metrics, enabling Graphiti-based configurations to correctly locate the
root cause with a correct propagation chain and remediation steps. In the
pod network chaos scenario, when home-timeline-redis is the target pod, the
traces contain spans with an error status, providing similarly direct evidence
for Graphiti to identify the faulty pod. Without access to the observability data,
whether the LightRAG only configuration can locate the root cause depends
on the semantic similarity of the diagnostic information included in the query
and the faulty pod. It worked for the home-timeline-redis pod in the applica-
tion outage scenario, where the query content directly implicated the target.
But it failed for the post-storage-service pod in the same scenario, where no
such information was present. The correct propagation chain and remediation
steps for when the target pod is home-timeline-redis are due to the diagnostic
information in the query being semantically similar to the name of the root
cause pod. The score could drop if the diagnostic information in the query
were semantically different from the root cause pod, though this is not tested.

However, Graphiti would fail when there is insufficient information in the
observability data. This can be clearly observed from the results in the appli-
cation outage scenario, as there are no logs from the target pod in the observ-
ability data. Because all ingress traffic into the target pod is blocked by krkn,
no logs are generated from the perspective of the OpenTelemetry collector.
Graphiti-based configurations were unable to locate the problem, though they
did trace the error up to the upstream service of the faulty pod.

The pod network chaos scenario when the post-storage-service is the target
pod presents an intermediate case. There are no traces with an error status, but
some spans show an extended request duration. Graphiti was able to detect
this abnormality, whereas the chunk-based RAG baseline mentioned the long
duration but did not identify it as a root cause symptom. This suggests that the
temporal context provided by Graphiti helps the LLM recognize anomalous
patterns even when they are not explicitly marked as errors. However, this sig-
nal alone was ultimately insufficient for Graphiti to localize the root cause, as
the duration anomaly lacked the direct evidence needed to pinpoint the faulty
pod.

The results show that temporally-aware RAG improves root cause localiza-
tion accuracy when the observability data contains sufficient anomaly infor-
mation, as demonstrated by the OOM and pod network chaos scenarios. How-
ever, it cannot compensate for absent observability data, as the application
outage scenario shows. The contrast between these scenarios indicates that
the output accuracy of Graphiti is closely related to the quality and complete-
ness of the available observability data. Beyond localization, the application
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outage and pod network chaos scenarios demonstrate that Graphiti’s tempo-
ral context also contributes to propagation chain construction even when the
evidence is insufficient to pinpoint the faulty pod.

RQ2: The full system configuration matched or outperformed the tradi-
tional chunk-based RAG across all four evaluation metrics in all three fault
injection scenarios. In the OOM scenario, both approaches achieved correct
root cause localization and error type classification, as the memory usage met-
ric provided a clear indication of the error. However, the full system is still
better than chunk-based RAG in terms of remediation quality for the post-
storage-service target pod. This pattern of remediation quality differences is
consistent across scenarios and indicates the advantage of graph-based RAG
over the chunk-based baseline.

When the observability data is complex enough that it cannot fit in the
defined context window, the advantage of graph-based RAG becomes more
apparent. This can be observed when post-storage-service is the target pod
in the application outage and pod network chaos scenarios. The full system
was able to construct a partial propagation chain while the chunk-based RAG
made no progress in these two cases. Being an intermediate service with more
upstream and downstream connections, post-storage-service involves a larger
amount of related architectural information across multiple services. Graph-
based RAG can selectively retrieve entities and relationships relevant to the
anomaly, while chunk-based RAG retrieves text blocks that may contain in-
formation about multiple services without distinguishing their relevance to the
fault.

Overall, graph-based RAG matched chunk-based RAG on root cause lo-
calization when the observability data was unambiguous, and has better prop-
agation chain and remediation steps when the anomaly data was indirect or
absent. The most obvious advantage appeared in remediation quality, where
the architectural context provided by LightRAG enabled the LLM to perform
more accurate remediation at the faulty pod rather than at the upstream ser-
vices that reported the error.

Other findings: One abnormality in the result is when the LightRAG-only
configuration performed better than the full system in the application outage
scenario when home-timeline-redis is the faulty pod. One contributing factor
is the keywords output by Graphiti. There are no logs from the faulty pod,
meaning Graphiti could not provide the accurate keyword to LightRAG. This
steered the LightRAG query to an incorrect direction. The other contributing
factor is the position of the target pod within the architecture. Home-timeline-
redis is a database with only one upstream caller, so a context window with
limited length can cover a larger share of its relevant architectural dependen-
cies. On the other hand, Post-storage-service, being an intermediate service
with more connections, requires more context to fully characterize, which may
miss some details in the limited context window.
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The chunk-based RAG baseline tended to propose remediation steps target-
ing upstream services rather than the actual faulty pod. This can be partly at-
tributed to how errors appear in the observability data: in both the application
outage and pod network chaos scenarios, the error logs and traces originate
from the upstream services calling the faulty pod, not from the faulty pod it-
self. The chunk-based approach is misled by the distribution of error signals.
LightRAG mitigates this issue by also retrieving nodes one hop away from the
keywords in the knowledge graph, which provides the LLM with sufficient
service dependency information to trace the error back to the actual faulty pod
rather than the service that reported it.

Across all of the results, the full system configuration rarely performs bet-
ter than the Graphiti-only configuration. This suggests that the dual-RAG ar-
chitecture does not produce a synergistic benefit in this testbed. One likely
contributing factor is that the testbed system did not have comprehensive docu-
mentation on what each service does and how they are connected. The purpose
of LightRAG in this architecture is to provide architectural context and possi-
bly common errors that have already appeared in the system, which cannot be
inferred from the observability data alone. Without sufficient documentation,
LightRAG is unable to retrieve architectural context that goes beyond what
the LLM can already infer from the observability data, limiting its marginal
contribution to the full system.

4.3.1 Limitations and Future Works
The evaluations in this project are limited in scope. The testbed is a small mi-
croservice system with at most five vertical layers and limited horizontal inter-
action between services. This results in relatively simple propagation chains
that may not fully demonstrate the advantage of graph-based RAG in tracing
complex error paths. Testing with a more complex system might yield a bigger
discrepancy between the full system and the chunk-based RAG, as the volume
of information relevant to the error could grow to exceed the context window
for the chunk-based RAG. Additionally, a testbed with more comprehensive
documentation could better demonstrate the synergistic potential of the dual-
RAG architecture, as discussed in the previous section.

Only three fault injection scenarios were tested in the experiment, which
means the results only cover a narrow range of failures. Expanding the fail-
ure scenarios to include common errors, such as service hijacking to inject
HTTP 500 internal server errors, might present more findings. The significant
behavioral difference observed between the home-timeline-redis pod and the
post-storage-service pod also suggests that architectural position is an impor-
tant variable for RCA. But this relationship cannot be generalized given this
sample size. Having more tests on different services within the same architec-
tural position could reinforce the findings.
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The observability data collected by the system is not always sufficient for
root cause analysis. This is constrained both by the monitoring framework
and by the logging behavior of the services themselves. For example, a DNS
outage scenario was tested during the project but ultimately excluded from
the final result because the services in the testbed did not emit any logs or
traces related to DNS resolution failures, leaving the system with no data to
analyze. A testbed with more comprehensive error emission from the services
could improve the result for both the system proposed in this project and the
traditional chunk-based RAG.
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5. Conclusions

Complex microservice systems generate large volumes of observability data
during incidents, making it difficult for engineers to locate the root cause in a
short time. LLMs have been used to assist in automating the RCA process, but
their limited context windows prevent ingesting all available evidence, forcing
a reliance on retrieval mechanisms to select the most relevant data. The pro-
posed system in this thesis is aimed at addressing this challenge. Past works
utilizing graph and temporal context presume the graph constructed is static
within the incident time windows [8, 9]. This thesis investigates to what ex-
tent does the temporally-aware RAG affects the root cause localization accu-
racy (RQ1) and how does graph-based RAG affects the accuracy of the RCA
hypotheses generated (RQ2).

For RQ1, the experiments show that temporally-aware RAG enables accu-
rate root cause localization when the observability data contains clear anomaly
events, such as explicit error logs or abnormal metric values. In these cases,
retrieval results from Graphiti consistently surfaced relevant events and sup-
ported correct localization across both the out of memory and pod network
chaos scenarios. However, when the faulty pod produces no observable sig-
nal, temporal awareness alone cannot compensate for the absence of data,
as shown in the results from the application outage scenario. In such cases,
Graphiti could still retrieve evidence from upstream services to construct a
partial propagation chain, but it was not sufficient to pinpoint the actual root
cause. The key finding for RQ1 is that the value of temporally-aware RAG is
bounded by the completeness of the observability signal. Temporally-aware
RAG improves localization when evidence exists, but cannot substitute for
evidence that was never generated.

For RQ2, graph-based RAG matched or outperformed chunk-based RAG
across all scenarios, with the clearest advantages appearing in propagation
chain construction and remediation quality. By leveraging the relationships
in its knowledge graph, LightRAG could retrieve entities and concepts one
hop away from the directly matched entities, which enabled the LLM to trace
errors back to the actual faulty pod rather than the upstream service that re-
ported the error. Chunk-based RAG, by contrast, was consistently misled by
the distribution of error signals in the observability data and tended to propose
remediation steps targeting upstream services. However, the full system never
outperformed its best individual component across all metrics in any scenario,
indicating that the dual-RAG architecture did not produce a synergistic benefit
in this small-scale testbed.

In summary, this thesis demonstrated that temporally-aware retrieval via a
knowledge graph can improve root cause localization in LLM-powered RCA
when the observability signal is sufficiently complete. The graph-based RAG
improves propagation chain construction and remediation targeting over chunk-
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based RAG by preserving the structural relationships between services. At the
same time, the experiments revealed that naively coupling the two retrieval
components together does not guarantee additive gains. More broadly, eval-
uating the system on a larger and more thoroughly documented microservice
testbed would help clarify whether the synergistic potential of the architecture
emerges at greater scale and complexity.
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